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Preface 
 
The Association for Computing Machinery Conference on Bioinformatics, Computational 
Biology and Biomedicine (ACM BCB) is the main conference of the newly formed ACM Special 
Interest Group (SIG) in Bioinformatics.  
 
Over 200 people attended the first conference, ACM BCB 10, which took place in Niagara Falls, 
NY on August 2-4, 2010. 2011 is the second year of the Conference; the conference will take 
place in Chicago, IL, on August 1-3, 2011, and we expect it to be even larger. 
 
ACM BCB 2011 features 2 keynote presentations, 30 regular papers, 34 short papers and 31 
posters.  In addition, there are four workshops and two tutorials.   This year there are two poster 
sessions, one for posters associated with the workshops and one for posters associated with the 
main conference.    
 
We would like to thank all the organizers for the hard work they put into the conference.   We 
also would like to extend our special thanks to all the referees for their care, time and effort in 
selecting the papers for this year’s conference. 
 
Along with the ACM SIG Bioinformatics, this year’s conference was co-sponsored by the 
Institute for Genomics and Systems Biology and the Computation Institute at the University of 
Chicago. 

 
 

Robert L. Grossman and Andrey Rzhetsky 
General Chairs, ACM BCB 11 
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Abstract
The availability of large-scale curated protein interaction
datasets has given rise to the opportunity to investigate
higher level organization and modularity within the protein
interaction network (ppi) using graph theoretic analysis. De-
spite the recent progress, systems level analysis of ppis re-
mains a daunting task as it is challenging to make sense out
of the deluge of high-dimensional interaction data. Specif-
ically, techniques that automatically abstract and summa-
rize ppis at multiple resolutions to provide high level views
of its functional landscape are still lacking. In this pa-
per, we present a novel data-driven and generic algorithm
called fuse (Functional Summary Generator) that gener-
ates functional maps of a ppi at different levels of orga-
nization, from broad process-process level interactions to
in-depth complex-complex level interactions. By simulta-
neously evaluating interaction and annotation data, fuse
abstracts higher-order interaction maps by reducing the de-
tails of the underlying ppi to form a functional summary
graph of interconnected functional clusters. To this end,
fuse exploits Minimum Description Length (mdl) principle
to maximize information gain of the summary graph while
satisfying the level of detail constraint. Extensive experi-
ments on real-world ppis demonstrate its effectiveness and
superiority over state-of-the-art graph clustering methods
with go term enrichment.

Categories and Subject Descriptors
J.3 [Life And Medical Sciences]: Biology and genetics;
H.5.2 [Information Interfaces And Presentation]: User
Interfaces—Theory and methods

General Terms
Algorithms, Performance

Keywords
Graph summarization, Protein interaction network, Func-
tional clusters, Functional summarization
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1. INTRODUCTION
With advances in high throughput experimental biology,

the number of large scale protein interaction networks (ppi)
have grown rapidly. At the same time, collaborative efforts
to annotate proteins and genes using Gene Ontology [2] (go)
annotations has generated detailed attributes that describe
these entities. Knowledgebases with go annotations, such
as UniprotKB [33], provide a wealth of annotation data at
different levels of specificity. go provides standardized an-
notations that describe various attributes of a gene or pro-
tein, including localization attributes, molecular function,
and the biological processes it participates in. As proteins
may involve in multiple roles and functions, go attributes
associated with a protein or a gene can be high-dimensional.

While each individual protein or gene has a unique role
in the biological system, many of them form communities to
govern higher-order biological processes or functions. Bio-
logical networks are believed to be modular and hierarchi-
cally organized; one may decompose a ppi into modules or
functional clusters that interact with one another [4]. Pro-
tein complexes, for instance, are made up of tightly con-
nected subunit proteins that appear as dense subgraphs in
the ppi. Other functional groups may be less structurally
obvious. Examples include signaling pathways, where pro-
teins rarely appear to be structurally cohesive. In spite of
their “sparse” structure, proteins comprising them share bi-
ologically significant signaling propagation function.

1.1 Motivation
The amount of information contained within large bio-

logical networks can often overwhelm researchers, making
systems level analysis of ppis a daunting task. As ma-
jority of function annotation and high throughput or cu-
rated interaction data are encoded at protein or gene level,
higher-order abstraction maps such as complex-complex or
process-process functional landscapes, are often unavailable.
However, availability of such information is invaluable as it
not only allows one to ask questions about the relationships
among high-level modules, such as processes and complexes,
but also allows one to visualize higher order patterns from
a bird’s eye perspective.

For instance, consider the Alzheimer’s Disease (ad) re-
lated ppi in IntAct [16]. An ad interaction network can be
studied at different levels of organization, from broad-level
process-process interactions to in-depth complex-complex in-
teractions. Such maps would reveal higher-level patterns
that otherwise would have been invisible. The objective here
is not to study a process associated with ad in isolation, but
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Figure 1: Functional summary (FSG) of the AD network for k = 30 (cluster size indicated in brackets).

instead focus on the interplay of related processes in tan-
dem to identify the causative mechanisms of ad. For exam-
ple, one might ask the following questions: How do signal-
ing pathways implicated for ad associate with one another?
How do proteins related to transportation play a role in ad,
and how are they associated with bioenergetics? A bird’s-
eye view of the functional landscape of ad network may
provide answers to these questions. An example is shown in
Figure 1 (detailed in Section 6). Observe that the associa-
tions between signaling pathways (A28, A14, A18, A21, and
A16 ) are depicted in the summary. It is worth mentioning
that it is extremely difficult to answer the aforementioned
questions by simply looking at a large ppi containing large
number of proteins and interactions as nodes. This problem
is further exacerbated by the high-dimensional nature of ppi;
each protein may have hundreds of annotation attributes. It
is therefore crucial to have some form of summarization that
maps higher-order information of the underlying ppi. For-
tunately, the modular nature of biological networks–either
structurally or attribute wise–lends itself to the possibility
of building such a summary.

Although tools to abstract high-level and functional in-
formation from gene lists have been proven to be key to
analyzing high throughput data [7], similar tools that au-
tomatically abstract and summarize ppis at multiple reso-
lutions to provide high level views of functional landscape
of ppis are still lacking. At first glance, it may seem that
state-of-the-art graph clustering techniques [3, 11, 24, 29, 34]
can be used for generating high quality summaries of ppis
as these techniques have been successful in identification of
novel protein function and protein complexes. Intuitively, a
biological network can be decomposed into modules–groups
of vertices sharing a common function–that are then col-
lapsed into a representative node to form a summary graph
of the underlying network. Depending on the granularity

Figure 2: FSG of the AD network (k = 10).

of the decomposition, summaries of various level of detail
can be formed. Despite the benefits of graph clustering,
these techniques suffer from the following key weaknesses
that make them less suitable for building high quality higher
order functional summaries of ppis.

Firstly, several existing graph clustering approaches [3,
11, 29,32] overwhelmingly emphasize structure cohesiveness
over attribute coherence. In practical applications of ppi
summarization, however, attribute coherence is key to form-
ing meaningful, interpretable modules. In ppi, groups of
proteins (vertices) that share a common vertex property can
form a meaningful cluster that represents a particular bio-
logical function. Otherwise, clusters with inconsistent ver-
tex properties, even if structurally well-connected, may not
simply summarize into one functionally interpretable clus-
ter. Secondly, majority of existing graph clustering tech-
niques form non-overlapping partitions [3, 29, 32]. Conse-
quently, they cannot be used to generate high-quality sum-
mary because “interactors” in biological processes and path-
ways are likely to overlap [13]. Thirdly, these techniques
typically focus on identifying dense subgraphs from a graph.
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Figure 3: (a) A toy example of PPI network. (b) A set of functional clusters of the network in (a). (c)
Suppose a 3-node summary is required (k = 3). FUSE explores the functional clusters of the PPI network
to identify the 3-node functional summary that best partition and represent the underlying network. This
functional summary graph (FSG) depicts the functional landscape of the PPI network in 3 nodes. (d) A
5-node partition (k = 5) and its corresponding FSG.

However, higher-level clusters in ppis are not always struc-
turally dense. Proteins in signaling pathways, for instance,
are structurally loose, but share important functions. Such
groups of proteins often have significant biological implica-
tions despite their loose structure, and should be present in
any summary of the underlying network. Finally, because
the annotations that describe proteins and their functions
are high-dimensional, finding the right choice of attribute
coherent groupings is combinatorial and non-trivial. The
reader may refer to [30] for examples related to these limi-
tations.

1.2 Overview
In this paper, we present a novel data-driven algorithm

called fuse (Functional Summary Generator) that addresses
the aforementioned challenges (Sections 3 and 4). Given a
ppi, it generates a k-node functional summary graph (fsg)
that best represents the higher-order abstraction of the ppi
by simultaneously evaluating interaction and annotation data.
We argue that a “good” functional summary of a network is
not merely a graph of all function-function relationships, but
a graph that reduces details of the original ppi to form a sub-
set of interconnected functional clusters. A functional clus-
ter represents a subnetwork of proteins that shares a com-
mon function. In particular, the functional summary graph
must simultaneously satisfy the following requirements: (a)
the summary is at a specific level (k nodes) of detail, (b)
the summary is representative of the original network, and
(c) redundancies are minimized. Specifically, fuse exploits
Minimum Description Length principle [28] to generate the
“best” summary by maximizing information gain while sat-
isfying the level of details constraint. Figure 3 depicts exam-
ples of functional summaries generated by fuse. Figure 1
and 2 depict a 30-node and a 10-node fsgs of the ad net-
work, respectively, generated by fuse.

The goal of fuse is not only to generate a higher level
functional summary that is representative of the underlying
ppi, but also to generate a k-node functional map whose
visual complexity (determined by k) permits user analysis.
With close to 30000 terms in the Gene Ontology (go), in-
teraction network of 30000 functional modules will not be
a useful summary, as it is just as daunting as the original

ppi, if not more. fuse addresses this challenge by enabling
generation of summaries that are small and understandable.

In Section 5 we evaluate the performance of fuse on sev-
eral real-world ppis. We also compare fuse to state-of-the-
art graph clustering methods with go term enrichment by
constructing the biological process landscape of the ppis.
Our experimental results demonstrate that fuse is highly
effective in constructing higher order functional maps with
superior accuracy and representativeness compared to these
state-of-the-art graph clustering methods. Using ad net-
work as our case study, we further demonstrate the ability
of fuse to quickly summarize the network and identify many
different processes and complexes that regulate it.

2. RELATED WORK
Functional landscape of an underlying protein interaction

network has been explored in [15]. The approach the authors
used, however, rely on manual short listing of 229 biological
processes for analysis. While this approach makes visualiza-
tion permissible, it neither scale with the growing number
of annotations, nor does it fully utilize the large number of
annotations available. Additionally, the processes that are
relevant depends on the context of the network.

Graph clustering methods identify functional clusters based
on the underlying assumption that the topology of interact-
ing proteins can be mined to identify protein clusters [3,11,
29,32]. Cluster function can then be inferred and annotated
by finding enriched annotations within the cluster. While
such methods have been proven effective for identification
of complexes, they are less suitable for identifying higher
level functional clusters, such as biological processes and
pathways, where interactors within them are likely to over-
lap [13,26]. Interactions within a process are also not neces-
sarily cohesive. CFinder [1] locates overlapping communities
based on structure of the network, but ignores the wealth
of functional knowledge already encoded in go annotation
data. While most graph clustering techniques rely solely
on network topology, several recent techniques utilize an-
notation information when clustering the networks [24, 34].
However, these techniques form non-overlapping partitions.
Additionally, with the growing amount of annotation data,
the attribute space of the nodes in an interaction network
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is high dimensional as a single protein may be linked to
hundreds of annotations. However, these state-of-the-art ap-
proaches are not designed for clustering high-dimensional at-
tributes of go annotated interaction networks. For instance,
in [24], a “semantic” distance function is used to measure
semantic similarities between nodes with multiple mips com-
plex annotations. The curse of dimensionality limits the
applicability of such an approach on go annotations [5].
To the best of our knowledge, no existing method directly
addresses our need for generating overlapping clusters from
high-dimensional attributed graphs. Note that existing sub-
space clustering approaches that allow overlapping subspace
clusters typically produce a huge number of clusters that are
difficult to interpret [19].

Lastly, the high dependency on interaction topology makes
graph clustering ineffective for many context specific net-
works. Although there are many networks associated with
diseases, there are few, if any, with complete interaction
knowledge available. The high probability of false positive
interactions may also occur. This hampers accurate identi-
fication of cohesive clusters.

3. THE FUNCTIONAL SUMMARIZATION
PROBLEM

In this section, we formally introduce the functional sum-
marization problem. We begin by defining some terminology
that we shall be using in the sequel. A summary of notations
used in this paper is given in Table 1.

A protein interaction network (ppi) G = (V,E) contains
a set of vertices V , representing proteins, and a set of edges
E, representing interactions. An edge has a positive real
weight ω that represents its interaction strength. Given
a go directed acyclic graph (dag), denoted as D, the or-
dered set ∆ = 〈a1, a2, . . . , an〉 is a topological sort of D,
where ai represents a single go term. The term associa-
tion vector of v ∈ V , denoted by ∆v, is defined as ∆v =
〈a1(v), a2(v), . . . , an(v)〉, ai(v) ∈ {0, 1}, such that ai(v) = 1
if and only if the term ai or its descendants are associated
with protein v. Otherwise, ai(v) = 0. Note that ∆v indi-
cates go terms that are associated with v.

3.1 Functional Summary of PPI
Given a ppi G(V,E), a functional summary graph (fsg) is

an undirected graph ΘG(S, F ) that models the set of higher-
order functional clusters S and their interactions F that un-
derlie the ppi. A functional cluster is a subgraph of G that
shares a particular function/role based on the structure and
attribute properties of the subgraph and its constituent pro-
teins. Functional clusters may include complexes, processes,
and signaling pathways. A pair of functional clusters may
be connected by a web of protein interactions. If the num-
ber of interactions are significantly large, then we say that
the pair of clusters are associated. An fsg ΘG thus cap-
tures higher order modules that comprise the ppi and their
interconnections. We now define these concepts formally.

Definition 1. (Functional Cluster) Let V (ai) ⊆ V
denote the set of vertices in G such that v ∈ V (ai) if and
only if ∆v[ai(v)] = 1. The functional cluster of ai ∈ ∆,
denoted by C(ai) ⊆ G, is the subgraph of G that is induced
by V (ai).

Note that V (ai) represents the set of vertices of G that are
associated with term ai ∈ ∆. In this paper, we treat C(ai)

Symbols Description
G Input ppi graph
ΘG = (S, F ) Functional summary graph where S and F are sets of

nodes and interactions, respectively
ω edge weight
∆ Set of go terms
S∆ Set of functional clusters induced from ∆
C(u) Functional cluster representing the function u

φC(u) Structural information content of cluster C(u)

cC(u) Size deviation cost
k Summary complexity parameter
b Information budget parameter
d Redundancy penalizing parameter
β Significance cut-off parameter

Table 1: Notations.

as a vertex as well. We may also call a functional cluster
a functional subgraph when we wish to emphasize the fact
that it is a graph. Fig. 3(b) shows a subset of the possi-
ble functional clusters of the ppi in Fig. 3(a). Every node
in a cluster must share a particular function or attribute.
For instance, nodes in functional cluster cytosol share the
cytosol term.

Definition 2. (Functional Summary Graph (FSG))
A functional summary graph of the underlying protein inter-
action network G(V,E), ΘG, is defined as ΘG = (S, F, Pi, α),
where S is a set of functional clusters and F is a set of edges
that links the functional clusters. Let ocuv be the number
of interactions connecting proteins in C(u) and C(v). Let
Pi be the probability density function of observing ouv or
more number of interactions between C(u) and C(v). Let
β be a significance cut-off parameter (user-defined). Then,
(C(u), C(v)) ∈ F if and only if Pi(X > ocuv) ≤ 2β/|S|2.
The bijection α : 1, 2, . . . ,m↔ S is an ordering of S.

Observe that the aforementioned definition of functional
summary includes additional constructs and rules for de-
termining whether two functional clusters are associated.
We elaborate on this further. Given a ppi G(V,E), the ex-
pected probability of observing an interaction between two

randomly drawn protein pair is given by pi = 2|E|
|V |(|V |−1)

.

Let (C(u), C(v)) be a functional cluster pair such that mem-
bers of both clusters were randomly drawn from V . If pro-
teins v1 and v2 are randomly drawn from C(u) and C(v),
respectively, then the expected probability of observing a
positive interaction between them would also be pi. Let
n = |C(u)||C(v)|. Based on the independent and identically
distributed variable (iid) assumption, we model the proba-
bility of observing oc (the number of interactions between
C(u) and C(v)) as the probability of observing oc positive
interactions after n iid trials, representing n pairwise inter-
action trials between proteins in C(u) and C(v). Hence, the
probability of oc or more positive interactions between C(u)
and C(v) can be modeled using a binomial distribution:

Pi(X > ocuv) =

n∑
i=ocuv

(
n

i

)
pi
i(1− pi)n−i

This p−value is used to assess the association significance
between a pair of functional clusters. Given a set containing
k clusters, association significance between 1

2
k(k − 1) pairs

of clusters would have to be tested. To this end, we applied
Bonferroni correction to account for multiple testing. Given
the significance cut-off β, a pair of functional clusters is
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significantly associated if

Pi(X > oc) ≤ 2β/k(k − 1) ≈ 2β/k2

Observe that although we have adopted a simple model to
assess cluster-cluster association, the aforementioned defi-
nition is general enough to encompass more sophisticated
association models.

Example 1. Fig. 3(d) shows an fsg consisting 5 func-
tional clusters. Any edge between two functional clusters
exists when Pi(X > ocuv) ≤ 2β/|S|2, implying that more
edges connect proteins between the functional clusters than
expected in random.

3.2 Problem Statement
The functional summarization problem is the problem of

finding ΘG that best represents the underlying ppi subject
to a summary complexity constraint. To model this prob-
lem, we propose a profit maximization model that aims to
find ΘG = (S, F, Pi, α) by maximizing information profit
under a budget constraint. Every protein i ∈ V is assigned
a non-negative information budget b, which represents the
information it contains. Let S∆ be the set of functional clus-
ters induced from ∆. Every functional cluster C(u) ∈ S∆ is

assigned a non-negative structural information value ψC(u)

(to be defined later), which represents the amount of struc-
tural information contained within the functional subgraph.
When a functional cluster C(u) is added to the summary, for
every protein i ∈ V (u), a portion of b is taken out and added
to summary information gain. This represents new informa-
tion added to the summary. The amount to take depends on
ψC(u). Imposing information budget b limits the amount of
information a protein can provide. A parameter 0 ≤ d ≤ 10
is also introduced to penalize redundancy. By doing so, re-
peated representation of a protein i yields reduced infor-
mation gain, modeling diminishing returns. Based on this
profit model, we construct the set of functional clusters that
maximizes profit while satisfying the constraints.

Definition 3. (Functional Summarization Problem)
Let Ki be a set of functional clusters such that C(u) ∈ Ki

if and only if i ∈ C(u). For every C(u) ∈ S∆, let ψC(u) be
the structural information value of C(u). Given a protein
interaction network G(V,E) and user-defined parameters b,
d and k, the functional summarization problem constructs a
k-cluster fsg ΘG = (S, F, Pi, α) that satisfies the following
optimization problem:

maximize
∑
i∈V

|S|∑
j=1

p(i, j)

where

b(i,m) =


d
10

(b(i,m− 1)− p(i,m− 1)) if m > 1,
αS(m− 1) ∈ Ki

b(i,m− 1) if m > 1,
αS(m− 1) /∈ Ki

b if m = 1
and

p(i,m) =

 ψαS(m) if b(i,m) ≥ ψαS(m) and αS(m) ∈ Ki
b(i,m) if b(i,m) < ψαS(m) and αS(m) ∈ Ki
0 αS(m) /∈ Ki

subject to
|S| = k
S ⊂ S∆

We elaborate on how the structural information value ψC(u)

is assigned. A functional cluster C(u) and its protein con-
stituents share a common function u, and thus vertices in

the subgraph are considered homogeneous attribute wise.
However, it does not imply that the functional subgraph
is structurally cohesive (dense). Proteins having common
function u may still be weakly interacting. This may be
due to the fact that u itself may indicate a general function
(e.g., ‘protein binding’) which is a common attribute to
a large number of proteins that do not interact with each
other. We argue that structurally cohesive functional clus-
ters contain more information than those which are loosely
interconnected. The argument for this is based on the mdl
principle, whereby clusters that have higher than expected
cohesiveness will have higher information content because
of the lower probability of observing a random cluster hav-
ing the same cohesiveness. However, we make the following
exception – a functional cluster with lower than expected
cohesiveness is not deemed structurally informative.

Since the optimization problem must choose among a set
of functional clusters, we are not concerned about the ac-
tual p-value of observing a subgraph having such interac-
tion density. Instead, we only need a measure that allows us
to compute the relative ranking of the functional clusters by
their information content. Such simplification leads to much
greater computation efficiency. We define the structural in-
formation value of a functional cluster C(u) as follows.

Definition 4. (Structural Information Value) Let
ωij be the edge weight of (i, j) ∈ E. The structural informa-

tion value of a functional cluster C(u), denoted by ψC(u), as

ψC(u) = ρC(u) where

ρC(u) =

∑
i,j∈C(u) ωij

|C(u)|

ρC(u) is the ratio association [8] score of C(u), a standard
graph clustering objective we adopt that indicates the struc-
tural density of C(u). At first glance, it may seem that the

structural information value should be defined as ψC(u) =
ρC(u)−ρrandom, where ρrandom is the expected structural den-
sity of a random cluster. However, we ignore ρrandom for the
following reason. In scale-free and Erdős–Rényi graphs, the
self-information − logP (ψC(u)) is a positive non-decreasing

function of ψC(u) for ψC(u) > 0. Hence, ψC(u) can be used to
compare the self-information between two functional clusters
without having to determine the probability density func-
tion of the interaction distribution of a subgraph. Given
ai, aj ∈ ∆, C(ai) is deemed more informative than C(aj) if

and only if ψC(aj) > ψC(ai) and ψC(aj) > 0. If both ψC(aj)

and ψC(ai) are negative, it does not matter whether one
is more informative than the other, since both have struc-
tural density less than that of random networks. As such,
for symmetry, we also deem that C(ai) is more informative

than C(aj) if and only if ψC(aj) > ψC(ai) for ψC(aj) ≤ 0.
Therefore, when comparing the structural density between
two clusters, ρrandom can be omitted from ψC(u) and ψC(u)

is simply ρC(u).

Example 2. Suppose we wish to summarize the ppi in
Fig. 3(a) into a 3-node summary (k = 3). If clusters apop-

tosis, receptors, and TGF-beta are chosen—instead of the
clusters in Fig. 3(c)—we can see that the profit obtained
is suboptimal. Information budget for proteins b,c are de-
pleted due to redundancy, while information budget for pro-
teins d,e,g,i are untapped. In contrast, functional sum-
mary in Fig. 3(c) is relatively more optimal, as not only
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Algorithm 1 Algorithm fuse

Input: G, ∆, D, k, b, d, β
Output: Θmin
1: Let S = empty set
2: Let Bmap = set of pairs (i, b) for each i ∈ V
3: Assign ψC(u) and cC(u) for each C(u) ∈ S∆

4: i = 0
5: while i < k do
6: (Cmin, Bmap) = MapProfit( S∆, Bmap, d, |V |, k )
7: Remove Cmin from S∆

8: Add Cmin to S
9: i = i+ 1

10: end while
11: for C(i), C(j) ∈ S do
12: if C(i) 6= C(j) and Pi(X > ocC(i)C(j)) ≤ 2β/|S|2 then

13: Add edge (C(i), C(j)) to F
14: end if
15: end for

the set of clusters maximizes profit through superior cover-
age and minimal redundancy, but it also maximizes profit
through higher structural information (e.g., the cluster tran-
scription is structurally dense compared to apoptosis).

4. THE ALGORITHM FUSE
The profit maximization problem is a variation of the bud-

geted maximum coverage problem [18], which is an np-hard
problem. To permit a tractable solution, let us first con-
sider a straightforward greedy approach. The initial fsg is
an empty graph. Given the input protein interaction net-
work G, ψC(u) for each functional cluster C(u) ∈ S∆ are
computed. The algorithm then iteratively selects the func-
tional cluster that leads to greatest increase in net profit
of the summary. Each time a functional cluster C(u) is se-
lected, the fsg and budget information b(i) for every protein
i ∈ V (u) is updated. Once k clusters has been selected, the
algorithm terminates by generating the fsg.

A major weakness of the aforementioned approach is that
it tends to be “overenthusiastic” in selection of functional
clusters during early iterations. Functional clusters that are
too large or too small may be selected at early iterations re-
sulting in very poor cluster choices at later iterations due to
limited information budget and summary size (k) constraint.
Hence, our proposed algorithm adds a complexity cost to
each chosen cluster. Given graph size |V | and summary
size k, the expected cardinality of a functional cluster in the

summary is defined by E[|C|] = |V |
k

. Then the size deviation

cost, denoted as cC(u), is defined as the square of the devia-

tion of |C(u)| from E[|C|]. That is, cC(u) =
(
|V (u)| − |V |

k

)2

.

Observe that the greater the difference between |V (u)| and
E[|C|], the less likely it is to be part of a summary of k-
granularity. Clusters whose size deviates too much from the
expected cardinality are penalized and therefore less likely
to be selected. This reduces the chance of having too less
or too much information budget remaining during the later
iterations of the greedy heuristic.

The aforementioned intuition is realized in fuse as out-
lined in Algorithm 1. It consists of three phases, namely,
the initialization phase, the greedy iteration phase, and the
summary graph construction phase. In the initialization
phase (Lines 1-3), ψC(u) and cC(u) for each functional cluster
C(u) ∈ S∆ are computed. The greedy iteration phase (Lines
4-10) involves iterative addition of functional clusters into S

Algorithm 2 The MapProfit procedure.

Input: S∆, Bmap, d, |V |, k
Output: Cmin, Bmap

1: Let pmax = 0
2: for C(u) ∈ S∆ do
3: Let Btemp = Bmap

4: Let p = 0
5: for i ∈ V (u) do

6: Let (i, b(i)) ∈ Btemp and p(i) = b(i)− ψC(u)

7: if p(i) > 0 then

8: p = p+ ψC(u)

9: b(i) = b(i)− ψC(u)

10: else
11: p = p+ b(i)
12: b(i) = 0
13: end if
14: end for

15: cC(u) =
(
|V (u)| − |V |

k

)2

16: p = p− cC(u)

17: if pmax < p then
18: pmax = p
19: Cmin = C(u)
20: end if
21: end for
22: for i ∈ Vmin do
23: Let (i, b(i)) ∈ Bmap and p(i) = (d/10)(b(i)− ψC(u))
24: if p(i) > 0 then

25: b(i) = (d/10)(b(i)− ψC(u))
26: else
27: b(i) = 0
28: end if
29: end for
30: return ( Cmin, Bmap )

in a greedy manner as described above. The best candidate
functional cluster for the current round (Cmin) is determined
through the subroutine MapProfit (Line 6). This step also
maintains the information profit of S and the remaining in-
formation budget of every v in G through a persistent profit
map (Bmap). Cmin is then removed from the candidate pool
S∆ and added to the solution set S (Lines 7-8). Finally, the
summary graph construction phase (Lines 11-15) computes
F to generate the fsg Θmin.

The MapProfit procedure is outlined in Algorithm 2.
In order to identify the best candidate cluster of the cur-
rent iteration round, it evaluates every cluster in the can-
didate pool by evaluating its profit gain potential (Lines 1-
21). First, the amount of information to extract from each
protein’s information budget pool (b(i)) is computed (Lines
7-13). Next, the potential profit gain is adjusted to com-
pensate for the complexity cost (Lines 15-16). After Cmin is
found, the profit map is recomputed to commit the changes
made to the information budget map due to the selection of
Cmin (Lines 21-29).

Theorem 1. Algorithm fuse takes O(|S∆|2|V |2) time in
the worst case.

Proof. Due to space constraints, the proof is given in [30].

5. EXPERIMENTAL RESULTS
We have implemented fuse in Scala and Java. We now

present the experiments conducted to evaluate the perfor-
mance of fuse and report some of the results obtained. We
used the coverage metric to evaluate the fraction of the an-
notated protein interaction network covered by a summary.
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Figure 4: Cluster quality of FUSE vs graph clustering-based approaches.

Dataset #nodes #edges Source

H. sapiens 9181 34624 hprd [17]
S. cerevisiae 4768 177299 IntAct [16]
D. melanogaster 3114 6472 IntAct
Alzheimer’s disease (AD) 177 1038 IntAct

Table 2: Summary of datasets used.

A functional summary with high coverage is desirable be-
cause it is more representative of the underlying interaction
network than a summary with low coverage. Additionally,
the redundancy metric is the average number of functional
clusters each protein belongs to. This is an indicator of the
amount of cluster overlap in the summary. Additional re-
sults and formal definitions of evaluation metrics are avail-
able in [30]. The ppi datasets employed in this study are
shown in Table 5. Biological Process (bp), Molecular Func-
tion (mf), and Cellular Component (cc) go annotations are
used. Unless specified otherwise, we set β = 0.01, b = 3, and
d = 0 in order to balance coverage and redundancy of the
functional summaries. We assign all edge weights be 1.0. All
experiments were run on a 1.66GHz Intel Core 2 Duo T5450
machine, with 3GB memory, and a 250GB SATA disk.

5.1 FUSE vs Graph Clustering Methods
Dataset. Currently, there does not exist any gold stan-

dard to compare functional summaries of ppis. Typically,
biological graph clustering approaches use mips complex an-
notations [23] as gold standard data for testing cluster qual-
ity. These annotations, however, are limited to complexes
and not for other functional clusters like pathways. go an-
notation data is also used as gold standard for evaluating
clustering algorithms. As our approach utilizes attributes of
go, using go annotations as gold standard evaluation may
lead to results biased in favor of fuse. Instead, we obtained
a different set of curated attributes as gold standard–the
molecule class annotations from hprd–which is distinct from
go attributes. Note that these annotations are only avail-
able in the H. sapiens dataset. Consequently, we use this
dataset for the comparative study. To create a gold stan-
dard reference summary, we generated a network from sub-
graphs induced from the hprd network using nodes grouped
by their molecule class attribute, signifying the molecular
functional groups within the network. Subgraphs from five
functional groups corresponding to subgraphs of proteins
classified as G protein coupled receptor, Protease in-

hibitor, RNA binding protein, Cytoskeletal associated

protein, and Calcium binding protein are extracted and
merged to form the reference summary network (747 nodes,
959 edges). fuse and state-of-the-art graph clustering meth-
ods are then evaluated on this network to determine whether
the graph can be partitioned and summarized to reconstruct

the gold standard functional groups.
We compare the performance of fuse with four state-of-

the-art graph clustering methods for life sciences applica-
tions, namely Markov clustering (mcl) [20], mcode [3], and
nemo [29]. We also compare fuse with csv [32], a recent co-
hesive subgraph visualization method. Note that in order to
obtain higher order modules of a ppi, the current approach
is to first use an existing graph clustering method on the
network to generate the clusters followed by function assign-
ment. For example, in Krogan et al. [20], the global yeast
ppi is first clustered using mcl to generate non-overlapping
clusters. Then, each cluster is compared against mips com-
plex annotations [23] and the complex annotation with the
greatest overlap is assigned to represent the cluster.

5.1.1 Cluster Quality Comparison
We first emphasize on the qualities of an ideal summariza-

tion. First, the generated clusters have to be representative
of the underlying graph, which implies that coverage of the
clustering should be sufficiently high. Second, attribute pu-
rity [35] of the clusterings should correspond to the func-
tional groups that were merged apriori. This can be deter-
mined through the purity of the molecule class attribute
within the proteins in each cluster. Each functional group
should also be well-represented. We use precision, recall, and
F-measure to quantify these features. For each cluster, we
determine the molecule class functional group that best
matches the cluster. The purity of that cluster is then de-
fined as the proportion of nodes in the cluster that belong
to the best matching group. As a functional group may
be represented by several smaller clusters, we define recall
for each functional group as total coverage of the functional
group among the clusters that best matches that functional
group. Then, the precision of a clustering is defined as the
average purity among all clusters. The recall of a clustering
is defined as the average recall among all functional groups.
Lastly, the F-measure ( 2∗precision∗recall

precision+recall
) provides an overall

measure of clustering quality.
Figure 4 depicts the results of summarization quality. Where

applicable, we adjust relevant parameters to vary the clus-
ter granularity. As nemo has no parameter to tweak, only
a single set of clusters can be obtained. In mcl, csv, and
mcode, the inflation, ηmseen cutoff, and node score cutoff
parameters are adjusted, respectively, to vary the cluster
sizes (denoted as k in all figures). In fuse, the parameter k
directly affects the summary granularity.

Observe that fuse generates summary with significantly
higher F-measure score compared to the graph clustering-
based approaches for all values of k. In other words, fuse
may generate summaries at multiple levels of complexity
while remaining representative of the underlying graph. Ob-
serve that, although nemo, csv, and mcode generate clus-

ACM-BCB 11 8



(a) precision

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  5  10  15  20  25  30  35  40  45

p
re

c
is

io
n

 s
c
o

re

k

FUSE
MCODE

MCL
NeMo

CSV

(b) recall

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  5  10  15  20  25  30  35  40  45

re
c
a

ll 
s
c
o

re

k

FUSE
MCODE

MCL
NeMo

CSV

Figure 5: Function representativeness.

ters with high precision, the recall scores are very low (<
0.2). This is because these two approaches identify highly
cohesive subgraphs, which tend to be part of protein com-
plexes. csv in particular are limited to identification of near-
clique structures. Proteins in complexes belong to the same
functional groups and hence the high precision. However
as mentioned earlier, biological networks are not comprised
solely of complexes. Consequently, majority of the under-
lying network was poorly represented by these approaches
due to heavy bias towards complexes. Specifically, most of
the clusters match the RNA binding protein class of pro-
teins, leaving other groups barely represented. For instance,
the Protease inhibitor subgraph is not well represented
because of its inherent loose structure. Although the recall
score of mcl is relatively higher as this method is known to
perform very well in biological clustering applications, it is
still below 0.4. Note that the mcl approach failed to par-
tition the underlying network into five clusters representing
the five functional groups. The csv approach, on the other
hand, were not able to generate larger number of partitions.

Notice that these existing approaches indirectly affect the
summary complexity whereas fuse allows direct adjustment
of summary size, which explains why summaries at any level
of detail can be obtained by the latter. Figure 4(d) shows
that fuse generates summaries at different granularity with-
out greatly affecting the precision and recall of the cluster-
ings. The peak F-measure score of 0.8 is obtained in fuse
at k = 5, corresponding to the five gold standard functional
groups that comprise the dataset. Observe that the recall
and precision scores are equally high. As cluster granularity
deviates from the underlying five functional groups, obvi-
ously the F-measure score drops.

5.1.2 Function Representativeness Comparison
The accuracy and representativeness of the function as-

signed to each cluster is key to generating high quality func-
tional maps. Here, we introduce measures that quantify the
representativeness of functions assigned to each clusters and
compared fuse to graph clustering methods in this aspect.

To obtain the functional landscape of a ppi, graph cluster-
ing methods often assign function to clusters through func-
tional enrichment techniques. To this end, we compute the
statistical significance of association of the cluster with ev-
ery go term based on the hypergeometric distribution [7].
The term with the best p-value is assigned as the represen-
tative function of the cluster. To evaluate the representa-
tiveness of this assigned function, we reuse the precision and
recall measures introduced earlier with slight modification.
Specifically, the representative purity of a cluster is defined
as the proportion of nodes in the cluster that are annotated
with the representative function. We also define represen-
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Figure 6: Effect of k.

tative recall for each functional group as total coverage of
the functional group among the clusters that has the func-
tional group assigned as representative function. Then, the
precision of the representative functions is defined as the
average representative purity among all clusters, and the re-
call of the representative functions is defined as the average
representative recall among all functional groups.

Figure 5 depicts the representativeness of the functional
summaries by different techniques. As fuse is designed
specifically to generate highly representative maps, each clus-
ter is perfectly representative of the biological function as-
signed to it. Likewise, each function is well represented by
its assigned cluster. In graph clustering methods, however,
the clusters do not represent their representative function
well, as indicated by the lower precision score. Hence, pro-
teins within the clusters exhibit less functional coherence.
The lower recall scores in graph clustering methods imply
that only a fraction of nodes annotated with the represen-
tative function are included in the cluster. That is, fuse
summaries contain functional clusters that are more repre-
sentative of the assigned function, and thus provide more
meaningful and interpretable higher-order functional maps
of the underlying ppi. While clusters without attribute co-
herence may still reveal novel biological insights, assigning
a function to represent such cluster could be misleading.

5.2 Effects of User-Defined Parameters
Effect of parameter k. Recall that the user-defined

parameter k controls the granularity of the summary. Intu-
itively, as k increases the amount of information contained
within the summary as well as its complexity increase. Fig-
ure 6(a) reports the effect of k on the summaries of test
datasets. As k increases, the summary information content
(sic), denoted by SIC(Θ), rises rapidly until it saturates to
a peak value before tapering off.

SIC(Θ) =
∑

C(u)∈SΘ

−ψC(u)|V (u)|logp(V (u))

where p(V (u)) is the probability that a protein in network is
annotated with term u or its descendants. Note that sum-
mary profit cannot be used for comparing summaries with
different k values because it does not make any assumption
about the information content of a go term attribute. In
contrast, sic measure is summary profit with a twist – small
clusters are weighted higher than large clusters. This allows
one to compare information content of summaries with dif-
ferent k values. Other factors being equal, a summary with
many small clusters will contain more information than a
single large cluster. The above results imply that k is useful
up to a certain value, after which increasing k only increases
summary complexity while providing little information gain.

Figure 6(b) plots the effect of k on coverage of the sum-
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Figure 8: Running times of FUSE (in sec.).

mary. Observe that except for low k values, it is rela-
tively stable as k varies. In fact, the amount of informa-
tion a summary can provide is limited by the resolution
and completeness of the interaction and annotation data.
This could explain why S. cerevisiae summaries have con-
sistently higher coverage and information content than D.
melanogaster summaries. The H. sapiens summary con-
tains the largest number of nodes and edges, and even at
k = 600, information content is still increasing. The ad
network reaches a peak of information content at k = 20.

Effect of parameters b and d. We investigated the
effect of user-defined parameters b and d on summary cover-
age and redundancy. We use the global S. cerevisiae dataset
with k = 100. Figure 7 shows that increasing b or decreasing
d lowers overall summary redundancy at the expense of lower
summary coverage. On the other hand, when d is increased
or b is decreased, both summary redundancy and coverage
increases. An intuitive explanation of this phenomenon is
that more cluster overlap penalty means fewer combination
of clusters to choose from, lowering the likelihood of finding
a summary with high coverage. Both parameters allow users
to control the coverage and redundancy tradeoff.

5.3 Runtime and Scalability
Figure 8 plots the running times of fuse over the real

datasets for generation of summaries ranging from k = 3 to
k = 600. Observe that it increases almost linearly with k.
Specifically, summarization of the yeast interaction network
(the largest available network) completes within 40 minutes
for k = 600. For practical sizes of k = 3 to k = 100, a
functional summary of a ppi can be generated within few
minutes. Disease networks such as ad network can be com-
pleted in less than 10 sec.

We now assess the scalability of fuse with respect to net-
work size and |S∆|. Note that the latter feature is important
as it will continue to grow as more annotation information
becomes available. To assess the scalability with respect to
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Figure 9: Scalability of FUSE

network size, we generated synthetic networks of vertex size
|V | = 100 to |V | = 20000. For every term t, a vertex has
a 2% probability of being annotated with it. The number
of terms is |S∆| = 2769. The edge density of the synthetic
networks is such that the probability that a pair of vertices
interact is 0.0025, resulting in an average of 1 million edges
in a network of 20000 vertices. Summary granularity is set
to k = 50. To measure the effect of |S∆| on running time, we
generated synthetic networks by varying |S∆| ranging from
|∆| = 100 to |∆| = 10000.

Figure 9 depicts the scalability of fuse with respect to
|V | and |S∆|. As the number of vertices increases, the ex-
ecution time of fuse increases in a quadratic fashion. In
fact, it appears to increase almost linearly for networks with
|V | < 10000. For larger networks, the ψC(u) component
and the fsg generation component take up the bulk of the
execution time. Observe that in Figure 9(b), the fsg gen-
eration component takes up bulk of the computation time
and is independent of |S∆|. As |S∆| increases, ψC(u) compu-
tation and iterative cluster selection time increases in near
linear fashion, demonstrating ability of fuse to handle high-
dimensional annotation data.

6. CASE STUDY ON AD NETWORK
In this section, we construct a low and a high resolution

functional summaries of the ad network to illustrate the ben-
efits of fuse in providing a higher level functional view of the
underlying ppi. A low resolution summary delineates broad
functional overview of the processes related to the disease
whereas a high resolution summary provides in-depth func-
tional landscape of the disease, revealing associations be-
tween processes related to the disease. Figure 2 shows a low
resolution summary (k = 10) of the ad network. It indicates
that the ad network is represented by an interconnection of
several key processes, include protein phosphorylation(B7),
cell-cell signaling (B2, B3), and microtubule-based trans-
port and localization (B1, B5) processes.

Figure 1 depicts a high resolution functional summary for
k = 30. Defective transport mechanism has major implica-
tions in ad. Consequently, several transport and cytoskele-
ton organization related cellular processes are represented
in the summary (A11, A22, A24, A26). Disrupted trans-
port mechanism affects, among others, synapse organiza-
tion and vesicle trafficking (A6, A8, A23). In the litera-
ture, several lines of evidence explain disruption of trans-
port and its related processes in ad. Amyloid-β plaques
may lead to hyperphosphorylation of tau proteins, subse-
quently causing microtubule defects and axonal transport
impairment [10]. More strikingly, recent findings indicate
that vesicle transport itself play a causative role in pathogen-
esis of the disease [25]. Glucose metabolic processes (A20)
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is closely linked to microtubule-based processes (A22, A24).
The link between bioenergetics and transport in ad has been
discussed in [22].

At the center of the summary lies protein folding and
calcium ion homeostasis pathways (A15,A17). Protein
misfolding is central to ad pathogenesis [31]. Misfolded
amyloid-β accumulation is shown to induce calcium over-
load, leading to a variety of structural and functional disrup-
tion in neurons [21]. The two functional clusters are among
the nodes with the highest degree in the summary. Cell
fate processes that trigger or inhibit differentiation and cell
fate (A9, A10, A12) are also linked to ad [14]. It has been
suggested that Wnt signaling dysregulation, a key devel-
opmental pathway, leads to reduced synaptic plasticity and
function in ad [6]. Processes such as peptide cross-linking
and negative regulation of angiogenesis (A3, A4) imply vas-
cular roles in ad pathogenesis [36].

From signaling regulation perspective, five major signaling
pathways are implicated – small GTPase (A28), Notch (A14),
Wnt receptor (A18), glutamate (A21), and G-protein cou-

pled receptor signaling pathways (A16). Several functional
clusters connect with multiple signaling pathways, indicat-
ing that signaling pathways crosstalk in ad pathogenesis.
For instance, the serine/threonine kinase GSK-3β, a po-
tential therapeutic target, is known to be regulator of both
the G-protein coupled receptor pathway and the Wnt/β-
catenin signaling pathway [12]. PS1 may be involved in
regulating both Notch and Wnt pathways in ad [9].

The tight interplay of multiple pathways and processes
in the aforementioned functional summary of ad network
highlights the complexity of the disease. The disease re-
mains poorly understood despite decades of research. While
the summary does not suggest causal relationships, in part
because of the undirected nature of the fsg, we hope that
by having a global, big picture view of process-process inter-
actions, researchers can better identify the causative mech-
anisms of ad. Most studies considered an aspect of the
processes in isolation. An integrative study, however, may
lead to a more consistent view of the disease that addresses
distinct, often competing hypotheses.

7. CONCLUSIONS AND FUTURE WORK
In this paper, we propose fuse, a novel data-driven and

generic algorithm for generating functional summaries at
multiple resolutions from a ppi, providing a high level view
of its functional landscape. It exploits mdl principle [28]
to generate the “best” summary from both interaction and
annotation data by maximizing information gain for a spe-
cific resolution. Our experimental study with real-world
ppis revealed that fuse is effective and have higher accu-
racy compared to graph clustering techniques in ppi sum-
marization. It is also robust against incomplete interaction
knowledge (e.g., ad network in IntAct). We note that the
graph clustering techniques have the ability to uncover novel
complexes, whereas fuse is designed to determine process-
process, complex-complex, and process-complex associations
with higher confidence. In this aspect, graph clustering and
fuse play complementary roles. As part of future work, we
intend to use fuse-generated summaries as training data for
network comparison of various protein interaction networks
at functional level. We believe such comparison may yield
interesting findings on function-function and process-process
relationships among different networks.

8. REFERENCES
[1] B. Adamcsek, et al. CFinder: locating cliques and overlapping

modules in biological networks. Bioinformatics, 22(8), 2006.
[2] M. Ashburner, C.A. Ball, J.A. Botstein et al. The Gene

Ontology Consortium. Nat. Genet., 25(1), 2000.
[3] G. Bader, C. Hogue. An automated method for finding

molecular complexes in large protein interaction networks.
BMC Bioinformatics, 27, 2003.

[4] A.L. Barabási, Z.N. Oltvai. Network biology:understanding
the cell’s functional organization. Nat. Rev. Genet., 5(2), 2004.

[5] S. Berchtold, et al. A cost model for nearest neighbor search
in high-dimensional data space. in PODS., 1997.

[6] R.A.C.M. Boonen, et al. Wnt signaling in Alzheimer’s disease:
up or down, that is the question. Ageing Res. Rev., 8(2), 2009.

[7] E.I. Boyle, S. Weng, S. Gollub et al. GO::TermFinder-open
source software for accessing Gene Ontology information and
finding significantly enriched Gene Ontology terms associated
with a list of genes. Bioinformatics, 20(18), 2004.

[8] P.K. Chan, M.D.F. Schlag, J.Y.. Zien. Spectral K-way
ratio-cut partitioning and clustering. In DAC, 1993.

[9] B. De Strooper, W. Annaert. Where Notch and Wnt
signalling meet. The presenilin hub. J. Cell Biol., 152(4), 2001.

[10] K.J. De Vos, et al. Role of axonal transport in
neurodegenerative diseases. Annu. Rev. Neurosci., 31, 2008.

[11] I. Dhillon, et al. A fast kernel-based multilevel algorithm for
graph clustering. In SIGKDD, 2005.

[12] B.W. Doble GSK-3: tricks of the trade for a multi-tasking
kinase. J. Cell Sci., 116(7), 2003.
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ABSTRACT
One of the main issues of the analysis of microarray data
is quantification of gene expression. The quantified signal
intensities should be linearly related to the expression levels
of the corresponding genes. In this paper, we present a bi-
ological assessment for detection and segmentation of grids
and spots, and quantification of gene expression in cDNA
microarray images. The results on several dilution steps on
cDNA microarray images show that the proposed method
can detect the location of the spots very effectively even for
noisy conditions based on a parameterless multilevel thresh-
olding algorithm. The proposed method can also segment
and quantify the intensity of each probe with a nearly per-
fect degree of accuracy. This guarantees that the proposed
method estimates the correct intensity of each spot with a
high degree of accuracy and relates it to the expression levels
of the corresponding genes very well.

Categories and Subject Descriptors
J.3 [Computer Applications]: Life and Medical Sciences

General Terms
Algorithm,Detection

Keywords
microarray image gridding; quantification; image analysis;
multi-level thresholding; biological assessment

1. INTRODUCTION
Complementary DNA (cDNA) microarrays are one of the

most useful tools used in molecular biology to massively ex-
plore the abilities of the genes to express themselves into
proteins and other molecular machines responsible for dif-
ferent functions in an organism. They also enable to monitor
the expression levels of thousands of genes simultaneously in
each experiment. These expressions are monitored in cells
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and organisms under specific conditions, and are present in
many applications in medical diagnosis, pharmacology, dis-
ease treatment, among others.

A cDNA microarray image consists of a matrix of blocks,
each of which contains a number of rows and columns of
spots. The intensity of each spot is expected to be propor-
tional to the degree of hybridization of the targets to each
probe. Processing cDNA microarray images for quantifica-
tion involves three main steps: gridding, segmentation and
quantification. Gridding involves partitioning the image into
well-defined spot regions that contain the background and
the spot. Segmentation involves separating the pixels corre-
sponding to each spot from the background and, finally, the
quantification step involves estimation of level of expression
for the particular gene corresponded to each spot. One of
the main assumptions in the analysis of microarray data is
that the quantified signal intensities are linearly related to
the expression of the corresponding genes in the target sam-
ple. But in most of the cases, two sources of nonlinearity
may exist: signal extinction and a nonlinear (square-root)
transformation of the raw data introduced by the scanner.
If users analyze the same image with different software pack-
ages, they may draw different conclusions about the levels
of differential expression. In both cases, these nonlineari-
ties can be captured with serial dilution experiments [13].
Also, there are other physicochemical factors that affect the
amount of hybridization and hence the expression reflected
in the images, especially in oligonucleotide arrays – these
factors include the chemical saturation present in the sur-
face absorption process [6].

Many approaches have been proposed for gridding as well
as segmentation and quantification. The Markov random
field (MRF) is a well known approach that applies spe-
cific constraints and heuristic criteria [12]. Another gridding
method is mathematical morphology, which represents the
image as a function and applies erosion operators and mor-
phological filters, helping remove peaks and ridges from the
topological surface of the images [7]. A method for detecting
spot locations based on a Bayesian model has been recently
proposed, and uses a deformable template model to fit the
grid of spots in such a template using a posterior probability
model which learns its parameters by means of a simulated-
annealing-based algorithm [1, 5]. Another method for find-
ing spot locations uses a hill-climbing approach to maximize
the energy, seen as the intensities of the spots where distri-
butions are fit to different probabilistic models [10]. Fitting
the image to a mixture of Gaussians is another technique
that has been applied to gridding microarray images by con-
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sidering radial and perspective distortions [4]. A Radon-
transform-based method that separates the sub-grids in a
DNA microarray image has been proposed in [9]. In [13], an
experiment was done to examine the relationship between
signal and expression for the radioactively labeled cDNAs
on nylon membranes and fluorescently labeled cDNAs on
glass slides microarrays, to detect the nonlinear estimated
intensities of dilution steps. In [18], a statistical model was
proposed, which is based on the linear regression analysis
and uses a proportion model followed by an adjusted fold
change method to predict the true fold change without non-
linearity. In [14], we proposed a fully automatic approach
that detects the locations of the spots. That method uses an
optimal multi-level thresholding algorithm to find the posi-
tions of the spots. In this paper, we propose an enhanced
version of our gridding method to biologically assess the de-
tected and segmented spots. The method uses an optimal
multi-level thresholding algorithm to find the positions of
the spots. Subsequent segmentation and quantification of
the spots allows to achieve a linear relationship among dilu-
tion steps in a well-known set of cDNA microarray images.
In addition to the work in [14], we also use here new mea-
sures for assessing the accuracy and biological validity of the
results, and provide a comprehensive comparison with other
state-of-the-art methods.

2. SUB-GRID AND SPOT DETECTION
A cDNA microarray image typically contains a number

of sub-grids and each sub-grid contains a number of spots
arranged in rows and columns. We consider the gridding
problem as a two-stage process in such a way that the sub-
grid locations are found in the first stage, and then spot
locations within a sub-grid can be found in the second stage.

Consider an image (matrix) A = {aij}, i = 1, ...., n and
j = 1, ....,m, where aij ∈ Z+ and aij represents the intensity
of pixel (i,j) (usually, aij is in the range [0..65,535] in a TIFF
image). The aim of gridding is to obtain a matrix G (grid)
where G = {gij}, i = 1, ...., n and j = 1, ....,m, gij = 0 or
gij = 1 (a binary image), with 0 meaning that gij belongs
to a grid separator, and 1 meaning the pixel is inside a spot
region. This image could be thought of as a “free-form”grid.
However, in order to restrict our definition to a rectangular
grid, our aim is to obtain vectors v = [v1, ...vm]t and h =
[h1, ...hn]

t, where vi ∈ [1,m] and hj ∈ [1, n]. Each vertical
and horizontal vectors are used to separate sub-grids and
spots.

By combining optimal multilevel thresholding on the run-
ning sum of pixel intensities with the α index (defined be-
low), the correct number of thresholds or spots is found.
Figure 1 depicts the process of finding the sub-grids in a
cDNA microarray image, detecting the spots in each sub-
grid, separating spots pixels from background and, finally,
determining the logs of spot volumes. The input for whole
process is a raw cDNA microarray image and the output
of the whole process is the volume intensity of each spot.
We apply the Radon transform as a preprocessing step (to
the raw images) in order to detect and correct rotations, if
any, in the sub-grid. Rotations of an image can be seen in
two different directions, with respect to the x and y axes.
The aim is to find two independent angles of rotation for an
affine transformation, and for this the Radon transform is
applied.

Given an image, we compute the vertical (or horizontal)

Figure 1: Schematic representation of the process
for computing the logs of spot volumes from a raw
cDNA microarray image.

running sum of pixel intensities, obtaining a histogram in
which each bin represents one column (or row respectively),
and the running sum of intensities corresponds to the fre-
quency of that bin. The frequencies are then normalized in
order to be considered as probabilities. Figure 2 depicts one
of the cDNA microarray images (Diln4-3.3942.01A, see its
description in section 6) that contains 10×2 sub-grids, along
with the corresponding histograms representing the horizon-
tal and vertical running sums. Also, Figure 4 depicts one
of the sub-grids in that cDNA microarray image and the
lines detected by the proposed method to separate the spots
(top) and the corresponding segmented sub-grid by our pro-
posed method (bottom). Each histogram is then processed
to obtain the optimal thresholding that will determine the
locations of the lines separating the sub-grids. Analogously,
we apply the same method to each sub-grid to obtain the
corresponding lines separating the spot regions.

To find the correct location of the sub-grids and spots
we use the optimal multi-level thresholding algorithm de-
scribed in [15]. Consider a histogram H, an ordered set
{1, 2, . . . , n − 1, n}, where the ith value corresponds to the
ith bin and has a probability, pi. Given an image, A = {aij},
H can be obtained by means of the horizontal (vertical)
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(c)

(b) (a)

Figure 2: (a) detected sub-grids in Diln4-3.3942.01A
microarray image, (b) vertical histogram (c) hori-
zontal histogram.

running sum as follows: pi =
∑m

j=1 aij (pj =
∑n

i=1 aij).
We also consider a threshold set T , defined as an ordered

Figure 3: A sub-grid in the AT-20391-CH1 image
from SMD dataset and (top) and the segmented pix-
els corresponding to each spot in the sub-grid (bot-
tom).

set T = {t0, t1, . . . , tk, tk+1}, where 0 = t0 < t1 < . . . <
tk < tk+1 = n and ti ∈ {0} ∪ H. The problem of multi-
level thresholding consists of finding a threshold set, T ∗, in
such a way that a function f : Hk × [0, 1]n → R+ is maxi-
mized/minimized. Using this threshold set, H is divided into
k+1 classes: ζ1 = {1, 2, . . . , t1}, ζ2 = {t1+1, t1+2, . . . , t2},
. . ., ζk = {tk−1 + 1, tk−1 + 2, . . . , tk}, ζk+1 = {tk + 1, tk +
2, . . . , n}. There are various criteria and the one we use here
is the between class variance [15]. A dynamic programming
algorithm for optimal multilevel thresholding was proposed
in [15], which is an extension for irregularly sampled his-
tograms. The worst-case time complexity of the algorithm
has been shown to be Θ(kn2).
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Figure 4: A dilution step sub-grid in the Diln4-
3.3942.01A microarray image and the separator lines
generated by the proposed method as spot bound-
aries (top) and the segmented pixels corresponding
to each spot in the sub-grid (bottom).

3. AUTOMATIC DETECTION OF THE NUM-
BER OF SUB-GRIDS AND SPOTS

Finding the correct number of sub-grids whin a cDNA
microarray image and the correct number of spots in each
sub-grid is far from trivial. We solve this problem using a
newly proposed validity index similar to the ones used in
clustering. By analyzing the traditional indices for cluster-
ing validity and their ability to work well in detecting the

correct number of spots, we propose a new index of validity
for this specific problem. There are many different indices
of validity for clustering [17, 16]. From our extensive exper-
imental studies, we found that the I index is the best that
suits our spot detection problem. The I index is defined as
follows:

I(K) =

(
1

K
× E1

EK
×DK

)2

, (1)

where EK = ΣK
i=1Σ

ni
k=1pk||k−zi||, DK =

K
max︸︷︷︸
i,j=1

||zi−zj ||, n is

the total number of points in data set, and zk is the center
of the kth cluster. Moreover, the I index, per se, is not able
to capture some properties of the underlying histograms.
Therefore, we consider the average value of the thresholds
in a histogram, which is computed as follows:

A(K) =
1

K

K∑
i=1

f(ti), (2)

where ti is the ith threshold found by optimal multilevel
thresholding and f(ti) is its respective frequency in the his-
togram.

The aim is to maximize I(K) and minimize A(K). Thus,
the best number of thresholds, K∗, is given by:

K∗ = arg max︸︷︷︸
1≤K≤δ

α(K) = arg max︸︷︷︸
1≤K≤δ

(
E1
EK

×DK

)2

√
KΣK

i=1f(ti)
(3)

To find the best number of thresholds, K∗, we perform
an exhaustive search on different values of K from 1 to a
maximum value δ, which is typically the square root of the
number of bins in the histogram.

4. QUANTIFICATION AND BIOLOGICAL
ASSESSMENT

When the location of each spot is detected, the spot pix-
els should be separated from the image background. For
this reason, an edge detection approach based on the Sobel
method is applied [8]. After finding the edge of each spot,
the region within the edge is defined as the primary region of
each spot. Then, a set of morphological dilation and erosion
operators are used to decrease the noise and artifacts in the
region identified for each spot. Finally, the summation of all
pixel intensities of each detected pixel of the spot is used as
the level of expression of the gene associated with that spot.
Figures 3 and 4 show the results of the segmentation phase
for two detected sub-grids from AT-20391-CH1 and Diln4-
3.3942.01A respectively. Here, we have used this measure,
the volume of the spot intensities, rather than the mean or
median of the spot intensities. The reason for this is that
the volume allows to capture relationships between the sizes
of different spots; and, these relationships are present in a
typical dilution experiment such as the one analyzed later
in the paper.

To assess the performance of the proposed method, we
consider the percentage of the grid lines that separate sub-
grids/spots incorrectly, marginally and perfectly. These quan-
tities were found by visually analyzing the result of the grid-
ding produced by our method.
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5. DATASETS
For testing the proposed method (called Optimal Multi-

level Thresholding Gridding or OMTG), three different kinds
of cDNA microarray images have been used. The images
have been selected from different sources, and have different
scanning resolutions, in order to study the flexibility of the
proposed method to detect sub-grids and spots with differ-
ent sizes and features.

The first test suite consists of a set of images drawn from
the Stanford Microarray Database (SMD), and corresponds
to a study of the global transcriptional factors for hormone
treatment of Arabidopsis thaliana samples. The images can
be downloaded from smd.stanford.edu, by selecting “Hor-
mone treatment” as category and “Transcription factors” as
subcategory. Ten images were selected, which correspond to
channels 1 and 2 for experiments IDs 20385, 20387, 20391,
20392 and 20395. The images have been named using AT
(which stands for Arabidopsis thaliana), followed by the ex-
periment ID and the channel number (1 or 2).

The second test suite consists of a set of images from Gene
Expression Omnibus (GEO) and corresponds to an Atlantic
salmon head kidney study. The images can be downloaded
from ncbi.nlm.nih.gov, by selecting “GEO Datasets” as cat-
egory and searching the name of image. Eight images were
selected, which correspond to channels 1 and 2 for experi-
ments IDs GSM16101, GSM16389 and GSM16391, and also
channel 1 of GSM15898 and channel 2 of GSM15898. The
images have been named using GSM followed by the exper-
iment ID, and the channel number (1 or 2).

The third test suite consists of two images, obtained from
a dilution experiment and correspond to channels experi-
ments IDs Diln4-3.3942.01A and Diln4-3.3942.01B [13]. The
specifications of the cDNA microarray images for each of
these three test suites are summarized in Table 1.

6. EXPERIMENTAL RESULTS
The proposed method finely detects the sub-grids location

at first, and in the next stage, each sub-grid is precisely di-
vided into the corresponding spots with the same method.
The robustness of the proposed method is so high that spots
in sub-grids can be detected very well even in noisy condi-
tions. The ability to detect sub-grids and spots in different
microarray images with different resolutions and spacing is
another important feature of the proposed method, specially
in these kinds of dilution experiments. Table 2 shows the
results of applying the proposed method on the two images.
Using the proposed method, sub-grid and spot locations can
be detected very efficiently with an average accuracy of 98%.
This very high degree of accuracy demonstrates the stability,
flexibility and power of the proposed method.

In some cases, significant deformations, noise and artifacts
can affect the accuracy of the proposed method. Figure 5
shows an example in which the proposed method fails to
detect some spot regions due to areas extremely contami-
nated with noise and artifacts. It is worth mentioning that
other methods were tested on this particular sub-grids as
well and they also failed to detect the correct gridding in
these regions.

6.1 Comparison with other Methods
A conceptual comparison between the proposed method,

OMTG, and other microarray image griding methods based
on their features of each method is shown in Table 3. The

Figure 5: Failure to detect some spot regions due
to images with areas extremely contaminated with
artifacts in the sub-grid located in the first row
and fourth column of AT-20392-ch1 from the SMD
dataset.

methods included in the comparison are the following: (i)
Radon transform sub-gridding (RTSG) [9], (ii) Bayesian sim-
ulated annealing gridding (BSAG) [1], (iii) Genetic-algorithm-
based gridding (GABG) [3], (iv) Hill-climbing gridding (HCG)
[10], (v) Maximum margin microarray gridding (M3G) [2],
and the proposed method, OMTG. As shown in the table,
as opposed to other methods, OMTG does not need any
number-based parameter, and hence making it much more
powerful than the previous ones. One could argue, however,
that the index or thresholding criterion can be considered as
a “parameter”. However, we have “fixed” these two on the
α index and the between class criterion, and experimentally
shown the efficiency of OMTG on various cDNA microarray
images with different configurations.

An experimental comparison of the proposed method with
GABG and HCG is shown in Table 4. As opposed to the
proposed method that needs no parameters, GABG needs
to set several parameters such as the mutation rate, µ, the
crossover rate, c, the maximum threshold probability, pmax,
the minimum threshold probability, plow, the percentage of
lines with low probability to be a part of the grid, fmax

and the refinement threshold, Tp. Also, HCG needs to set
some parameters such as λ and σ. As shown in the table,
the accuracy of our method is much higher than GABG and
HCG. Since GABG and HCG use several parameters, to
obtain good results for the SMD, GEO and DILN datasets,
all the parameters must be set manually and separately for
each dataset. If the same parameters for one of datasets are
used for the others, unpredictable and poor results may be
obtained – the accuracy of both methods can decrease to
as low as 50%. This makes these methods fully dependent
on the parameters, which have to be set manually and for
specific datasets. The proposed method, however, does not
need any parameter at all, and works exceptionally well in
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Table 1: The specifications of the three datasets of cDNA microarray images used to evaluate the proposed
method.

Suite Name SMD GEO DILN
Database Name Stanford Microarray Database Gene Expression Omnibus Dilution Experiment
Image Format Tiff Tiff Tiff
No. of Images 10 8 2

Image Resolution 1910× 5550 1900× 5500 600× 2300
Sub-grid Layout 12× 4 12× 4 5× 2
Spot Layout 18× 18 13× 14 8× 8

Spot Resolution 24× 24 12× 12 from 12× 12 to 3× 3

Table 2: Accuracy of detected sub-grids and spots for each image and the corresponding incorrectly,
marginally and perfectly aligned rates.

Sub-grid Detection Spot Detection
Data Set Image Incorrectly Marginally Perfectly Incorrectly Marginally Perfectly

SMD

AT-20385-CH1 0.0% 0.0% 100% 4.30% 0.46% 95.24%
AT-20385-CH2 0.0% 0.0% 100% 2.83% 0.09% 97.08%
AT-20387-CH1 0.0% 0.0% 100% 2.90% 0.14% 96.96%
AT-20387-CH2 0.0% 0.0% 100% 0.52% 0.11% 99.37%
AT-20391-CH1 0.0% 0.0% 100% 0.64% 0.17% 99.19%
AT-20391-CH2 0.0% 0.0% 100% 0.32% 0.26% 99.42%
AT-20392-CH1 0.0% 0.0% 100% 4.10% 0.33% 95.57%
AT-20392-CH2 0.0% 0.0% 100% 0.21% 0.25% 99.54%
AT-20395-CH1 0.0% 0.0% 100% 0.41% 0.12% 99.47%
AT-20395-CH2 0.0% 0.0% 100% 0.98% 0.31% 98.71%

GEO

GSM15898-CH1 0.0% 0.0% 100% 0.58% 0.16% 99.26%
GSM15899-CH2 0.0% 0.0% 100% 1.00% 0.21% 98.79%
GSM16101-CH1 0.0% 0.0% 100% 0.00% 0.32% 99.68%
GSM16101-CH2 0.0% 0.0% 100% 1.57% 0.06% 98.37%
GSM16389-CH1 0.0% 0.0% 100% 0.79% 0.12% 99.09%
GSM16389-CH2 0.0% 0.0% 100% 0.57% 0.04% 99.39%
GSM16391-CH1 0.0% 0.0% 100% 0.00% 0.24% 99.76%
GSM16391-CH2 0.0% 0.0% 100% 0.14% 0.13% 99.73%

DILN
Diln4-3.3942.01A 0.0% 0.0% 100% 2.1% 0.1% 97.8%
Diln4-3.3942.01B 0.0% 0.0% 100% 1.5% 0.2% 98.3%

different kinds of images with different resolutions and noisy
conditions.

7. BIOLOGICAL ANALYSIS
In order to assess the proposed method on its suitability

to perform in accordance with the biological problem, we an-
alyze the quantification results and their relationships with
the dilution experiment. Each column within a patch is a
serial dilution with a factor of two, and each patch contains
eight replicates for the dilution experiment. In other word,
the amount of DNA samples contained in each spot is ex-
pected to decrease by half between subsequent steps. Table
5 shows the the average intensity of each dilution step for
images A and B of DILN dataset respectively. As shown in
the table, the proposed method estimates the average inten-
sities of dilution steps very well with a near linear decreasing
steps. Also, Figure 6 shows the dilution steps for all 80 cases
and the mean of them with a red line. The reference line
with slope -1 is shown also in black. As shown in this fig-
ure, in most parts of this dilution experiment, the estimated

Table 4: The results of the comparison between
the proposed method (OMTG) and the GABG and
HCG methods proposed in [3],[10].

Dataset Method Incorrectly Marginally Perfectly

SMD
OMTG 1.72% 0.22% 98.06%
GABG 5.37% 0.51% 94.12%
HCG 2.12% 1.23% 96.65%

GEO
OMTG 0.58% 0.16% 99.26%
GABG 4.49% 0.32% 95.19%
HCG 2.55% 0.74% 96.71%

DILN
OMTG 1.97% 0.08% 97.95%
GABG 4.35% 0.34% 95.31%
HCG 3.78% 0.65% 95.57%
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Table 3: Conceptual comparison of our proposed method with other recently proposed methods based on
the required number and type of input parameters and features.

Method Parameters
Sub-grid
Detection

Spot Detec-
tion

Automatic
Detection No.
of Spots

Rotation

RTSG n: Number of sub-grids
√ × × √

BSAG
α ,β: Parameters for balancing prior and
posterior probability rates

× √ √ √

GABG

µ , c :Mutation and Crossover rate, pmax:
probability of maximum threshold, plow:
probability of minimum threshold, fmax :
percentage of line with low probability to
be a part of grid, Tp: Refinement threshold

√ √ √ √

HCG λ , σ: Distribution parameters × √ √ ×
M3G c: Cost parameter × √ √ √
OMTG None

√ √ √ √

Table 5: Intensities of each dilution step for images
A and B.

Dilution steps Diln4-3.3942.01A Diln4-3.3942.01B
1 22.02 21.75
2 20.63 20.78
3 19.75 19.94
4 18.12 18.05
5 17.98 18.25
6 16.98 17.03
7 16.18 16.17
8 15.07 15.46

intensities of each case follow a linear relationship. In step
4 of the dilution steps, there is an irregularity in the lin-
earity of the red curve as shown in Table 5 and Figure 6.
The reason for this irregularity is that, in some sub-grids
of Diln4-3.3942.01A and Diln4-3.3942.01B, the intensities of
the spots in step 4 is smaller that step 5. One example of
this can be seen in the third and last rows of the sub-grids
in Figure 2. As shown in Figure 2(b), this decreasing in the
intensity of the spots causes a slight nonlinearity in step 4
of the dilution steps. In general, we observe that the pro-
posed method is able to capture the nonlinear relationships
present in the dilution experiments. This is observable in
the log-plots of Figure 6, as the black line follows the array
of logs of spot volumes.

8. CONCLUSIONS
We have presented a biological assessment for detecting

sub-grids and spots, segmentation and quantification of cDNA
microarray images. Our method has been tested on three
datasets including dilution experiments with microarray im-
ages. The results show that the sub-grids and spots are ac-
curately detected, even in abnormal conditions. In addition,
because of using an optimal and parameterless algorithm for
detecting thresholds, the method can be used for microar-
ray images with different features and various spot sizes and
configurations effectively. Lastly, the results of the test on

the proposed method show that this method can compute
the intensity of spots very accurately and detect the nonlin-
ear relationship between dilution steps in those images.

Extensions to the proposed approach include the use of
other criteria for the multilevel thresholding algorithm, which
may increase the accuracy of the method. Also, using other
indices of validity for detecting the correct number of sub-
grids/spots may improve the performance, and faster algo-
rithms (cf. [11]) can drastically reduce the overall computa-
tion time, while achieving the same performance.
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ABSTRACT
This paper presents a parallel numerical solution to inves-
tigate multiple growth factors competitive binding within a
bioreactor, an in vitro flow cell culture system. Since we
assume all the species have the same flow, thus the multi-
physics of fluid flow is modeled by the same incompress-
ible Navier-Stokes equations. The kinetics of biochemical
reactions happens in the fluid and on the cell surfaces as
well, thus they are modeled by two separate sets of coupled
nonlinear ordinary differential equations (ODEs). The mass
transport of different species in the fluid is modeled by a
distinctive set of coupled nonlinear partial differential equa-
tions (PDEs) for each of them. To solve this computational
intensive system efficiently, a novel parallel algorithm is de-
vised, in which all the numerical computations are solved
in parallel, including parallel discretization of those mass
transport equations PDEs and parallel linear system solver.
A novel parallel strongly implicit procedure (SIP) solver is
designed. For solving binding equations ODEs in the whole
domain efficiently, a parallel scheme combined with a se-
quential CVODE solver is used for the purpose of high per-
formance and simplicity. Overall, our parallel algorithms
show good performance and stability. Preliminary simula-
tion results are obtained. We have found that heparin or
possibly other solution binding agents can effectively pre-
vent fibroblast growth factor-2 (FGF-2) capture under flow,
but only at high concentrations, and FGF-2 cross regulating
receptor binding agents, such as heparin-binding epidermal
growth factor-like growth factor (HB-EGF) or possibly other
proteoglycan-competitors, has little effect on FGF-2 capture

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
ACM-BCB ’11, August 1-3, Chicago, IL, USA
Copyright 2011 ACM 987-1-4503-0796-3/11/08 ...$10.00.

in single pass flow even at high concentration. Further ex-
periments need to be conducted to verify the predictions of
our parallel simulation system. This parallel modeling sys-
tem can be used to any biochemical reaction analysis in a
similar flow environment.

Categories and Subject Descriptors
G.1.0 [Numerical Analysis]: General—parallel algorithms

General Terms
Algorithms

Keywords
Mass transport, Multiple growth factor-receptor binding,
Parallel algorithm, Parallel solver

1. INTRODUCTION
The binding of FGF-2 to its cell surface receptor (FGFR)

and the role of heparan sulfate proteoglycans (HSPG) in reg-
ulating this process for endothelial cells has been of research
interest for several decades due to their roles in cell signaling
and cellular proliferation, processes which are important for
angiogenesis. Control of these cells which line in the wall of
blood vessels is likely to be important in controlling tumor
growth. Up to now, several computational models of FGF-
2 binding to its receptor and HSPG have been proposed
[1][2][3][4]. Nugent and Edelman developed a simple model,
involving three species, FGF-2, FGFR and HSPG [1]. They
measured kinetic binding rate constants experimentally and
their results provided a foundation for investigating the com-
plexity of FGF-2 binding. Forsten-Williams and coworkers
introduced more complexity into their models with dimer-
ization and formation of higher order species [2]. Filion and
Popel proposed a model of FGF-2 interactions with cell sur-
face receptors including diffusive transport within the cul-
ture dish [3]. Ibrahimi and coworkers proposed a model
for the stepwise assembly of a ternary FGF-2-FGFR-HSPG
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complex [4]. Not like the previous models for the kinetic as-
sembly of a ternary complex in which binary FGF-2-FGFR
or FGFR-HSPG complexes are intermediates, they claimed
that FGFR and HSPG are unbound in the absence of FGF-2
ligand, and the availability of FGF-2 results in formation of
initial FGF-2-HSPG complexes, which promotes the rapid
binding of FGFR and creates a ternary complexes capable of
undergoing dimerization and subsequent FGFR activation.
Forsten-Williams and coworkers linked their model to exper-
imental activation of ERK 1/2, an important intracellular
signaling pathway component [2]. Recently, they introduced
some complex models to depict growth factor cross regula-
tion networks, in which more growth factors are involved,
such as FGF-2, HB-EGF, vascular endothelial growth factor
(VEGF), heparin, and HSPG, to study cellular responses to
growth factors in complex living system [16]. These models
are based on culture environment.

We proposed a model to address the binding of FGF-2,
FGFR, and HSPG in a flow environment, to mimic blood
vessel-like capillaries [12][13]. This paper is based on our
previous work and presents a parallel system to handle com-
plex models, in which more complexities are added to mimic
complicated binding mechanisms in human capillaries, as
presented in Forsten-Williams recent models[16]. Instead of
only FGF-2 in the fluid, more growth factors are now al-
lowed to investigate cross regulation of different growth fac-
tors, such as HB-EGF, heparin and FGF-2, etc. Instead of
happening on cell surfaces only, competitive bindings now
happen in the fluid as well, adding more complexity for
calculating the mass transport equations. Also, the con-
centrations of different growth factors or proteins at inlet
reservoir(Fig.1) are complicated due to binding among dif-
ferent growth factors compared with only one growth factor
FGF-2(no binding in fluid). Parallel method is an appropri-
ate solution to solve the whole coupled nonlinear system.

The rest of the paper is organized as follows: Section II
introduces modeling process. Section III and IV discuss par-
allel algorithm and some implementation details. We then
present some preliminary simulation results in section V.
Finally, we reach our conclusion in section VI.

2. MODELING
Fig. 1 is a diagram of the hollow fiber cartridge system

used in the experiments. Different growth factors or ligands
are injected into the left sampling port or entrance reservoir.
The fluid is then pumped into the cartridge and proteins
enter into the 20 hollow-fiber capillaries, which are coated
with endothelial cells on the wall. Fluid from the capillaries
is pooled in the right reservoir and collected manually in
tubes [12][13][17].

The geometric modeling is based on the experimental one
(shown in Fig. 1) and illustrated in Fig. 2. The flow is
pulsatile. To simplify modeling, we assume:

(1) All of the 20 hollow-fiber capillaries have the same
dimensions, flow, cell densities, and the endothelial cells are
distributed evenly on the wall of the fiber capillaries and
tightly packed;

(2) The fluid is incompressible, Newtonian, viscous and
isothermal;

(3) The flow is steady, axis-symmetrical and laminar and
entrance effects are ignored [7];

(4) the walls of the hollow-fiber capillaries are rigid and
nonporous.

Figure 1: Hollow fiber cartridge experimental sys-
tem (single pass).

Figure 2: Diagram of single pass simulation geomet-
ric modeling.

We suppose that the mass transports of different growth
factors or complexes have the same flow. The model consists
of three coupled parts: (1) the medium flow equations; (2)
the convective-diffusion mass transport equations of growth
factors and their complexes; (3) the competitive binding ki-
netics equations on cell surfaces and in fluid [16]. The mod-
eling process is illustrated in Fig. 3.

2.1 The Medium Flow Equations
Since all the proteins(growth factors plus all the interme-

diate complexes created in the fluid) are assumed to be the
same flow, they have the same flow equations. The medium
flow equations include the mass conservation equation, and
the radial and the axial momentum equations. The 2D time-
dependent equations for mass and axial and radial momen-
tum equations in conservation form for incompressible flow
in an axisymmetric coordinate system can be written as:
[18] [12] [13]

The mass conservation equation:

∂u

∂x
+

v

r
+

∂v

∂r
= 0 (1)

The radial momentum equation:

ρ(
∂v

∂t
+u

∂v

∂x
+v

∂v

∂r
)+

∂p

∂r
= µ(

1

r

∂v

∂r
+

∂2v

∂2x
+

∂2v

∂2r
−

v

r2
) (2)
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Figure 3: Diagram of modeling.

The axial momentum equation:

ρ(
∂u

∂t
+ u

∂u

∂x
+ v

∂u

∂r
) +

∂p

∂x
= µ(

1

r

∂u

∂r
+

∂2u

∂2x
+

∂2u

∂2r
) (3)

Here, all stress tensors are expanded, and the gravitational
components are totally ignored as we did in our current
study[13], which are included in general case[18][12].

In Eqs.(1),(2), and (3), ρ is the density and treated as a
constant, µ is the viscosity and a constant as well, u and
v are the axial and radial velocities, respectively. p is the
dynamic pressure.

The boundary conditions are:
(1) Axisymmetric flow along the vessel centerline, ∂u

∂r
= 0,

at r = 0 .
(2) No slip boundary at the vessel wall, u = 0, at r = R.

If these equations are restricted to fully developed region
of the flow, radial velocity v can be ignored. If we ignore the
higher order frequency of flow rate components, eventually,
the theoretical solution for axial velocity u under pulsatile
flow can be approximated as [13]:

u(r, t) ≈
2qs

NfπR2
(1 + cosωt)(1−

r2

R2
) (4)

where, qs the average volumetric flow rate, Nf the number of
fibers inside the cartridge, R the radius of a fiber, ω = 2π/T
the angular frequency of the pulsatile flow, T the cycle of
the pump.

The pulsatile flow in our case is that a pulse of fluid volume
enters a pre-pump reservoir, from which a continuous flow
of fluid enters the capillaries. Therefore, the pseudo-steady
states between pulses are ignored. The velocity of fluid in the
capillaries in axial direction at different radius is calculated
using the above formula.

2.2 The Mass Transport Equations
Assuming there are m different growth factors and k dif-

ferent complexes formed among them, the total number of
mass transport equations is S(S=m+k). The mass transport
equations are now described as:

∂φk

∂t
+

1

r

∂(ruφk)

∂r
=

1

r

∂

∂r
(rKd

∂φk

∂x
) +

∂

∂x
(Kd

∂φk

∂x
)

+F (φk, t, x)(k ∈ 1 ∼ S) (5)

The boundary conditions of each species are the same,
that is:

(1) ∂φk

∂r
= 0 at r = 0, reflecting symmetry of the flow

along the fiber centerline.
(2) ∂φk

∂r
= F (φk, t, x) at r = R, reflecting binding rate of

the kth species on cell surfaces on the wall of the fiber.
(3) φk(t) = φk,ent(t) at x = 0, assuming well mixed en-

trance flow, with uniform concentration along the fiber ra-
dius.

The numerical solution of Eq. 5 will be performed by the
finite volume method [5][12]. Since we assume that all the
species in the fluid have the same flow properties, the con-
centration of each species can be expressed as the following
set of algebraic equations, that is, each species has the same
scalar coefficients in its mass transport equations:

AWφk,W + ASφk,S + APφk,P + AEφk,E +ANφk,N

= bk(k ∈ 1 ∼ S) (6)

The coefficients in Eq. 6 consist of a pentadiagonal matrix
[5][12][13] and can be expressed as:

AN = −D
δxirn

rN − rP

AS = −D
δxirs

rP − rS

AE = min((ρu)eδrj , 0)−D
δrjrP

xE − xP

AW = −max((ρu)wδrj , 0)−D
δrjrP

xP − xW

AP =
3ρrP δxiδrj

2δt
− (AW +AS +AE +AN )

bk = (Sk,c + Sk,P )rP δxiδrj + (
2ρφn

k,P

δt
−

ρφ
n−1

k,P

2δt
)rP δxiδrj

−λ(F c
k,e − Fu

k,e − F c
k,w + Fu

k,w)

Consider a rectangular 2D space (see Fig. 2) and a grid
created by I, J grid points in the corresponding axial, and
radius directions of the coordinate rectangular system. Eq. 6
can also be expressed as:

AWφk,i,j−J + ASφk,i,j−1 +APφk,i,j + ANφk,i,j+1 + AEφk,i,j+J

= bk(k ∈ 1 ∼ S) (7)

where, k the kth species in the flow, j := 1, 2, ..., IJ , and
IJ := I × J = 1500× 24, AW , AS, AP , AN , AE, bk scalars.
It can be expressed in matrix form and shown in Fig. 4,
here φk is represented by xk. For the solution of this non-
symetric sparse matrix linear system, the commonly used
methods are: relaxation methods, Alternating Direction It-
eration (ADI) methods, BiConjugate Gradient Stabilized
(BiCGStab) methods,and SIP methods, et al. Compared to
the above-mentioned methods, the advantages of SIP meth-
ods are (1) fewer number of iterations for required accu-
racy; (2) lower computational cost for each time step. SIP’s
higher convergence rate is attributed to its more strongly
implicit nature against ADI methods [6],which in turn are
more strongly implicit methods than SOR and point-Jacobi.
Therefore, the SIP methods are used extensively in compu-
tational fluid dynamics.
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Figure 4: Matrix system to be solved for mass trans-
port equations.

The coefficients of the matrix are time dependent, and
thus the corresponding linear system must be solved sepa-
rately for each time step. It is time consuming so that par-
allel methods are of great importance, especially considering
more species are involved. In order to solve those equations
efficiently, a high performance parallel algorithm has been
designed, including parallel discretization and a parallel SIP
solver [5][6][15].

2.3 Binding Kinetics Equations
This model involves a series of molecular activities, in-

cluding proteins binding to its receptors, some intermedi-
ate complexes, dimers, and internalization on cell surfaces,
and most importantly, competitive binding that happens in
the fluid. We adopted Forsten-Williams 2008 models (non-
receptor-coupling model and receptor-coupling model) [16]
as our simulation target, in which at most four proteins, such
as FGF-2, HB-EGF, epidermal growth factor (EGF), and
heparin, can be injected into the system or any combination
of them are injected at entrance reservoir simultaneously.

The model reactions on cell surfaces are listed in Table 1,
model reactions in the fluid are listed in Table 2.

There are at most five equations in the fluid listed in Ta-
ble 3. The non-receptor coupling model involves twenty four
equations on cell surfaces and receptor-coupling model in-
volves thirty-two equations on cell surfaces (refer to [16])
The parameters used in simulation are listed in Table 4.

These nonlinear system of ODEs is solved by CVODE
solver with user-supplied Jacobian matrices in each subdo-
main by different processors concurrently.

3. PARALLEL ALGORITHM

3.1 Parallel Discretization
After discretization, a set of algebraic equations are ob-

tained, as shown in Eq. 6. In the whole domain (see Fig. 2),
the coefficients of Eq. 6 should be recalculated or updated
in each time step.

We take the advantage of the mesh shape (1500×24), that
is, the number of rows is much less than that of columns, to
allocate the processors using column-wise stripping as shown
in Fig. 5 to keep the total communication costs low and load
balanced among processors compared to other domain de-
compositions, such as block chequer-board processor parti-
tions, where both row and column boundary data need to

Table 1: Model reactions on cell surfaces.

HB-EGF FGF-2 EGF
SH
R → RH SF

R → RF RH + E ↔ CE

SH
P → PH SF

P → PF CE + CE ↔ C2E

SC
P → PC No HSPG

RH +H ↔ CH RF + F ↔ CF binding
PH +H ↔ GH PF + F ↔ GF

CH + CH ↔ C2H CF +CF ↔ C2F

C2H + PH ↔ XH C2F + PF ↔ XF

RH +GH ↔ TH RF +GF ↔ TF

RH + PH ↔ TH RF + PF ↔ TF

TH + TH ↔ T2H TF + TF ↔ T2F

XH + PH ↔ T2H XF + PF ↔ T2F

PC +H ↔ GC
H PC + F ↔ GC

F

PC
H +H ↔ GC

H PC
F + F ↔ GC

F

PC
H + CH ↔ TC

H PC
F + CF ↔ TC

F

GC
H +RH ↔ TC

H GC
F +RF ↔ TC

F

C2H + PC
H ↔ XC

H C2F + PC
F ↔ XC

F

TC
H + TC

H ↔ TC
2H TC

F + TC
F ↔ TC

2F

TC
H + TH ↔ TC

HH TC
F + TF ↔ TC

FF

XC
H + PC

H ↔ TC
2H TC

F + PC
F ↔ TC

2F

XH + PC
H ↔ TC

HH TF + PC
F ↔ TC

FF

The first part is non-receptor-coupling model. Adding
second part to the first one becomes receptor-coupling
model. h=heparin, F=FGF-2, H=HB-EGF, E=EGF,
S=synthesis, R=receptors, C=ligand-receptor com-
plexes, P=HSPG, T=ligand-receptor-HSPG complexes,
C2=dimers of C, X = C2 bound to P , T2= dimers of T .
Unique receptors, proteoglycans and their ligand complexes
are distinguished with a subscript H or F . The common
site HSPG and their resulting complexes are designated
with a subscript C.

Table 2: Model reactions in the fluid.
Growth Factors Reactions
HB-EGF(H) h+H ↔ ChH

FGF-2(F) h+ F ↔ ChF

heparin(h) h+ F ↔ ChF

h+H ↔ ChH

EGF(E) no binding

h = heparin, F = FGF-2, H = HB-EGF, E = EGF, ChH

= complexes of heparin and HB-EGF, ChF = complexes of
heparin and FGF-2.

Table 3: Binding equations in the fluid.
No Equations
1 dF

dt
= −khF

a hF + khF
d ChF

2 dh
dt

= −khF
a hF + khF

d ChF − khH
a hH + khH

d ChH

3 dChF

dt
= khF

a hF − khF
d ChF

4 dH
dt

= −khH
a hH + khH

d ChH

5 dChH

dt
= khH

a hH − khH
d ChH
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Table 4: Parameter values used in simulation.
Para. Value Meaning

kFRF
a 3.24× 108M−1/min ARC for F & RF

kFRF

d 0.281min−1 DRC for F & RF

kFPF
a 1.19× 108M−1/min ARC for F & PF

kFPF

d 0.556min−1 DRC for F & PF

kFPC

a 7.35× 106M−1/min ARC for F & PC

kFPC

d 0.398min−1 DRC for F & PC

kc 0.0024(#/cell)−1/min coupling rate const
kuc 0.6min−1 uncoupling rate const
kint 0.005min−1 IRC for complexes
kintD 0.078min−1 IRC for dimers

kHRH
a 9.7× 107M−1/min ARC for H & RH

kHRH

d 0.6887min−1 DRC for H & RH

kHPH
a 1.45× 107M−1/min ARC for H & PH

kHPH

d 0.398min−1 DRC for H & PH

kHPC

a 2.01× 106M−1/min ARC for H & PC

kHPC

d 0.398min−1 DRC for H & PC

kERH
a 9.7× 107M−1/min ARC for E & RH

kERH

d 0.24min−1 DRC for E & RH

khF
a 4.2× 105M−1/min ARC for h & F

khF
d 0.01min−1 DRC for h & F

khH
a 4.2× 105M−1/min ARC for h & H

khH
d 0.01min−1 DRC for h & H

RF0 104#/cell initial RF density
RH0 104#/cell initial RH density
PF0 17600#/cell initial PF density
PH0 4200#/cell initial PH density
PC
0 232400#/cell initial PC density
D 1.67× 10−10m2/s F diffusivity at 25◦C
µ 0.00094Pa · s viscosity of fluid
ρ 1000kg/m3 density of fluid

ARC = association rate constant, DRC = dissociation rate
constant, IRC = internalization rate constant,h = heparin,
F = FGF-2, H = HB-EGF, E = EGF, RF = FGFR, RH =
EGFR, PF = unique FGF-2 binding HSPG, PH = unique
HB-EGF binding HSPG, PC = common HB-EGF and FGF-
2 binding HSPG, rate constants are scaled to 25◦C.

Figure 5: Column-wise stripping for processors do-
main partition. (◦) and (•) points are boundary
points between processors. P0 has no (•) points and
PN has no (◦) points.

be exchanged between processors and also some processors
do not have cell surfaces bindings due to their happening on
the north boundary or the wall of fibers only. In our parti-
tion, each processor has no boundary row and just has two
boundary columns, the first and the last columns, except
the left most and the right most processors P0 and PN−1 (N
processors). Thus, each processor needs two more columns
of data from the left and the right neighboring processors,
except P0 and PN−1.

AN , AS , and AE are not related to the grids on neighbor-
ing processors, and can be computed concurrently among
processors.

AW , AP and the second part of bk are related to boundary
points and need special treatments. We first compute AW

and the second part of bk in each processor concurrently,
then, we replace the AW at (◦) points in processor Pi with
the AW values at the same points in processor Pi−1, and
add the second part of bk at (◦) points in Pi−1 to that of
Pi. Once AW and the second part of bk are obtained by
each processor, then, AP and source term can be computed
on each processor simultaneously. The parallel algorithm is
shown in the following algorithm.

Algorithm 1 Parallel discretization of mass transport equa-
tions
1: Compute AN and AS on each processor in its subdomain

simultaneously.
2: Compute AE, AW and the second part of source term

on each processor in its subdomain concurrently.
3: Exchange boundary data as follows:

Pi−1 sends AW at (◦) points to Pi as the new AW ;
Pi−1 sends the second part of source term at(◦)points to
Pi,adding it to Pi value.

4: Compute AP and source term on each processor in its
subdomain concurrently.

3.2 Parallel SIP solver
Stone’s strongly implicit algorithm has three parts: (a)

LU factorization; (b) forward substitution; (c) backward
substitution. The sequential SIP algorithm is illustrated as
follows: For a sparse matrix linear system Ax = b with a
pentadiagonal nonzero coefficient matrix A,shown in Fig. 4,
Stone proposed an incomplete LU factorization method [6],
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Figure 6: LU factorization of A+E in Stone’s.

that is A + E = LU. E is an error matrix. L and U are lower
and upper triangle matrix,respectively, as shown in Fig. 6.
The coefficient matrix A is augmented by an error matrix
E, which has two diagonals lying inside and adjacent to the
outer diagonals of A (see Fig. 6). The Stone’s algorithm is
designed so that terms in Ex are very small [6]. An itera-
tion parameter α(0 ≤ α < 1) is used to calculate L and U. α
may be a function of mesh. For simplicity, we choose α as a
constant parameter to allow users to set before simulation.

Algorithm 2 Stone’s SIP(A, L, U , b, ǫ, maxloop)

1: LU factorization:
for i=1→I, j=1→J, do
LW [i, j] = AW [i, j]/(1 + αUN [i, j − J ])
LS [i, j] = AS[i, j]/(1 + αUE [i, j − 1])
P1 = αLW [i, j]UN [i, j − J ]
P2 = αLS [i, j]UE [i, j − 1]
LP [i, j] = AP [i, j] + P1 + P2 − LW [i, j]UE [i, j − J ] −
LS [i, j]UN [i, j − 1]
UN [i, j] = (AN [i, j]− P1)/LP [i, j]
UE [i, j] = (AE[i, j]− P2)/LP [i, j]

2: Initialization: k = 1
3: while ‖r‖2 > ǫ‖InitialResidual‖2 and k < maxloop

do
4: Forward substitution:

for i=1→I, j=1→J, do
r[i, j] = b[i, j]−(AS [i, j]x[i, j−1]+AW [i, j]x[i, j−J ]+
AP [i, j]x[i, j] +AE[i, j]x[i, j + J ] +AN [i, j]x[i, j + 1])
Y [i, j] = (r[i, j]− LS [i, j]Y [i, j − 1]− LW [i, j]Y [i, j −
J ])/LP [i, j]

5: Backward substitution:
for i=I→1, j=J→1, do
δ[i, j] = Y [i, j]− UN [i, j]δ[i, j + 1]− UE [i, j]δ[i, j + J ]

6: Update solution:
x[i, j] = x[i, j] + δ[i, j]

7: k = k + 1
8: end while

where, ǫ the convergence criteria, r the residual, maxloop
the maximum number of iterations, and δ the correction.
The same array is used for r, Y and δ to save memory cost.

Based on our domain partition scheme(refer to Fig. 5),
there is a boundary dependency between processors in LU
factorization and forward substitution, as shown in Fig. 7.
Only after the left processor Pi−1 finished calculating the
boundary points and sends the results to its right neighbor
Pi, Pi can start computing. This pipeline process continues
up to the last processor PN−1 [6][15]. Backward substitution
has similar fashion, but in reverse order. Basically, by using

Figure 7: Boundary dependency between processors
in factorization and forward substitution.

pipeline techniques, it is not hard to implement a naive ver-
sion of parallelization of Stone’s SIP. Reeve et al. proposed
a parallel version of Stone’s strongly implicit algorithm, in
which a red-black approach for forward and backward sub-
stitutions is presented [15]. We take their method a step
further. Instead of using their red-black approach for for-
ward and backward substitutions, we let each processor do
forward and backward substitutions concurrently in each it-
eration and use previous boundary values of neighbouring
processors. After each iteration, exchanging boundary data
between processors are performed. In forward substitution,
only (◦) points of Y(i,j) are transferred, while in backward
substitution, only (•) points of Y(i,j) are transferred (see
Fig. 5 and Algorithm 2). We call this method as modified
Jacob.

After forward and backward substitutions, the boundary
points of data of current solution should be transferred be-
tween processors. If the relative error is still larger than
the preset stopping criteria in inner loop, it will loop again
until reaching the preset maximum number of loops or the
relative error is less than the preset stopping criteria.

We have measured the overall speedup by using our modi-
fied Jacob algorithm and pipeline technique for forward and
backward substitutions, and the results are shown in Fig.8.
We have found that our parallel method has better speedup
than pipeline technique. This modified Jacob algorithm may
need more iterations than the pipeline does,but actually
faster due to simultaneous computation among processes.
The computational cost depends mainly on the number of
growth factors involved and the expected temporal goal to
be simulated. It also depends on the time step used for simu-
lation. If more than one growth factors involved in the fluid,
and several hours binding process to be studied, this paral-
lel algorithm can be used to shorten the overall simulation
time by more than sixty percent if four processors are used.
Due to heavy boundary data exchanges among processors in
each time step, simulations with more than eight processors
do not yield better performance in the current DLX cluster
hardware settings, as shown in Fig.9.

4. SOME IMPLEMENTATION DETAILS

4.1 The Concentration of proteins at entrance
Suppose different proteins are injected into the entrance

reservoir at the same time and bioreactions are known among
these proteins. The concentrations of proteins formed can
be calculated in two steps as follows:
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Figure 8: Speedup factors using modified Jacob and
pipeline technique. The results are based on simu-
lation of FGF-2 alone moving through the bioreac-
tor for 300 seconds in single pass simulation, non-
receptor-coupling model, and the software is run-
ning on the DLX cluster machine at the University
of Kentucky.
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Figure 9: Speedup factors comparison betweenmod-
ified Jacob, pipeline techniques, and ideal linear.
The results are based on the same simulation set-
tings shown in Figure 8.

4.1.1 Calculate concentrations of proteins by solv-
ing binding kinetics ODEs

Method: suppose two proteins p1 and p2 are injected into
the reservoir at the same time with the amount of m1 and
m2, respectively. p1 and p2 will form complex p3 with asso-
ciation rate constant ka, meanwhile, p3 will dissociate into
p1 and p2 with dissociation rate constant kd. Let φ1(t),
φ2(t), φ3(t) be the concentration of p1, p2, and p3 in the
reservoir at time t, respectively. They can be calculated by
the following ODEs with the initial values of φ1(0) = m1/v,
φ2(0) = m2/v, φ3(0) = 0, and v is the volume of the reser-
voir.

dφ1(t)

dt
= −kaφ1(t)φ2(t) + kdφ3(t) (8)

dφ2(t)

dt
= −kaφ1(t)φ2(t) + kdφ3(t) (9)

dφ3(t)

dt
= kaφ1(t)φ2(t)− kdφ3(t) (10)

If more than two proteins are injected with different bind-
ing kinetics, the method is almost the same. The only dif-
ference is the above ODEs.

4.1.2 Adjustment of the concentration of each pro-
tein

The concentration of each protein needs to be adjusted
due to fluid flowing in and out of the reservoir at each time
step. The following formula is used:

φi(n) = φi(n− 1)×
v −∆vn

v
(11)

where, v the volume of the entrance reservoir, ∆vn the vol-
ume of fluid flowing into the fibers at nth time step, φi(n−1)
the previous concentration and φi(n) the current concentra-
tion of ith protein (growth factor or complex) in the entrance
reservoir.

4.2 The Mass of proteins bound
Protein (growth factor or complex) binding can occur on

cell surfaces or in the fluid. Thus the amount of ith protein
bound in nth time step Mi(n) includes three parts: bound
on cell surfaces,bound in the fluid and internalized, as shown
in the following formula.

Mi(n) = Mf
i (n) +Ms

i (n) +M int
i (n) (12)

Based on deterministic approach and uniform mesh, the
number of molecules of ith protein bound in nth time step
Fi(n) could be determined by the formulas, accordingly:

Fi(n) = F int
i (n) + F s

i (n) + F f
i (n) (13)

F f
i (n) = NfKgf

N∑

k=1

M∑

l=1

Ci,j(k, l, n) (14)

F s
i (n) = NfKgf

N∑

k=1

(
∑

Ci,j(k,M, n) + 2
∑

Gi,j(k,M, n))

(15)

F int
i (n) = F int

i (n−1)+NfKgfdt
∑N

k=1
(kint

∑
Ci,j(k,M, n)

+2kintD

∑
Gi,j(k,M, n)) (16)

where, F f , F s, F int the number of molecules bound in the
fluid, on cell surfaces, or internalized, respectively, Ci,j(k,M, n)
the number of complex of ith protein and jth receptor in
(k,M)th grid(boundary grid), at nth time step if exists,
and Gi,j(k,M, n) the number of dimer of ith protein and
jth receptor in (k,M)th grid(boundary grid), at nth time
step. Ci,j(k, l, n) the number of complex of ith protein and
jth protein in (k, l)th grid, at nth time step if exists. M
and N the number of grids in radius and axial directions,
respectively. kint the internalization rate constant of com-
plexes and kintD the internalization rate constant of dimers.
Nf the number of fibers in the cartridge, dt the size of time
step, Kgf the grid factor.

The mass of ith proteins bound can be calculated by mul-
tiplying a constant Ki if its molecular weight is known [13],
that is:

Mi(n) = Ki × Fi(n) (17)
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Figure 10: Plot with varied HB-EGF impact on
FGF-2 cell surface capture. (1ng FGF-2, at 600s,
30% loss at inlet, non-receptor-coupling model[16]).

To the best of author’s knowledge, there is no such method
ever proposed in literature.

5. PRELIMINARY SIMULATIONS
The purpose of these simulations is to predict whether

competitors for proteoglycans impact FGF-2 binding in solu-
tion based on both models(non-receptor-coupling and receptor-
coupling models)[16]. We will look at: (1) soluble traps, such
as heparin; (2) surface competitors, such as HB-EGF. The
conclusions are drawn from the simulation results, which
need further experimental verifications.

5.1 Effect of HB-EGF on FGF-2 capture
FGF-2 and HB-EGF can cross regulate receptor binding

of the other despite having unique receptors [16]. Is this con-
clusion still correct in flow condition? Also, we want to know
how large the impact could be. In Fig. 10, the amount of
FGF-2 capture under different amount of HB-EGF, suppos-
ing FGF-2 and HB-EGF are injected simultaneously. Fig.11
shows FGF-2 captured along the endothelial-lined hollow
fiber as a function of distance under different amount of
HB-EGF at 600 sec. We have found that the addition of
HB-EGF has only a small effect on FGF-2 capture and it
can slightly affact FGF-2 capture under flow only at high
concentrations under single pass. Receptor-coupling model
also yields the same conclusion (data not shown).

5.2 Effect of heparin on FGF-2 capture
Heparin will bind to FGF-2 directly in fluid, limiting the

available amount of FGF-2 binding on cell surfaces. Fig. 12
shows heparin impact on FGF-2 capture under different amount
of heparin. Fig.13 shows FGF-2 captured along the endothelial-
lined hollow fiber as a function of distance under different
amount of heparin at 600 sec. In Fig. 12 and Fig.13, we
have found that heparin (or possibly other solution binding
agents) can prevent FGF-2 capture under flow, but only at
high concentrations (> 100ug).

5.3 HB-EGF addition has only a minor im-
pact on heparin regulation of FGF bind-
ing
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Figure 11: Simulation results of FGF-2 captured
along the endothelial-lined hollow fiber as a function
of distance under different amount of HB-EGF. (1ng
FGF-2, at 600 sec, 30% loss at inlet, non-receptor-
coupling model[16]).

Figure 12: Plot with varied heparin impact on FGF-
2 cell surface capture. (1ng FGF-2, at 600 sec, 30%
loss at inlet, non-receptor-coupling model[16]).

Fig. 14 shows that HB-EGF addition has only a minor
impact on heparin regulation of FGF binding.

We conclude that HB-EGF or other proteoglycan-competitors
can have an effect on FGF-2 capture but it is small under
single pass flow environment.

6. CONCLUSION
A parallel simulation model has been developed to inves-

tigate multiple growth factors binding within a bioreactor,
an in vitro flow cell culture system. Parallel algorithms have
been designed and tested. Overall, our parallel algorithms
show good performance and stability, and can produce rea-
sonable simulation results. Preliminary simulation results
are obtained. We have found that: (1) FGF-2 cross regu-
lating receptor binding agents, such as HB-EGF or possibly
other proteoglycan-competitors, has little effect on FGF-2
capture in single pass flow even at high concentration(>
100ug); (2) heparin or possibly other solution binding agents
can effectively prevent FGF-2 capture under flow, but only
at high concentrations (> 100ug). The next step, the exper-
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Figure 13: Simulation results of FGF-2 captured
along the endothelial-lined hollow fiber as a function
of distance under different amount of heparin. (1ng
FGF-2, at 600 sec, 30% loss at inlet, non-receptor-
coupling model[16]).

Figure 14: Plot with varied HB-EGF impact on hep-
arin regulation of FGF-2 cell surface capture. (1ng
FGF-2, 20 ug heparin, at 600s, 30% loss at inlet,
non-receptor-coupling model[16]).

iments need to be conducted, and we will verify the predic-
tions of our parallel simulation system with the experimental
data. This parallel modeling system can be easily modified
to analyze other complex biochemical reaction systems in a
similar flow environment.
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ABSTRACT 

Selecting an appropriate classifier for a particular biological 
application poses a difficult problem for researchers and 
practitioners alike.  We propose a novel measure for assessing the 
suitability of machine classifiers for particular problems called 
“win percentage.”  We define win percentage as the probability a 
classifier will perform better than its peers on a finite random 
sample of feature sets, giving each classifier equal opportunity to 
find suitable features.  We illustrate the utility of this method 
using synthetic data.  Then, we evaluate six classifiers in 
analyzing eight microarray datasets representing three diseases: 
breast cancer, multiple myeloma, and neuroblastoma.  
Fundamentally, we illustrate that the selection of the most suitable 
classifier (i.e., one that is more likely to perform better than its 
peers) not only depends on the dataset and application but also on 
the thoroughness of feature selection.  In particular, win 
percentage provides a single measurement that could assist users 
in eliminating or selecting classifiers for their particular 
application and will be accessible from www.biomiblab.org. 

Categories and Subject Descriptors 

I.5.2 [Pattern Recognition]: Design Methodology – classifier 

design and evaluation, feature evaluation and selection. 

J.3 [Computer Applications]: Life and Medical Sciences – 
biology and genetics. 

General Terms 

Algorithms, Performance. 

Keywords 

Feature selection, classification, gene expression microarray 

1. INTRODUCTION 
Machine classifiers and feature selection algorithms have been 
proposed for clinical diagnosis and prediction based on favorable 
comparisons to competing methods [1, 2].  For high-throughput 

biomedical data, feature selection is a necessary preprocessing or 
embedded step that can bias the comparison of classifiers.  In an 
effort to compare classifiers fairly, we introduce the idea of 
classifier “suitability” to a particular application.  Every classifier 
is more or less suited to model particular feature relationships.  
For example, linear classifiers anticipate modeling features 
exhibiting a mean shift between classes, whereas nonlinear 
classifiers can model more complex corner shapes or quadratic 
curves [3].  Classifier suitability depends on two key aspects: (1) 
how frequently the feature relationships it models discriminate 
between classes in the data and (2) how thoroughly we explore the 
feature space to find those relationships.  We propose “win 
percentage” as a way to evaluate the suitability of a classifier to a 
problem.  Win percentage is the probability that a classifier will 
perform better than its peers on a finite random sample of feature 
sets. 

To aid in our estimation of win percentage, we design a Monte 
Carlo wrapper (MCW) algorithm for feature selection that gives 
each classifier equal opportunity to find informative feature sets.  
We define that MCW has succeeded when its best-performing 
feature set is among a top-performing fraction of all possible 
feature sets.  This fraction combined with a tolerated failure rate, 
defines the number of random samples that MCW must explore.  
We show that the most suitable classifier for an application 
depends on how thoroughly we explore the feature space, and 
apply win percentage in the analysis of eight biomedical gene 
expression classification problems. 

Determining the most suited classifier to a particular problem has 
applications in many domains but we are most interested in the 
translation of machine learning algorithms for clinical diagnosis 
and prediction.  Ideally, an exhaustive search of all feature sets 
would identify the optimal feature set for each classifier.  
However, for high-throughput biomedical data many thousands of 
features make this infeasible and necessitate the use of feature 
selection methods.  A multitude of computationally efficient, yet 
suboptimal, feature selection methods have been proposed [4, 5] 
but these have made comparing the resulting learning machines 
even more difficult. Often, the same feature selection method 
precedes the comparison of all classifiers using cross-validation.  
However, the performance of a classifier depends on the feature 
selection method that precedes it.  One way to deal with this 
inherent dependency is to consider a combinatorial approach of 
feature selection methods and classifiers, selecting combinations 
of both that perform well on cross-validation [6, 7].  Another way 
is to attempt to find a feature selection method that performs well 
for a variety of typical datasets [3].  We simplify both approaches 
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by considering a single unbiased feature selection method that 
gives every classifier equal chance to perform well.  Instead of 
finding a classifier that performs well for a given feature selection 
method, we attempt to identify classifiers that fit the problem.   

Feature selection methods can be categorized into filter- and 
wrapper-based approaches. Filter-based methods rank genes based 
on some measure of utility such as the difference between class 
means (e.g., t-test p-value or fold-change).  This emphasis on 
class means favors linear classifiers that consider the mean as the 
single distinguishing characteristic among classes (e.g., nearest 
centroid).  However, nonlinear classifiers have been shown to 
perform well for a variety of problems [8] and deserve equal 
treatment when it comes to feature selection.  Wrapper-based 
feature selection attempts to find feature sets that perform well for 
a particular classifier using that classifier as a black box [9].  
Several heuristic wrapper-based feature selection methods are 
commonly used for nonlinear classifiers, such as sequential 
forward selection or backward elimination [5]. However, these 
suffer from a nesting structure that causes all feature sets 
considered to contain highly overlapping feature membership.  
One way to give each classifier an equal chance of finding a 
suitable feature set is to conduct a randomized search of the 
feature space using a wrapper-based approach.  The classification 
performance of each candidate classifier determines the quality of 
a feature set.   

Randomized algorithms come in two basic varieties: those that 
provide the correct answer for a given input every time (Las 
Vegas), and those that may give different answers to the same 
problem on multiple runs (Monte Carlo) [10]. Las Vegas 
algorithms have been proposed for feature selection [4, 11] but 
have fallen out of favor perhaps due to the relative success of 
faster heuristic methods.  Monte Carlo feature selection has been 
used to select features that commonly appear in different cross-
validation runs [12].  Stochastic algorithms such as simulated 
annealing and genetic algorithms offer a compromise in that 
previous results guide the search but maintain randomness to 
avoid local optima.   

Regardless of feature selection method, the utility of a particular 
classifier depends not only on its performance on a carefully 
selected feature set but also on the difficulty in discovering that 
feature set.  That is, depending on computational resources and 
time, the most suitable classifier may change.  By randomly 
sampling feature sets, we remove classifier bias and separate the 
comparison of classifiers from feature selection. Although this 
approach requires significantly more computing resources than 
heuristic methods, it provides a foundation for a fair comparison 
between classifiers. 

2. METHODOLOGY 
In order to compare multiple classifiers for a given problem, we 
propose estimating the probability that each will perform better 
than its peers will, given an incomplete sample of feature sets.  
We refer to this probability as “win percentage.” If a classifier 
performs well on one feature-set and poorly on all others, the 
likelihood of winning will depend on the certainty in selecting 
that feature set. However, a classifier that performs well on a large 
variety of feature sets is more likely to win even when only a 
small group of feature sets is considered. 

2.1 Randomized Feature Selection 
We utilize a wrapper-based Monte Carlo feature selection method, 
MCW (shown in Figure 1) that draws a fixed number of feature 
sets randomly and evaluates each using candidate classifiers.  The 
function ‘randomSubset’ uses a pseudorandom number generator 
to select a random feature set from among the 2F total subsets of F 
features with replacement. In practice, the user could favor some 
subsets by defining the probability of selecting each subset.  For 
example, one might specify a prior probability on the number of 
features in a feature set, p(NF).    The ‘performance’ function used 
for MCW returns the highest estimated performance among all 
candidate classifiers along with the labels of the top performing 
classifiers in the set Ci.  If that feature set returns the top 
performance so far, one classifier cout is chosen at random. 

2.1.1 Selecting the number of iterations for MCW 
Because it is impractical to explore all possible subsets to find the 
optimal feature set for each classifier, we choose the number of 
evaluated feature sets, N, to balance practical computing 
constraints and tolerated bounds on feature set performance.  
Specifically, we introduce the desired fraction, p, of top-
performing feature sets among which MCW’s selected feature set 
will likely belong.  The probability that MCW’s selected feature 
set is not among the top p percent of top-performing models is ε, 
the failure tolerance.  The probability that a random feature set 
rates in the top p percent of all feature sets is p.  That is, a random 
feature set has a 50% chance to be in the top 50% and a 1% 
chance to be in the top 1%.  As we evaluate more feature sets, the 
chance of failure decreases such that: 

N
p)1()FailurePr( −== ε . ( 1 ) 

MCW(S, N) 

1. xout = –∞ 

2. For i = 1 to N  

Si = randomSubset(S) 

(xi, Ci) = performance(Si) 

If xi > xout,  

Sout = Si, xout = xi, cout = randomElement(Ci) 

3. output Sout, xout, cout  

Figure 1. Pseudocode for Monte Carlo wrapper-based feature 

selection. 

Figure 2. Probability that a ranked feature will be top-

ranked in subset of size N. 
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Given a tolerated chance of failure, ε, and the desired top fraction 
of all feature sets, p, we solve for the number of necessary 
iterations of the algorithm: 

)1ln(

ln

p
N

−

=
ε

. ( 2 ) 

Table 1 provides an example of how the fraction of top feature 
sets, p, gets smaller as we increase N.  For p near zero, p can be 
approximated as the following: 

N
p

N
p

p
N

ε

ε

ε

ln

ln
)1ln(

1 /1

−
≈

=−

−=

, 
( 3 ) 

where we use the first-order Maclaurin approximation for 

pp −≈− )1ln( .  This indicates a simple inverse relationship 

between number of random samples and size of the fraction of top 
feature sets. 

2.2 Theoretical Win Percentage 
Now that we have specified a classifier-agnostic feature selection 
method, we may derive a suitable criterion to compare different 
classifiers considering the uncertainty in feature selection.  First, 
we consider the probability density of the best performance of all 
candidate classifiers, xi, computed at each iteration of MCW.  For 
now, we ignore which classifier produces a feature set’s 
performance and treat it as a random variable, X, with probability 
density function p(x).  The probability that a particular 
performance, x, will be the best in a random sample of size N is 
the following [13]: 

)()())max(( 1
1 xpxXPNxxxp N

N
−

<⋅== K , ( 4 ) 

where P is the cumulative density function and the xi are drawn 
from p(x).  In terms of MCW, p(x = max(…)) is the probability 
density function of the output variable xout. Although we could 
approximate this distribution by running MCW a large number of 
times, Equation 4 represents the exact density considering all 
possible MCW results. When comparing classifiers, we are more 
interested in which classifier performs better at each x.  Therefore, 
we consider the joint distribution p(x,c), where c is a categorical 
random variable representing the classifier that performs best for a 
feature set with performance x.  The probability that classifier c 
performs best in a random sample of size N is the following: 

∫
∞

∞−

== dxxxxpxcpc N ))max(()|()win( 1K , ( 5 ) 

where the integrand is the probability that classifier c performs 
best for a feature set with performance x. In terms of MCW, 
win(c) is the probability that MCW will output cout = c.  Given a 
reasonable approximation to p(x,c) we can estimate which 
classifiers are more likely to win without needing to run MCW. 

2.3 Discrete Win Percentage 
When the distribution of performance for each classifier cannot be 
reasonably approximated by a Gaussian or other parametric 
distribution, we model X as a discrete random variable.  We 
estimate p(x,c) from a sufficiently large set of random samples, 

}1|),{( MicxS iiM ≤≤= . ( 6 ) 

We then draw hypothetical subsets of SM within MCW: 

}1|),{( NicxS
ii ssN ≤≤= , ( 7 ) 

to derive the win percentage for a random sample of size N: 
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where ‘rank’ is the rank of x among all M samples in descending 
order and ‘count’ is the number of samples with performance x in 
SM.  The first fraction is the probability of randomly selecting with 
replacement N feature sets all of which have the same rank as x or 
worse.  The second fraction removes those that do not contain a 
sample with performance x.  Notice that for x to hold the 
maximum performance, it must be among the M samples. Figure 2 
plots this distribution as a function of the rank of x for M = 100.  
If we select one random sample, each sample has equal 
probability of being the best regardless of rank.  As N increases, 
the probability shifts toward the better ranked feature sets, until at 
the limit only the best feature set is ever selected.  Selection 
pressure refers to an analogous concept for genetic algorithms 
[13]. 

Estimating which classifier is more likely to perform best given 
the number of randomly sampled feature sets N involves a simple 
summation over all M samples, (xi,ci): 

∑
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Again, win(c) is the probability that MWC will output cout = c and 
Ci is the set of classifiers with equal performance, xi.  Win 
percentage provides the exact fraction of times classifier c 
performs better than its peers among all possible subsets SN used 
by MCW. 

Although other randomized algorithms could be used to estimate a 
related definition of win percentage, we chose MCW because of 
its simplicity.  For example, a Las Vegas algorithm continues to 
explore feature sets until a convergence criterion is met [11], 
resulting in an unpredictable N and complicating the resulting 
mathematical formulation.   

2.4 Classifiers and Performance Metric 
Given a dataset of features and labeled samples, we estimate the 
distribution of best classifier performance using cross-validation.  
Each feature set produces one sample (xi,Ci), where xi is the 
maximum cross-validation performance among candidate 
classifiers and Ci is the set of classifiers achieving the highest 

Table 1. Random features required for ε and p  

N ε p ε p 

1 0.001 0.999 1×10-6 1.000 

10 0.001 0.499 1×10-6 
0.749 

100 0.001 0.0667 1×10-6 
0.129 

1K 0.001 0.00688 1×10-6 
0.0137 

10K 0.001 0.000691 1×10-6 
0.00138 

N > 10K 0.001 ≈ 6.91/N 1×10-6 
≈ 13.8/N 
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performance.  Although a number of methods for cross-validation 
could be used, we chose two iterations of three-fold cross-
validation for its efficiency compared to more iterations or more 
folds.  This allows us to explore a much larger feature space than 
more computationally complex performance estimates. 

In order to compare a variety of linear and nonlinear classifiers 
without needing computationally expensive parameter selection, 
we focus on six Gaussian Bayes classifiers.  Specifically, we 
represent each class as a multivariate Gaussian distribution with a 
possibly constrained covariance matrix.  We classify new samples 
with the label associated with the most likely class distribution 
using uniform priors.  The covariance matrix is either constrained 
to be the same for both classes (pooled) or allowed to vary 
between classes (unpooled).  In addition, the covariance is 
proportional to the identity matrix (spherical), uncorrelated 
(diagonal), or unconstrained (full).  Table 2 summarizes the six 
classifiers.  In particular, the well known nearest centroid 
classifier corresponds to pooled spherical covariance, linear 
discriminant analysis corresponds to pooled full covariance, and 
quadratic discriminant analysis corresponds to unpooled full 
covariance.  Classifiers utilizing pooled covariance are linear in 
that they construct a linear decision boundary, whereas those that 
compute covariance independently for each class are nonlinear 
and construct a quadratic decision boundary.  Classifier 
complexity increases when you move down or to the right in the 
table.  The degrees of freedom for two-class two-dimensional data 
are listed in parentheses. 

When comparing classifier performance, the fraction of correctly 
classified test samples (accuracy) is a very common performance 
metric.  Usually, the samples for training and testing are selected 
to have equal proportions in each class.  In this work, we use the 
average of sensitivity and specificity.  When the class proportions 
are equal, this measure is equivalent to accuracy.  However, in 
many biomedical applications including those in this paper, the 
class proportions are skewed.  For these data, the average of 
sensitivity and specificity represents a class-balanced accuracy, 
i.e., the expected accuracy if the class proportions were balanced.  
In practical applications of biomedical classification, it may be 
desirable to favor sensitivity over specificity (or vice versa), 
justifying a weighted average of the two. 

2.5 Datasets and Feature Space 
We analyze eight classification problems (endpoints) from three 
cancer datasets from the FDA MicroArray Quality Control Phase-
II Project (MAQC-II) [14].  Table 3 summarizes the eight 
endpoints using the endpoint codes from MAQC-II.  The breast 
cancer dataset [15] originates from microarray data collected from 
fine needle aspiration specimens from newly diagnosed patients 
before treatment.  Endpoint D classifies each patient as either 
having pathological complete response or residual invasive cancer 

after preoperative chemotherapy.  Endpoint E classifies patients 
based on estrogen receptor status as determined by 
immunohistochemistry.  The multiple myeloma dataset [16] 
originates from microarray data collected from bone marrow 
plasma cells in newly diagnosed patients, and classifies them 
based on overall survival (Endpoint F) and event-free survival 
(Endpoint G) using a 730-day cutoff.  The neuroblastoma dataset 
[17] originates from microarray data collected from newly 
diagnosed patients and classifies them based on overall survival 
(Endpoint J) and event-free survival (Endpoint K) using a 900-
day cutoff.  In addition, we analyze a positive control labeled by 
patient gender (Endpoint L) and a negative control labeled 
randomly (Endpoint M) using the same neuroblastoma patients. 

Although our approach is extensible to any probabilistic sampling 
of the feature space, for this investigation we limit ourselves to 
feature sets containing exactly two features.  This allows us to 
compute an exact win percentage using the “complete” feature 
space and compare it to win percentage computed using only a 
fraction of the complete space.  We could equally apply this 
methodology to sets of three or more features; however, we 
believe feature-pairs illustrate the principal.  We explore all 
features that exhibit a prescribed level of Gaussian-ness based on 
the standard error of the kurtosis of each feature.  Thus, we 
explore the complete feature space of Gaussian feature pairs.  
Table 3 also lists the number of features passing the Gaussian test 
for each endpoint and the total number of feature pairs evaluated. 

2.6 Sampling with Replacement 
In this work, we chose to draw random samples with replacement.  
Alternatively, we could draw randomly without replacement so 
that no feature set is drawn more than once within MCW.  
Although this is a slightly more efficient way to explore the 
feature space, sampling with replacement allows a simpler 
presentation and mathematical representation.  The difference is 

Table 2. Relationship between candidate classifiers  

Covariance 

Type 
Spherical Diagonal Full 

Pooled 
NC 

(5 d.f.) 
DLDA 
(6 d.f.) 

LDA 
(7 d.f.) 

Unpooled 
SDA 

(6 d.f.) 
UDA 

(8 d.f.) 
QDA 

(10 d.f.) 

*NC = nearest centroid, LDA = linear discriminant analysis, 
DLDA = diagonal LDA, SDA = spherical discriminant 
analysis, UDA = uncorrelated discriminant analysis, QDA = 
quadratic discriminant analysis, d.f. = degrees of freedom. 

Table 3. Endpoint properties 

ID Description 
Total 

Features 

Gaussian 

Features 

Gaussian 

Pairs 

D 

Breast cancer, 
pathological 

complete 
response 

22,283 10,404 5.4×107 

E 
Breast cancer, 

estrogen 
receptor status 

22,283 10,154 5.2×107 

F 
Multiple 
myeloma, 

overall survival 
54,675 16,736 1.4×108 

G 
Multiple 

myeloma, event-
free survival 

54,675 16,147 1.3×108 

J 
Neuroblastoma, 
overall survival 

10,707 3,095 4.8×106 

K 
Neuroblastoma, 

event-free 
survival 

10,707 3,122 4.9×106 

L 
Neuroblastoma, 
positive control 

(gender) 
10,707 3,050 4.6×106 

M 
Neuroblastoma, 
negative control 

(random) 
10,707 3,064 4.7×106 
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subtle even when randomly sampling a subset of size M from a 
total set of size M.  In this case, the expected fraction of unique 
samples is 63.2% [18].  Using MCW, we typically draw subsets 
much smaller than the total feature space.  The expected fraction 
of unique samples in a subset of size N from a set of size M 

is NMM
N /))/11(1( −− .  Conservative estimates of M = 

1,000,000 and N = 100,000 result in 95% unique samples, 
suggesting that we would need to draw ~5% more samples to 
achieve the same feature space coverage as a random sample 
without replacement. 

3. RESULTS 
First, we demonstrate the correspondence between the continuous 
version of our win percentage and the discrete version using a 
synthetic dataset.  We demonstrate the utility of our approach 
using synthetic datasets from known distributions.  Then, we 
apply it to analyze datasets from the FDA MAQC-II Project. 

3.1 An Illustrative Example 
To illustrate our approach, we simulate experimental data starting 
with Gaussian conditional distributions p(x|c) for three candidate 
classifiers with the following parameters: 
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Figure 3 plots p(x|c) for the three classifiers.  Classifier c3 clearly 
performs well for a larger variety of feature sets.  However, if we 
are willing to explore the feature space more thoroughly, classifier 
c1 has the longer tail and better chance to win.  The dashed lines 
in Figure 4 plot the win percentage of each hypothetical classifier 
as a function of the subsample size, N.  When only one sample is 
drawn, each classifier has equal chance because their priors are 
equal.  As N increases, c3 has the initial advantage because it has 
the greater mean performance.  For 10<N<26, c2 gains favor 
because it has moderate mean and variance.  However, sampling 
at least 27 feature sets would suggest using classifier c1 because it 
has the best chance of outperforming its peers.  The solid lines in 

Figure 4 plot the 2.5- and 97.5-percentile of 100 iterations of 
drawing M = 10,000 samples from p(x,c) and using the discrete 
win percentage formula. 

This example shows the fundamental difference between 
classifiers that we are modeling; some classifiers perform well on 
a wide variety of feature sets, whereas other classifiers perform 
well on the right set of features.  A fair way to compare them is to 
consider how thoroughly we can explore the feature space given 
practical computing limitations. 

3.2 Synthetic Datasets 
To explore a wide variety of probability densities, we repeat the 
previous example 100 times and compare the theoretical and 
discrete estimate of the win percentage.  We varied p(x|c) by 
drawing means from N(0.5,0.1), standard deviations from 
|N(0,0.1)|, and p(c) uniformly.  The root mean square error across 
100 random distributions, 100 repeated trials of drawing M = 
1,000 samples, and 1 ≤ N ≤ 40 was 4.2%. Increasing M to 10,000 
reduces the error to 1.0%.  These results show a clear 
correspondence between the ideal case with known continuous 
distributions and the more practical discrete distributions.  We 
next consider cases where the underlying distributions are not 
parametric.  

3.3 Gene Expression Datasets 
We apply the win percentage analysis on clinical gene expression 
microarray data.  We constrain the feature set space to contain all 
Gaussian feature-pairs, corresponding to our Gaussian candidate 
classifiers.  Evaluating all pairs for all endpoints required 
approximately 100 days of computation using MATLAB on 1.95 
GHz servers with 20 GB of RAM.  We use a discrete distribution 
of p(c,x) to compute win percentage. 

Figure 5 through Figure 19 shows the distribution of best-
classifier performance p(x,c) for each classifier and the 
corresponding win percentage as a function of the number of 
random feature sets, N, for each endpoint.  For six endpoints (D, 
E, F, G, L and M), nearest centroid wins the largest percentage of 
all feature sets, illustrated by the largest area under the solid blue 
density curves, representing p(x,c = NC); and the tallest solid blue 
win percentage curve at N = 100.  Upon first glance, the 
conditional distributions would appear somewhat Gaussian but 
zooming in reveals an unsmooth tail near the peak performance 

Figure 3. Probability density for illustrative example. Figure 4. Win percentage for illustrative example. 
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Figure 10. Win percentage for multiple myeloma overall 

survival (Endpoint F). 

Figure 9. Win percentage for breast cancer estrogen 

receptor status (Endpoint E). 

Figure 8. Win percentage for breast cancer pathological 

complete response (Endpoint D). 

Figure 7. Kernel smoothed density for multiple myeloma 

overall survival (Endpoint F). 

Figure 6. Kernel smoothed density for breast cancer 

estrogen receptor status (Endpoint E) 

Figure 5. Kernel smoothed density for breast cancer 

pathological complete response (Endpoint D). 
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Figure 16. Win percentage for neuroblastoma event-free 

survival (Endpoint K). 

Figure 15. Win percentage for neuroblastoma overall 

survival (Endpoint J). 

Figure 14. Win percentage for multiple myeloma event-

free survival (Endpoint G). 

Figure 13. Kernel smoothed density for neuroblastoma 

event-free survival (Endpoint K). 

Figure 12. Kernel smoothed density for neuroblastoma 

overall survival (Endpoint J). 

Figure 11. Kernel smoothed density for multiple myeloma 

event-free survival (Endpoint G). 
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Table 4. Root mean square error for sampled win percentage. 

M = 1M M = 10M 
ID 

N = 1K N = 10K N = 1K N = 10K 

D 0.84 % 2.41 % 0.23 % 0.84 % 

E 0.82 % 2.74 % 0.25 % 0.83 % 

F 0.88 % 2.71 % 0.25 % 0.81 % 

G 0.82 % 2.38 % 0.28 % 1.03 % 

J 0.74 % 2.33 % 0.25 % 0.78 % 

K 0.85 % 2.51 % 0.28 % 1.02 % 

L 0.82 % 2.37 % 0.23 % 0.61 % 

M 0.87 % 2.11 % 0.26 % 0.72 % 

Eq. 
11 

0.87 % 2.63 % 0.28 % 0.87 % 

 

 

 

 

Figure 21. Confidence intervals (95%) for win percentage 

using M = 10 million (Endpoint K). 

Figure 20. Win percentage for negative control (Endpoint 

M). 

Figure 19. Win percentage for positive control (Endpoint 

L). 

Figure 18. Kernel smoothed density for negative control 

(Endpoint M). 

Figure 17. Kernel smoothed density for positive control 

(Endpoint L). 
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(see insets).  In particular, the positive control (Figure 17) reveals 
a large disparity in performance between the gender-specific gene 
set near 0.90 and less specific gene sets near 0.80.  The negative 
control performs much worse in the tail (Figure 18) but linear 
classifiers would appear to have an advantage in terms of win 
percentage.  Win percentage does not indicate performance and 
we would expect these classifiers to perform near chance on the 
random labels or on a random feature set.   However, the mean of 
X appears to exceed 0.5 on every endpoint even the negative 
control.  This bias can be explained by the selection of one best 
performance among the six candidate classifiers.  The expected 
value of the largest sample among six random samples from a 
Gaussian distribution is µ + 1.27σ [19, 20].  Therefore, it is 
reasonable to expect the observed mean shifts. 

The win percentage at N = 1010 reveals the best classifier 
considering all feature sets.  If these distributions were truly 
Gaussian, the best classifier would emerge with many fewer 
samples.  In fact, the overall winner is difficult to predict even 
after 100,000 samples.  If we are content with a feature set 
performing among the top 0.05% of all feature sets 99% of the 
time, we may focus our attention on N = 104.  Exploring feature 
sets at this level of thoroughness, UDA performs near the top on 
five of the six non-control endpoints.   

For endpoints D, E, F, and G, linear classifiers appear to perform 
better when exploring a small number of feature sets, whereas 
nonlinear classifiers perform better when exploring more feature 
sets.  For endpoints J and K, nonlinear classifiers perform well for 
a wide range of N.  However, the significance of these differences 
is hard to judge.  For example, the expected value of win 
percentage for the negative control (random labels) should be 1/6.  
For this particular labeling, nearest centroid appears to perform 
better but on a different random labeling we would expect this 
ordering to change.  Generally, the difference between classifiers 
should increase as N increases.  Interestingly, no classifier clearly 
fails. For N up to 105 and excluding the controls, the classifier 
with lowest win percentage still has at least a one in twenty 
chance that MCW will select it as best. 

3.4 Multiple Sampling of Microarray Data 
In the previous example, we used all feature pairs to compute the 
exact win percentage.  However, it will typically be impractical to 
evaluate all feature sets under consideration.  Now, we repeat the 
previous example using a finite random sample of size M from the 
total number of feature pairs.  We repeat 20 trials, each time 
selecting M random samples from all Gaussian feature pairs, and 
computing the win percentage based on the sample.  For a given 
M, variance increases as N increases.  Figure 21 shows the 
variation in win percentage for endpoint K using M = 10 million.  
The dashed lines are the same as Figure 15 and the solid lines 
indicate the 95% confidence interval.  Intuitively, when N is much 
larger than M, win percentage depends on a classifier’s relative 
performance on only one (top) feature set.  Any variance in that 
selection transfers to win percentage. For example, some of the 
trials did not contain the top overall feature set resulting in 
confusion about the top performing classifier.  The confidence 
interval for UDA and LDA reflects this by spanning the entire 
range.  On the other hand, for smaller N, win percentage averages 
over many feature sets reducing the variance.   

Table 4 reports the root mean square error between the estimated 
win percentage using M samples and the actual win percentage 
(e.g. in Figure 8) for all endpoints.  Interestingly, the ratio 
between N and M appears to be the major factor in determining 

the error in win percentage.  Figure 22 shows box plots for RMSE 
at different ratios of M to N. For M ≥ N, the RMSE is closely 
approximated by the following equation: 

48.0

24.0RMSE 







×≈

M

N
. ( 11 ) 

The last row in Table 4 shows the predicted RMSE based on 
Equation 11. In order to accomplish a RMSE of less than 1%, 
these data suggest selecting M > 750N.  

4. Conclusion 
We propose a novel way to compare classifiers based on the 
probability that they will outperform their peers (win percentage) 
on a random sample of the feature sets.  Unlike cross-validation 
that estimates classifier performance using random subsets of all 
samples, win percentage estimates classifier suitability using 
random subsets of all feature sets.  First, we illustrate the utility of 
this approach using all Gaussian feature pairs.  Then, we show 
that precise estimates (within 1%) can be achieved using a small 
random sample of all feature pairs.   

We show that win percentage performs as expected on synthetic 
datasets and then apply it to real microarray data.  We observe 
that the selection of the most suitable classifier does not only 
depend on the endpoint but also on the thoroughness of feature 
selection. In addition, the results suggest that nonlinear classifiers 
perform better when the feature space is explored more 
thoroughly and linear classifiers perform better when it is not.  
However, none of the classifiers clearly failed because all have a 
significant chance of performing the best on a subsample of the 
feature space. 

5. Discussion and Future Work 
We provide examples to illustrate the potential usefulness of win 
percentage for analyzing and comparing classifier performance.  
Eventually, we would like to use win percentage to inform the 
model building process.  One approach that seems promising is to 
use win percentage to assist practitioners in selecting or 
eliminating classifiers from consideration.  After determining a 
suitable classifier, we could choose a tailored feature selection 
method within cross-validation to estimate its performance.  

One key aspect of our approach is that we do not attempt to model 
the absolute performance of each classifier across the feature 
space.  If that were the case, the density plots in Figures 5–20 

Figure 22. Root mean square error between true win 

percentage and sampled win percentage. 
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would center nearer to 0.5.  Instead, we only model a classifier’s 
performance when it performs better than its peers do.  In this 
way, we avoid potentially misleading comparisons between 
distributions without any correspondence between identical 
feature sets.  When we compare classifiers, we do not randomly 
draw performance from each classifier’s distribution (among 
different feature sets), we draw one feature set randomly and 
compare.  

We compute the win percentage curves using all Gaussian feature 
pairs that represent exact fractions without variance.  However, it 
would be interesting to know whether any of the classifiers have a 
win percentage significantly different from what we would expect 
by chance.  The negative control endpoint (with random class 
labels) lends some insight but a more thorough analysis with 
multiple permutations of class labels could provide a better basis 
for comparison. 

In estimating the performance of each classifier for a feature set, 
we use two iterations of three-fold cross-validation.  Such a 
method is itself a randomized algorithm and multiple trials 
produce different results.  In particular, our notion of “best” may 
be extended to include those classifiers that perform 
insignificantly differently from the best or “among the better” 
classifiers during cross-validation. 

Although we focused on a pair-wise analysis of the feature space, 
our proposed approach easily extends to higher dimensions. 
Whereas it is often impractical to estimate the performance of all 
feature triplets or quadruplets, these data suggest that sampling 
only 750N of these higher dimensional feature sets may be useful 
in comparing classifiers that explore N random feature sets.  As 
the feature sets become larger, it may also be useful to define the 
probability of selecting each feature set. For example, one can 
favor features based on a preferred ranking criterion. Whereas 
heuristic methods quickly find local minima, the randomness in 
this approach makes a more thorough exploration of the feature 
space possible.  
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ABSTRACT
We present a linear-time algorithm that can generate a con-
tig scaffold for a draft genome sequence represented in con-
tigs given a reference genome. The algorithm is aimed at
prokaryotic genomes and relies on the presence of matching
sequence patterns between the query and reference genomes
that can be interpreted as the result of large-scale inversions;
we call these patterns inversion signatures. Large-scale in-
versions are common rearrangement events in prokaryotic
genomes. Even in draft genomes it is possible to detect the
presence of inversions given sufficient sequencing coverage
and a sufficiently close reference genome. Our algorithm
is capable of correctly generating a scaffold if at least one
member of every inversion signature pair is present in con-
tigs and no inversion signatures have been overwritten in
evolution. The algorithm is also capable of generating scaf-
folds in the presence of any kind of inversion, although in
this general case there is no guarantee that the scaffold will
be completely correct. We compare the performance of SIS,
the program that implements the algorithm, to five other
scaffold-generating programs. The results from two batches
of tests using real genomes and artificial contig boundaries
show that SIS has significantly better performance.

Categories and Subject Descriptors
J.3 [Computer Applications]: Life and medical sciences—
Biology and genetics

General Terms
Algorithm
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DNA assembly, genome inversions, scaffold reconstruction
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1. INTRODUCTION
With the decreasing costs of DNA sequencing it is now

(ironically) very common for prokaryotic genomes to be se-
quenced at “draft” status only. This means that the gener-
ated sequence will be a set of contigs (a contig is a substring
of the string over the DNA alphabet that represents the
genome sequence). The number of contigs depends on the
sequencing fold coverage and DNA sequencing technology,
and typically varies between half a dozen to a few hundred.

As of March 15, 2011, the number of draft microbial ge-
nome sequences at NCBI1 is 1821, compared to 1485 com-
plete sequences. This difference has grown (in favor of draft
sequences) over time. Therefore there is an increasing need
for tools that can improve the sequencing and assembly re-
sults beyond a simple contig set.

One technique that can be used to improve the sequenc-
ing results is to generate a contig scaffold from the contig
set. A scaffold is an ordered set of contigs, with the de-
sired order being the correct genome order. There are var-
ious techniques that can help to create a scaffold. One is
to use paired-end reads [19]; another is to use data from
physical [27] or optical maps [20, 25]. A third is to anno-
tate the contigs and search for genes that have been split
by the gaps between contigs. These techniques can be com-
bined and have been used ever since the first bacterial ge-
nome was sequenced in 1995. A number of DNA assembly
programs produce contig scaffolds based on paired-end read
data [3–5,9, 12,14,17,21].

Another technique, which became popular in the last few
years, is to use a reference genome. In this case we assume
the query genome A has a close phylogenetic relative B that
has been fully sequenced, and the genome of B can be used
to guide the assembly of A and to generate a scaffold as
well. This technique is used by programs such as ABA-
CAS [2], Mauve Aligner [23], OSLay [22], Projector 2 [26]
and r2cat [13].

When using a reference genome B to create a scaffold for
A, one possible problem is the existence of rearrangements
in A with respect to B. In prokaryotes, the most common
rearrangement is the inversion [8], leading to the ‘X’ patterns
that are frequently seen in dotplot graphs representing whole
genome alignments of prokaryotic genomes [11].

In this work we present an algorithm for obtaining con-

1www.ncbi.nlm.nih.gov/genomes/lproks.cgi

1
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tig scaffolds that explicitly take into consideration the pres-
ence of inversions in A with respect to B. We do this by
searching for inversion signatures in the input contigs. To
our knowledge no existing scaffold generation program does
this, although a few seem to deal at least indirectly with
rearrangements. Among these, the most notable is Mauve
Aligner [23], which is based on the multiple genome align-
ment program Mauve [7] (the software GRIL [6] is an earlier
incarnation of these ideas).

We created the program SIS as an implementation of our
algorithm, and tested it in a number of ways. In particular
we compared its performance to five other programs (all
those that we are aware of that use a reference genome as
the only information to build a scaffold). In these tests SIS
had the best performance by a significant margin.

2. THE ALGORITHMS

Definitions
We represent a pair of single-replicon genomes by signed
permutations, where numbers represent conserved genes or
blocks between the two genomes, and the signs represent the
plus or minus strand. We represent the reference genome
by the identity permutation ιn = [+1,+2,+3, . . . , +n], and
the query genome by the permutation π = [π1, π2, π3, . . . ,
πn], where 1 ≤ |πi| ≤ n and |πi| 6= |πj | if i 6= j.

An inversion ρ(i, j) is a rearrangement event that reverses
the order and the signs of a consecutive section of a ge-
nome: πρ(i, j) = [π1, ..., πi−1, −πj , . . . ,−πi, πj+1, . . . , πn],
such that 1 ≤ i ≤ j ≤ n.

Two consecutive conserved blocks (πi, πi+1) are a break-
point if πi 6= πi+1−1; otherwise the consecutive blocks are an
adjacency. A strip is a maximal substring [πi, πi+1, . . . , πj ]
such that every pair (πk, πk+1) is an adjacency, for i ≤ k < j.
We say that an inversion ρ(r, s) acts on a strip [πi, πi+1, . . . ,
πj ] if i < r ≤ s < j.

An inversion signature (IS) is a breakpoint (πi, πi+1) such
that πi and πi+1 have different signs. Two ISs (πi, πi+1) and
(πj , πj+1) are an IS pair if πi = −πj+1 and πi+1 = −πj+1+1
(see Fig. 1; our concept of inversion signature is unrelated
to a concept of similar name presented in [24]).

An inversion ρ(i, j) is symmetric if n = i+ j − 1 (Fig. 2).
An inversion ρ(i1, j1) is nested with respect to an inversion
ρ(i2, j2) if i2 < i1 ≤ j1 < j2 (Fig. 3). An inversion ρ(i, j) is
safe with respect to π if ρ(i, j) acts on a strip [πr, πr+1, . . . ,
πs] of π (Fig. 4). An inversion ρ(i, j) without any restrictions
on the values of i and j is a generic inversion (Fig. 5).

Any sequence of symmetric inversions can be sorted so
that the result is a series of nested inversions, with the same
effect on a genome. Every series of nested inversions is a
series of safe inversions, but the converse is not true.

Let P1(n), P2(n), P3(n) and P4(n) denote the sets of all
permutations that can be obtained from ιn by applying, re-
spectively, a series of symmetric inversions, a series of nested
inversions, a series of safe inversions, and a series of generic
inversions. Clearly, P1(n) ⊂ P2(n) ⊂ P3(n) ⊂ P4(n).

A collection of m contigs from a genome π is represented
by a collection of substrings C1, C2, . . ., Cm, such that, for
1 ≤ k ≤ m, Ck = [πik , . . . , πjk ] or Ck = [−πjk , . . . ,−πik ],
and the intervals in π that correspond to any two contigs
Ck1 and Ck2 cannot have an overlap, that is [ik1 ..jk1 ] ∩
[ik2 ..jk2 ] = ∅, for 1 ≤ k1 < k2 ≤ m.
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Figure 1: The figure shows two regions with in-
version signatures. The region a1–a2 in the draft
genome matches regions b1 and b3 in the reference
genome. b1 and b3 are not consecutive in the ref-
erence genome and hence this defines a breakpoint;
moreover, because the match between a1 and b1 has
a diffferent orientation as compared to the match
between a2 and b3 this breakpoint is an inversion
signature. The same happens with region a3–a4 of
the draft genome and regions (b2, b4) of the reference
genome. Both ISs are related because they are the
result of the same inversion event. Therefore these
two ISs constitute an IS pair.

2.1 Basic Algorithm
We have developed two algorithms. One that we call the

basic algorithm, which can generate correct scaffolds in the
presence of symmetric, nested, or safe inversions (that is, as
long as at least one IS is present for every IS pair). The sec-
ond algorithm, which generalizes the basic algorithm, gen-
erates correct scaffolds for the same cases of the basic al-
gorithm, but it can also produce scaffolds, not necessarily
100% correct, for generic inversions. All of our experimental
results rely on an implementation of the second algorithm;
we present the basic algorithm simply to help in the under-
standing of the second algorithm.

The basic algorithm depends on the following assump-
tions:

1. There are no duplicated conserved blocks in either of
the two genomes;

2. All contigs are correctly assembled;

3. Both genomes contain only one chromosome;

4. In terms of the conserved blocks, the difference be-
tween the two genomes is given by a series of safe in-
versions;

5. Conserved block 01 is in the first position (with + sign)
or in the last position (with − sign), in some contig.

Assumption (1) means that there is no conserved block
that contains a sequence that is a repeat in any of the two
genomes. This is somewhat unrealistic, since all genomes in
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Figure 2: Three symmetric inversions ρ(3, 6), ρ(4, 5)
and ρ(2, 7) applied to the identity permutation ι8.
The final result does not depend on the order of the
inversions. The colored circles represent IS pairs
created by the inversions.

different degrees have repeats. In this sense, assumption (2)
also depends on the lack of repeats. We require assumption
(3) primarily for simplicity of exposition; in a real setting
it is generally possible to decompose scaffold creation for
separate replicons as separate problems. With respect to
assumption (4), pairwise alignments of whole genomes sug-
gest that the majority of inversions in prokaryotic genomes
is roughly symmetric with respect to the origin of replica-
tion [11]. This assumption requires that inversions be safe,
which is a generalization of symmetric inversions. This as-
sumption is dropped for the second algorithm. Assumption
(5) helps simplify the algorithm description. In case block 01
does not follow assumption (5), a remapping of conserved
blocks can be made in time O(n) such that the result does
follow assumption (5).

The input for the algorithm is a list of contigs, each contig
represented by the conserved blocks it contains. Note that
we deal only with conserved blocks; insertions and deletions
of the query genome with respect to the reference genome
are not considered.

We now give a detailed example to illustrate the various
concepts as well as to present our basic algorithm. In this
example, there are 40 conserved blocks distributed in 9 con-
tigs as follows:

Contig 1: [−23,−22,+19,+20]
Contig 2: [−15,−14,+12,+13,−11]
Contig 3: [+34,+35]
Contig 4: [+36,+37,+38,+39,+40]
Contig 5: [−03,−02,−01]
Contig 6: [+05,+06,+07,+08]
Contig 7: [+31,+32,+33,−30,−29]
Contig 8: [−28,−27,+26,−25,−24,+04]
Contig 9: [+21,−18,−17,−16,+09,+10]

The correct order for the blocks in the query genome is
given as follows:
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ρ(1,7)
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Figure 3: Three nested inversions ρ(1, 7), ρ(3, 6) and
ρ(5, 5) applied to the identity premutation ι8. The
final result may change if the order of the inversions
changes. The colored circles represent IS pairs cre-
ated by the inversions.

π = [+01,+02,+03,−23,−22,+19,+20,+21,
−18,−17,−16,+09,+10,+11,−13,−12,
+14,+15,−08,−07,−06,−05,−04,+24,
+25,−26,+27,+28,−35,−34,+31,+32,
+33,−30,−29,+36,+37,+38,+39,+40]

Recall that the reference genome is the identity permuta-
tion. The IS pairs are the following:

IS Pair 1: [+03,−23] × [−04,+24]
IS Pair 2: [−22,+19] × [+21,−18]
IS Pair 3: [−16,+09] × [+15,−08]
IS Pair 4: [+11,−13] × [−12,+14]
IS Pair 5: [+25,−26] × [−26,+27]
IS Pair 6: [+28,−35] × [−29,+36]
IS Pair 7: [−34,+31] × [+33,−30]

An inspection reveals that the query genome has 7 safe
inversions with respect to the reference genome. However,
note that only the following ISs are present in the contigs:

IS Pair 1: × [−04,+24]
IS Pair 2: [−22,+19] × [+21,−18]
IS Pair 3: [−16,+09] ×
IS Pair 4: [+11,−13] × [−12,+14]
IS Pair 5: [+25,−26] × [−26,+27]
IS Pair 7: × [+33,−30]

Note that IS pair 6 is missing from the input contigs.
Algorithm Description. The basic algorithm builds the

scaffold incrementally, choosing one contig following certain
rules and placing it in the scaffold immediately after the
previously chosen contig. The first contig chosen is the one
that contains block +01 (or −01).

Execution of the basic algorithm on the example. In the
example, block 01 is found inverted in the last position of
contig 5 (see Fig. 6). Thus, the algorithm reverse comple-
ments contig 5 and inserts it as the first component of the
scaffold. The next conserved block searched is +04, which
should be in the first position of its contig on the + strand
or in the last position of its contig on the − strand. Block
04 is found in the last position of contig 8 on the − strand,
which is interpreted by the algorithm to be the result of a
safe inversion. The algorithm then uses the IS (−24,+04)

3
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Figure 4: Four safe inversions ρ(8, 8), ρ(1, 2), ρ(4, 6)
and ρ(5, 5) applied to the identity permutation ι8.
The colored circles represent IS pairs created by the
inversions.

to search for block −23, which should be at the other end of
the inversion that created the IS found. Block −23 is found
in the first position of contig 1, so this contig becomes the
second in the scaffold.

The next conserved block to be searched is +21. It is
found at the beginning of contig 9, on the + strand as ex-
pected, so this contig is placed in the third scaffold position.
The next block searched is +11, which is found inverted in
the last position of contig 2. This means that contig 2 will
be inserted in the fourth scaffold position after it is reverse-
complemented. The next block to be searched is +16, which
is found on the − strand in the middle of the already placed
contig 9. The algorithm then uses the IS (−16,+09) to de-
termine that the next block to be searched is −08. Block
−08 is found on the + strand in the last position of con-
tig 6. The subsequent steps proceed along the same lines.
The resconstructed scaffold is [−C5, −C1, +C9, −C2, −C6,
−C8, −C7, +C3, +C4]. This scaffold contains errors, be-
cause the correct scaffold given by permutation π is [−C5,
−C1, +C9, −C2, −C6, −C8, −C3, +C7, +C4]. This was
caused by the fact that from the given input it is impossible
to tell that contig 3 should remain as it is and that con-
tig 7 should be reverse complemented. This stems from the
fact that the endpoints of IS pair 6 are not to be found in
the input contigs. But the algorithm still managed to get 7
correct adjacencies out of a total of 9.

Pseudocode description of the basic algorithm. The ba-
sic algorithm assumes that the following data structures are
available and filled in: contigs stores contig information
and inContig contains conserved block information, storing
for each conserved block the position in structure contigs

where it can be found, as well as the contig number and
the sign (strand). More formally, if contigs[c][p] = x,
then inContig[|x|].contig = c, inContig[|x|].pos = p
and inContig[|x|].sign = s, such that s× |x| = x.
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Figure 5: Five generic inversions ρ(1, 5), ρ(1, 4),
ρ(2, 3), ρ(7, 7) and ρ(3, 7) applied to the identity per-
mutation ι8. The white circles represent ISs over-
written by nonsafe inversions.

In the example we have contigs[7] = [+31, +32, +33,
−30,−29], contigs[7][4] = −30, inContig[|−30|].contig
= 7, inContig[|−30|].pos = 4 and inContig[|−30|].sign
= −1.

Pseudocode for the basic algorithm is given in the box
for Algorithm 1. The main loop (lines 2–16) places contigs
in the scaffold one by one. Line 3 retrieves the record that
stores the information of the block currently being placed.
Lines 4–9 check whether the block is in the expected po-
sition, and in case a breakpoint is (implicitly) found, uses
inversion signature information as described above. In line
10 information from the newly determined next block is re-
trieved. Line 11 places that contig in the scaffold. Lines
12-16 determine the next block to be searched.

Recalling that n is the number of conserved blocks and
m is the number of contigs, with n ≥ m, we now state the
algorithm’s complexity. Data structure inContig can be
built in O(n). The algorithm complexity is O(m). Because
n ≥ m, the complexity of this 2-step process is O(n).

2.2 Algorithm for Generic Inversions
Although safe inversions seem to be the most frequent

kind of inversion in real genomes, there is no guarantee that
all inversions will be of this type. We therefore general-
ized the basic algorithm obtaining a new algorithm that can
handle generic inversions. This new algorithm can correctly
solve all instances that the basic algorithm solves. The main
difference is that the new algorithm can detect lack of infor-
mation, caused by absence of an IS pair in the input or by
the erasure of an earlier (in evolution) IS by a later unsafe
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Figure 6: Illustration of the example discussed in the text of a genome with 40 conserved blocks with respect
to a reference genome. The query genome and the reference genome differ by seven safe inversions, denoted
by the nested horizontal square brackets. The conserved blocks appear in nine contigs. The permutation on
the top is the “real” query genome, and the permutation at the bottom is the scaffold reconstructed by the
basic algorithm. The bars with alternating colors help visualize inversion signatures.

Algorithm 1: Basic Algorithm

Data: contigs, inContig, m

Result: scaffold

1 next ← 1
2 for i← 1 to m do

// Searches for current element in contigs

3 e ← inContig[|next|]
4 if sign(next) = e.sign then
5 if e.pos 6= 1 then
6 next ← contigs[e.contig][e.pos−1] + 1

7 else
8 if e.pos 6= len(contigs[e.contig]) then
9 next ← −contigs[e.contig][e.pos+1] + 1

10 e ← inContig[|next|]
// Places contig found in scaffold

11 scaffold[i] ← sign(next) × e.sign × e.contig
// Determines the next element

12 if sign(next) = e.sign then
13 lastIndex ← len(contigs[e.contig])
14 next ← contigs[e.contig][lastIndex] + 1

15 else
16 next ← −contigs[e.contig][1] + 1

17 return scaffold

inversion, and still generate a scaffold. In such cases the al-
gorithm chooses a contig that has not been positioned yet,
and proceeds with scaffold construction. When IS pairs are
missing there are no guarantees that the scaffold generated
is correct. The main perfomance measure is the number of
correct adjacencies returned by the algorithm.

Pseudocode for the algorithm for generic inversions is giv-
en in the box for Algorithm 2. It uses two auxiliary vectors:
used indicates which contigs have been placed in the scaf-
fold and searched records conserved blocks that have been
searched so far. Variable nextC indicates the contig with
smallest ID not yet placed in the scaffold.

The main loop in lines 7–39 is executed until all con-
tigs have been placed in the scaffold. Variable ok indi-
cates whether the algorithm found a candidate contig to

be placed in the scaffold. Line 9 ensures that the algorithm
is not searching for an invalid conserved block. Lines 10–20
are similar to lines 3–9 of Algorithm 1. Lines 21–24 check
whether the algorithm is searching an already searched con-
served block.

If the algorithm decides to insert a new contig in the scaf-
fold (test in line 25) lines 26–39 are executed. If no valid
contig was found, the first contig not yet placed is deter-
mined in lines 26–28. Lines 29–30 place that contig in the
scaffold. Vector used and variables nextC and i are updated
in lines 31–34. Lines 35–39 are identical to lines 12–16 of Al-
gorithm 1.

The complexity of this algorithm is the same as the basic
algorithm, O(n). Initialization takes O(n + m). The main
loop is executedO(n+m) times, since in each iteration either
a new position in vector searched is marked or a new contig
is placed in the scaffold. There is one operation inside the
main loop that does not take constant time, which is the loop
in lines 33–34. However, variable nextC can be incremented
at most m times, so the amortized cost of each update is
O(1). This leads to the stated complexity.

3. EXPERIMENTAL RESULTS
We have implemented Algorithm 2 creating program SIS:

Scaffold from Inversion Signatures. We carried out three dif-
ferent kinds of tests. In the first, we used purely simulated
data based on permutations, and demonstrate the effect of
lack of data on SIS’s performance. In the second and third
tests we used real genome data but with simulated contigs,
and compared SIS to several other scaffold generating pro-
grams.

The main quality measure for a scaffold is the number of
correct contig adjacencies. A contig adjacency for contigs x
and y is correct if they are consecutive in the (unsplit) query
genome as well as in the generated scaffold. We say that a
scaffold is perfect if all of its adjacencies are correct. In the
case of circular replicons, all perfect scaffolds with m contigs
have exactly m correct adjacencies.
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Algorithm 2: Algorithm for Generic Inversions

Data: contigs, inContig, m, n

Result: scaffold

// Initialize temporary variables

1 for i← 1 to m do used[i] ← false

2 for i← −n to +n do searched[i] ← false

3 searched[n+1] ← true

4 nextC ← 1
5 next ← 1
6 i ← 0

// While not all contigs positioned

7 while i < m do
8 ok ← false

// If searching for a valid element

9 if next 6= n+ 1 then
// Search for the element in the contigs

10 e ← inContig[|next|]
11 if sign(next) = e.sign then
12 if e.pos 6= 1 then
13 next ← contigs[e.contig][e.pos−1] + 1
14 else
15 ok ← true

16 else
17 if e.pos 6= len(contigs[e.contig]) then
18 next ← −contigs[e.contig][e.pos+1] + 1
19 else
20 ok ← true

// If searching a new element

21 if not(searched[next]) then
22 searched[next] ← true

23 else
24 ok ← true

// If OK to place a contig in the scaffold

25 if ok then
// If the contig has already been

positioned in the scaffold

26 if next = n+ 1 or used[e.contig] then
27 next ← contigs[nextC][1]
28 e ← inContig[|next|]

// Place found contig in the scaffold

29 contigSign ← sign(next) × e.sign
30 scaffold[i] ← contigSign × e.contig
31 i ← i + 1
32 used[e.contig] ← true

33 while nextC ≤ m and used[nextC] do
34 nextC ← nextC + 1

// Determine next element to search

35 if sign(next) = e.sign then
36 lastIndex ← len(contigs[e.contig])
37 next ← contigs[e.contig][lastIndex] + 1

38 else
39 next ← −contigs[e.contig][1] + 1

40 return scaffold

First batch of tests: Effect of missing ISs
In this test we created simulated genomes (pseudogenomes)
which are just permutations. Each permutation has n =

1000 conserved blocks. We generated 5000 random permu-
tations of sets P3(r) (safe inversions) and P4(r) (generic in-
versions), for 1 ≤ r ≤ 200, thus creating 2 million test cases
(1 million of each inversion type). Sets P3(r) and P4(r) are
defined at the beginning of Section 2.

For each pseudogenome we chose 99 distinct random points
to partition it in 100 contigs. This means that some break-
points (or ISs, in the case of safe inversions) are missing from
contigs. The contigs were randomly shuffled. Then, with 0.5
probability, each contig is reverse-complemented.

We report for each test instance the number of correct
adjacencies and the number of breakpoints (ISs, in the case
of safe inversions) that were missing from contigs.
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Figure 7: Average number of correct adjacencies as
determined by SIS as a function of number of inver-
sions for the first batch of instances.

Fig. 7 shows the average number of correct adjacencies
plotted against the number of inversions in each set. On
average SIS gets more than 96% correct adjacencies when
all inversions are safe. For generic inversions SIS gets on
average nearly 97% (92%) correct adjacencies for instances
having 100 (200) or fewer inversions.

Fig. 8 shows the average number of missing breakpoints
plotted against the number of inversions in each set. In the
case of safe inversions, the average number of missing break-
points (ISs in this case) is less than 40. For generic inversions
the number of missing breakpoints is less than 31. The in-
crease in the number of missing breakpoints with the number
of inversions seems linear for safe inversions and sublinear
for generic inversions. The explanation for this difference is
that generic inversions can affect the same breakpoint more
than once (the erasure of ISs alluded to earlier).

Fig. 9 shows the percentage of instances solved with cor-
rect adjacencies above a given value. For example, in the
case of safe inversions, SIS gets more than 98% of correct
adjacencies for more than 70% of cases. For generic inver-
sions that fraction drops to 92%.

Fig. 10 shows a plot of the fraction of perfect scaffolds
against the number of inversions in each set. For example,
for instances with 50 safe inversions that fraction is greater
than 63%. For instances with 50 generic inversions it is
greater than 60%.

These results show that SIS performs well even when a

6

ACM-BCB 11 44



0	  

5	  

10	  

15	  

20	  

25	  

30	  

35	  

40	  

0	   10	   20	   30	   40	   50	   60	   70	   80	   90	   100	   110	   120	   130	   140	   150	   160	   170	   180	   190	   200	  

M
is
si
ng
	  B
re
ak
po

in
ts
	  

Inversions	  

Missing	  Breakpoints	  x	  Inversions	  

Safe	  

Generic	  

Figure 8: Average number of missed breakpoints as
a function of number of inversions for the first batch
of instances.

substantial number of ISs is missing from the input. How-
ever, the real test of the program must come in a comparison
against other programs, and that is the purpose of the next
two test batches.

Second batch of tests: Two symmetric inver-
sions on a real genome
The second and third tests aim to compare SIS to five other
scaffold generating programs, namely ABACAS [2], Mauve
Aligner [23], OSLay [22], Projector 2 [26] and r2cat [13].2

In this second batch the goal is to compare the programs
using a simple inversion scenario. We use as reference ge-
nome the γ-proteobacterium Pseudomonas aeruginosa PAO1
(RefSeq accession NC 002516), with 6.26 Mbp. This ge-
nome was split into 20 blocks of the same size as shown in
Fig. 11. We then applied the symmetric inversions ρ(4, 17)
and ρ(8, 13), thus creating the query genome π:

π = [+01,+02,+03,−17,−16,−15,−14,+08,+09,+10,

+11,+12,+13,−07,−06,−05,−04,+18,+19,+20]

Genome π was partitioned in 10 contigs C1, C2, . . . , C10,
each of which containing two (conserved) blocks:

Contig 1: [+01,+02]
Contig 2: [+03,−17]
Contig 3: [−16,−15]
Contig 4: [−14,+08]
Contig 5: [+09,+10]
Contig 6: [+11,+12]
Contig 7: [+13,−07]
Contig 8: [−06,−05]
Contig 9: [−04,+18]
Contig 10: [+19,+20]

This division ensures that none of the 4 ISs is missed.
Fig. 11 shows the complete test generating procedure.

Given assumption (1) it is important to address here the
question of repeats. The reference genome we chose does

2The program fillScaffold [18] came to our attention too
late to be included in this manuscript. We have preliminary
data that shows it has much worse performance than SIS.
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Figure 9: The x axis contains the percentage of cor-
rect adjacencies determined by SIS for the first batch
of instances. The y axis contains the cumulative
fraction of test cases that were solved to the level
of correctness given in the x axis. So, for example,
all test cases for both safe and generic inversions
can be solved for a level of correctness of at least
86%. From that point on, the curve that represents
generic inversions drops below 100%.

have repeats, but none larger than 2020 bp. Moreover, no
repeat with more than 100 bp was cut by an inversion or
by a contig border. This means that assumption (1) is in
essence respected by this test instance.

Another important consideration is block conservation.
This test is designed in such a way that block conserva-
tion detection should not be an issue. This is ensured for
the most part by the fact that the query genome is really
just a scrambled version of the reference genome and by the
absence of large repeats.

In the case of SIS block conservation detection was done
by programs nucmer [16] or promer [16], with default set-
tings. We postprocessed the outputs using the MUMmer
script delta-filter with parameter -1 (ensures one-to-one
alignments allowing for rearrangements).

Mauve Aligner uses progressiveMauve [7] for sequence
comparison. OSLay can use nucmer and that is what we
chose (we used nucmer with default settings). r2cat does se-
quence comparison internally. Projector 2 can use Blat [15]
(default) or Blast [1], and we chose Blat. ABACAS can
use nucmer or promer. We chose nucmer. We observed that
choosing promer made ABACAS run for more than two days
without providing any scaffold.

We report average results for 100 distinct contig configu-
rations. Two configurations can differ because of the contig
order and contig reverse complementations. Different or-
ders were obtained by random shuffling, and each contig is
reverse-complemented with 0.5 probability. For example,
here are three instances:

1. (C1,−C10,−C6, C3,−C9, C4, C8, C7, C2, C5)

2. (−C5,−C4,−C6, C1, C7, C3,−C2, C10,−C8,−C9)

3. (−C1, C8,−C7, C3,−C5,−C6,−C9,−C10,−C4, C2)
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Figure 10: Percentage of perfect scaffolds deter-
mined by SIS as a function of number of inversions
for the first batch of instances.

Results. SIS finds perfect scaffolds (10 correct adjacencies
for 10 possible) for all instances regardless of the method
used to determine conserved blocks. OSLay also succeeded
in all cases. ABACAS found only 6 correct adjacencies in
each case. r2cat gets either 4 or 5 adjacencies correct (mean
4.52). Projector 2 gets only 0, 1, 2 or 3 correct adjacencies
(mean 2.00). Mauve Aligner gets 6.18 correct adjacencies on
average. Thus for this batch SIS and OSLay were the clear
winners.

Third batch of tests: Pairs of real genomes
For this batch we used 18 complete genomes of species of the
Pseudomonadaceae family.3 Pairwise whole genome compar-
isons of these genomes show a distinctive ‘X’ pattern, indi-
cating a predominance of symmetric inversions (See Fig. 12
for an example).

We simulated contigs following a procedure similar to that
used in the second batch of tests. Each genome was divided
up into 100 substrings of the same size. Then a 2.5% section

3More precisely, we used only their chromosomes. Some of
these species have small plasmids. The genomes used were
all those from the Pseudomonas genus available from NCBI
as of November, 2010, plus Azotobacter vinelandii DJ.
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Figure 12: Pairwise whole genome comparison of
two Pseudomonas species. The comparison was done
using nucmer [16].

was removed from each end, with the goal of simulating the
fact that draft genomes usually contain less than the com-
plete genome sequence. The resulting sequence corresponds
to 95% of the complete genome. Then the 100 contigs were
randomly shuffled and with 0.5 probability each contig was
reverse complemented.

Let R = {r1, r2, . . . , r18} be the original set of genomes
and Q = {q1, q2, . . . , q18} be the set of simulated draft ge-
nomes obtained by the above process, where qi is the draft
genome obtained from ri. We carried out 18 × 17 = 306
tests for each program, where in each test ri is the reference
genome and qj is the draft genome, with i 6= j.

For block conservation detection we used the same proce-
dures outlined in the previous section.

Results. Fig. 13 shows the results considering all 306 tests
for each program. SIS using promer was a clear winner.
The worst individual result of SIS is better than 81% of the
results of all the other programs.

In practice, the choice of a reference genome would be
guided by phylogenetic distance. The closest genome to
the draft genome is the one most likely to yield best re-
sults. With this in mind we computed the pairs of closest
Pseudomonadaceae genomes based on the genomic distance
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Figure 13: Boxplot with the distribution of correct
adjacencies in the scaffolds generated by the various
programs for the complete set (306 pairs) of test
instances in the third batch.

MUMi [10], and tabulated the outcomes for these pairs only.
The results are shown in Fig. 14. All programs had a notice-
able improvement in performance, but SIS continues to be
the winner. SIS obtained 82.7 (nucmer) and 83.2 (promer)
correct adjacencies on average. OSLay was the second best
program, with 70.1 correct adjacencies on average.

The clear differences between Figs. 13 and 14 support the
intuitive notion that building a scaffold based on a closer
reference genome is an easier problem than using a more
distant genome. But it also shows that the more difficult
the scaffolding problem is, the better SIS is with respect to
the other programs. In this connection it is worth noting
that nucmer does a better job than promer in aligning two
genomes if they are sufficiently close (and vice versa). This
explains why the promer version of SIS came out better in
Fig. 13 and the nucmer version came out better in Fig. 14.

Another point worth remarking is that while SIS is prob-
ably the only program tested here which specifically uses
inversion signatures to derive its scaffolds (hence basically
explaining its superior performance in the second batch of
tests), in this third batch the genomes used do have other
kinds of rearrangements.

Running times. Running times on the second and third
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Figure 14: Boxplot with the distribution of correct
adjacencies in the scaffolds generated by the vari-
ous programs for only those pairs of Pseudomonas
genomes that are closest to each other in the third
batch of tests.

batches of tests are dominated by the sequence comparison
step. For example, in the case of SIS, nucmer takes on aver-
age 1 minute for genome pair, and promer takes on average
5 minutes. SIS itself takes less than a second to compute a
scaffold. OSLay takes about 3 seconds. r2cat takes between
15 and 20 seconds to determine conserved blocks and about
2 seconds to generate a scaffold. ABACAS takes between 1
and 3 minutes total time. Mauve Aligner takes between 30
minutes and 20 hours per genome pair (on average, 85 min-
utes). All these tests were executed on the same machine, a
standard desktop computer with Intel Core2 Duo processor,
3.0 GHz and 4 GB RAM. Projector 2 can only be run on a
web server. We observed that the total computation time
on the server was about 1 minute, when the server appeared
to have a light load.

4. CONCLUSION
We have presented a new linear-time algorithm for gen-

erating scaffolds for draft genomes, based on the concept of
inversion signatures. We implemented this algorithm cre-
ating program SIS, and showed that it can have a good
performance even when a substantial number of inversion
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signatures is missing. We then compared SIS to five other
programs from the literature, and in two separate batches
of tests demostrated that SIS achieves better performance
relative to these other programs.

We plan to continue development of SIS to achieve the fol-
lowing goals. We would like SIS to use paired-end read infor-
mation when available, in addition to inversion signatures.
Some preprocessing of sequence comparison results (as given
by a program such as nucmer) should allow us to handle re-
peats in both the reference and query genomes. With such
improvements we plan to test SIS on draft genomes that
have been actually completed. This is the best possible test,
since it does not require any kind of simulation.

SIS was written in Python. A preliminary version of the
code is available upon request from the authors.
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ABSTRACT 
The Petri net formalism has been proved to be a powerful method 
in biological modeling. It not only boasts of a most intuitive 
graphical and network presentation, but also combines the 
methods of classical systems biology with discrete modeling 
technique. Hybrid Functional Petri net (HFPN) was proposed 
specially for biological system modeling in 2003. An array of 
well constructed biological models using HFPN yielded very 
interesting results. In this paper, we propose a method to represent 
neural system behavior where biochemistry and electrical 
chemistry are both included using the Petri net formalism. We 
built a model for adrenergic system using HFPN and employed 
quantitative analysis. Our simulation results match the biological 
data well showing that the model is very effective. Predictions 
made on our model further manifest the modeling power of HFPN 
and improve the understanding of the adrenergic system. Files of 
our model and more results with their analysis are available at: 
http://www.iipl.fudan.edu.cn/staff/Webpage_ACM.htm 

Categories and Subject Descriptors 
J.3 [Life and Medical Sciences]: Biology and genetics 

General Terms 
Experimentation, Theory 

Keywords 

Hybrid Functional Petri net, dynamic model, adrenergic system, 
quantitative analysis 
 
 
 
 
 

1. INTRODUCTION 
Various kinds of methods have been developed during the past 
decade for biopathway representation and simulation. These 
biological formalisms include ODE (Ordinary Differential 
Equation), Bayesian networks, Boolean networks, Process 
Algebra, etc. Among these, ODE plays a central role for its solid 
mathematic foundation and a huge variety of tool supports. 
However, while ODE is prevalent, there are still reasons for the 
increased interest in alternative methods, e.g. structured 
descriptions, macroscopic cellular events, discrete and qualitative 
approaches, hierarchical representation.  
The Petri net [1] is a graphical and mathematical notation for 
modeling concurrent systems. It has a wide area of application 
including computational, manufacturing and communication 
systems. Starting from 1993, Petri net began its application in the 
biological field [2]. Through years, an array of significant works 
on biological system modeling using Petri net yielded very 
interesting results, mostly employing qualitative analysis, 
including [3, 4, 5, 6, 7].  
From the introduction of Hybrid Petri net (HPN) [8], continuous 
elements have been included into the Petri net formalism, 
enabling quantitative representation and analysis. Up to now, all 
quantitative methods employed by biological processes modeling 
can easily be adapted to the Petri net formalism. The Petri net not 
only boasts of a most intuitive graphical and network presentation, 
but also combines the methods of classical systems biology with 
discrete Petri net modeling techniques [9]. 
Hybrid Functional Petri net (HFPN) [10] was proposed as an 
extension to Hybrid Petri Net especially for biological modeling. 
It is a combination of Hybrid Petri net, Functional Petri net [11] 
and Hybrid Object net [12] that allows quantitative analysis, 
dynamic network structure and hierarchical representation. Well-
constructed models based on HFPN have been built to give 
insight into a plenty of biological processes these years,  
including Glycolytic Pathway and lac Operon [10], Cell Cycle of 
Fission Yeast [13], protein interactions of p53, MDM2, p19ARF 
[14], and regulation of early haematopoiesis [15]. They produce 
interesting and enlightening results from a novel perspective and 
explore a new method researching systems biology.  
In this paper, we apply HFPN to molecular neural system 
modeling, where biochemistry and electrical chemistry are both 
included. The Petri net formalism has been proved to be 
successful in its application in biopathway modeling, but it is 
rarely applied to neurology. We try to propose a method to 
represent neural system behavior using the Petri net formalism 
and introduce a new approach for neuroscience research.  
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2. HFPN 
Petri net is a special type of graph. It consists of four kinds of 
components: Place, Transition, Arc and Token. Places can hold 
tokens as their content. They connect with transitions through 
directed arcs. Arcs specify the rules of causality between places 
and transitions. A transition can fire, representing a change of 
state occurs in the model, as long as its firing condition is satisfied. 
The firing condition is specified in terms of the content of the 
input places of the transition. Firing of the transition results in 
tokens moving between the places. Figure 1 shows a traditional 
Petri net model. 

 
As an extension of traditional Petri net, HFPN has continuous 
components in addition to discrete ones. A continuous place holds 
a real number as its content instead of an integer. A continuous 
transition fires in a continuous way. It keeps on firing as long as 
its firing condition is satisfied and moves the tokens between the 
places in a certain speed. We have three kinds of arcs in HFPN, 
normal arcs, test arcs and inhibitory arcs. Normal arcs are 
identical to the arcs in the traditional Petri net. Test and inhibitory 
arcs play a role in the firing condition of the transitions without 
removing tokens in the places they attach. Test and inhibitory arc 
differ from each other in their opposite impact on turning the 
transitions on and off.  
In biological modeling, places are for object species in the 
biological system; tokens held by places are for object instances; 
transitions are for events modifying objects, e.g. biochemical 
reactions. Continuous components in HFPN are commonly used 
in metabolic part where the concentration and reaction rate are 
more concerned, e.g., ion concentrations; influx and efflux of ions. 
Discrete components are useful in control part such as gene 
regulatory part where the states of certain molecules are more 
important. Test and inhibitory arc are used to connect a reaction 
with enzymes. Figure 2 shows HFPN representation of a simple 
biochemical reaction. Figure 3 shows all the components of 
HFPN.  

3. MODEL FOR ADRENERGIC SYSTEM 
In [16], we have built a model for the ion channel system using 
HFPN. In this study, we work further to construct the whole 
model for the adrenergic system. Adrenergic system plays an 
important role in neuronal and metabolic functions including 
hypertension, analgesia, sedation, insulin secretion and cardiac 
function. It is found to be related to an array of mental disorders 

and neural functions. Plenty of experiments on transgenic mouse 
have shown its flexibility and complexity. Here we mainly focus 
on the synthesis, storage, release, reuptake, metabolism of 
norepinephrine and factors that have great impact on it, such as 
cAMP second messenger system and ion channels in the 
adrenergic system. The pathways in the adrenergic system are 
typical in neurotransmitter system, covering all the key parts 
including synthesis, ion channels, second messenger, 
neurotransmitter receptors and reuptake part.  

 

 

3.1 Structure of the model 
Figure 4(a) shows the pathway related to norepinephrine (NE). 
NE is synthesized from tyrosine. The process can be divided into 
three steps. Tyrosine hydroxylase (TH) turns tyrosine into dopa 
which is then converted into dopamine by aromatic amino acid 
decarboxylase (AADC). 
Dopamine molecules enter the synaptic vesicle via vesicular 
monoamine transporter (VMAT). In the vesicle, dopamine β-
hydroxylase (DβH) transforms dopamine into NE. The NE in the 
vesicles may be released into the presynaptic terminal through the 
membrane of the vesicles and reuptaken into the vesicles by 
VMAT. The vesicles bind with the membrane of presynaptic 
terminal followed with the process of exocytosis. After that, NE is 
released from the terminal. Some of the released NE may be 
transported back into the presynaptic terminal by the NE 
transporter (NET) while others will enter the neighboring cells. 
NE is metabolized by monoamine oxidase (MAO) in the 
mitochondria. NE activates two different types of adrenoceptors, 
α and β. α receptors act as inhibitors of NE release [17] while β 
receptors usually promote the release of NE. 

(a)                                              (b) 

Figure 2.  HFPN representation of biochemical reaction. 
In (b), place A and B represent reactants A and B; place D 
and E are for products D and E. Place C represents 
enzyme C. t1 represents the biochemical reaction. The 
speed of t1 is k*m1*m2*m3, representing the speed of the 
reaction. k is the reaction rate constant. 

 Figure 3. Components of HFPN 

 

(a)  Places 

 

(b)  Transitions 

 

(c)  Arcs 

Figure 1.  Traditional Petri net. p1, p2 are the input places and 
p3 is the output place of transition t1; m1, m2, m3 are the 
contents of p1, p2, and p3; c1, c2, c3 are three arcs connecting 
t1 with p1, p2 and p3. Weights on c1 and c2 indicate t1 can 
fire only if m1≥2 and m2≥3, which is the firing condition of 
t1. If it is satisfied, t1 will fire after 1 time unit delay (value 1 
attached to t1). Firing of t1 consumes 2 tokens in p1 and 3 
tokens in p2 and gains 2 tokens in p3. 
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After the released NE binds with the adrenoceptors on the 
presynaptic terminal, the ligand-binded adrenoceptors activate 
GTP-binding proteins (G proteins), leading to intracellular signals 
[18]. Figure 5(a) describes the second messenger system of cyclic 
AMP (cAMP). Activation of α-receptors leads to the activation of 
Gi protein (inhibitory G protein). Gi couples with GTP to form Gi-
GTP complex which further causes the inhibition of adenylate 
cyclase (AC), leading to a decrease of cellular cAMP level. In 
contrast, activation of β-receptors leads to the activation of Gs 
protein (stimulative G protein) and the form of Gs-GTP complex, 
which successively activates AC, resulting in an increase of 
cellular cAMP level. cAMP activates PKA (protein kinase A) 
which leads to the activation of Ca2+ channels [19]. Activated Gi 
protein itself also acts as an inhibitor on Ca2+ channels. The 
activation of Ca2+ channels causes a greater influx of Ca2+, 
leading to an increase of intracellular concentration of Ca2+ which 
plays an important role on NE release. 
Figure 4(b) and Figure 5(b) show the HFPN representation of the 
NE metabolic pathways and cAMP second messenger system. 
Parameters are not included here. We can see that the pathways 
can be translated into HFPN naturally.  
 

 
Figure 6(a) shows the three states of a voltage-gated ion channel, 
deactivated, activated and inactivated. When the membrane 
potential reaches its threshold, a deactivated ion channel becomes 

activated and allows certain ions to go through it, changing the 
membrane potential. When the membrane potential reaches the 
reversal potential, the activated ion channel turns into the 
inactivated state. At that time, the channel cannot be activated 
even if the membrane potential is favorable. After a while, the ion 
channel becomes deactivated again.  
 

 

 
Figure 6(b) shows the HFPN representation of an ion channel. We 
use discrete elements to describe the behavior of an ion channel 
because the logic state of the channel is our main focus. Those 
electrical chemical reactions are much faster than the biochemical 
ones. Thus, changes between the states can be regarded as pulses 
and represented by discrete transitions. The delay of discrete 
transitions fits well for the inactivated period of the ion channel 
[16]. 
According to the way shown above, we constructed the complete 
model for adrenergic system. Figure 7 is the whole graph of our 
model (A more detailed graph with clear illustration of each 
module is available at Adrenergic_System_). All the key parts are 
covered, including the process of NE synthesis, storage, release, 
reuptake and metabolism; α, β adrenoceptors; ion channels and 

                (b) 

Figure 4. Synthesis, storage, release and reuptake of NE 

(a) 

                                   (b)                                

Figure 5. cAMP second messenger system 

                            (a)                                                

          (a)                                                            (b) 

Figure 6. Different states of an ion channel. A voltage-gated 
ion channel has three states: Activated, Inactivated and 
Deactivated 
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second messenger system. Our model was built on Cell Illustrator 
3.0 [20]. Some parts were simplified and only their main features 
were considered.  

 
Our model has plenty of inputs representing different kinds of 
medicine and stimulations which can be added to the system. 
Table 1 lists the biological meanings of some places in the model. 
Biological meanings of all the places in our model are available at 
Biological_Meanings. 

Table 1.  Selected Places and their biological meanings 

Name Type Meaning 
Tyr Continuous Tyrosine 

K_in Continuous Intracellular K+ concentration 
syn_pr Continuous Presynaptic membrane potential 

AC_ACT Continuous Adenylate Cyclase in activated state 
K_ACT Discrete K+ Channel in activated state 

K Discrete K+ Channel in deactivated state 

3.2 Parameters 
An accurate structure of the model is the first and most important 
step in building a model with high performance. An appropriate 
group of parameters (reaction rates, thresholds) is another 
important factor for the model to produce promising results. Here 
we present the way we set the parameters in the model. 
The parameters in our model are hand tuned following 8 steps: 
Step 1 Choose biological data. We choose results from 7 groups 
of biological experiments mainly focusing on NE release.   
Step 2 Choose data for training. We pick out several data points 
(about 50%) from the biological data in step 1 for training. The 
training data points are marked by red outer frames in our results. 
Step 3 Refer from publications. Some parameters and their 
relationships can be referred from papers. Those kinds of 
information are most valuable though the values may be from 
experiments under different conditions (vitro, vivo, temperature 
variation). 
Step 4 Divide the model into modules. Parameter tuning in a large 
scale model becomes more practical when starting from modules. 
We divide our model into four subnets according to their 
biological function. The division can be especially beneficial if 
there is biological data to constrain the different parts. According 
to the biological feature of each element in our model, it can be 
divided into 4 modules (Figure 7). We use different color to 
represent them.  

NE synthesis, storage, release and reuptake (Blue): This part 
covers synthesis, storage, release, reuptake and metabolism of NE. 
NE is released through two different ways: the Ca2+ dependent 
and the passive diffusion way. Part of the extracellular NE is 
transported back into the presynaptic terminal by NET. Besides, 
serotonin transporter (SERT) accounts for NE reuptake in certain 
kinds of terminals. 
Ion Channel (Red): The three most important ion channels Na+, 
K+ and Ca2+ in the adrenergic system are included here. Each kind 
of ion channels has three states: deactivated, activated and 
inactivated. The change of the states is dependent on presynaptic 
membrane potential. When activated, they change intracellular 
and extracellular ion concentrations.  
cAMP Second Messenger System (Green): This part describes 
the cAMP second messenger system in the presynaptic terminal. 
GTP-G protein complex, AC, cAMP and PKA are four important 
links in the system. The complicated control on the activation of 
these molecules forms important intracellular signals in the 
system. 
Adrenoceptor (Brown): The system includes two types of 
adrenoceptors: α-adrenoceptors and β-adrenoceptors. Agonists 
and antagonists influence the activity of these receptors. 
Activation of α receptor leads to the activation of Gi protein in the 
cAMP second messenger system while activation of β receptor 
causes the activation of Gs protein. Figure 8 illustrates the 
relationship between the modules. 
 

 
Step 5 Set the initial value for the parameters. If kinetic data are 
not available in previous publications or former research, we set 
them as follows: 
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, a, b1, b2, …, bn, c1, c2, …, cn are positive 

real numbers; a is the reaction rate constant; m1, m2, …, mn are 
concentrations of the reactants; n1, n2, …, nn are concentrations of 
the enzymes that play a positive role on the reaction rate. b1, 
b2, …, bn measure the influences of those positive enzymes on the 
reaction rate. k1, k2, …, kn are concentrations of the enzymes that 
play a negative role on the reaction rate. c1, c2, …, cn measure the 
influences of them. Each reversible reaction is viewed as two 
irreversible reactions in both directions in our paper.  
Step 6 Tune parameters in the modules. According to the 

Figure 8. Relationships between the modules 

 

Figure 7. HFPN model for adrenergic system (Abstract) 
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biological knowledge and data, we make coarse adjustment to the 
parameters in the modules, ensuring those subnets perform as 
expected. Detailed results of modules’ performance can be found 
at Performance_of_the_Modules. 
Step 7 Fine tuning. Using the training data from step 2, we make 
fine adjustment to the parameters in the whole model, mainly 
focusing on NE release. The process keeps going until the 
simulation results match the training data well (5% tolerance).  

4. RESULTS 
We present the simulation results and predictions produced by our 
model here. We make seven groups of comparison between our 
simulation results and biological experimental ones from four 
biological publications. Parameters remain unchanged during all 
groups of comparisons and predictions.  

4.1 Comparison with biological data 
Each simulation in this part is conducted with the same amount of 
drugs added as the biological experiment. The output of these 
simulations is the amount of released NE (the content of place 
NE_Released). Those data points selected for training are marked 
by red outer frames. The order of the seven groups of comparison 
is arbitrary. In case the figures in this part are not clear enough, 
results of comparison can also be found at Comparisons . 
The first group is related to NET and SERT in the reuptake part. 
The stimulation evoked release of NE in hippocampal slices of 
NET KO (knockout) and WT (Wild Type) mice were tested in 
[21]. Figure 9(a) shows their results. Knockout of NET causes 
significant decrease in NE release. Citalopram almost inhibited 
and co-application of nisoxetine, citalopram and GBR 12909 fully 
inhibited NE release. Figure 9(b) shows our simulation results. 
Knockout experiments can be easily implemented on our model 
by setting the initial content of certain places to 0. In this group of 
simulation, we set the content of place NET to 0, showing there is 
no NET protein in the system.  
Adding drugs to the system is represented as changing the initial 
content of certain input places (e.g. set the initial value of place 
citalopram to 1 representing 1 μM citalopram added to the 
system). Our simulation results agree perfectly with the biological 
ones as expected (The unit is adjusted). The effects of NET KO 
and citalopram on NE release are very clear which are due to the 
inhibition of NE reuptake. 
The effect of CH-38083 (α-adrenoceptor antagonist) on WT and 
NET KO mice was also investigated in [21] (figure 10(a)). NE 
release was markedly increased in the WT slices in the presence 
of CH_38083. However, no effect was found on NE release in the 
NET KO slices. Our simulation results in figure 10(b) match well 
with biological ones not only on the WT system as expected but 
on the NET knockout one, which greatly validate our model. 
Notice that the FRS2/FRS1 value in the control group strictly 
equal to 1 because our computational model produce identical 
results in two same simulations (with same inputs). 
The effects of yohimbine and clonidine on the evoked overflow of 
NE in control and IAP (pertussis toxin) treated slices were 
investigated in [22] (In Figure 11(a) and Figure 12(a), open 
columns for control slices and hatched columns for IAP treated 
ones). Different concentration of yohimbine and clonidine were 
added to the system. IAP diminished the effect induced by either 
yohimbine or clonidine. The diminishing effect grew as greater 
concentration of yohimbine and clonidine were applied. Figure 

11(b) and Figure 12(b) show that our model performs well on 
both control and IAP treated system. In our system, the 
diminishing effect is mainly due to the negative effect of IAP on 
the formation of GTP-Gi complex, which was suggested in [23]. 
The fifth group concerns the direct effect of IAP on NE release. 
Pretreatment of the hippocampal slices from rabbits by 8.5 μg/ml 
IAP was reported to enhance the evoked NE overflow whereas the 
basal rate is not changed [22] (Figure 13(a)). The fractional 
evoked NE overflow increased while the wave shape remained 
unchanged when the slice was pretreated by IAP. Here, none of 
the data points in figure 13(a) was used for parameter tuning in 
our model. Figure 13(b) shows our simulation results which 
surprisingly agree well with the biological ones on not only the 
peak but wave shape and period. More NE release was observed 
in the IAP treated group than the control one. Since our system 
already reached a stable state (starts from time 220.5), the two 
peaks had the same value. The basal rate remained at the same 
level of 0.072% for both group (not very clear in the figure). The 
difference in the basal rate between simulation and biological 
results is mainly due to the absence of cocaine which was used to 
prevent the uptake of released NE. Since we already excluded the 
possibility of interfering with the reuptake system, cocaine was 
not needed here. 
The sixth group is with regard to β-adrenoceptor and its agonist 
isoprenaline (ISO). Different concentration of ISO was applied to 
test its effect on NE release [24] (Figure 14(a)). A significant 
increase of NE release was observed at the concentration of 1.4 
and 14 nM. Our simulation results shown in figure 14(b) match 
the biological ones very well on all groups from S1 to S7. S1, S2, 
S6 and S7 strictly equals to 1, which is because our computational 
model produce identical result in the simulations with the same 
inputs (No drug added). 
The last group of comparison is concerned with phenylephrine, an 
α-adrenoceptor agonist. Influence of different concentration of 
phenylephrine on the outflow of NE from isolated rabbit hearts 
was tested in [25] (Figure 15(a)). Further decrease of NE release 
was observed as more phenylephrine was applied, but the effect 
of phenylephrine diminished as the level of itself raised. Figure 
15(b) shows our simulation results which are very close to the 
biological ones on all the five levels of phenylephrine 
concentration. 

4.2 Prediction 
When we conduct wet lab experiments to analyze the underlying 
mechanism for behaviors in the biological systems, it is always a 
great challenge that the concentration of certain important 
molecules in the specific environment cannot be tested (e.g. 
intracellular cAMP) or a key kind of drug cannot be found to 
produce certain effect (e.g. receptor blocking or gene knockout). 
Fortunately, these are not problems on our computational model.  
We can do predictions by changing the components or parameters 
in the model, e.g. changing the initial content of the input places 
to simulate applying drugs to the system; altering topological 
structure of the net to implement different pathways. The state of 
each element in our model can be easily obtained. Thus, we can 
effortlessly test the concentration of any molecules in the system 
and bring forth any effect on the system as we want. 
In this part, we give out direct evidence to prove two hypotheses 
within adrenergic system and try to give out explanations of the 
underlying molecular mechanism.  
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Effects of forskolin and IBMX on cAMP and NE release 
The effect of forskolin/3-isobutyl-1-methylxanthine (IBMX) on 
transmitter release was suggested to be caused by the activation of 

the cAMP transduction pathway in rat hippocampus [26]. Here we 
provide direct evidence to prove this hypothesis. In this group of 
simulation, 50 μM forskolin and IBMX is applied to our system. 
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Figure 11. Influence of IAP on the effect of yohimbine on NE release. 

(a) Biological experimental results. (b) Simulation results from our model. 
 

(a)                                                                   (b) 
 Figure 10. Effect of CH38083. 

(a) Biological experimental results. (b) Simulation results from our model. 

(a)                                                                          (b) 
Figure 9.  NET knockout experiment. 

(a) Biological experimental results. (b) Simulation results from our model. 

ACM-BCB 11 54



 
 

 

 

0

0.2

0.4

0.6

0.8

1

1.2

0 0.01 0.1

Clonidine (μmol/l)

Ev
ok

ed
 o

ve
rfl

ow
 o

f N
E 

(S
2/

S1
)  0

No IAP

IAP Added

(a)                                                                                     (b) 

Figure 12. Influence of IAP on the effect of clonidine on NE release. 

(a) Biological experimental results. (b) Simulation results from our model. 
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Figure 14. Effect of ISO on NE release 

(a) Biological experimental results. (b) Simulation results from our model. 
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Figure 13. Effect of IAP on NE release. 

(a) Biological experimental results. (b) Simulation results from our model. 
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In figure 16, our results show that the application of forskolin, 
IBMX or their coapplication result in an increase of endogenous 
cAMP, and it is generally known that increase of cAMP will cause 
the augment of transmitter release, enhancing the synaptic 
strength. All of these show that cAMP does play an important role 
in the effect of forskolin and IBMX.  
This effect of forskolin on NE release was observed to be greatly 
enhanced in the presence of IBMX, which might be due to the 
inhibitory effect of IBMX on the A1(adenosine) receptor [27, 28]. 
However, contradictory result was obtained in chick synaptic 
neuron [29], showing that the activation of adenosine receptor did 
not alter the release of NE. That makes the problem even more 
puzzling and complicated. But here, in figure 17 (200 μM 
forskolin and IBMX is added), our results show that in a system 
without the adenosine receptors, the effect of forskolin on NE 

release is still greatly enhanced in the presence of IBMX when 
each of their concentration is at a relatively high level. 
The mechanism underlying this effect is probably caused by the 
inhibitory feedback of NE. Released NE can bind with the 
presynaptic α-adrenoreceptor, causing an inhibitory effect on AC. 
When IBMX is applied, it leads to an elevated cAMP level due to 
the inhibitory effect of IBMX on PDE (Phosphodiesterase) which 
is an enzyme causing cAMP to degrade.  
Increased cAMP concentration causes the increased NE release. 
Elevated NE release binds with presynaptic α-adrenoreceptor and 
inactivates AC. Thus in IBMX treated system, the level of 
activated AC is lower than that in the control system. Next we 
prove that low activated AC level will facilitate the effect of 
forskolin on AC.  
We suppose the number of activated AC molecule is S0 in the 

(a)                                                                                         (b) 

Figure 15. Effect of Phenylephrine on NE release     

 (a) Biological experimental results (n = number of experiments).                                                                                                                                          
(b) Simulation results from our model (Red for training). 
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control experiment. It becomes S in the IBMX treated experiment, 
S0 > S. The number of AC activated by the application of 
forskolin is R. Then the activated AC becomes S0+R in the 
control system and S+R in the IBMX treated system.  

Now, activated AC (S2/S1) is 0
0

S R
S
+  in the control system, and 

S R
S
+  in the IBMX treated system. 

0
0

S R
S
+  = 1

0
R
S

+ ,  S R
S
+  = 1 R

S
+  

 0S  > S ， ∴1 R
S

+ >1
0

R
S

+ . 

Thus, the effect of forskolin on AC is facilitated in IBMX treated 
system. Since evoked release of NE is directly dependent on the 
activation of AC, IBMX facilitates the effect of forskolin on NE 
release.  

 
Effects of forskolin and bromoxidine on NE release 
Elevated cAMP level was reported to have a negative impact on 
the effect induced by α-adrenoreceptor activation [29], but the 
molecular mechanism is not clear yet. 
Here, 0, 0.01, 1, 100 μM UK 14304 (bromoxidine, α-
adrenoreceptor agonist) are used in the four groups of experiments 
respectively. 1250 μM forskolin is applied in the forskolin treated 
group of simulation. We can see that applying forskolin, which 
results in elevated cAMP, diminishes the effect of UK 14304 in 
figure 18. 
In our model, the underlying molecular mechanism can be 
described as follows: When forskolin is applied to the system, 
more AC is activated causing cAMP level to elevate [30]. The 
number of activated AC molecules directly influences the 
endogenous cAMP level and evoked release of NE. We suppose 
the number of activated AC molecule is M0 in the control 
experiments. The number becomes M in the forskolin applied 
system, M > M0. The α-adrenoreceptor activation is usually 
caused by α-agonist. Take UK 14304 as an example, applying it 
induces an inhibitory effect on AC through Gi protein [31]. We 
suppose the number of Gi activated by a certain amount of UK 
14304 is N. The effect of Gi on AC is probably through molecular 
binding, thus the number of activated AC becomes M0-N when we 
apply UK 14304 to the system. And it becomes M-N in the 
forskolin applied system. 

Now, activated AC (S2/S1) is 0
0

M N
M
−  in the control system, and 

M N
M
−  in the elevated cAMP (forskolin applied) system.  

0
0

M N
M
−  = 1

0
N

M
− ,  M N

M
−  = 1 N

M
−  

 M  > 0M ， ∴1 N
M

− >1
0

N
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Thus, the effect of UK 14304 on AC is attenuated in the forskolin 
treated system. Since evoked release of NE is directly dependent 
on the activation of AC, the elevated cAMP level diminishes the 
effect of UK 14304 on NE release.  

5. DISCUSSION 
In this study, we have built a model for the adrenergic system 
using HFPN. As we can see from the model, the biological 
elements can be translated into HFPN representation naturally. 
Simulations on our model match the biological facts well, 
indicating the effectiveness of neural system modeling using the 
Petri net formalism.  
The model for the adrenergic system proposed in our paper can be 
easily extended to other neurotransmitter systems such as 
acetylcholine, dopamine and GABA. The extension can be 
implemented by replacing certain components and parameters in 
the model because the neurotransmitter systems and pathways are 
similar to each other to some extent. All of the neurotransmitter 
systems share the process of synthesis, storage, release, 
metabolism and most of them include second messenger systems 
like cAMP.  
Our model was tested by spectral graph clustering algorithm to 
validate the division of the model. The clustering test of our model 
also yields very interesting results (Clustering_Results_). In order 
to do the test, each place and transition is treated as a vertex and 
each arc as an undirected edge in our model. Parameters are not 
included. We divide the graph into four clusters. The clustering 
result matches the division according to the biological features 
very well. Perfect match in two different ways indicates both 
biological and computational significance of the division in our 
model. Our results imply the underlying relationship between the 
division in the computational and biological system. Division 
algorithms may help us to discover new function groups in neural 
and biological systems. In fact, the more interconnections exist 
among different parts of a system, the harder it gets to predict how 
the system will react. When the system reaches a certain size, it 
will become unmanageable and non-understandable unless with 
decomposition of modules [32]. We believe that division 
algorithms in computer science will benefit us on module 
decomposition. 
In addition, we found the Petri net formalism useful in other 
neural issues like the spread of neural spikes [16]. Also, ANN 
(Artificial neural network) can be implemented in HFPN [16].  
However, there are still limitations in our approach and model. 
The model for the adrenergic system is based on classical 
knowledge in neuroscience as an attempt on neural system 
modeling using the Petri net formalism. It needs to be more 
detailed when applied to those hot topics in the field of 
neuroscientific research. In addition, most of the biological 
processes are not deterministic. Therefore, in order to construct 
models that are closer to real biological process, stochastic factors 
are necessary to be introduced into the HFPN framework. Last, 
though parameter tuning is more convenient in HFPN thanks to its 
most intuitive representation, we still need a self-training method 
in large scale models. [33] has proposed an approach on this issue, 
however, it still requires adaptation when applied to the models 
for real systems.  
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ABSTRACT
The normal functioning of a living cell is characterized by
complex interaction networks involving many different types
of molecules. Associations detected between diseases and
perturbations in well-defined pathways within such interac-
tion networks have the potential to illuminate the molecu-
lar mechanisms underlying disease progression and response
to treatment. In this paper, we present a computational
method that compares expression profiles of genes in can-
cer samples to samples from normal tissues in order to de-
tect perturbations of pre-defined pathways in the cancer.
In contrast to many previous methods, our scoring func-
tion approach explicitly takes into account the interactions
between the gene products in a pathway. Moreover, we com-
pute the sub-pathway that has the highest score, as opposed
to merely computing the score for the entire pathway. We
use a permutation test to assess the statistical significance
of the most perturbed sub-pathway. We apply our method
to 20 pathways in the Netpath database and to the Global
Cancer Map of gene expression in 18 cancers. We demon-
strate that our method yields more sensitive results than al-
ternatives that do not consider interactions or measure the
perturbation of a pathway as a whole. We perform a sensi-
tivity analysis to show that our approach is robust to modest
changes in the input data. Our method confirms numerous
well-known connections between pathways and cancers.
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1. INTRODUCTION
Complex diseases such as cancer are associated with the

alteration or dis-regulation of multiple pathways and pro-
cesses in the cell. Discovering and cataloging which path-
ways are perturbed in each type of cancer is important for
improving our understanding of the mechanisms underly-
ing these diseases. In particular, such studies can pin-point
pathways that may be uniquely perturbed in one or a small
number of related cancers, thus providing potential targets
for therapeutic studies.

Many methods have been developed to study the acti-
vation of pre-defined gene sets in human diseases and tis-
sues [3, 14, 18, 24, 42, 43, 48]. In this context, a “gene
set” is usually taken to be a collection of genes that share a
common attribute, e.g., Gene Ontology annotation or mem-
bership in a pathway. For instance, Subramanian et al. [42]
developed “Gene Set Enrichment Analysis” to test if a gene
set is differentially expressed in two phenotypes by ranking
all genes by some measure (say, the t statistic) and using
a modified Kolmogorov-Smirnov statistic to decide whether
the genes in the set have surprisingly high or low ranks.
Segal et al. [38] used a hierarchical clustering algorithm to
combine pre-defined gene sets into modules. They charac-
terized gene-expression profiles in specific (sets of) tumors
as a combination of activated and de-activated modules.

These methods ignore physical or functional interactions
between the genes (or their products) in a gene set. Anal-
ysis of gene expression measurements in the context of the
interaction structure inherent in a pathway can take into ac-
count both perturbations in gene expression and the topo-
logical properties of the network. More recent methods have
sought to capture information about the activation of a path-
way from the perspective of the interactions in it. A number
of these techniques, reviewed by [47], have been developed
for case-control data, for which we can compute p-values re-
flecting the statistical significance of the differential expres-
sion of each gene between the samples in the treatment and
those in the control [12, 15, 23, 34, 44]. Draghici et al. [12]
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combined a term that captured the significance of the genes
in a pathway with an additional weighted term that mea-
sured how well the data matches the expected pattern of
induction and repression, as encoded by the interactions in
the pathway. Efroni et al. [15] used pathway perturbation
measurements to predict prognosis and tumor grade. Both
approaches measure the perturbation of a pathway in its en-
tirety. Thus, they may not be sensitive to situations when
only a sub-pathway is highly perturbed.

Related techniques analyze gene expression measurements
made under an experimental condition in the context of a
large-scale protein-protein interaction network (often inte-
grated from multiple sources) in order to determine the sub-
network of interactions that respond to the experimental
condition [8, 11, 20, 26, 45]. These approaches have primar-
ily been used for determining the global response network
perturbed in the cell in a particular condition, especially
since most experimentally-determined protein interactions
have not yet been explicitly associated with pathways.

Our contributions.
In this paper, we develop a systematic methodology to

detect which pathways are perturbed in a disease. Here,
we use the term pathway to refer to a network of physical
interactions between genes and gene products that together
perform a specific biological function. Given the interactions
in a pathway (e.g., the TNF alpha pathway) and genome-
wide case-control gene expression data, i.e., measurements
for a disease phenotype (e.g., melanoma) and a control phe-
notype (e.g., normal skin cells), our method computes the
sub-pathway that is most perturbed in the disease (when
compared to the control). Thus, our method combines the
features of the two classes of methods discussed above: (i) it
treats a pathway as a network of interconnected molecules
rather than merely as a set of genes and gene products;
(ii) it is sensitive to the possibility that the pathway is not
perturbed in its entirety but that only some portion of it is
significantly perturbed; and (iii) it can be applied to specific,
well-defined pathways that a scientist may be interested in
studying.

Our algorithm takes the interactions in a pathway P and
case-control gene expression measurements as input. We
first assess the differential expression of each gene in P . We
develop a statistic based on the Liptak-Stouffer z-score that
measures the combined perturbation of the genes in P . This
statistic takes into account both the interactions in P and
the differential expression of each gene. We use this statistic
to compute which sub-pathway of P is maximally perturbed.
Finally, we use a permutation-based test to assess the statis-
tical significance of the maximally-perturbed sub-pathway.

Our results.
We applied this approach to 20 cancer and immune sig-

naling pathways in the Netpath database [21]. We used
gene expression measurements in the Global Cancer Map
(GCM) [36]. The GCM dataset spans 18 cancers and 13
normal tissues. First, we showed that the scores of per-
turbed sub-pathways computed by our method are much
more statistically significant than the scores of the com-
plete pathways. Second, we compared our results to those
obtained by applying three techniques that analyze case-
control gene expression data: ActiveModules [20], Gene Set
Enrichment Analysis (GSEA) [42], and Sub-GSE [48]. Ac-

tiveModules integrates the gene expression data with protein
interaction networks in order to find highly perturbed sub-
networks. GSEA and Sub-GSE are network-free approaches
that find gene sets that are highly perturbed in the gene ex-
pression data. Our method showed much better sensitivity
than both ActiveModules and GSEA in detecting perturbed
sub-pathways. The comparison between our approach and
Sub-GSE was mixed. Third, our method was robust to miss-
ing data, specifically to the removal of gene expression sam-
ples from the input. Finally, we found ample literature sup-
port for a number of pathway-cancer associations detected
by our approach. Taken together, these results underscore
the importance of carefully incorporating pathway structure
into the analysis of gene expression data.

We considered other recent approaches for comparison,
which use mutual information to score individual genes [8],
measure the synergistic relationship among a set of genes [7],
or use biclustering to account for phenotypic variation among
individuals [6, 10]. However, the number of samples per can-
cer in the GCM dataset is not sufficient to support robust
computation of mutual information. These counts may not
large enough to yield informative biclusters either. There-
fore, we decided not to compare these methods with our
approach in this paper.

2. ALGORITHMS
We describe our approach in three stages. First, we for-

malize a measure of how perturbed a sub-network of a path-
way is in a case-control gene expression data set. Next, we
describe how to compute a sub-network that maximizes this
measure. Finally, we discuss how we measure the statistical
significance of the most perturbed sub-network.

2.1 Condition-Specific Pathway Activation
We define a pathway P = (G, I) to be a graph composed

of a set G of genes and a set I of physical or functional in-
teractions between the genes in G or their gene products.
Typically, P may be composed of multiple connected com-
ponents. Given genome-wide gene expression measurements
in multiple patients diagnosed with a disease in a tissue and
from normal samples of that tissue, our goal is to determine
whether the pathway P = (G, I) is perturbed in the dis-
ease (when compared to normal tissue) and to compute the
subgraph of P that is most perturbed in the disease.

For each gene g ∈ G, let p(g) denote the p-value of its dif-
ferential expression in the disease (when compared to nor-
mal tissue). We computed p(g) as the p-value of the two-
sided t-test under the null hypothesis that the distributions
of the expression values of g in the disease samples and in
the normal samples have identical means (but may have
different variances).1 We converted the p-value into a z-
score z(g) = N−1(1 − p(g)), where N−1 is the inverse of
the normal cumulative distribution function [20]. At this
stage, we did not impose a cut-off on z(g). Instead, we in-
cluded all genes in subsequent analysis. The rationale for
this choice was that while individual genes may not be dif-
ferentially expressed to a statistically-significant extent, sig-
nificant perturbations may be noticeable at the level of sets
of genes [30].

1We note that our pathway perturbation algorithm can take
as input any gene expression pre-processing method that
computes p-values for differential gene expression.
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The method we developed takes the interaction structure
of P into account. Let Q = (G′, I ′) be a subgraph of P . We
define the degree dQ(g) of a gene g ∈ I ′ to be the number
of interactions in I ′ that are incident on g. We define the
perturbation of a subgraph Q(G′, I ′) of P to be the weighted
Liptak-Stouffer z-score [39]

z(Q) =

∑
g∈G′

dQ(g)z(g)
√∑

g∈G′
d2Q(g)

.

The numerator of z(Q) is the weighted sum of the z-scores
of all genes that appear in Q, where each gene is weighted
by the number of interactions in Q that are incident on it.
Dividing by the square root of the sum of squared gene de-
grees ensures that z(Q) is normally distributed with mean 0
and standard deviation 1, under the assumption that the
z-scores for the individual genes arise from a normal distri-
bution. Thus, this formulation of perturbation combines p-
values over multiple genes in a statistically-sound way [19].
Each gene in Q contributes both its z-score and its degree
in Q to z(Q). Thus, z(Q) incorporates both the differen-
tial expression of the genes in Q as well as the network of
interactions between them.

2.2 Computing the Sub-Pathway That is Most
Perturbed

Among all subgraphs of P , let P̂ be the one with maxi-

mum value of perturbation. Since P̂ is the most differentially-
perturbed subgraph of P , we use its perturbation to assess
the overall perturbation of P . Thus, our formulation does
not require that every gene in P be differentially expressed
in order for us to declare that P itself is perturbed in the

disease. We now describe how we compute P̂ . Note that

we do not require that P̂ be connected, since P itself may
not be connected. Ideker et al. demonstrated that a similar
problem is NP-complete [20]. Hence, we use a heuristic ap-
proach based on simulated annealing. Although simulated
annealing is a very well known technique, we describe it
below and sketch it in Algorithm 1 for the sake of complete-

ness. To initialize P̂ , we include each interaction in P with a
uniform probability of 0.5. We perform the following series
of operations for 100|I | iterations. (Recall that I is the set
of interactions in P .) We select a node or an edge uniformly
at random from P . Let the selected element be a. If a is
already in P̂ , we delete it from P̂ ; if a is a node, we also

delete all edges that are incident on a from P̂ . If a is not

a member of P̂ , we add it to P̂ ; if a is a node, we insert

into P̂ all edges that were incident on a in P . Let P̂ ′ be the

resulting subgraph. We compute z(P̂ ′) and compare it to

z(P̂ ). If z(P̂ ′) is larger, we accept the modification, since we
have increased the z-score. Otherwise, we accept the modi-

fication with a probability of e(z(P̂ )
′

−z(P̂ ))/T , where T is the
temperature in the current iteration. Over the iterations,
we decrease the temperature T geometrically from Ts = 100

to Te = 10−5. We output the final value of P̂ .

Remarks.
We experimented with other options within this frame-

work such as starting with an empty subgraph and perform-
ing more than 100|I | iterations. We did not find a significant
benefit from either of these choices, i.e., the score of most
perturbed sub-pathway did not increase substantially (data

Algorithm 1 Compute P̂ , the subgraph of P with the max-
imum perturbation.

Initialize P̂ by including each interaction in P with prob-
ability 0.5.
T ← Ts

for i = 1 . . . 100|I | do

P̂ ′ ← P̂
Select a node or an edge a ∈ P uniformly at random.

if a is in P̂ then
Delete a from P̂ ′.

else
Insert a into P̂ ′.

end if
if z(P̂ ′) > z(P̂ ) then

Set P̂ to be P̂ ′

else
Set P̂ to be P̂ ′ with probability e(z(P̂

′

)−z(P̂ ))/T

end if

T ← T × e
log(

Te
Ts

)

100|I|

end for

not shown). We also found that including the addition and
deletion of nodes (along with their incident edges) yielded
subgraphs with much larger scores than those obtained by
addition and deletion of edges alone.

2.3 Estimating the Statistical Significance of
Perturbed Pathways

A potential drawback of our definition of z(P̂ ) is that it
assumes that the z-scores of the individual genes are inde-

pendent. To ensure that z(P̂ ) was not an over estimate
of the significance of a perturbed pathway as a result of
this assumption, we performed a permutation-based test to
compute an empirical estimate of statistical significance. To
build a null distribution for a disease and pathway P , we
repeated the following procedure k times, where k varies
depending on the analysis performed (see Section 3 for the
values we used):

(i) We permuted node labels (and associated gene expres-
sion data) in the pathway. Let k be the number of
genes in P . We replaced these k genes with k other
genes, selected uniformly at random from a universe
of genes (defined below). Let P̃ be the new pathway.

Note that P̃ and P are isomorphic to each other, i.e.,
they have identical interaction structures.

(ii) We obtained the z-scores of the genes in P̃ from the
gene expression data set for the disease.

(iii) We used the simulated annealing algorithm to compute

z(P̃ ).

In the first step, we defined the universe to be the intersec-
tion of the set of all genes measured in the gene expression
data set for the disease and the set of genes whose prod-
ucts were present in a protein interaction network contain-
ing 9352 proteins and 39890 interactions (assembled from
multiple sources [25, 35, 37, 41]). We used these two sets so

that every gene in P̃ (i) would have gene expression values
and (ii) had a protein product that was known to participate
in at least one interaction.
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Figure 1: Results of computing the perturbations of 20 Netpath pathways in 18 human cancers. Each point
represents a pathway-cancer pair: the x-axis is the p-value of the most-perturbed sub-pathway and the y-axis
is the p-value of the entire pathway in the cancer, with smaller p-values indicating greater perturbation.
The x = y line is shown in dashed green. (a) Data for all pathway-cancer pairs. (b) Data restricted to
pathway-cancer pairs where the most perturbed sub-pathway has a p-value at most 0.01.

We computed the p-value for z(P̂ ) as the fraction of ran-

dom trials where z(P̃ ) > z(P̂ ). Since we tested multiple
pathway-disease pairs, we controlled the false discovery rate
using the method of Benjamini and Hochberg [4]. We used
the adjusted p-value in all of the subsequent analysis.

3. RESULTS
After describing the pathway and gene expression datasets

we used, we present our results in five stages. First, we
evaluate whether the most-perturbed pathway we computed
were more statistically significantly that the entire pathway.
Second, we compare the significance of the most-perturbed
pathways computed by our algorithm to those found by the
ActiveModules approach [20]. Third, we compare our results
to GSEA [42], a purely gene-set based approach. Fourth, we
assess the robustness of our results to the removal of gene ex-
pression samples from the input. Finally, we present data in
the literature that supports the pathway-cancer connections
unearthed by our approach. At this stage, we also compare
our results Sub-GSE [48], another gene-set based approach.

3.1 Datasets
We obtained 20 curated pathways from the Netpath da-

tabase [21]. These pathways include 10 signaling pathways
associated with proliferation (Androgen receptor, Alpha6
Beta4 integrin, EGFR1, Hedgehog, ID, Kit receptor, Notch,
TGF beta receptor, TNF alpha/NF-kB, and Wnt) and 10
immune response signaling pathways (B cell receptor, T cell
receptor, IL-1 IL-2 IL-3 IL-4 IL-5 IL-6 IL-7 and IL-9). We
used gene expression measurements in the Global Cancer
Map (GCM) [36]. The GCM dataset contains 190 sam-
ples spanning 18 cancers (adenocarcinomas of the breast,
colon, lung, ovary, pancreas, prostate, and uterus; follicular
and large B-cell lymphomas; melanoma; bladder; acute lym-
phoblastic leukemias of the B cell and T cell; acute myeloid
leukaemia; renal carcinoma; mesothelioma; and glioblastoma

and medulloblastoma, which are two cancers of the cen-
tral nervous system) and 90 samples from 13 normal tissues
(bladder, breast, cerebellum, colon, germinal center, lung,
kidney, ovary, pancreas, peripheral blood, prostate, uterus,
and whole brain). We compared the samples for each cancer
in the dataset to the samples from the corresponding normal
tissue (e.g., prostate cancer and normal prostate) using the t
test. We applied our algorithm to 360 cancer-pathway pairs
(18 cancers times 20 pathways). Note that if we performed
k iterations of permutation testing (Section 2.3) followed by
Benjamini-Hochberg FDR correction, the smallest p-value
we would obtain would be 360/k.

3.2 Significance of Partial Pathway Perturba-
tion

When a signaling pathway is perturbed, not all compo-
nents of the pathway will undergo transcriptional perturba-
tion, because many changes occur at the post-transcriptional
or past translational level. Thus when only transcriptional
data are available, many pathways may appear to be par-
tially perturbed. An important innovation in our approach
is the ability to sensitively detect partial pathway pertur-
bation. To assess the degree that pathways are partially
perturbed, for each pathway-cancer pair, we computed the
statistical significance of the perturbation score of the most
perturbed pathway as well as for the complete pathway. We
used 360, 000 iterations of the permutation test, thus po-
tentially obtaining p-values as low as 0.001. We observed
that for 153 pathway-cancer pairs, the most perturbed sub-
pathway was significant at the 0.01 level, whereas only 17
pairs were significant at the 0.01 level for complete path-
ways. In Figure 1, for each of the 360 pathway-cancer pairs,
we plot the p-value measuring the perturbation of the entire
pathway in the cancer (y-axis) against the p-value of the
most-perturbed sub-pathway in that cancer (x-axis). Fig-
ure 1(a) shows the data for all pathway-cancer pairs, while
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Pathway #cancers #measured #perturbed %perturbed
perturbed in interactions interactions interactions

Alpha6 Beta4 Integrin 14 32 24 75
B Cell Receptor 13 105 79 75.2
EGFR1 16 78 45 57.7
ID 1 53 15 28.3
IL-2 17 75 53 70.7
IL-3 18 58 38 65.5
IL-4 11 36 25 69.4
IL-6 3 46 23 50
IL-7 4 20 12 60.0
Kit Receptor 12 55 29 52.7
T Cell Receptor 12 102 67 65.7
TGF-beta Receptor 15 155 87 56.1
TNF-alpha 17 109 82 75.2

Table 1: Fraction of interactions in a pathway that occur in any significant most-perturbed sub-pathway.
The third column contains the number of interactions that connect genes that are also present in the gene
expression data.

Figure 1(b) restricts the comparison to those pairs where
the most perturbed pathway has a p-value at most 0.01.
Nearly all points in the plot lie above the green x = y line.
This feature is especially pronounced in Figure 1(b), where
x = y line is just visible above the x-axis. Note that the
two x axes in this figure have ranges differing by two orders
of magnitude. For all the pathway-cancer pairs plotted in
Figure 1(b), we computed the ratio of the p-value of the
full pathway to the p-value of the most-perturbed pathway.
The median value in the distribution of these ratios was 47.
Taken together, these results clearly demonstrate that calcu-
lating perturbation at the sub-pathway level is substantially
more sensitive than calculating it at the whole pathway level.

The pathways in Netpath are carefully curated and we
consider them canonical for the purposes of this study. Given
the results just presented, a natural question that arises is
whether the most-perturbed sub-pathway of a pathway P
contains a significant fraction of the interactions in P . For
each pathway, we counted how many interactions appeared
to be perturbed in at least one cancer (considering only p-
values at most 0.01). Table 1 shows that in almost all the
pathways, fewer than 75% of the interactions in a pathway
are perturbed. Note that six pathways do not appear in this
table because they were not perturbed in any of the cancers.
We return to these perturbation results in Section 3.6.

3.3 Comparison to ActiveModules
Methods that identify networks that are significantly per-

turbed in response to a single condition have been developed
by multiple groups [11, 20, 28, 45]. Among the approaches
that estimate the p-value of the differential expression of
each gene and use the p-values as node weights in a pro-
tein interaction network, the ActiveModules algorithm de-
veloped by Ideker et al. [20] is widely used and readily avail-
able as a plugin for the Cytoscape software package [40].
ActiveModules operates on the same types of data as our
approach. ActiveModules defines the score of a subnetwork
Q(G′, I ′) as

zAM (Q) =

∑
g∈G′

z(g)
√
|G′|

.

Note that the set of interactions I ′ does not play a role in

the definition of zAM (Q). ActiveModules utilizes the inter-
actions in the network during the search for a subgraph Q
with the highest value of zAM (Q), by ensuring that Q is
connected. Thus, interactions play an indirect role in this
approach. In contrast, our approach directly incorporates
interaction structure into the scoring function.

We compared the significance of the sub-pathways found
using our approach to those found using ActiveModules. To
estimate p-values, we executed both methods on 36, 000 ran-
domized pathway datasets.2 Thus, the smallest p-value we
could obtain was 0.01. We compared the p-values produced
by the two algorithms using a method similar to the ear-
lier comparison of most-perturbed pathways to full path-
ways (Section 3.2). In Figure 2(a), each point represents
a pathway-cancer pair: the x-axis is the p-value computed
using our approach and the y-axis is the p-value of the net-
work computed using ActiveModules, with smaller p-values
indicating greater sensitivity. In Figure 2(b), we only plot
these points when our algorithm yields a p-value at most
0.05.3 Our algorithm produces a p-value less than or equal
to ActiveModules for all but 7 of the 232 pathway-cancer
pairs that meet this cut-off. Note that in Figure 2(b), the
range of p-values produced by our algorithm is between 0
and 0.05 whereas the p-values computed by ActiveModules
span a much wider range. For each pathway-cancer pair in
Figure 2(b), we computed the ratio of the p-value computed
by ActiveModules to the p-value estimated by our algorithm.
The median value in the distribution of these ratios was 16.5,
implying that our algorithm yields p-values that are an or-
der of magnitude smaller than ActiveModules, on average.
Taken together, these results demonstrate the superior sen-
sitivity of explicitly incorporating interaction structure into
scoring sub-pathways.

2ActiveModules can be computationally intensive to run
since it includes an expensive check for sub-network con-
nectivity. Therefore, we performed only 36, 000 runs of per-
mutation testing, as opposed to the 360, 000 iterations we
executed in Section 3.2.
3We used a cutoff of 0.05 instead of 0.01 because the smallest
p-value we could have obtained in this analysis was 0.01. We
chose 0.05 so that we could visualize the range of p-values
between 0.01 and 0.05.
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Figure 2: A comparison of the p-values of the most-perturbed sub-pathways computed by ActiveModules to
those computed by our algorithm. Each point represents a pathway-cancer pair: the x-axis is the p-value
of the most-perturbed sub-pathway computed by our algorithm, while the y-axis is the p-value of the most-
perturbed pathway, as computed by ActiveModules. The x = y line is shown in dashed green. (a) Data for all
pathway-cancer pairs. (b) Data restricted to pathway-cancer pairs where the most perturbed sub-pathway
computed by our algorithm has a p-value at most 0.05.

3.4 Comparison to GSEA
Our approach explicitly uses the interaction structure of

pathways to calculate their perturbation. To assess the ad-
vantages of this approach, we compared our method to the
gene-oriented method GSEA [42]. GSEA compares two phe-
notypes of interest by sorting all the genes based on the dif-
ference in their expression profiles in the two phenotypes,
e.g., by using the t statistic. Given a gene set of interest,
GSEA uses a modified Kolmogorov-Smirnov statistic to test
whether the genes in the gene set are ranked toward the
top or the bottom of the sorted list. GSEA measures the
statistical significance of an observed score by repeatedly
permuting the phenotype labels of the samples.

We converted each Netpath pathway into the set of genes
that are members of the pathway. We tested each of the 360
pathway-cancer using GSEA, ranking genes by the t statis-
tic and generating 100,000 random permutations to assess
the statistical significance of the computed scores. GSEA
identified no Netpath gene set as significant in any cancer,
even with an FDR-adjusted p-value less than 0.1. We had
observed that perturbed pathways computed by our method
may contain both up- and down-regulated genes. We rea-
soned that GSEA may not detect corresponding gene sets
as significantly differentially expressed since these gene sets
contain both genes with low ranks (large positive t statistics)
and with high ranks (large negative t statistics). Therefore,
we repeated the analysis using GSEA’s option to rank genes
by the absolute value of the t statistic. Even with this op-
tion, GSEA identified no pathway-cancer pairs as significant,
even at the 0.1 level.

GSEA uses the null hypothesis that the distribution of the
perturbation of the genes in a particular gene set is the same
as the distribution of the rest of the genes measured in the
transcriptional data set. Our approach uses the null hypoth-
esis that the distribution of the perturbation of the genes in
a particular pathway P is the same as the distribution of an
equal number of randomly-selected genes, where the inter-

actions between the randomly-selected genes are isomorphic
to the interactions in P . To test the possibility that the
stricter null hypothesis of GSEA prevents it from finding
significant perturbations detected by our method, we used
our results to construct a new gene set for each cancer. Each
new gene set was composed of only those genes that partic-
ipate in at least one of the most-perturbed sub-pathways
in that cancer as determined by our method. We applied
GSEA to these new gene sets, ranking genes by the abso-
lute value of the t statistic. For 13 out of the 18 cancers,
GSEA found that the combined gene set constructed based
on our results was more significant than the gene set for any
individual pathway. Yet, only two of these combined gene
sets had an FDR-corrected p-value less than 0.1. From this
comparison with GSEA, we conclude that incorporating in-
teraction structure is an important aspect of determining
pathway perturbation.

3.5 Robustness of Our Approach to Missing
Data

We evaluated the robustness of our approach to missing
data. The GCM data contains multiple samples for each
cancer. For each pathway-cancer pair, we removed each
sample for that cancer from the input and re-computed the
most perturbed sub-pathway and its statistical significance.
This process was computationally intensive since we had to
compute the statistical significance for each pathway-cancer
about 15 times (depending on the number of samples in each
cancer). Therefore, we ran 36, 000 iterations of permutation
testing, yielding p-values at least as large as 0.01. For each
pathway-cancer pair, we counted how many leave-one-out
datasets yielded results that were similar to results obtained
with the complete dataset. Specifically, if the pair was statis-
tically significant, i.e., had a p-value at most 0.05 in the full
dataset, we counted the fraction of leave-one-out datasets for
which the most-perturbed sub-pathway also had a p-value at
most 0.05. Conversely, for pathway-cancer pairs that were
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not statistically significant, i.e., had a p-value greater than
0.05, we counted the fraction of leave-one-out datasets for
which the most perturbed sub-pathway also had a p-value
greater than 0.05. We expected all these fractions to be close
to 1, i.e., the significance for the full dataset would hold in
the leave-one-out dataset as well.
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Figure 3: Results of robustness analysis. The x-
axis plots the fraction of leave-one-out datasets for
which a cancer-pathway pair was significant at the
0.05 level (for pairs that were significant with the
full dataset, red curve) or not significant (for pairs
that were not significant with the full dataset, green
curve). The y-axis plots the number of cancer-
pathway pairs that were significant (red curve) or
not significant (green curve).

Of the 360 cancer-pathway pairs, 238 pairs were signif-
icant, i.e., they had a p-value at most 0.05 with the full
dataset, leaving 122 pairs with a p-value greater than 0.05.
As shown in Figure 3, of the 238 significant cancer-pathway
pairs, 58% of pairs (138 pairs) had a robustness of 1, i.e.,
every time we removed one of the samples for that cancer,
the cancer-pathway pair had a p-value at most 0.05 with
the remaining samples. Only 32% of the 258 pairs failed the
significance test for more than half the samples. For the 122
pairs that were insignificant, as many as 96% (117 pairs)
had a robustness of 1, i.e., the removal of every sample kept
the perturbation p-value larger than 0.05. We obtained very
similar trends if we performed this analysis with a p-value
threshold of 0.01. These results suggest that our method is
highly robust to modest changes in the input gene expression
data.

3.6 GCM-Netpath Pathway Perturbations
We assembled the results obtained in Section 3.2 on the

differential perturbation of each Netpath pathway in each
cancer in the GCM into the matrix shown in Figure 4(a).
Of the 360 pathway-cancer pairs we analyzed, 35 pairs had
FDR-corrected p-values equal to 0.001, 118 pairs had p-
values greater than 0.001 and at most 0.01 and 78 pairs had
p-values greater than 0.01 and at most 0.05. Recall that
we used using 360,000 permutations to obtain these results.
Therefore, we could obtain p-values as low as 0.001. Many
pathways were perturbed in almost all the cancers, with p-
value less than 0.01: IL-3 pathway (18), IL-2 pathway (17),
TNF-alpha Pathway (17) EGFR1 pathway (16), TGF-beta

receptor pathway (15), Alpha6 Beta4 Integrin pathway (14),
and B Cell Receptor pathway (13). Seven pathways, in-
cluding the Androgen receptor, Hedgehog, IL-1, IL-5, IL-9,
Notch, and Wnt signaling pathways were not significantly
perturbed by any condition in our dataset, leaving 13 path-
ways that were perturbed by at least one cancer. Many
cancers perturb more than half of these 13 pathways.

A complete analysis of these results is beyond the scope
of this paper. We focus on literature support for our results
on two important pathways: tumor necrosis factor alpha
(TNF-alpha) and interleukin 2 (IL-2). Both pathways are
associated with many tumors (11 and 13, respectively) in
our results. Support for these associations can be found in
literature.

Both of these pathways have down-regulated expression
in multiple tumor types [13, 31]. The TNF-alpha pathway
is perturbed in association with CNS, melanoma, and blad-
der tumors, among others. TNF-alpha is down regulated in
tumors like melanoma [31]. Studies have observed the cyto-
toxic effects of TNF-alpha on medulloblastoma [27]. Other
work has found that TNF-alpha is an important factor in
breast cancer promotion and survival [17]. TNF is used for
localized treatment of metastatic melanomas and other irre-
sectable tumors [46]. Recombinant TNF has been effectively
used to treat bladder tumors in vivo [2].

The interleukin 2 (IL2) pathway is another pathway that
we find perturbed by many cancers. The IL2 pathway is
an immune signaling pathway that is commonly down regu-
lated in tumors like T-cell lymphoma [13]. Like TNF-alpha,
IL2 is also added exogenously to treat multiple cancer types
including metastatic melanoma [1] and superficial bladder
tumors [16]. These treatments were found to work in breast
cancer cell lines that express the interleukin 2 receptor on
the cell surface [22].

A comprehensive understanding of pathway perturbations
has important implications in disease treatment. As noted
above, exogenous treatment with recombinant TNF and IL2
have had success in mitigating tumor progression in a num-
ber of diseases [2, 16, 27, 46]. The success of these treat-
ments illustrates that reversing pathway perturbation to a
pre-cancerous state can help to restore the healthy pheno-
type. Therefore, it is important to characterize both the ex-
tent and direction of pathway perturbation across diseases.

Comparison to Sub-GSE.
Sub-GSE [48] is another gene-set oriented method that has

been reported to be more sensitive than GSEA. Therefore,
we ran Sub-GSE on the GCM and Netpath data and com-
pared the results to our perturbed pathways-cancer pairs.
We ran Sub-GSE with 10,000 iterations (for the permutation
test Sub-GSE uses to compute significance). The Sub-GSE
software gave memory allocation errors for approximately
20,000 or more iterations. Since we could not run Sub-GSE
for larger numbers of iterations, we did not correct the p-
values yielded by Sub-GSE for multiple hypotheses testing.

We found that both Sub-GSE and our method identi-
fied many common pathway-cancer associations (Figure 4).
However, Sub-GSE failed to identify any cancer associations
for the ID or the alpha 6 beta 4 integrin signaling pathways.
These pathways are known to be perturbed in multiple tu-
mor types. The ID signaling pathway has been associated
with carcinogenesis by supporting tumor cell migration and
invasion [9]. Although the ID pathway is mostly dormant af-
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Figure 4: An overview of the perturbations of 20 Netpath pathway in 18 cancers in the GCM dataset. Each
row is a pathway and each column is a cancer. The color of a cell indicates the FDR-corrected p-value of the
perturbation of a pathway in a cancer: red = 0.001, orange ≤ 0.01, yellow ≤ 0.05, and gray > 0.05. (a) Results
obtained by our algorithm. (b) Results obtained with Sub-GSE.

ter embryogenesis, the pathway is reactivated during tumor
progression [32]. Upregulation of the alpha 6 beta 4 inte-
grin pathway has been associated with metastatic potential
in many cancers [29]. In tumor microenvironments, alpha
6 beta 4 is re-localized to the leading edge of tumor cells
and promotes invasion [29]. While Sub-GSE has superior
sensitivity to GSEA, Sub-GSE was not sensitive enough to
identify these important associations.

However, our approach was not able to identify significant
associations with the Wnt or Androgen receptor pathways
that were detected by Sub-GSE. Both pathways are known
to be associated with multiple cancer types. Disregulation
of the Wnt signaling pathway leads to upregulated expres-
sion of B-catenin, which ultimately results in increased pro-
liferation of tumor cells [33]. Sub-GSE is able to identify
numerous cancers in which the Androgen receptor pathway
is perturbed. However, neither Sub-GSE nor our method
was detect the well-known and widely studied association
between this pathway and prostate cancer [5]. We note that
the increased sensitivity of Sub-GSE in the case of these two
pathways may arise from the fact that we did not adjust for
testing multiple hypotheses in the case of Sub-GSE.

4. SUMMARY
Our results indicate that integrating differential gene ex-

pression with the interaction structure in a pathway is a
powerful approach for detecting links between a cancer and
the pathways perturbed in it. The use of Stouffer’s z-score
to combine multiple p-values provides an important advan-
tage over methods that consider pathway membership alone:
in many perturbed pathways, we noticed that the receptor
protein at the head of the pathway was very slightly dif-
ferentially expressed, often not to a statistically significant
extent, whereas many genes with products downstream of
the receptor were differentially expressed (data not shown).

Our use of meta analysis to combine p-values enabled detec-
tion of the perturbation of the pathway even in such cases.

There are several avenues for future work. Our method
currently ignores the direction of differential expression of
each gene. Incorporating this information is important. It
is also essential to take into account prior information on
whether any interactions are regulatory and on the type of
regulation implied by an interaction [12]. Such information
may yield pathways with both directed and undirected in-
teractions. Finally, it would be interesting to use univer-
sal protein interaction networks in order to expand curated
pathways.
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ABSTRACT
The bone fractures can appear in a patient as a result of an
exceeding stress level at a specific anatomic site, depending
the failure on fatigue phenomena, high loads or on a low
value of bone density. Indeed, independently from physio-
logical conditions or specific pathologies such as osteoporotic
ones, bone mineral density (BMD) constitutes the main re-
sponsible of the strength of a selected bone region. In this
respect, the standard and routine approach for the diagnosis
of osteoporosis is to assess BMD shown to be a possible indi-
cator of fracture risk. However, a major limitation of BMD
is that it incompletely reflects variation in bone strength.
Other factors like bone microarchitecture contribute sub-
stantially to bone strength and their evaluation can improve
determination of bone quality and strength; yet, structural
assessment has not been implemented in clinical routine be-
cause of the lack of a mathematical model for analyzing bone
structure.

In this paper, we develop a mathematical network model for
bone microstructure which is capable of quantitative assess-
ment of bone mineral density and bone micro-architecture.
First, we design a bone continuum model by analyzing bone
image profile of dual-energy X-ray absorptiometry (DXA)
scan. Next, we introduce a mathematical network model of
bone microstructure which allows us to calculate BMDmodel

as well as the density distribution of bone microstructure for
patients. Last, we present realizations of the mathematical
network model based on DXA scan images of two differ-

∗corresponding author

ent patients as a representative example of bone network
model. Our study provides an initial framework of math-
ematical network bone model along with BMDmodel that
can enhance the diagnosis ability of bone disease such as os-
teoporosis. Eventually, it would be useful for a theoretical
testing framework of bone remodeling dynamics to leverage
new drug development for future treatments.

1. INTRODUCTION
Over the past few years, empirical and theoretical analy-
sis of network-based approaches have been one of the most
popular subjects of recent researches in many areas includ-
ing technological, social, and biological fields. As a proven
fact, network theories have been applied with good success
to these real world systems [22]. With network modeling, a
complex form of real world systems could be transferred to
the simplest form with which important knowledge in real
world systems is efficiently attained. As one of good applica-
tions of network modeling, microstructure of bone is studied
to assess bone strength and bone quality.

Although bone is a simple composite of a mineral phase,
bone structure is highly complex. Bone is not a uniformly
solid material, but rather has some space between its hard
elements. Microstructural properties, e.g., cortical porosity
and the presence of microcracks, contribute to bone’s me-
chanical competence. In addition, bone is a dynamic, liv-
ing tissue whose structure and shape continuously adjusts to
mainly provide structural framework. A firm skeleton makes
it possible to support weight and ensures protection for the
muscles and organs. Bone also participates in the mainte-
nance of serum-mineral metabolism, and is considered an
important component of the immune system.

In this paper, we focus on developing the spatial component
of such a mathematical modeling framework and demon-
strate how the density distribution and BMD of DXA scan
images can be incorporated to develop mathematical net-
work bone model. In addition, we describe how the model
can possibly be delivered for the clinical application of the
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model and the further assessment of bone quality.

This paper is organized as follows. In the following back-
ground section, we describe properties of bone and current
issues on analyzing bone strength. In the next section, we
introduce our continuum model with mathematical analy-
sis based on DXA scan images as the first subsection of
the methods section followed by the bone network model
describing the process of microstructural bone modeling in
details. In the third subsection, we present two different re-
alizations of the bone network model based on DXA scan
images of two patients as a representative example for the
clinical application of the model. We summarize our study
in the discussion and future work section.

2. BACKGROUND
Bone is not a uniformly solid material, but rather has some
spaces between its hard elements as shown in Figure 1(a)
and (b). There are two different bone types, one is cortical
bone and the other is trabecular bone. Cortical bone is the
hard outer layer of bones which is composed of compact bone
tissue, so-called due to its minimal gaps and spaces. This
tissue gives bones their smooth, white, and solid appearance,
and accounts for 80% of the total bone mass of an adult
skeleton. Filling the interior of the organ is the trabecular
bone tissue (an open cell porous network also called cancellus
or spongy bone), which is composed of a network of rod- and
plate-like elements that make the overall organ lighter and
allowing room for blood vessels and marrow. Trabecular
bone accounts for the remaining 20% of total bone mass but
has nearly ten times the surface area of compact bone.

 

(a) (b)

Figure 1: (a) The cross section image of a femur bone

is shown [6]. (b) The microscopic view of a bone mi-

crostructure is shown [29].

Osteoporosis, which is a systemic skeletal disease charac-
terized by low bone mass and microarchitectural deterio-
ration of bone tissue leading to enhanced bone fragility, is
mainly due to abnormal bone remodeling cycles by a hor-
mone imbalance [27]. As the efforts on the diagnosis of os-
teoporosis, correlations between BMD and fracture risk have
been extensively studied; however, many studies show that
low BMD is not the sole factor for the fracture risk [10, 9,
19, 4, 23]. Other factors like bone microstructure also con-
tribute substantially to bone strength [13, 23]. Since the
microstructure of bone mainly consists of mineralized fibers
whose structure is similar to geometric arrangement of cells
in morphogenetic or cancerous tissues, we tried to create a
network model representing a bone microstructure to iden-
tify critical parts in bone network structure.

The standard and routine approach for the diagnosis of os-
teoporosis is to assess BMD using either dual-energy X-ray

absorptiometry (DXA) or quantitative computed tomogra-
phy (QCT). The estimated BMD has shown to be a suit-
able predictor of fracture risk. However, major limitations
of bone mineral densitometry are that it incompletely re-
flects variation in bone strength and that differentiation of
patients with and patients without vertebral fractures is in-
accurate [1, 5, 14, 25]. Other factors like bone microarchi-
tecture contribute substantially to bone strength and their
evaluation can improve determination of bone quality and
strength [12, 20, 28]; yet structural assessment has not been
implemented in clinical routine because of a lack of compu-
tational bone model. Furthermore, although recent studies
have demonstrated the relative importance of architecture
and mass as determinants of bone strength, architectural as-
sessment techniques are significantly less developed [26]. A
study shows that accurate prediction of bone strength using
BMD alone is very challenging [15]. In this circumstance,
we tried to study this problem in different direction with
mathematical network modeling of bone microstructure to
overcome those obstacles.

3. METHODS
In this section, we will show the mathematical analysis and
the process of the bone network modeling. Our modeling
approach involves two steps: i) develop a continuum model
by analyzing the density for mineralized fibers of bone mi-
crostructure and then ii) apply the continuum model to de-
velop a computational network model for bone microstruc-
ture which is capable of quantitative assessment of bone min-
eral density.

3.1 The Continuum Model
As the first step of our modeling process, we describe the
continuum model of bone microstructure which offers an ef-
fective method of calculating bone density. In general, the-
oretical models can not fully represent the total complexity
of the real world, but can only include certain aspects that
are important for solving a certain question or problem. For
example, mechanical properties of a bone are defined by the
masses of, and interactions between, minerals on a molecu-
lar scale; however, it is not always possible to employ every
particle or molecule to analyze a bone microstructure. To
overcome this problem, we employ continuum methodology
by exploiting the repetitive pattern of lattice structures and
developing an equivalent continuum model of a bone mi-
crostructure.

We provide the mathematical definition of the density distri-
bution of bone mineral and the expression for bone mineral
mass relative to DXA scan image in this step. Since DXA
scan is broadly used to calculate BMD, important properties
of bone strength can be studied by analyzing bone density
distribution and BMD of DXA scan images [24, 2]. We use a
human femur bone image of DXA scan to analyze properties
of the bone density distribution and BMD.

Figure 2 shows the process of DXA scan and results of scan
images. From the DXA scan, x-ray images and BMD can be
obtained, which can be used for inputs of our mathematical
bone network model. Figure 2(c) shows a femur bone image
of a patient with osteoporosis by DXA scanning with which
we can identify the density distribution of the femur bone.
By image profiling on the black line section in Figure 2(d),
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we can have the bone density distribution as a function of
the radius from the left side of the bone to the right side
of the bone. Figure 2(e) is shown as a sample image of the
cross section on the femur bone.

Figure 2: (a) A DXA machine. (b) An DXA scan image

for whole human body is shown. (c) The femur bone

is shown as the major component to measure BMD. (d)

The magnified image of femur bone. (e) A cross section

image of femur bone is shown.

Model for Distribution of Bone Mineral: The mean
concentration of bone mineral c(r) expressed as an area frac-
tion varying in the radial direction r according to a cumu-
lative normal distribution:

c(r) =
c0√
2π

∫ r

−r

e
−(z−µ)2

2σ2 dz. (1)

The mean and standard deviation of the underlying normal
distribution are denoted by µ and σ, respectively, whereas
c0 is a constant of proportionality. The values of µ and σ
can be estimated from a DXA scan image using parameter
estimation by Nelder-Mead algorithm [21]. Parameter esti-
mation by Nelder-Mead algorithm will be explained at the
end of this subsection.

Expression for Bone Mineral Mass: The mean mass of
bone mineral m was obtained from the expression for c(r)
by integrating over an annular differential element:

m = w0

∫ R0

r=0

rc(r)dr. (2)

The radius outside of bone is denoted by R0 and the density
coefficient of bone mineral is denoted by w0. Bone mineral
mass can be viewed as the first moment over the concentra-
tion distribution.

Expression for Bone Mineral Density: The bone min-
eral density, BMD, is a projected density. It was obtained
from the bone mineral mass m as:

BMD =
m

Ap
=

m

πR0
2 =

w0

πR0
2

∫ R0

r=0

rc(r)dr, (3)

where Ap is the projected area of the bone segment.

Relationship to Imaging Data: We used Beer’s law to
relate the continuum model to medical quantitative imaging
findings obtained by DXA scanning and x-ray imaging meth-
ods. Beer’s law states that the logarithm of the fraction of
electromagnetic energy absorbed is a linear function of the
concentration of the absorbing species and the path length
[11]. Integration of Beer’s law over a differential element dy
is necessary for obtaining the image intensity at position x
from the center because the concentration of bone mineral
varies along the path length of the x-ray beam:

d lnA(x) = −αc(r)dy, (4)

where A(x) is fraction of the input x-ray intensity that is
absorbed by bone mineral at position x from the center, α
is the extinction coefficient, and dy is the differential path
length.

dy = d(r sin θ) = d(
√
r2 − x2) (5)

Combining the Beer’s law with the path length expression,
we obtain:

A(x) = e−αc(r)(
√

r2−x2). (6)

The image intensity is proportional to the transmitted en-
ergy T (x) that reaches the imaging device:

T (x) = 1−A(x). (7)

The continuum model predicts that imaging data will be a
linear function of T (x).

Image Analysis and Regression: We conducted image
analysis for DXA scan images of the femur bone from a
patient to identify macroscopic radial variations in BMD.
The imaging data were analyzed using ImageJ software [7].

Parameters, µ and σ, were estimated by minimizing the
squared difference between the density distribution from the
DXA scan image and the density distribution of the math-
ematical network bone model. The model calculations were
averaged over n = 100 realizations. The minimization ob-
jective function F (d) is defined as:

F (d) =

n∑
i=1

[y(d, µi, σi, Ri)− x(µi, σi, Ri)]
2, (8)

such that d in the objective function represents the vector
containing the model parameters that are to be estimated.

The quantity x(µi, σi, Ri) represents the data point corre-
sponding to each observation i wherein µi is the mean of
the observed image density distribution corresponding to
the data point, σi is the standard deviation of the observed
image density distribution to the data point and Ri is the
outside radius of bone. The y(d, µi, σi, Ri) is the calculated
value from the model that corresponds to µi, σi, and Ri.
Simplex minimization with the Nelder-Mead algorithm was
employed to determine the parameter estimates for mini-
mum discrepancy [21]. Java code for the minimization algo-
rithm was obtained from [8].
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3.2 The Network Model
In this subsection, we will show the process of our mathemat-
ical bone network modeling in details and two representative
realizations of the bone model on DXA scan images. The
network model was developed based on the parameters of the
continuous model, µ, σ,R0, described in the previous subsec-
tion. From the bone continuum model section, we describe
the creation process of a mathematical network bone model.
When we develop our mathematical bone network model,
important components of the bone structure are considered
to build a bone model enabling computational analysis in
a timely manner without losing the critical bone structural
properties. We focused mineralized collagen fibers as impor-
tant components from the bone cellular structure point of
view.

A bone network is defined by a weighted undirected space-
sensitive graph in a 1x1 unit circular region; G = {(V,E) | V
is a set of nodes and E is a set of edges, E ⊆ V × V , an
edge e = (i, j) connects two nodes i and j, i, j ∈ V , we is
a weight of edge e, e ∈ E}. An edge in a bone network
represents a rod-like bone mineralized fiber and a node in
a bone network represents a fiber binding point with which
bone cells move and interact with neighboring bone tissues.

Figure 3: (a) Voronoi vertexes are generated based on

the distribution of c(r). (b) Model structure is created

by Voronoi tessellation. (c) Weight of edges are assigned

by λ(r). (d) Edges are pruned by the probability p =

1 − e
−β

wi
wmax where β > 0 is the rate parameter of the

survival function.

As the first step of our modeling process, Voronoi vertexes
are generated by the rule of Distribution of Voronoi Cen-
ters, which are the center position of rod-like structures as
representatives of mineralized fibers, shown in Figure 3(a)
described below.

Distribution of Voronoi Vertexes: As an initial frame-
work, we generated a field of vertexes that were randomly
distributed in the angular direction. The vertexes can be
interpreted as the center of the bone mineral in the mathe-
matical network model. The mean number of vertexes per
unit area (i.e., point density) r varied in the radial direction
according to a cumulative normal distribution:

λ(r) =
λ0√
2π

∫ −r

−∞
e

−(z−µ)2

2σ2 dz. (9)

The mean and standard deviation of the underlying normal
distribution denoted by µ and σ, respectively, are the same
as those for the concentration on bone mineral in the con-
tinuum model, whereas λ0 is a constant of proportionality.

The actual number of vertexes n(r) at a radial location r,
was obtained as a Poisson random variate, Poisson(λ(r)).
These points were randomly positioned in the angular direc-
tion by drawing random variates from a uniform distribu-
tion, Uniform(0, 2π). These vertexes provide the Voronoi
sites or centers.

As the next process of the model, bone microstructure is cre-
ated shown in Figure 3(b) as a representative of mineralized
fibers which are one of the important structural components
for bone strength. Based on Voronoi vertexes, we calculate
expected area occupied by each Voronoi vertex based on
Voronoi tessellation method.

Voronoi Tessellation: The Voronoi tessellation method
proposed in the following can be used regardless of the ex-
act functional form selected for the point density function
λ(r). The point distribution was converted to a network
using the Voronoi tessellation method [3]. Voronoi tessella-
tion converts a set of points into discrete regions contain-
ing of points that are closer to that point than any other.
The boundaries of the discrete polygonal Voronoi regions
are straight lines. We interpreted the Voronoi boundaries as
network edges representing the mineral matrix comprising
bone.

In the next step shown in Figure 3(c), weight of edges are
assigned based on the cumulated normal distribution func-
tion, λ(r), with the same parameter values of µ and σ. Then,
bone edges are pruned by the proportion of the edge weight
to pattern bone microstructures shown in Figure 3(d).

The bone edges were pruned by the weight of edges to pro-
vide a geometric framework that approximated the bone
mineralization. Each edge e of the bone network was as-
sumed to have different thickness and firmly connected to
the other inter-connected edges at every corner point in the
network. Each edge was associated with weight factors ti, li
to calculate edge weight value, we, where ti is thickness of
edge and li is length of edge. Edges are pruned by the prob-

ability of the survival function, p = 1 − e
−β

wi
wmax , where

β > 0 is the rate parameter of the survival function, wi is
ti × li and wmax is the maximum value among wi.

As one of methods to verify the bone network realization of
our model, a mathematical evaluation is employed to com-
pare BMD of a DXA scan image and BMD of a realization
of the bone network model. We defined the bone mineral
mass, m′, and BMD of our mathematical model, BMDmodel

in which BMD and BMDmodel are shown to be quantita-
tively measured and evaluated.

Expression for Bone Mineral Mass: The mean mass of
bone mineral m′ for a realization of the network model was
obtained as the summation over all the edges:

m′ =

n∑
i=1

wi, (10)
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where n is the number of edges and wi is the weight of each
edge.

Expression for Bone Mineral Density: The bone min-
eral density BMDmodel for a realization of the network model
was defined from the preceding formula for bone mineral
mass combined with the pruning probability of edges as:

BMDmodel =

n∑
i=0

wi(1− e−β
wi

wmax ), (11)

where wmax is the maximum value of edge weights and β is
a pruning rate constant.

4. EXPERIMENTAL STUDY
In the previous section, we have provided mathematical meth-
ods to calculate bone quality on the bone network model by
BMDmodel. By the calculation of BMDmodel, a realization of
the bone network model can be possibly compared to BMD
of a DXA scan image on a given femur bone with analyzing
the value of BMD with the value of BMDmodel.

As a representative example, we applied the bone modeling
method to create a bone network based on a given DXA scan
image. We calculated BMD of a bone model realization,
BMDmodel, according to the given formula in the previous
section. Then, we compared the BMD of a given DXA scan
image and BMDmodel of the realization of the bone model.
BMDmodel of the realization by bone network model was
calculated as 0.9475 if BMD of a given DXA scan image is
0.9643 (g cm−2), which is BMD ≈ BMDmodel.

DXA Image Mathematical Model

BMD= 0.9643 BMDmodel= 0.9475

Table 1: BMD comparison between DXA scanned image

and mathematical bone network model.

It explains that the realization of the bone network model
properly reflects characteristics of bone structural density
shown in Figures 4(a) and (d), and Table 1. Slight difference
of the value between BMD and BMDmodel is caused by the
randomness of the probability p to prune bone edges in the
network. Moreover, we incorporated Nelder-Mead algorithm
to fit µ and σ of the bone network, which also conserves the
characteristics of the density distribution on the bone image
with µ = 0.25 and σ = 0.05 shown in Figures 4(b) and (c).

In addition to the mathematical evaluation method, the ap-
plication of mathematical bone network model was exempli-
fied by creating two different realizations of the bone net-
work model based on given DXA scan images of two patients
shown in Figure 5. With the different DXA scan images be-
tween patient one in the first column and patient two in the
second column shown in Figures 5(a) and (b), respectively,
we applied our mathematical bone network model approach
to create bone networks for two different DXA scan images.

Although patient one and patient two would have similar
BMD values, the characteristic of the density distribution on
each bone could be quite different from each other. As shown
in the first row of Figures 5(a) and (b), patient one has
the thinner area of the high density region of bone whereas

Figure 4: (a) A cross section image of a femur bone is

shown. (b) The density distribution of the projection

image on the femur bone is shown. (c) The density dis-

tribution of the projection image on a bone network is

shown. (d) A visualization of the realization on bone

network model is shown.

patient two has the wider area of the high density region.
On the contrary, patient two has the smaller area of the bone
core region but the denser than those of patient one.

The second row in Figures 5(a) and (b) shows the density
distribution of the cross section on each DXA scan image
by profiling the perpendicular (black) line in the first row of
Figures 5(a) and (b). Then, we calculated values of µ and
σ by fitting to the cumulated normal distribution function,
λ(r), to apply characteristics of the density distribution on
each bone image into bone network realizations. The third
row shows the density distribution on the realization of bone
network model for each DXA scan image after minimizing
the squared difference between the density distribution of
the DXA scan image and the density distribution of the
mathematical network bone model with the proposed func-
tion in the previous section, F (d), and Nelder-Mead algo-
rithm. The density distribution of patient one was fitted
to µ = 0.35 and σ = 0.05 and the density distribution of
patient two was fitted to µ = 0.25 and σ = 0.05.

The last row in Figures 5(a) and (b) clearly shows the dif-
ferent density patterns reflecting the difference of DXA scan
images of two patients, which provides further support on
our mathematical bone network model. It explains that the
different characteristics of the density distribution on DXA
images can be applied into realizations of our mathematical
model. Since such structural differences would be an im-
portant aspect on measuring bone strength, this approach
could be a valuable step to accurately evaluate bone quality.

With the capability of a mathematical bone network model,
personalized assessments of bone strength would possibly be
employed into a diagnosis process of bone disease by creating
different realizations of the bone model for particular DXA
scan images among patients. In addition, by utilizing ex-
isting computational methods and mathematical measure-
ments with this model, the structural evaluation of bone
and the estimation of fracture risk would be quantitatively
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Figure 5: Two DXA images are shown for different re-

alization examples of our mathematical bone network

model. (a) A DXA scan image with thin cortical bone

area and thick trabecular bone area is shown. (b) A DXA

scan image with thick cortical bone and thin trabecular

bone is shown.

measured [16, 18, 17]. However, parameters we have in-
corporated in this model would not be reliably ascertained.
Prompt and proper information obtaining from high-quality
orthopaedic data is critical for accurate analysis to reduce
these uncertainties. Well-understood knowledge with this
type of the model would be valuable in the analysis of the
bone quality. We believe that our mathematical bone net-
work model could be a useful tool not only for understand-
ing properties of bone microstructure but also for diagnosing
bone strength and bone diseases, such as osteoporosis.

5. DISCUSSION AND FUTURE WORK
We presented a mathematical network model of bone mi-
crostructure and procedures to realize bone network model
based on DXA scan images. We also provided a mathemat-
ical method and a representative example for different real-
izations of bone network model based on DXA scan images
of two patients.

In this study, we adapted the image profiling method that
is routinely used in image registration to develop a network-
based bone model as a fundamental framework for measur-
ing bone strength. In contrast to conventional bone densit-
ometry which measures BMD, our mathematical bone net-
work modeling approach aims to capture information about
the bone microstructure density distribution of bone min-
eral in a given femur bone. Our mathematical model is
based on the hypothesis that properties of the high-density
region in DXA scan image reflects the high-density region
in bone network model, and properties of the low-density

region in DXA scan image reflects the low-density region in
bone network model. To verify this hypothesis, we analyzed
femur DXA scan images from patients and demonstrated
that similarities of BMD and BMDmodel as well as fitting of
the density distribution by Nelder-Mead algorithm between
the DXA scan images and realizations of the bone model.

The motivation on exploring image profiling for fracture risk
estimation was its potential to capture bone fragility features
related to spatial similarity that have not been captured by
conventional bone densitometry. The mathematical bone
network model with image profiling approaches would be a
good method for providing better expectation on fracture
risk compared to the BMD approach alone. In particular,
when BMD was combined with the mathematical model ap-
proaches, such as the estimation of density distribution and
the spatial model of bone microarchitecture, the fracture
risk and bone strength would be well measured comparing
to using BMD alone.

Our next step of this study is to develop and evaluate a
novel mathematical bone model which is capable of pro-
viding a more effective platform for evaluating fracture risk
and bone strength. In addition, this model would be a fun-
damental framework of bone-modulating drugs and dosing
regimens during drug development. A well-designed math-
ematical model could potentially yield clinical insights by
providing: i) structurally derived quantitative measures of
bone microarchitecture, ii) a quantitative framework for un-
derstanding patterns in the bone imaging results from DXA
scan, iii) the differential impact of drug treatment on trabec-
ular and cortical bone, and iv) a mechanistic understanding
of the relationship of bone microarchitecture to fracture risk.

In the future work, we will also develop a mathematical
framework of bone remodeling dynamics by extending our
mathematical bone network model. This will be enabling
understanding of bone related diseases, such as osteoporosis,
as well as bone remodeling processes. Moreover, it would be
useful for a theoretical testing framework of bone dynamics
to conduct analysis of drug effects. Eventually, this study
would provide new ways to the treatment of bone diseases,
such as osteoporosis.
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ABSTRACT
Chemical shift mapping is an important technique in NMR-
based drug screening for identifying the atoms of a target
protein that potentially bind to a drug molecule upon the
molecule’s introduction in increasing concentrations. The
goal is to obtain a mapping of peaks with known residue as-
signment from the reference spectrum of the unbound pro-
tein to peaks with unknown assignment in the target spec-
trum of the bound protein. Although a series of perturbed
spectra help to trace a path from reference peaks to tar-
get peaks, a one-to-one mapping generally is not possible,
especially for large proteins, due to errors, such as noise
peaks, missing peaks, missing but then reappearing, over-
lapped, and new peaks not associated with any peaks in
the reference. Due to these difficulties, the mapping is typ-
ically done manually or semi-automatically. However, au-
tomated methods are necessary for high-throughput drug
screening. We present PeakWalker, a novel peak walking
algorithm for fast-exchange systems that models the errors
explicitly and performs many-to-one mapping. On the pro-
teins: hBclXL, UbcH5B, and histone H1, it achieves an
average accuracy of over 95% with less than 1.5 residues
predicted per target peak. Given these mappings as input,
we present PeakAssigner, a novel combined structure-based
backbone resonance and NOE assignment algorithm that
uses just 15N-NOESY, while avoiding TOCSY experiments
and 13C-labeling, to resolve the ambiguities for a one-to-
one mapping. On the three proteins, it achieves an average
accuracy of 94% or better.
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1. INTRODUCTION
X-ray crystallography and NMR spectroscopy are the pre-

dominant methods for experimental 3D protein structure de-
termination. The advantage of NMR over any other method
is that the protein sample can be studied at atomic resolu-
tion in solution, and in special cases even in living cells (in-
cell NMR)[24, 26]. In addition to structure determination,
NMR has been used successfully in protein-protein interac-
tion studies [38], studies on protein dynamics [17], and in
drug design and screening [21]. Among the more success-
ful NMR methods for drug design and screening, fragment-
based methods, such as SAR by NMR [9, 28], have found
their way in pharmaceutical companies and have resulted in
discoveries that are currently undergoing clinical trials[10].
In SAR by NMR and other NMR studies, chemical shift
mapping is used to identify the atoms in a target protein
that experience chemical shift changes upon introduction of
a ligand or upon changes in environmental conditions.

The chemical shift, δ, of an atom is its resonance frequency
(in units of ppm) measured by NMR experiments. We con-
sider the chemical shifts of three NMR-active isotopes with
focus on the latter two: 13C, 15N and 1H. Among the large
variety of NMR spectra, only 2D HSQC, 3D NOESY, and
3D TOCSY will be discussed. Each 2D HSQC peak gives
the chemical shifts of an N, HN group, including backbone
amides and side chains with amide groups. Our focus is
on the backbone amide chemical shifts, which serves as an
identifier for an amino acid residue. Each 3D NOESY peak
(NOE) consists of three chemical shifts: N, HN of an amide
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Figure 1: A region of an overlay of five 15N-HSQC spec-

tra at increasing ligand concentrations. Each peak is

represented by its contours. Red peaks correspond to

the unbound protein; yellow to the protein at 1:8 satu-

ration; green to 1:4; blue to 1:2; and magenta to the fully

saturated protein. The maxima of the red peaks are la-

beled by crosshairs and residue numbers. The ligand is

unlabeled, so its peaks are not present.

group, and another proton that is within a distance of about
5Å from the HN . Therefore, each NOE corresponds to a HN -
H contact. Each 3D TOCSY peak consists of the chemi-
cal shifts of an amide group, and a proton within the same
amino acid as the amide. Therefore, TOCSY gives the side
chain protons. In this work, we consider only Hα and HN .

Figure 1 shows a small region of an overlay of five 15N-
HSQC spectra of a protein titrated at increasing ligand con-
centrations. Each “peak” can be picked manually or with an
automated peak picking tool [1]. Normally, the assignment
of peak to amino acid residue, known as the resonance as-
signment, is known for the peaks of the unbound protein.
The NMR spectrum with known resonance assignment shall
be referred to as the reference spectrum, while the other
spectra shall be the perturbed spectra. The perturbed spec-
trum of the fully saturated protein shall be referred to as
the target spectrum. In chemical shift mapping, the goal
is to trace a path from target peaks to reference peaks, or
vice versa, to obtain a resonance assignment for the tar-
get peaks. From the figure, we can see that residue 6 has
moved, and the mappings for 32 and 90 are ambiguous due
to peak overlap. The “peak walking” pattern observed in
the figure applies to fast exchange systems, which is the fo-
cus of this paper. Many experimental schemes for studying
ligand binding are for fast exchange systems [22]. After the
assignment has been determined, one can compute binding
constants and rate of change parameters, such as by using
Auto-FACE [14].

Typically, chemical shift mapping is done manually or
semi-automatically due to errors, noise, peak overlap, and
missing data. This manual work can be tedius and time
consuming if the protein is large, if there are many spec-
tra, or if there are many ambiguous mappings. Moreover,
results derived manually is naturally biased, so the results
can be difficult for others to reproduce. To our knowledge,
there are only a few automated methods for this problem,
and they all produce one-to-one mappings rather than al-
lowing for ambiguity. Nevertheless, automated methods are
necessary for high-throughput drug screening.

FELIX-Autoscreen [23] formulates the assignment of peaks
in the reference spectrum to peaks in a perturbed spectrum
as a bipartite graph matching problem, such that the sum of
the chemical shift and peak shape differences is minimized.
Their approach of optimizing the sum of the distances is bet-
ter than choosing the peak nearest to each reference peak
because the local greedy approach disregards the mappings
of other peaks nearby, which results in errors. Dummy peaks
were used to handle missing data, and peaks were picked on
the fly during the execution of their algorithm. To handle
more than one set of perturbed spectra, the bipartite match-
ing algorithm was repeated successively, where the current
perturbed spectrum becomes the new reference spectrum
once it has been mapped. They tested their approach on
a 74-residue protein domain in 8 different ligand concen-
trations, and obtained results similar to their manual ef-
forts. The successive approach, however, is a local greedy
approach that does not consider all the spectra simultane-
ously, so information about potential peak movements in
later perturbed spectra are disregarded.

NvMap [8] also used a greedy algorithm to successively
match perturbed spectra. However, unlike FELIX-Autoscreen,
when matching the reference to a perturbed spectrum, the
sum of the distances was not used. Instead, the pair of ref-
erence and perturbed peaks with the shortest distance was
chosen and removed from consideration, and then the pro-
cess was repeated for the next shortest. They tested their
method on 97 residues of the SUMO protein on 2 different
ligands, each at 6 different ligand concentrations. They ob-
tained an average accuracy of 95%. The main source of error
was overlapping peaks within a spectrum, where only one of
the peaks was picked and added to the peak list. An older
method, MUNIN [6], identifies spectra similarity, but not
peak paths. By examining a specific spectra subregion in a
mixture of different spectra where only one had binding, it
was able to identify the spectrum with binding.

For large proteins, ambiguous mappings are inevitable.
Rather than finding the unique mapping between peaks in
the target to peaks in the reference, we find a set of plausi-
ble reference peaks for each target peak, where plausibility
is determined by a scoring function. If the residue assign-
ment for the reference is known, then the mappings give a
set of possible residues for each target peak; e.g., ILE 3,
LEU 27, LEU 78. We want this set to be small, but yet
contain the correct amino acid. In this paper, we present
a novel peak walking model that describes the movements
that peaks can make, and an approach that generates high
scoring mappings by enumerating high scoring paths based
on this model. Unlike previous methods, errors are modeled
explicitly without using dummy peaks. We call our method
PeakWalker. We tested PeakWalker on 3 proteins with pub-
licly available peak lists: UbcH5B titrated with Not4 [32];
hBclXL with BH3I-1 [14, 18]; and histone H1 at 2 different
temperatures [29]. At 218 residues minus a removed flexible
loop region R45 to A84, which was removed from the DNA
sequence prior to NMR, hBclXL is much larger than the
proteins tested by other automated methods. The average
accuracy on the test set was at least 96%, with an average
of less than 1.5 amino acids predicted per target peak. We
compare PeakWalker to a greedy approach similar to that
used by NvMap, but modified to return multiple mappings.
We also tested PeakWalker by varying the number of noise
peaks.
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In the second half of this paper, we describe our structure-
based resonance assignment method, PeakAssigner, which
takes the output of PeakWalker as input, and then resolves
the mapping ambiguities using 3D 15N-NOESY and the 3D
structure of a homologous protein. In chemical shift pertur-
bation studies, a 3D structure is often available, such as from
the Protein Data Bank (PDB)[5]. It is often the case that
the bound structure of the protein is similar across different
ligands that can bind to it, so that one bound structure can
be used for studying different ligands. Therefore, structure-
based resonance assignment methods [11, 30, 2, 36, 16, 4] are
ideal for disambiguating the mappings. Currently, there are
no automated backbone resonance assignment methods that
use only a series of 15N-HSQC spectra and ambiguous NOEs
from 15N-NOESY spectra. NOEnet [30] requires unambigu-
ous NOEs, such as from 4D NOESY. The Nuclear Vector
Replacement (NVR) [2, 16] approach requires a sparse set
of unambiguous NOEs from 3D NOESY, residual dipolar
couplings (RDC), and amide exchange rates. The contact
replacement (CR) [36] method can handle ambiguous NOEs
from 3D15N-NOESY , but it also requires 3D 15N-TOCSY,
and 3D HNHA.

Our previous work on structure-based resonance assign-
ment [11] has similar requirements to the CR method except
that instead of HNHA, it requires a known similar resonance
assignment from a protein mutant, which serves as a refer-
ence. We were able to perform a fully automatic backbone
resonance assignment from automatically picked peaks for a
small protein. However, using 3D 15N-TOCSY and a similar
resonance assignment limited the practicality of the method.
In large proteins, the TOCSY can have many overlapped
peaks or many missing peaks if the protein is deuterated. In
addition, each reference peak can have many corresponding
target peaks, so there can be many ambiguous mappings.

In this work, we no longer use TOCSY. The TOCSY was
previously used to identify possible amino acid types for
each target peak, and this was used to reduce the num-
ber of ambiguous mappings. To reduce ambiguity without
TOCSY, a series of perturbed spectra could be used. The
TOCSY was also used to obtain the chemical shifts of the
Hα atoms for matching against NOESY peaks. Such Hα

chemical shifts are available in the NOESY spectrum, but
in a more noisy form. We have also added a further improve-
ment. The constraint that each NOESY peak is assigned to
at most one contact was not enforced in our previous algo-
rithm. In adding this constraint, our new algorithm not only
performs resonance assignment, but also backbone NOE as-
signment and Hα assignment, simultaneously. To our knowl-
edge, this is the first structure-based resonance assignment
method that does them simultanously. Although NOE and
Hα assignment is not the main output of our algorithm, we
show that by performing them, there is an improvement in
resonance assignment accuracy, on average. This is demon-
strated with simulated NOESY peaks from proteins with
PDB identifiers 1KA5, 1EGO, 1G6J, 1SGO, and 1YYC. On
hBclXL, UbcH5B, and histone H1, PeakAssigner achieves an
average accuracy of over 94%.

2. METHODS
This section will describe PeakWalker, PeakAssigner, and

the testing methodology.

2.1 Peak Walking Problem

PeakWalker is based on k-dimensional maximum match-
ing, which is NP-Complete and APX-complete for k > 2
[12, 37]. For k = 2, the problem becomes maximum bi-
partite matching, which is solvable in polynomial time [15].
Consider the peak lists in increasing ligand concentrations
{Ti | i ∈ [0, 1, . . . , k − 1]}. T0 denotes the reference peaks,
and Tk−1 denotes the target peaks. Each peak is represented
by a vertex. The chemical shift change or distance is used
to draw edges between vertices. The distances used in this
work include

∆δN (h, h′) = |δN (h)− δN (h′)| (1)

∆δHN (h, h′) = |δHN (h)− δHN (h′)|
∆δNH(h, h′) = ∆δN (h, h′) + 10×∆δHN (h, h′)

where δN (h) is the function that returns the N chemical
shift of h, δHN (h) the HN chemical shift of h, and the 10
comes from the gyromagnetic ratio of 1H and 15N. Euclidean
distance and various types of weightings can also be used to
measure chemical shift change [25]. For peaks h ∈ Ti and
h′ ∈ Ti+1 , an edge is drawn between them if ∆δN (h, h′) ≤
tN and ∆δHN (h, h′) ≤ tHN , where tN and tHN are user-
specified thresholds. For UbcH5B and histone H1, 1.0 ppm
and 0.2 ppm were used for tN and tHN , respectively. This
is comparable to the thresholds used by FELIX-Autoscreen
[23]. Smaller thresholds of 0.75 ppm and 0.125 ppm were
used for hBclXL because it has more perturbed spectra, so
the chemical shift changes are expected to be more gradual.
Edges are not drawn between vertices within the same peak
list, so the Ti’s are disjoint.

Definition 1. The maximum weighted k-dimensional match-
ing on instance T ⊆ T0 × T1 × . . . × Tk−1, where the Ti’s
are disjoint, is the set of paths M ⊆ T that maximizes some
scoring function on M subject to the constraint that for any
pair of paths x, y ∈M , x and y have no vertices in common.

The problem is equivalent to finding the best scoring set
of vertex-independent paths from reference peaks to target
peaks. Our problem is a constrained version of this problem,
where the allowable paths are limited by the peak move-
ments defined by a peak walking model. Figure 2 illustrates
the model. A peak in Ti can transition to nearby peaks in
Ti+1 within tN and tHN . These transitions shall be referred
to as consecutive transitions. A peak can also disappear per-
manently, or disappear in Ti+1, but then reappear in Ti+2.
The former shall be referred to as a disappearing transition,
and the latter a jump. Only jumps of length 2 are explicitly
modeled. Finally, a peak in Ti may correspond to a residue
with no peaks in Tj , ∀j < i. These shall be referred to
as new peaks. Transitions correspond to directed edges in
the graph. New peaks have no predecessor peak, and dis-
appearing peaks have no successsor. Both of these peaks
result in subpaths. Peaks that have almost identical chem-
ical shifts may have only one peak present in the peak list
due to peak overlap. To handle this, we define two peak
states: ambiguous and unambiguous. A peak can be in only
one state. An ambiguous or overlapped peak allows multi-
ple transitions, while an unambiguous peak allows only one
in- and one out-transition. Ambiguous peaks allow paths to
share peaks subject to a penalty. The number of in- and
out-transitions for these peaks are also equal because peaks
can only be created or destroyed in the ways allowed by our
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Figure 2: Peak walking model. The alloweable tran-

sitions include new peak, consecutive, jump, and dis-

appearing. A peak is either ambiguous or unambigu-

ous. An ambiguous peak can have multiple transitions,

whereas an unambiguous peak can have only one in- and

one out-transition.

model. To limit the number of possible paths, only consec-
utive transitions are allowed for ambiguous peaks. A peak
that corresponds to noise is modeled implicitly. Noise peaks
are those not assigned to any path. The chemical shift map-
ping problem is defined as follows.

Definition 2. The mappings for peak hi ∈ Tk−1 is the set
of its possible residues R(hi). If |R(hi)| > 1, or if |R(hi)| = 1
and R(hi) ∩ R(hl) 6= ∅ for hl 6= hi, then R(hi) is ambigu-
ous. This set is obtained by first finding M , the maximum
weighted k-dimensional matching on the graph defined by
the above peak walking model that allows for subpaths and
vertices to be shared. Let S be the amino acid sequence of
the protein, and one-to-one function f0 : T0 → S be the
known reference assignment. For paths in M that end in
some hj ∈ T0 and hi ∈ Tk−1, add f0(hj) to R(hi).

The optimal and near optimal sets of paths are generated
to obtain different mappings per peak. This is done by mod-
eling the problem as a binary integer linear program (BIP)
and using the one-tree algorithm [7] to generate multiple so-
lutions that are guaranteed to be within a given percentage
of the optimal solution. This percentage, called the gap, is
an input to the BIP solver. We used CPLEX R© as the solver.

2.2 Mathematical Model for Peak Walking
A linear objective function is maximized subject to linear

constraints and binary variables.

2.2.1 Binary Variables
The variables indicate the transitions and peak states.

• Xhih′ Equal to 1 if peak h ∈ Ti transitions to h′ ∈
Ti+1. This variable represents a consecutive transition.

• Xhi Equal to 1 if h ∈ Ti is a single unambiguous
peak. Equal to 0 if it is an ambiguous peak. This
variable represents peak state.

• Dhi Equal to 1 if h ∈ Ti is missing its peaks in
Tj , ∀j > i. This represents a peak that disappears
and no longer reappears.

• Jhih′ Equal to 1 if h ∈ Ti is missing in Ti+1, but
transitions to h′ ∈ Ti+2. This represents a jump.

• Nhi Equal to 1 if h ∈ Ti has no associated peaks in
Tj , ∀j < i. This represents a new peak.

2.2.2 Objective Function Coefficients
The coefficients score the transitions and peak states, so

the sum of the coefficients multiplied by their corresponding
variables gives the score of the paths. Ideally, if a database
of peak lists and chemical shift mappings are available, these
coefficients could be obtained through training with machine
learning techniques, so that the manual mapping process
could be modeled. Since this database does not exist, we
used our best judgement to scale the scores relative to each
other.

• C(Xhih′) = Φ(∆δN (h′, h), 0, tolN) +
Φ(∆δHN (h′, h), 0, tolHN). This is the score of a con-
secutive transition, where Φ(x, m, s) =
2×(1−cdf(x, m, s)). cdf is the cumulative distribution
function of a normally distributed variable with mean
m and standard deviation s. tolN and tolHN were set
to values, such that tN and tHN , respectively, corre-
spond to 2 standard deviations from a mean value of
0. The score is a number between 0 and 1, with small
chemical shift changes being closer to 1 (because x is
positive, so cdf returns a value of at least 0.5).

• C(Xhi) = 2× (k − i− 1)× (Φ( 3tN
4
, 0, tolN) +

Φ(
3t
HN

4
, 0, tolHN)). This score penalizes ambiguous

peaks by rewarding unambiguous peaks. We require
ambiguous peaks to have at least 2 paths of compen-
sating transitions from i to k − 1. The reward de-
creases with increasing i because there are fewer tran-
sitions available. The 3

4
inside Φ encourages the score

of each compensating transition step to be greater than
C(Dhi).

• C(Dhi) = Φ(tN , 0, tolN)+Φ(tHN , 0, tolHN). This is
the score for disappearing peaks. We give such peaks a
positive score similar to a consecutive transition with
a chemical shift change of tN and tHN .

• C(Jhih′) = 0.75×(Φ(∆δN (h′, h), 0, tolN) +
Φ(∆δHN (h′, h), 0, tolHN)). This is the score for jumps.
The 0.75 encourages consecutive transitions over jumps
of the same chemical shift change.

• C(Nhi) = − (k − i− 1)× (Φ( 3tN
4
, 0, tolN) +

Φ(
3t
HN

4
, 0, tolHN)). This is the score for new peaks.

The score is negative to ensure that there must exist
compensating transitions from i to k − 1.

• Peaks corresponding to noise have no transitions, and
they get set to unambiguous because we are maximiz-
ing and the unambiguous score is non-negative.

2.2.3 Constraints

1. For each peak (ambiguous or unambiguous), the num-
ber of in-edges is equal to the number of out-edges.
Even if a peak disappears permanently (an out-edge),
the peak must have come from a previous transition
or be a new peak, which is considered an in-transition.
From Figure 2, we can see that this constraint is ∀i ∈
[1, k − 2], ∀h ∈ Ti,

∑
h′ Xh′(i−1)h +

∑
h′ Jh′(i−2)h +

Nhi =
∑
h′ Xhih′ +Dhi +

∑
h′ Jhih′ .

2. Ambiguous peaks are limited to only consecutive tran-
sitions. To get rid of jumps, define the reified con-
straint Jhi = 1 ↔

∑
h′ Jh′(i−2)h ≥ 1, ∀i ∈ [2, k − 1],
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∀h ∈ Ti, where Jhi is a binary variable. Then jumps
are removed with Jhi ≤ Xhi since if Xhi = 0 (am-
biguous), then Jhi = 0 and

∑
h′ Jh′(i−2)h = 0. Disap-

pearing and new peaks are handled similarly. Reified
constraints allow one to get the truth value of a log-
ical condition. Such conditions can be combined to
form logical constraints, such as AND, OR, NOT, IF
THEN, and even the absolute value of a linear expres-
sion. Reified constraints and logical constraints can be
expressed as linear constraints using auxiliary binary
variables and techniques from operations research [33].

3. For each unambiguous peak, the number of in-transitions
is bounded above by 1; similarly for out-transitions.
Define the reified constraints Ihi = 1↔

∑
h′ Xh′(i−1)h+∑

h′ Jh′(i−2)h +Nhi ≤ 1 , and Ohi = 1↔
∑
h′ Xhih′ +

Dhi +
∑
h′ Jhih′ ≤ 1. Then the constraint is expressed

as Ihi = Xhi and Ohi = Xhi. This, combined with
Constraint 2, also handles, for ambiguous peaks, the
constraint that the number of consecutive in-transitions
is greater than 1 and the number of consecutive out-
transitions is greater than 1.

4. Consecutive transitions generally do not zig-zag. That
is, peaks typically do not take a large step in one direc-
tion and then take a large step in the reverse direction.
To enforce this, let h ∈ Ti, h′ ∈ Ti+1, h′′ ∈ Ti+2. If
0.5 ≤ ∆δN (h, h′) ≤ tN , 0.05 ≤ ∆δHN (h, h′) ≤ tHN ,
0.5 ≤ ∆δN (h′, h′′) ≤ tN , 0.05 ≤ ∆δHN (h′, h′′) ≤
tHN , then consider the following vectors:
Vhh′ = (δN (h′) − δN (h), 10(δHN (h′) − δHN (h))) and
Vh′h′′ = (δN (h′′) − δN (h′), 10(δHN (h′′) − δHN (h′))).
The consecutive transitions h to h′ to h′′ zig-zag if the
angle between Vhh′ and Vh′h′′ , θhh′h′′ , is between 105
and 180 degrees. When h transitions to h′, transitions
from h′ to h′′ that result in zig-zag are prevented by
adding the constraint Xhih′ ≤ Zh′(i+1), where we have
the reified constraint Zh′(i+1) = 1←→
(
∑
h′′, θhh′h′′∈[105,180] Xh′(i+1)h′′ = 0). Thus, ifXhih′ =

1, then all consecutive transitions from h′ to h′′ that
cause zig-zag are prevented because the sum is forced
to 0.

2.2.4 Number of Solutions
The number of solutions generated is dependent on the

gap tolerance provided to CPLEX. Unless specified other-
wise, a gap of 1% was used. To determine the number of
solutions that should be generated, various numbers were
tested to determine their effect on the average number of
residues predicted per peak. We observed that as the num-
ber of solutions increased, the average number of residues
plateaus, so we used the value at the start of the plateau
as the number of solutions. Likely, no new mappings were
generated because paths containing these mappings caused
a violation of the gap optimality criteria.

2.2.5 Greedy Peak Walking
For comparison purposes, we implemented the greedy ap-

proach in NvMap, but also added no zig-zagging as de-
scribed in Section 2.2.3, and added jump handling of ar-
bitrary length by allowing unmatched peaks in Ti to be
matched to peaks in Tj for any j > i. The same chemi-
cal shift thresholds as those mentioned in Section 2.1 were
used. None of the existing approaches deal directly with

ambiguous mappings. To generate these without generating
many mappings per peak, we used a greedy approach. For
hi ∈ Tk−1, where hi is matched to hj ∈ T0, in increasing
order of ∆δNH(hj , hb) for any hb 6= hi, add f0(hj) to R(hb)
until a maximum number of additional mappings have been
added. Various values for the maximum were tested.

2.3 Resonance Assignment
Some definitions are needed before the algorithm can be

presented.

Definition 3. A NOESY peak p (δN (p), δHN (p), δH(p))
induces an Hα peak for HSQC peak h (δN (h), δHN (h)) if
∆δN (p, h) ≤ σN , ∆δHN (p, h) ≤ σHN , and δH(p) matches
within 3 standard deviations of the mean value of δHα(T (a))
of at least one amino acid a ∈ R(h), where T (a) is the amino
acid type of a. The mean and standard deviations of each
amino acid type were obtained from the Biological Magnetic
Resonance Data Bank (BMRB) [31]. σN , σHN are match
tolerances. We used the typical 0.5, 0.05 ppm. Since the
intensity of NOESY peaks is inversely proportional to the
distance of the underlying protons in contact, and intra-
residue HN , Hα’s are relatively close, we can expect the
intensity of intra-residue HN -Hα NOESY peaks to be large.
Among the 8 closest (by ∆δNH(p, h)) NOESY-induced Hα

peaks of HSQC peak h , we took the 4 most intense peaks
as a possible induced δHα(h).

Definition 4. A contact c consists of c[0] =Ha
N , which

is the amide proton of one amino acid denoted by a, and
c[1]=Hb

Nor Hb
α, the amide or alpha proton of another amino

acid denoted by b. For Hα, it is possible that a = b. Let
P (c) be the proton type (HNor Hα) of c[1].

Definition 5. A NOESY peak match n consists of n[0] =
(δN (s), δHN (s)) of HSQC peak s, n[1]=δHN (t) or an in-
duced δHα(t) of HSQC peak t, n[2] = (δN (p), δHN (p), δH(p))
of some NOESY peak p; where, ∆δN (s, p) ≤ σN ,
∆δHN (s, p) ≤ σHN , and ∆δH(t, p) ≤ σH . We used 0.05
ppm for σH . For Hα, it is possible that s = t. Let P (n) be
the proton type of n[1].

Definition 6. Amino acid a matches HSQC peak h if a ∈
R(h).

Definition 7. Contact c matches NOESY peak match n if
i) a ∈ R(s), where amino acid a ∈ c[0] and peak s ∈ n[0], ii)
b ∈ R(t), where b ∈ c[1] and t ∈ n[1], and iii) P (c) = P (n).

Definition 8. Let C be the set of all contacts from the 3D
structure of a homologous protein, let P be the set of all
NOESY peaks, and let S be the amino acid sequence of the
protein. The resonance assignment is a one-to-one function
g1 : Tk−1 → S, where g1(hi) ∈ R(hi) for all hi ∈ Tk−1, and
the NOE assignment is a one-to-one function g2 : P → C,
such that the scoring function(∑

hi∈Tk−1

∑
g1(hi)∈S w1(hi, g1(hi))

)
+(∑

p∈P
∑
g2(p)∈C w2(p, g2(p))

)
is maximized. The functions

w1 : Tk−1 × S → R and w2 : P × C → R weigh each indi-
vidual resonance and NOE assignment, respectively.

The BIP from our previous work [11] was modified to sup-
port the NOE assignment of HN -HN and HN -Hα contacts
without TOCSY.
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2.3.1 Binary Variables
The variables indicate individual resonance and NOE as-

signments. Note that each NOESY peak can be assigned
to at most one NOESY peak match. Therefore, assigning
contacts to NOESY peak matches is equivalent to assigning
contacts to NOESY peaks.

• Xa,h Equal to 1 if amino acid a is assigned to HSQC
peak h, where a matches h.

• Xc,n Equal to 1 if contact c is assigned to NOESY
peak match n, where c matches n.

2.3.2 Objective Function Coefficients
A linear objective function is maximized. The coefficients

are the weights of the assignments, and they are non-negative.

• w1(Xa,h) = 3 × ∆δNH (f−1
0 (a), h)−min(h)

max(h)−min(h)
This is the

score of assigning amino acid a with reference peak
f−1

0 (a) to target peak h. min(h) and max(h) is the
smallest and largest, respectively, ∆δNH among the
amino acids in R(h).

• w2(Xc,n) = Φ(∆δN (p, s), 0, σN
2

)+

Φ(∆δHN (p, s), 0,
σ
HN

2
) + Φ(∆δH(p, t), 0, σH

2
) +F (c)

This is the score of assigning contact c to NOESY
peak match n, where HSQC peak s ∈ n[0], HSQC
peak t ∈ n[1], and NOESY peak p ∈ n[2]. F (c) is a
weight on the type of contact. In the absence of miss-
ing NOESY peaks, contacts involving adjacent amino
acids should have a NOESY peak match, so it is nat-
ural for adjacent amino acid contacts to have higher
weight than nonadjacent. Φ is defined in Section 2.2.2.

2.3.3 Constraints

1. Each amino acid a is assigned to at most one HSQC
peak. This is

∑
hXa,h ≤ 1.

2. Each HSQC peak h is assigned to at most one amino
acid. This is

∑
aXa,h ≤ 1.

3. Each contact c is assigned to at most one NOESY peak
match. This is

∑
nXc,n ≤ 1.

4. Each NOESY peak p ∈ n[2] of NOESY peak match n
is assigned to at most one contact. This is∑
c, n[0], n[1] Xc,n ≤ 1.

5. Each pair of HSQC peaks n[0], n[1] of NOESY peak
match n has at most one NOESY peak. This is∑
c, n[2] Xc,n ≤ 1.

6. Contact c is assigned to NOESY peak match n if and
only if amino acid c[0] is assigned to HSQC peak n[0],
and c[1] is assigned to n[1]. This constraint is similar
to the if and only if constraint in our previous work.

(a) ∀c, ∀h,
∑
n |h∈n[0] Xc,n ≤ Xc[0],h

(b) ∀c, ∀h,
∑
n |h∈n[1] Xc,n ≤ Xc[1],h

7. Each Hα proton, za of an amino acid a, is assigned to
at most one induced Hα peak, yh of HSQC peak h.
Let bza,yh = 1 ↔

∑
c, n | za∈c[1], yh∈n[1] Xc,n ≥ 1 be a

reified constraint, where bza,yh = 1 if za is assigned to
yh. The summation is over all Xc,n that contain za
and yh. The constraint is then ∀za,

∑
yh
bza,yh ≤ 1.

8. Each induced Hα peak, yh of HSQC peak h, is assigned
to at most one Hα proton. This constraint is then
∀yh,

∑
za
bza,yh ≤ 1.

2.3.4 Multiple Assignment Possibilities
Similar to PeakWalker, multiple solutions corresponding

to different assignment possibilities were generated. From
the multiple solutions, a consensus assignment was gener-
ated by running the above BIP with w1(Xa,h) equal to the
number of times amino acid a was assigned to peak h and
w2(Xc,n) equal to the number of times contact c was as-
signed to NOESY peak match n.

2.4 Testing
The test data is described in this section.

2.4.1 Peak Lists
The hBclXL data set consisted of 11 peak lists. The ref-

erence peak list contained 148 peaks, while the target con-
tained 142. UbcH5B consisted of 5 peak lists. The reference
contained 127 peaks, while the target also contained 127.
Histone H1 consisted of 2 peak lists. The reference con-
tained 97 peaks, while the target contained 86. Unlike the
other proteins, the assignment for Histone H1 was unknown,
so we performed the chemical shift mapping manually to ob-
tain a reference solution. Due to ambiguities inherent with
chemical shift mapping, especially using only 2 peak lists,
we produced both an ambiguous mapping, and for testing
purposes, our best guess unambiguous mapping.

The peak lists of hBclXL, UbcH5B, and histone H1 were
edited to introduce errors. To obtain errors due to over-
lapped peaks, peaks within the same peak list that have
∆δN ≤ 0.1 ppm and ∆δHN ≤ 0.01 ppm were merged into a
single peak. Such peaks would likely appear as a single peak
when viewing the spectra. Multiple peaks could be merged
into a single peak. Such merges in the target list will result
in at most only one of the peaks being mapped. In hBclXL,
5 residues had identical chemical shifts in the target list.
After merging, hBclXL had 136 peaks in the reference list
and 122 in the target. UbcH5B had 127 in the reference and
123 in the target. There were no changes to the Histone H1
lists. To simulate noise peaks, in each peak list, we intro-
duced noise peaks in the range of the N and HNchemical
shifts, 99-133 ppm and 6.25-10.75 ppm, respectively. Unless
stated otherwise, the number of noise peaks added to each
peak list is equal to 10% of its size prior to the addition.

2.4.2 NOESY Peak Simulation
NOESY peaks were simulated using the contacts in the 3D

structure (within 4.5Å), N and HNchemical shift values from
the target peak list, and Hα chemical shift values from either
ShiftX predictions [19] or from the BMRB. For hBclXL, we
used the protein threading server LOMETS [35], to obtain a
3D structure. The structure chosen among the possibilities
returned by LOMETS was the one that used PDB ID: 1LXL
as the threading template. It consisted of 178 residues after
the flexible loop region was removed. ShiftX was used to
obtain the Hα chemical shift values. For Ubch5b, we used
the structure named“ubch5b-not4 1.pdb”that was provided
with the peak lists, and ShiftX for the Hα chemical shifts.
The structure consisted of 147 residues. For histone H1, we
used PDB ID: 1UST for the structure and BMRB entry:
6161 for the Hα chemical shifts. It consisted of 92 residues.
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A global offset to calibrate the N, HN chemical shifts of
the NOESY against the same shifts in the target HSQC is as-
sumed to have already been obtained from a calibration step,
so we simulated only local calibration errors. Local calibra-
tion noise, randomly distributed between 0 and 0.15 ppm
for N, 0 and 0.015 ppm for HN , were introduced to NOESY
peaks. Compared to resonance assignment, global calibra-
tion can be performed manually relatively quickly. Similar
to our previous work, missing inter-residue contacts were
introduced with the following probabilities (0, 0.05, 0.21,
0.41, 0.51) for contacts within the following distances (1.0,

2.0, 3.0, 4.0, 4.5)Å, respectively. Missing intra-residue HN -
Hα contacts were introduced with probability 0.05. With
size 10% of the number of NOESY peaks, NOESY peaks
corresponding to noise were added in the range 99-133 ppm
for N , 6.25-10.75 ppm for HN , and 2-6 ppm for Hα.

2.4.3 Protein 3D Structures
The 3D structure for NOESY peak simulation shall be

referred to as the target structure. This structure corre-
sponds to the NMR data and is unknown to the assignment
algorithm. The homologous structure used as input to the
assignment algorithm shall be referred to as the template
structure. The homology-modeling server SWISS-MODEL
[3, 13, 20] was used to obtain the templates. Reduce [34]
was used to add the coordinates of hydrogen atoms to the
templates. As input to SWISS-MODEL, the template used
for hBclXL was PDB ID: 3FDL. It consisted of 154 residues.
Residues 27 to 82 were not present in the PDB. The 3D
superposition between the target and template is 13.6Å.
However, if only residues 85-194 are considered, the struc-
ture alignment is 2.3Å according to the program CE [27].
The template for Ubch5b was 2ESK, which consisted of 147
residues. The superposition is 2.4Å, where all residues are
aligned. The template for histone H1 was 1YQA, which
consisted of 85 residues. The superposition is 4.9Å, but the
structure alignment is 2.0Å, using residues 9-82.

3. RESULTS AND DISCUSSION
The peak mapping results are described first followed by

the results of resonance assignment.

3.1 Ambiguous Peak Mapping
Table 1 compares the accuracy between the greedy algo-

rithm with PeakWalker. Different values for the maximum
number of candidate residues were tested with greedy. Only
a select few are shown. Accuracy is defined as the number
of target peaks whose possible mappings contain the correct
residue divided by the number of peaks with mappings in-
cluding noise peaks. Since one could predict mappings for
only a few peaks and still have high accuracy, we have also
included the number of peaks whose mappings contain the
correct residue. The numbers are averages over 10 trials,
where each trial used different noise peaks. The average
number of residues predicted per peak varied by at most 0.1
in the trials (not shown). For Histone H1, the accuracy for
the ambiguous peak list case is defined as the number of tar-
get peaks whose mappings include all the possible residues
divided by the number of peaks with mappings. In general,
PeakWalker has comparable or better accuracy, and com-
parable or more correct predictions with fewer candidate
residues per peak.

The peak lists of hBclXL contained the most errors among
the proteins. Out of 136 peaks in the reference, only 114
had a complete path without any missing peaks between
the reference and target. 12 residues did not have any peak
in the reference list, but had peaks in the other lists. There
was one residue with a jump of length 2, and 3 residues
with a jump of length 3. There were no jumps longer than
3. Despite not explicitly modeling jumps of length 3, on
average PeakWalker got 2.4 of those mappings correct. For
UbcH5B, all the target peaks had corresponding peaks in
the reference. There were 2 jumps of length 2, and 4 jumps
of length 3. On average, PeakWalker got 3.2 out of those 4
correct. There were no jumps in histone H1.

We also tested hBclXL using only 6 peak lists instead of 11
by taking every other list. This corresponds to performing
fewer NMR experiments. The accuracy decreased slightly
to 95.7% with 114.9 correct predictions. hBclXL was also
tested with no overlapped peaks merged in the input. This
corresponds to the result if all overlapped peaks could be
predicted. For this test, at a cost of optimality, the gap
was set to 4% to keep the run time to less than 5 mins
per trial on an Intel Core 2 Duo T9300 laptop with 3 GB
RAM. Nevertheless, the accuracy was 98.7% with an average
number of correct mappings of 138.0 (an increase of over 21),
at an average of 1.7 residues per peak. This indicates that
peak overlap can hide many peak mappings, which can be a
problem if these residues are involved in binding. However,
binding residues tend to have chemical shift changes upon
binding, so to completely hide such a residue, every time it
moves there must exist at least another peak with similar
chemical shift to overlap it. In the case of hBclXL, peak
overlap masked only the target peak of one known binding
residue with significant shift changes, but the residue’s other
peaks were not masked.

Table 2 displays the results of a noise test on hBclXL.
The results are averages over 10 trials. The number of noise
peaks added ranged from 0 to 50% of the number of peaks
prior to addition. All the tests in Table 1 had 10% noise.
The accuracy at 10% is actually slightly larger than the ac-
curacy at 0% because by chance, some noise peaks provided
alternative paths from the target peak to its correct refer-
ence. Accuracy depends on the location of the noise peaks
relative to non-noise peaks. In general, the number of cor-
rect predictions and the accuracy decreases with increasing
noise, but the decrease is relatively graceful for randomly
distributed noise.

3.2 Resonance Assignment
To compare the combined NOE and resonance assignment

approach of PeakAssigner with the method in our previous
work, we ran both on data simulated from structures with
the PDB identifiers: 1KA5, 1EGO, 1G6J, 1SGO, and 1YYC,
which were part of the test set in our previous work. Rather
than using the simulated data provided by the authors of
the CR method, which was done in our previous work, we
simulated the data ourselves so that we could trace the re-
sults back to the data. In this test, the mappings of all
peaks contained the correct residue and the Hα assignments
were known. NOESY peaks were simulated using chemical
shift data from the protein’s BMRB entry: BMRB 2030 for
1KA5, 491 for 1EGO, 5387 for 1G6J, 6052 for 1SGO, and
6515 for 1YYC.

The results are given in Table 3. Each PDB file contained
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Table 1: Comparison between Greedy and PeakWalker. The numbers are averages over 10 trials. Accuracy is defined

as the number of target peaks whose mappings contain the correct residue divided by the number of peaks with

mappings including noise peaks. Avg Num Res is the average number of residues predicted per peak with a mapping.

Results for the best guess unambiguous mapping (U) and the ambiguous mapping (A) are given for Histone H1. The

mappings for a peak is correct in the ambiguous case if it contains all possible residues.

Protein Method Num

Correct

Num Correct

Range

Acc

(%)

Acc Range

(%)

Avg Num

Res/Peak

hBclXL Greedy 110.9 110-111 95.7 94-96.5 1

Greedy 111.1 111-112 90.7 89.5-91.7 1.7

PeakW 116.3 116-117 96.8 95.9-97.5 1.4

Ubch5b Greedy 114.6 113-115 94.2 91.5-96.7 1

Greedy 116.9 116-118 94.4 93.5-95.2 1.2

Greedy 120.8 120-122 97.2 96-98.4 1.5

PeakW 120.4 119-123 98.1 96.0-99.2 1.2

Histone H1U Greedy 78.1 76-83 91.4 89.4-93.3 1

Greedy 83.0 83-83 95.5 94.3-96.5 1.5

PeakW 85.1 85-86 99.3 97.7-100 1.3

Histone H1A Greedy 72.0 72-72 82.8 80.9-83.7 2.0

PeakW 76.0 76-76 88.8 87.4-89.4 1.3

Table 2: Results for PeakWalker on hBclXL with various noise levels. The results are averages over 10 trials.

Noise

(%)

Num

Correct

Num Correct

Range

Acc

(%)

Acc Range

(%)

0 116 116-116 96.7 96.7-96.7

10 116.3 116-117 96.8 95.9-97.5

20 115.8 115-117 95.8 95-97.5

30 115.5 114-116 94.9 91.9-97.5

40 115.2 114-116 95.3 93.4-96.6

50 115.2 113-117 93.5 91.1-95.1

multiple 3D models. The table shows the average result from
using every pair of structures, where one was the template
structure and the other was the target. The noise level is
defined as the number of NOESY peak matches divided by
the number of contacts. With the exception of 1G6J, which
has a low noise level, our new method was better, especially
when the noise level increased. We also tested 1SGO with
different noise levels by using different values for the match
tolerance (data not shown). For a noise level of 4.6, the old
method was 0.5% more accurate, but for noise levels from
5.5 to 10.3, the new method did 0.2 to 4.2% better. Larger
proteins typically have higher noise levels due to increased
peak overlap.

Table 4 shows the assignment results for hBclXL, UbcH5B,
and histone H1. The values are averages over 10 trials, where
each trial is a different NOESY peak simulation. Peak map-
pings were obtained from PeakWalker, and the unambigu-
ous reference mapping was used to measure the accuracy on
histone H1. As expected, the resonance assignment accura-
cies were slightly less than those for the input many-to-one
mappings. However, the number of correct assignments for
hBclXL and histone H1 was less than expected when com-
paring to Table 1. This is likely due to differences between
the contacts in the template and target structures. Their
superpositions were greater than that for UbcH5B, and the
templates had fewer residues than the target. When we used
the target as the template structure for resonance assign-
ment, the number of correct assignments increased to 110.8
for hBclXL and 72.3 for histone H1. Other types of errors,
such as missing NOESY peaks, had only a small influence on

the number of correct assignments. Another factor is that
our accuracy definition did not take into account peaks that
were assigned to the wrong amino acid, but have almost
identical chemical shift to the correct target peak of that
amino acid. When this is taken into account, the number
of correct assignments increased by about 2.6 for hBclXL.
There was no change for histone H1 because the peak lists
had no merged overlapped peaks.

Despite using ambiguous induced Hα chemical shift as-
signments for each HSQC peak, the accuracies of the HN -
Hα assignments are over 60%, even with a 5% Hα missing
rate. Nevertheless, the results for hBclXL that used only
HN -HN indicate that resonance assignment accuracy is not
necessarily impacted significantly if Hα is not used.

Table 5 shows the resonance assignment results for hBclXL

with different many-to-one input mappings. When the num-
ber of candidate residues per peak increased, the accuracy
and the number of correct assignments decreased. However,
the decrease was much more pronounced for the input with
poorer accuracy. The decrease in the other case was mini-
mal. Thus, erring on producing extra possible mappings is
less detrimental if it can be done accurately.

Once resonance assignment has been performed, one can
compute the chemical shift change between each target peak
and their assigned reference peak. Residues with large changes
might indicate their involvement in binding. Figure 3 shows
the chemical shift changes of the residues of hBclXL. For this
protein, residues with large changes are involved in binding
or near binding residues, but this is not always the case for
all proteins because changes can also be attributed to al-
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Table 3: Comparison between the old assignment method in [11] and the new method. The noise level is defined

as the number of NOESY peak matches divided by the number of contacts. The accuracy is the number of correct

one-to-one mappings divided by the number of mappings. NOE assignment accuracy is the number of correct NOESY

peak to contact assignments divided by the number of assignments. The NOE assignment accuracy is only for the new

method because the old method does not do NOE assignment.

PDB ID 1KA5 1EGO 1G6J 1SGO 1YYC

Noise (X) 5.6 5.3 3.8 8.2 7.6

Acc New (%) 100 95.6 93.5 87.9 95.2

Range New (%) 100 89.9-100 93.1-94.4 81.8-99.3 90-99.4

Acc Old (%) 100 92.8 94.4 86.7 89.4

Range Old (%) 100 89.9-97.5 94.4-94.4 76.7-96.3 75.5-96.8

NOE Acc (%) 92.6 89.0 94.2 86.6 89.8

Range NOE (%) 91.0-94.0 79.4-94.7 92.3-96.2 81.8-93.5 84.9-94.2

Table 4: One-to-one resonance assignment results from PeakWalker input. The input many-to-one mappings for

hBclXL had a 96.7% accuracy with 116 correct and 1.3 residues per peak on average. The input for UbcH5B had

values of 98.3%, 120, and 1.2. The input for histone H1 had values of 98.8%, 85, and 1.3. The results are averages over

10 trials, where each trial is a different NOESY simulation. The unambiguous reference mapping was used to measure

the accuracy for histone H1. The NOE assignment accuracy for each contact type is defined as the percentage of the

number of contacts of the given type that is assigned to the correct NOESY peak. ∗ The last column shows the results

of using only HN -HN contacts for hBclXL.

Protein UbcH5B Histone H1 hBclXL hBclXL
∗

Num Correct 119.5 66.2 101.9 99.8

Num Correct Range 119-120 65-67 101-103 99-101

Acc (%) 98.0 94.7 95.6 94.5

Acc Range (%) 97.5-98.4 92.9-95.7 94.4-97.2 93.5-95.2

Num HN -HN Correct 157 114 116.1 118.3

Acc HN -HN (%) 92.7 90.9 90.0 86.3

Num HN -Hα Correct 168.2 104.9 128.6 0

Acc HN -Hα (%) 75.6 65.4 63.1 0

Table 5: One-to-one resonance assignment results for hBclXL with different input many-to-one mappings. The results

are averages over 10 trials, where each trial is a different NOESY simulation.

Num Correct Input 111/123 111/123 111/115 111/115

Avg Num Res/Peak 2.3 3.3 2 3

Num Correct Output 92.2 86.3 95.1 94.3

Num Correct Range 90-95 80-93 93-97 93-96

Acc (%) 91.8 86.5 94.6 94.3

Acc Range (%) 89.1-95.0 79.2-93.0 92.1-96.9 92.1-96.0
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losteric changes. Except for 2 residues involved in binding,
the reference solution and PeakAssigner agree. Residue 196
was not in the input structure for assignment, and the peak
for 192 was not in the target peak list. However, 192 was
correctly predicted as missing its peak by PeakWalker, and
correctly predicted as having a large shift change using its
peaks in the other peak lists. Once putative binding residues
have been identified, additional tests and experiments are
necessary to validate their role in binding, if any.

Even with NOE information, a one-to-one mapping for
all residues is not always possible. Our approach, however,
facilitates an iterative semi-automated approach. Once as-
signments and paths have been verified, perhaps using ad-
ditional information, the variables corresponding to those
peaks and residues can be removed from the BIPs, and then
PeakWalker and PeakAssigner can be rerun. Both programs
can return multiple near-optimal solutions to account for
ambiguity.

Drug screening is expensive in terms of both time and
money. By automating chemical shift mapping and reso-
nance assignment using only 15N-HSQC spectra and 15N-
NOESY, without the more expensive 13C-labeled data, Peak-
Walker and PeakAssigner are steps towards high-throughput
NMR studies.
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ABSTRACT
Tandem repetitions within protein amino acid sequences of-
ten correspond to regular secondary structures and form
multi-repeat 3D assemblies of varied size and function. De-
veloping internal repetitions is one of the evolutionary mech-
anisms that proteins employ to adapt their structure and
function under evolutionary pressure. While there is keen
interest in understanding such phenomena, detection of re-
peating structures based only on sequence analysis is con-
sidered an arduous task, since structure and function is of-
ten preserved even under considerable sequence divergence.
In this paper we present PTRStalker, a new algorithm for
ab-initio detection of very fuzzy tandem repeats in protein
amino acid sequences. In the reported results we show that
by feeding PTRStalker with amino acid sequences from the
UniProtKB/Swiss-Prot database we detect novel tandemly
repeated structures not captured by other state-of-the-art
tools.

Categories and Subject Descriptors
H.3.3 [INFORMATION STORAGE AND RETRIEVAL]:
Information Search and Retrieval; J.3 [LIFE AND MED-
ICAL SCIENCES]: Biology and genetics

General Terms
Algorithms

Keywords
Tandem repeats, amino acid tandem repeats, protein se-
quence analysis, repetitive structures

1. INTRODUCTION
In a seminal paper of 2001 M.A. Andrade and co-authors [1]
observe that repetitive subsequences that appear tandemly
often form integrated assemblies when viewed in their three-
dimensional corresponding conformation, as they often con-
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fer multiple binding opportunities and play a structural role
in the protein. Moreover, tandemly repeated structures con-
stitute a different class from domains and motifs that appear
singly in each protein (while they can be repeated across
families of protein). M.A. Andrade and co-authors also re-
mark that repeats in protein sequences are usually hard to
detect because of their relatively (on average) short length
and because of their considerable -inherent- sequence diver-
gence.

A study of 1999 by Marcotte et al. [17] indicate that inter-
nal subsequence repetitions in proteins primary structure are
quite widespread, they have been noticed in about 14% of
all the known proteins, with eukaryotic proteins being three
times more as likely to have internal repeats than prokary-
otic ones. The distribution of TRs in protein families and
the mechanisms of protein TR formations are discussed in
detail in [4].

From a theoretical point of view almost any approach that
works for a 4-characters alphabet (DNA) could also be ap-
plied to the 20-characters amino acid alphabet and indeed
some methods are developed for ”generic”biological sequences
(e.g. [6]). In practice, there are differences between protein
sequences and DNA sequence, and the way they can be an-
alyzed. Protein sequences tend to be shorter (at most of
the order of 104 amino acids) than DNA sequences (often of
the order of 106 nucleotides and more). In proteins assign-
ing a score to an amino acid substitution is important, and
finally repetitions in amino acid sequences tend to be very
divergent, since the same structural role can be maintained
even with little sequence conservation. Also, empirically,
we observe that the tools for detecting (tandem) repeats for
DNA and for proteins constitute two rather distinct fam-
ilies, often employing completely different characterization
and algorithmic approaches.

In [24] we presented TRStalker, an algorithm designed, de-
veloped and tuned to detect fuzzy tandem repeats in DNA
sequences. In view of the biological relevance of tandemly
repeated subsequences in proteins, we worked on an evolu-
tion of TRStalker, modified and tuned to work with protein
sequences in order to detect amino acid (aa) tandem re-
peats, by incorporating amino acid similarity information
deep into the algorithmic framework. Amino acid substi-
tution matrices (such as the PAM and BLOSUM families
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of matrices, based on known evolutionary changes of amino
acids in proteins) are usually expressed in terms of a similar-
ity score between amino acids. In the framework we present
here, we use the notion of weighted edit distance between
sequences, thus converting standard similarity scores into
distance weights. Interest in metric-space search and index-
ing in bioinformatics [19] has been recently rekindled since
one can tap on a vast array of efficient metric-based generic
methods developed over the years, thus reducing the need
for developing ad-hoc searching and indexing algorithms for
each new similarity measure. A technique for turning BLO-
SUM log-likelihood similarity matrices into corresponding
metric space was proposed in [9], while a second method
to turn PAM log-likelihood similarity matrices into a corre-
sponding metric space was proposed in [31]. It is also possi-
ble to define new metrics over amino acids by first mapping
each amino acid into a real vector space (see e.g. [2]) and
then applying one of the many possible metrics associated
to a real vector space. For this reason we generalize the def-
inition of tandem repeat in order to incorporate this larger
class of metrics in the proposed algorithm.

PTRStalker, the novel algorithm we developed, has been
compared against competing state-of-the-art methods over
large collections of proteins (UniprotKB/Swiss-Prot) as well
as on membrane channels proteins and on selected families
of proteins known to contain long fuzzy TRs. We found out
that 19.58% of the protein listed in UniPtotKB/Swiss-Prot
have significant fuzzy TRs. We could find fuzzy TRs, not
detected by competing methods, in Human Titin (striated
muscles). For the Chlorine channel protein ClC-0 (mem-
brane transport) we show that PTRStalker can detect known
symmetries while competing methods do not. The output
of our analysis of protein sequences has been collected into
a publicly available database, that will be continuously up-
dated in order to provide useful insight to researchers inter-
ested in protein sequence analysis.

The outline of the paper is the following: after a short intro-
duction on the algorithms developed for detecting tandem
repeats in protein sequences (Section 2), in Section 3 we
introduce and describe PTRStalker procedural approach in
detail. Section 4 describes the experiments we performed to
evaluate the metric chosen, and the results our algorithm
obtained, while Section 5 concludes.

2. STATE OF THE ART
The first methods developed for finding TRs in proteins
are based on detecting sub-optimal alignments in the self-
alignment matrix generated by the Smith-Waterman algo-
rithm. Some examples are Internal Repeat Finder [17, 25],
RADAR [10], REPRO [11, 26] and TRUST - Tracking Re-
peats Using Significance and Transitivity [29], even if they
often detect both tandem and interspersed repeats. More
recently Newman and Cooper proposed XSTREAM [22],
which uses a seed expansion approach, Jorda and Kajava
proposed T-REKS [13], which uses a clustering approach
based on k-means, while Sokol et al. [28] proposed TRED,
which is based on an estimation of edit distance between
strings. The systems HHrep [27] and HHRepID [3] are in-
stead based on building and matching Hidden Markov Mod-
els for the repeating substrings to be sought (not necessar-
ily tandem). Some approaches based on neuronal networks

aim at detecting particular repetitive structures. For exam-
ple, in [23], Palidwor et al. develop a classification tech-
niques for detecting alpha-rods repeats, a specific repetitive
structure. A meta searching approach that combines the
output of different algorithms has been also proposed, for
example in the tool REPPER [8]. With a few notable ex-
ceptions (see e.g. [6]) all these methods specialize on pro-
tein sequences. Among the -few- databases reporting protein
repetitive subsequences we recall ProtRepeatsDB [14], a re-
lational database of perfect and mismatch repeats, which
also provides cross species comparisons of different types of
amino acid repeats.

3. PTRSTALKER
In this Section we describe PTRStalker, an evolution of
the algorithm TRStalker [24] we developed for finding TRs
within DNA sequences. Whereas TRStalker and PTRStalker
use the same overall procedural approach to detect tandemly
repeated subsequences, PTRStalker has been opportunely
tuned for detecting TRs in protein sequences. In particular,
the main differences are in the formal definition of a tandem
repeat, in the metrics used, and in the q-grams matching pol-
icy (see below). However, the overall idea still holds: TRs
are detected by (i) first finding a set of candidate periods,
(ii) then finding a set of candidate pairs (period, starting
position), and (iii) finally verifying if in a particular posi-
tion there exists a TR according to the precise mathematical
definition adopted (see below). To make this paper self con-
tained, after introducing a few working definitions we will
recall the general structure of the algorithm presented in
[24], describing the innovative parts PTRStalker has.

3.1 Preliminaries
In order to extend the methodology used in [24] by incorpo-
rating amino acid similarity information encoded in similar-
ity matrices, we need to perform two tasks: define a weighted
edit distance, and suitably modify the tandem repeat defini-
tion so to obtain a Weighted Steiner Simple Tandem Repeat
(Weighted Steiner STR). We give here details for the BLO-
SUM metric space as defined in [9]. The extension to other
metrics is straightforward.

BLOSUM-weighted edit distance. We incorporate the
definition of BLOSUM-derived edit distance between two
strings as follows; the cost of indel operations is equal to
1, while the cost of substitutions depends on the involved
characters. Since BLOSUM matrix entry Mij defines the
level of similarity between characters i and j, and not their
distance, the cost Cij of a substitution between characters i
and j is computed, according to [9], as the ratio:

Cij =
Dij

Dmax

where

Dij =Mii +Mjj − 2Mij ,

Dmax = max
i∈Σ,j∈Σ

Dij
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and Σ is the amino acid alphabet. Since Dij represents
the non-normalized distance between two characters, we use
Dmax, representing the maximum distance between two char-
acters, as the normalization value so to obtain the normal-
ized weight Cij ∈ [0, 1]. In [9] it is shown that these weights
are consistent, since they almost always satisfy the triangu-
lar inequality.

BLOSUM-weighted Steiner-STR. Let DB(a, b) be the
BLOSUM-derived edit distance between strings a and b com-
puted by using the BLOSUM-derived weights defined above.
In order to give meaningful limits to the divergence of strings
under this metric we need to define its behavior for random
pair of amino acid strings. For the expected edit distance
of two strings no analytic formula is known even in the un-
weighted case. Even if the theory of Karlin and Altshul [15]
could give some insight, the issue of extending this method-
ology to the case of tandem sequences is not trivial. Thus
we decided to estimate DB(a, b) with an experimental ap-
proach, by generating a suitable number of random strings in
which the probability of amino acid substitution is consistent
with the BLOUSM data, and by measuring the weighted
edit distance for a given error level. Alternatively, a rough
estimate can be obtained as follows. We approximate the ex-
pected BLOSUM-derived edit distance of two random amino
acid strings with its correspondent BLOSUM-derived Ham-
ming distance (ie. we disregard insertions and deletions).
We define with E(C) the expected substitution cost among
two amino acids due to the cost matrix C. Thus two ran-
dom amino acid stings of length p = |a| = |b| are at expected
distance pE(C). If we allow only a percentage µ of substitu-
tions we obtain an estimated weighted distance of µpE(C).

A BLOSUM-weighted Steiner-STR is defined as a string
X = x1x2..xt for which two conditions hold, for a user
defined error parameter 0 ≤ µ ≤ 1, and constant c with
1 ≤ c ≤ 2:

(a) for each i ∈ [1, .., t− 1], DB(xi, xi+1) ≤ cµ|xi|E(C)

(b) there exists a Steiner string x̄ ∈ Σ∗ so that for each
i ∈ [1, .., t], DB(x̄, xi) ≤ µ|xi|E(C)

Intuitively, in a BLOSUM-weighted Steiner-STR the TR
consists of t duplications of a single Steiner consensus string
x̄ with at most µ times the number of mutations one would
expect from random strings of the same length (condition
(b)). Moreover consecutive copies of the mutated string do
not diverge too much w.r.t. each other, at most cµ times the
number of mutations one would expect from random strings
of the same length (condition (a)). Note that condition (a)
is vacuous for µ ≥ 1/c. The choice for the constant c de-
pends also on the level of divergence. For protein repeats
with low divergence c = 2 is a sensible choice since two
copies at distance µ|xi|E(C) from x̄ are also at distance at
most 2µ|x̄|E(C) from each other by the triangular inequal-
ity. Thus (a) is a necessary condition for (b). For the higher
level of divergence we are interested in (µ = 0.3), the value
c = 2 is too loose and we use a lower value c = 1.5, so
to maintain a good filtering ability of condition (a) and to
avoid having as a possible solution a TR where the consec-
utive pairs may have a very irregular divergence. Note that

the standard TR definition for the unweighted edit distance
corresponds to a matrix with cost 1 for each substitution.

Homologous q-grams. Let I be a finite subset of non-
negative integers. We call I an index set. The span of I is
span(I) = max{i− j|i, j ∈ I}, the position of I is pos(I) =
min i ∈ I, and the shape of I is shape(I) = {i−pos(I)|i ∈ I}.
When |I| = q and span(I) = s, the shape of I belongs to
the class of (q, s)-shapes. Any set of non-negative integers
Q containing 0 is a shape. For an alphabet Σ (the 20 amino
acid letters in our case), a string S ∈ Σ∗ of length n can
be seen as a function defined over [0, .., n − 1] with values
in Σ, and for any subset I ⊂ [0, .., n − 1] the restriction of
S to I, denoted by S[I], is a substring of S. Given any
shape Q in the class of (q, s)-shapes, all sets I ⊂ [0, ..n− 1]
such that shape(I) = Q, form the set of Indexes(Q,n).
We can use elements from the Indexes(Q,n) to generate
restrictions for the string S. An index set I such that |I| = q
and span(I) = q − 1 is called an ungapped q-gram since its
shape is shape(I) = [0, ..q − 1]. If we have an index set J
with |J | = q and span(J) = s ≥ q we have a gapped q-
gram since its shape is formed of non consecutive integers.
As noted in [5] gapped q-grams are strictly more powerful
than ungapped ones. In order to generate a population of
candidate periods we consider now all possible (q, s)-shapes
with q = 3 and s = 4, 3, 2. Denoting with − the gaps and
with # symbols from Σ, (the first and last positions must be
always #), we have the (3, 4)-shapes ##−−#, #−#−#,
and #−−##; the (3, 3)-shapes #−##, ##−#; and the
(3, 2)-shape ###.

Gapped q-grams (also called spaced seeds) have been used
in [12, 16, 30] to speed up homology search. In these papers
much larger values of q and s are used in order to attain sen-
sitivity. Therefore the key problem for them becomes how
to select one (or a few) effective seed out of an exponentially
large family (for s and q). Since we use small values of (q, s)
we do not have this seed selection problem and we can afford
to use a complete family, formed by 6 seeds only.

In defining the notions of homologous q-grams for amino
acid sequences we take into account the fact that functional
properties of proteins are preserved even under considerable
sequence substitutions. The BLOSUM similarity matrices
give a quantitative definition of the allowed amino acid sub-
stitutions. Given two index sets I1, I2 ∈ Indexes(Q,n), we
call them matching (or homologous in S, if S[I1] and S[I2]
have two identical symbols in corresponding positions while
the symbol in the remaining position can be different in the
two strings but within ranking z of each other as given by
the BLOSUM similarity matrix (that is, the one symbol is
among the top z most similar symbols to the other one, and
vice versa). The slackness parameter is z = 1 when we want
exact match, and z = 3 and z = 5 when we allow more sub-
stitutions. The value |pos(I1)− pos(I2)| is called the period
of the match.

Note that, by considering the z amino acids closer to a given
amino acid, we introduce a discrete ranking in the metric
space. Alternatively one could choose a fixed radius and
consider all amino acids within that radius. We performed
dedicated experiments in order to choose the right approach
and the results (not shown here) indicate that there is almost
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no difference in the two approaches. We decided to adopt the
discrete ranking approach because choosing suitable radii
implies ad-hoc dependance on the specific metric.

Anti-smear weighting. The anti-smear weighting tech-
nique allows to cope with the fluctuations in the period of
matching q-grams introduced by insertion and deletions of
amino acids in a sequence. If q1 and q2 are occurrences of
homologous q-grams in X at distance k, before the implant
of mutations, the effect of insertion and deletions on the po-
sitions of the string X between q1 and q2 is to alter their
distance so that a different period k′ is detected. The dif-
ference k − k′ is equal to the algebraic sum of number of
insertions and deletions in the positions between q1 and q2.
Assuming that any such position can be an insertion or a
deletion independently with the same probability, the ran-
dom variable k − k′ is distributed as a sum of independent
r.v. with values in {+1,−1, 0} with mean value 0, thus, by
a Chernoff bound argument, its tail distribution decays ex-
ponentially [20, 21]. Also near-by probes in X have small
variations in the value of the shift k − k′. Inspired by the
above observation we devise a weighting scheme that incre-
ments the total weight of period k if another period of value
k̄ is discovered in a near-by position, with weights that decay
exponentially with |k − k̄|.

Let q be a q-gram in the input string Y at position i. Let
q1, .., qh be the next h occurrences of q in Y following the
occurrence at position i. The h corresponding detected dis-
tances are kg = jg − i, for g ∈ [1, ..h]. For the period kg, we
increment its weight:

w0(kg) = w0(kg) + 1 +
∑
k∈Q

2−|kg−k|, (1)

where Q is a queue holding the last H detected distances
in the sequential scan of the input string Y . This way, the
final weight w0(k) for a given period k is the sum of the
individual anti-smear weights computed above for probes at
distance k. After the weight update, we enqueue all h values
kg in the queue Q, and we dequeue an equal number h of
items.

Multiplicity weighting. The goal os this technique is to
strengthen the signal when the TR is made by more than
two repeating units. Let w0(k) be the weight of the period
k as assigned by the anti-smear weighting procedure. As
observed before for a TR with a large number of copies we
will find also integer multiples of k with a relatively high
frequency. We take advantage of this fact and compute new
weights:

w1(k) =
∑
h≥1

w0(hk). (2)

The candidate periods are then sorted by the weight w1(.),
and processed in decreasing order.

Positional k-density. We further exploit the property of
TRs for which the same period is detected by probes in
near-by positions. The positional k-density is the density of
probes that contribute to the counter for the candidate pe-
riod k. Let k be the period under investigation. Consider the
setKk of the positions of those q-grams (i.e. substrings of Y )

that contribute to the weighting of k through the multiplic-
ity weighting. In order to avoid double counting we always
take the position of the first of the two matching probes.
Note that, if a position is shared by several pairs of probes
it will be counted only once. Let f : [1, .., |Y |] → {0, 1} the
characteristic function that for each position in Y denote the
membership of that position to Kk. Consider the k-window
smoothing of f : F (i) =

∑i+k
j=i f(j) that computes the k-

smoothed density of the function f , for i ∈ [1, .., |Y | − k].
Finally we define a threshold t(k) proportional to the average
k-density by a user-defined constant, and we consider as a
candidate position set CP (Y, k) = {i ∈ [1, .., |Y | − k]|F (i) ≥
t(k)}. The output of this positional density computation is
a sequence of pairs (k, i) where k is a candidate period and
i a candidate position.

TR validation. We take each candidate pair (p, i) and
explicitly test whether there is a TR of period p starting in
position i according to the definition used, by using an align-
ment technique based on the well-known Smith-Waterman
algorithm. In this phase, besides validating the TRs, we
discover the (fractional) repetition number of the TRs even-
tually extracted. Finally, we check for inclusion the TRs
found and we filter out those TRs completely enclosed in
another one. For TRs in the same position and length but
different period we report the TR with shorter period.

Let Y be the input string:
1. L = 50, K,T = {}
2. for each Yj in block(Y )
3. for each P i in findGappedQGrams(Yj)
4. K′ = periods(P i)
5. for each k in K′

6. w(k) = updateWeight(k, i)
7. if !((k, i) ∈ K)
8. K = K ∪ (k, i)

9. K̃ = posDensity(K)

10. K̃L = getTopPeriods(K̃, L)

11. for each (k, i) in K̃L

12. t = getTR(k, i)
13. if verifyTR(t)
14. T = T ∪ t
15. for each t ∈ T
16. if (!maximal(t) || !minp(t))
17. T = T \ t
18. return T

Figure 1: PTRStalker algorithm scheme.

3.2 The algorithm
In the following we will go through the high level pseudocode
of PTRStalker, reported in Figure 1), explaining each phase
and function in detail.

Step 1. The number L of candidate periods to examine
is empirically set to 50, while the set of candidate pairs K,
and the set of TRs T to be given as output are initialized as
empty sets.
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Step 2. The function block(Y ) splits the input sequence
Y into n blocks Yj , 1 ≤ j ≤ n, of predefined length (we
used a value of 2000 aa). We limit our computations within
a block so to avoid counting q-grams when they are too
far to be involved in a TR local to the block. For TRs
stranding across blocks we adopt mechanisms to carry over
useful information from one block to the next one.

Steps 3–4. The candidate periods are found by detecting
the distance (counted in amino acid positions) among ho-
mologous q-grams. Because of the presence of substitutions,
insertions, and/or deletions, many instances of q-grams will
be probably affected by error and a match could be missed,
thus reducing the frequency counts for the candidate period
k. In order to cope with this effect, for each block Yj , func-
tion findGappedQGrams(Yj) records for each occurrence
of a gapped q-gram P i in Y its distances K′ to the next 5
occurrences (candidate periods) and its starting position i in
Y . Note that the candidate periods will be processed later
in order of cumulative weight.

Steps 5–8. For each period k detected by a q-gram at
position i, the function updateWeight(k, i) increments the
weight w(k) of the period k ∈ K′ by applying the two
weighting techniques presented before: the anti-smear weight-
ing technique to cope with the fluctuations in the period of
matching q-grams introduced by insertion and deletions of
amino acids in a sequence (see Equation 1), and the multi-
plicity weighting (see Equation 2) to strengthen the signal
when the TR is made by more than two repeating units. For
computing the anti-smear weight as shown in Equation 1 we
empirically set h = 5 and H = 20. The candidate pair (k, i)
is then added to the set K, if it is not already present.

Step 9. PTRStalker further exploits the property of TRs
that the same period is detected by probes in near-by po-
sitions through the positional k-density. Thus, the function
posDensity(K) computes the density of probes that con-
tribute to the counter for the candidate period K, and then
cuts off for position with low density, returning those candi-
dates with higher positional density.

Step 10. Function getTopPeriods(K̃, L) ranks the periods
by weighted frequency and returns only the top L positions

in the set K̃L.

Steps 11–14. For each candidate pair (k, i), functions
getTR() computes a candidate TR of period k starting at
position i and verifyTR() verifies whether there is a tan-
dem repeat t of period k starting at position i according to
the definition of TR given, and if so t is added to the set
T . Recall that for a BLOSUM-weighted Steiner-STR we set
µ = 0.3 and c = 1.5. In this validation phase, the expected
BLOSUM-derived edit distance of two random amino acid
strings has been roughly approximated by its correspondent
BLOSUM-derived Hamming distance.

Steps 16–18. Finally, for each candidate tandem repeat
t ∈ T the function maximal() verifies whether t is included
in a longer TR, and possibly removes t from T , whileminp()
for TRs in the same position and length but different period
maintains only the TR with shorter period. The procedure
returns the set T as result.

Metric z = 1 z = 3 z = 5

BLOSUM 90 26.5 30.8 34.3
BLOSUM 70 31.8 38.7 40.7
BLOSUM 50 34.5 41.7 43.8

Edit 18.2 - -

Table 1: UniProtKB/Swiss-Prot database: percent-
age of protein sequences that contain at least a tan-
dem repeat with length ≥ 14.

Metric z = 1 z = 3 z = 5

BLOSUM 90 17.7 20.5 23.2
BLOSUM 70 21.6 25.6 26.1
BLOSUM 50 22.5 27.4 29.1

Edit 4.3 - -

Table 2: UniProtKB/Swiss-Prot database: percent-
age of protein sequences that contain at least a tan-
dem repeat with length ≥ 20.

The elements of T can be visualized and listed according to
different properties of the TR found: initial position, final
position, repeating unit size, number of repetitions, total
length, absolute divergence, mean divergence, etc.

4. EXPERIMENTS
In this section we report PTRStalker performance with the
use of a BLOSUM-based metric and the unweighted edit
distance. Furthermore we report a detailed comparison of
PTRStalker versus some state of the art algorithms. For
some of the experiments reported below, PTRStalker has
been run to analyze the UniprotKB/Swiss-Prot database of
protein sequences. More in detail, the version we used in
our experiments was UniProtKB/Swiss-Prot Release 57.15
of 02 March 2010 -henceforth called Swiss-Prot database,
that contains 515, 203 sequence entries.

4.1 Metric Evaluation
We performed a set of experiments to evaluate the effects
of BLOSUM-based metrics and q-gram similarity. For this
reason PTRStalker has been run on the first one thousand
sequences of the database, using the definition of BLOSUM-
weighted Steiner-STR. We also evaluated the influence of the
q-gram similarity matching parameter z. Table 1 reports
the percentage of sequences that contain at least a TR with
length ≥ 14 when using edit distance and BLOSUM-based
distance (three different matrices have been used: BLOSUM
90, BLOSUM 70, and BLOSUM 50). The table also show
the results obtained for different levels of q-gram similarity.
When z = 1 similarity is not considered: a q-gram is only
similar to itself. When z = 3, for every q-gram also the
two other more similar q-grams have been considered (the
total number is three), and so on. Tables 2, 3, 4 show the
results obtained when considering TRs with length ≥ 20,
≥ 30, and ≥ 40. The maximum sensitivity is attained for
almost all length classes with z = 5 and the BLOSUM70
matrix. The use of BLOSUM metrics more than doubles the
sensitivity for TR of length above 20 aa w.r.t the unweighted
edit distance.
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Metric z = 1 z = 3 z = 5

BLOSUM 90 5.7 6.4 7.8
BLOSUM 70 7.0 7.0 8.7
BLOSUM 50 7.1 8.4 8.8

Edit 2.2 - -

Table 3: UniProtKB/Swiss-Prot database: percent-
age of protein sequences that contain at least a tan-
dem repeat with length ≥ 30.

Metric z = 1 z = 3 z = 5

BLOSUM 90 4.3 4.9 4.9
BLOSUM 70 4.9 5.5 5.4
BLOSUM 50 4.9 5.7 5.7

Edit 1.8 - -

Table 4: UniProtKB/Swiss-Prot database: percent-
age of protein sequences that contain at least a tan-
dem repeat with length ≥ 40.

These experiments show that the use of BLOSUM based
metrics is effective in detecting longer fuzzy TRs.

4.2 Proteins With Very Long Tandem Repeats
In this experiments we compared PTRStalker with two state
of the art algorithms: XSTREAM [22] and T-REKS [13],
for the task of detecting very long tandem repeats (span-
ning more than 4000 aa). HHRep and HHRepID are less
suitable for this task since they report pairs of homologous
substrings, thus failing to report multi-repeating units. We
have selected 12 proteins from Swiss-Prot database for which
a tandem repeat of length ≥ 4000 aa has been detected
by PTRStalker. The data in Table 5 show that T-REKS
with the standard parameter setting for these long proteins
does not detect fuzzy TRs longer than 100 aa in 6/12 cases
(marked *), and, even when longer TRs are found, these
are often sub-TR of those found by the other to meth-
ods. PTRStalker and XSTREAM have a remarkable con-
sistence in detecting the location of the longest fuzzy TR
in 11/12 cases. Sometimes they differ in the periodicity,
since XSTREAM gives priority to higher repeat number
(and consequently shorter period), while PTRStalker prefers
TR with longer span (often attained with a lower copy num-
ber and longer period). One notable difference in the output
of PTRStalker and XSTREAM is for the Human Titin se-
quence (involved in the functioning of vertebrate striated
muscles). This protein is one of the longest and most com-
plex human proteins. Here PTRStalker is able to detect a
much longer TR (4-repeat, 1082-period) completely missed
by the other two methods.

4.3 Membrane Proteins
Membrane proteins perform a wide range of biological func-
tions including signal transduction and molecular transport.
Here we report the behavior of PTRStalker in detecting
fuzzy tandem repeats in two families of well known mem-
brane proteins: the Urea Transport Channels and the Chlo-
ride Channels.

4.3.1 Urea Transport Channels
Transmembrane transport protein biology is key to the un-
derstanding of many critical biological process such as ab-
sorption and distribution of drugs within the human body.
Transport proteins are basic component of transmembrane
channels and often exhibit interesting symmetries at the
structural level. Since experimental structural resolution
of membrane proteins is difficult one would like to extract
as much information as possible from the analysis of se-
quence data. In a set of experiments we tested the ability of
PTRStalker in detecting blindly known repetitive structures
in proteins of the Urea Transporter (UT) family [18]. Many
members of the UT family are known to have a dimeric
structure but the level of amino acid identity between ho-
mologous subsequences is rather poor. Here we employ the
metric based on the BLOSUM30 substitution matrices. For
the purpose of detecting long fuzzy dimeric structures in pro-
tein the tools XSTREAM and T-REKS proved unsuitable,
therefore we tested PTRStalker against the tools HHRep
and HHRepID. Results in Table 6 show that all three meth-
ods could detect the some dimeric structure of the four UT
proteins under examination. In the case of UT-A1 [Mus
musculus] PTRStalker attains a notably longer alignment
w.r.t those reported by the two alternative methods, there-
fore giving a result more consistent with the known structure
of that protein.

4.3.2 Chloride Channel ClC-0
CLC Channels are a family of membrane proteins whose
major action is to translocate chloride ions across cell mem-
branes. They have been subject to intense study since the
cloning and identification of this protein in the species Tor-
pedo marmorata (marbled electric ray) in 1990 [7]. This
first identified protein, denoted CLC-0 (UniProtKB locus
CICH TORMA, accession P21564), is 805 aa long. It is di-
vided into a pore domain in the region [49 – 507] and a
cytoplasmatic domain in the region [508 - 805]. The pore
domain has a diadic structure made of 18 alpha-helices or-
ganized in two symmetric groups of 9 alpha-helices each.
The cytopalsmatic domain contains two CSB subdomains
in positions [543 – 601] and [719 – 776]. Our hypothesis is
that by analyzing just the amino acid sequence we can gain
insight into the symmetries present in the structure of the
protein (at least at a high level). We submitted the ClC-0
sequence to PTRStalker, XSTREAM, T-REKS, HHrep and
HHrepID. As shown in Table 7, HHrep identifies two ho-
mologous regions in positions [542 – 597] and [718 – 770]
which coincide almost exactly with the CSB subdomains
and two (short) partially overlapping domains that do not
correspond to the global symmetry of the pore domain. In-
stead, PTRStalker discovers a tandem structure in positions
[8 – 289] [291 – 575] that covers most of the pore domain re-
specting its symmetry, and a tandem structure in positions
[517 – 627] [628 – 800 ] that extends the two CSB subdo-
mains. XSTREAM, T-REKS and HHrepID could not find
any repetitive structure.

4.4 Analysis of UniprotKB/Swiss-Prot
PTRStalker has been run to analyze the database in order to
report Steiner Tandem Repeats with edit distance where the
level of similarity between the repeated copies and the motif
was greater than or equal to 0.7. The output of PTRStalker
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Prot acc # Prot ID Prot Len PTRStalker XSTREAM T-REKS

Q8IVF2 AHNK2 HUMAN 5795 aa 165-x-24 [720 - 4666] 165-x-23 [774 - 4617] *
Q9N4M4 ANC1 CAEEL 8545 aa 915-x-6 [3000 - 8491] 903-x-4.27 [4342 - 8199] 58-x-4 [2336 - 2567]
P08519 APOA HUMAN 4548 aa 1495-x-3 [0 - 4486 ] 114-x-37 [7 - 4220] 114-x-24 [1501 - 4125]
P20930 FILA HUMAN 4061 aa 1339-x-3 [32 - 4051] 323-x-11 [268 - 3902] *
Q54CU4 COLA DICDI 11103 aa 433-x-17 [1175 - 8554] 430-x-17 [1257 - 8691] *
Q8R0W0 EPIPL MOUSE 6548 aa 515-x-8 [2000 - 6548] 515-x-8 [2067 - 6529] *
Q9Y6R7 FCGBP HUMAN 5405 aa 1367-x-3 [1000 - 5102] 1201-x-3 [1100 - 4811] *
P05790 FIBH BOMMO 5263 aa 1049-x-5 [1 - 5247] 168-x-30 [152 - 5221] 8-x-19 [3362 - 3495]
Q9UKN1 MUC12 HUMAN 5478 aa 1548-x-3 [74 - 4719] 1557-x-2 [446 - 3569] 25-x-8 [2049 - 2280]
Q8WXI7 MUC16 HUMAN 22152 aa 156-x-61 [12038 - 21555] 156-x-61 [12047 - 21567] 156-x-17 [12420 - 15000]
Q6PZE0 MUC19 MOUSE 7524 aa 652-x-9.6 [1071 - 7372] 163-x-36.4 [1281 -7214] *
Q8WZ42 TITIN HUMAN 34350 aa 1082-x-4 [22186 - 26525] 28-x-6 [11428 - 11596] 10-x-26 [11445 - 11686]

Table 5: Analysis of the 12 proteins from the UniProtKB/Swiss-Prot database for which a tandem repeat of
length ≥ 4000 aa has been detected by PTRStalker. For each protein (row) and each algorithm that returned
at least a result (column) we report the longest TR found by each algorithm above the threshold of 100 aa.
For each TR we report: the period -x- repeat number and the [interval spanned]. Fail to report is marked
with ‘*’. Note that HHRep and HHRepID are not listed here because they fail to report multi-repeating
units, since they only report pairs of homologous substrings.

Prot ID Prot acc # Prot Len PTRStalker HHRep HHRepID
dvUT [D. vulgaris DP4] ABM28909 337 aa [14 - 165] [177 - 323] [11 - 91] [174 - 254] [2 - 138 ] [141 - 286]

apUT [A. pleuropneumoniae AP76] YP 001969475 300 aa [17 - 136] [153 - 284] [2 - 140] [156 - 288] [2 - 138] [156 - 286]
UT-A1 [Mus musculus] AAM00357 930 aa [4 - 452] [467 - 918] [63-337] [ 532-800] [65 - 493] [533 - 916]
UT-A1 [Homo sapiens] AAL08485 920 aa [4 - 320] [403 - 763] [50 - 338] [519 - 800] [87 - 490] [548 - 906]

Table 6: Analysis of proteins belonging to the Urea Transporter (UT) family. For each protein (row) and for
each algorithm that returned at least a result (column) we report the longest fuzzy repeated subsequence
detected by each algorithm by giving start and end position of homologous segments. Note that XSTREAM
and T-REKS are not listed here because they are unsuitable for detecting long fuzzy dimeric structures.

Prot ID Prot acc # Prot Len PTRStalker HHRep

CLC-0 [CICH TORMA] P21564 805 aa
[8 – 289] [291 – 575] [119 – 220] [174 – 260]

[517 – 627] [628 – 800 ] [542 – 597] [718 – 770]

Table 7: Analysis of the CIC-0 protein belonging to the Chloride Channel family. For each algorithm that
returned at least a result we report the fuzzy repeated subsequences detected by giving its start and its end
position. Note that XSTREAM, T-REKS, and HHrepID are not listed here because they could not find any
repetitive structure.

has been stored in a web-accessible database1. The website
takes as input the accession number of a sequence and shows
a table containing all the TRs found in such a sequence. For
every TR it displays the start and end position, the length
of the motif, the number of repeats, the total length and the
consensus string.

This analisys provides an indirect evaluation of PTRStalker
with respect to other tools: in [13] T-REKS and other pro-
grams are compared by analyzing an old version of the Swiss-
Prot database (Release of January 2009), which contained
356, 232 sequences. Among the four evaluated tools (T-
REKS, Internal Repeats Finder [17], XSTREAM [22], and
TRED [28]), T-REKS is the one that provided the best
results by identifying 33, 780 sequences as containing TRs.
The definition of TR used by T-REKS is the following: total

1The database is freely available at the following address:
http://vecchio.iet.unipi.it:8080/PTRStalkerDB.

length of TRs greater or equal to 14 residues (nine residues
for homorepeats) and Psim ≥ 0.7 (average level of similarity
between copies and consensus). A direct comparison be-
tween PTRStalker and T-REKS would require the analisys
of the same version of the Swiss-Prot database. Neverthe-
less, an indirect comparison can be performed by counting
the percentage of sequences containing TRs (found with a
given program) against the total number of analyzed se-
quences (we assume that such percentage is independent
from the specific version of the used database). Let us call
PTR such value. T-REKS, according to the numbers re-
ported above and derived from [13], obtains PTR = 9.48%,
while PTRStalker registers a value of PTR equal to 19.53%
(for PTRStalker, we counted only the sequences for which
a TR not shorter than 14 residues has been found, inde-
pendently from the nature of the TR, i.e. homorepeats or
not).

ACM-BCB 11 93



5. CONCLUSIONS AND FUTURE WORK
Discovering fuzzy tandem repeating units in amino acid se-
quences gives precious hints as to the internal protein organi-
zation and symmetries. However due to high level of protein
sequence divergence this task is considered challenging even
for relatively short sequences. In this paper we presented a
new algorithm, PTRStalker, opportunely tuned for detect-
ing amino acid tandem repeats within protein sequences.
We proved that PTRStalker pushes forward the state of the
art. Indeed, feeding PTRStalker with sequences from the
UniProtKB/Swiss-Prot database did allow us to detect novel
repetitive structures not captured by other state-of-the-art
tools. In particular we could find a new notable long fuzzy
TR in Human Titin. For Chlorine channel protein ClC-0 we
showed that PTRStalker can detect general symmetries not
detected by competing methods.

Future work will aim at comparing the relative power of
different amino acid metric spaces within the PTRStalker
framework. In particular we are interested in those based
on PAM matrices [31] and those based on the vector space
mapping approach [2].
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ABSTRACT
Advances in high-throughput technology has led to an increased
amount of available data on protein-protein interaction (PPI) data.
Detecting and extracting functional modules that are common across
multiple networks is an important step towards understanding the
role of functional modules and how they have evolved across species.
A global protein-protein interaction network alignment algorithm
attempts to find such functional orthologs across multiple networks.

In this article, we propose a scalable global network alignment
algorithm based on clustering methods and graph matching tech-
niques in order to detect conserved interactions while simultane-
ously attempting to maximize the sequence similarity of nodes in-
volved in the alignment. We present an algorithm for multiple
alignments, in which several protein-protein interaction networks
are aligned. We empirically evaluated our algorithm on several real
biological datasets. We find that our approach offers a significant
benefit both in terms of quality as well as speed over the state-of-
the-art.

Categories and Subject Descriptors
G.2.2 [Graph Theory]: Graph algorithms; J.3 [LIFE AND MED-
ICAL SCIENCES ]: Biology and genetics

Keywords
Network Alignment, Protein-Protein Interaction, Cluster

1. INTRODUCTION
Advances in technology have enabled scientists to determine,

identify and validate pairwise protein interactions through a range
of experimental methods such as two-hybrid analysis [13] and co-
immunoprecipitation [25]. An important task, particularly when in-
vestigating networks of multiple species within a phylogenetic tree,
is that ofnetwork alignmentwhere the objective is to understand
which sub-networks are conserved across species in order to better
understand the role of functional modules across the evolution of
species [26, 3, 7]. Informally, given several (related) PPI networks
and the protein sequence similarity scores between proteins within
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said networks, the goal of a network alignment algorithm is to find
the best alignment, i.e., a mapping, which best represents functional
orthologs among proteins within these networks. In addition, this
problem is also equivalent to identify most biologically consistent
match-sets, which are groups of proteins representing functional
orthologs.

A PPI network can be represented as an undirected graph in
which each vertex indicates a protein and each edge indicates an
interaction between two proteins. The number of interactions is
usually linear in the number of proteins in a PPI network. In other
words, a protein only interacts with a limited portion of proteins in
the same network. The graph is usually unweighted although an
edge can often be associated with a confidence value indicating the
probability that this edge is true positive [21, 23].

A local network alignment (LNA) algorithm aims to find highly
similar pairs of motifs, i.e., subnetworks, across networks. The
main drawback of LNA is that it might map one motif to several
similar motifs [30, 27, 24]. Although this may sometimes reflect
the gene duplication or gene fusion, LNA usually provides an un-
reasonable number of matches for a single protein. Moreover, it
often suffers from a lack of a comprehensive picture of the network
that a LNA usually aligns a very small portion of the entire network
as most of proteins do not appear in the alignment. Last but not
least, a local alignment needs not be consistent, i.e., a protein might
be matched to more than two proteins where these proteins are not
matched to each other. For this reason, global network alignment
(GNA), which maps most of proteins across networks in a consis-
tent and comprehensive way, is proposed. GNA requires that each
protein in the network should be either matched to some proteins
in other network or marked as unaligned protein by the alignment,
where the matches should be consistent [27]. Although a GNA can
be estimated by using the result of a LNA as possible matches, the
inconsistent matches of LNA would spoil the quality of the GNA.
Therefore, GNA has gained importance in the context of the PPI
network alignment problem.

Proteins with similar sequences and two proteins interacting with
each other tend to share the same biological functions. Thus, the
main goals of GNA are conserving the network topology and en-
suring the matched proteins’ sequences are as similar as possible
[23, 30]. Since it involves a trade-off between competing goals,
a GNA algorithm often employs a self-tuning mechanism to con-
trol this trade-off. A GNA algorithm may be a pairwise approach
(where two networks are aligned) or a multi-way approach (where
multiple networks are simultaneously aligned). A pairwise align-
ment is a special case of a multiple alignment. Multiple alignment
strategies are often more biologically comprehensive since they can
represent the degree of gene duplication or gene fusion. However,
existing algorithms are not scalable enough to efficiently process
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a number of large networks with different trade-offs. Hence, we
propose a scalable multiple global network alignment algorithm in
this paper.

We present a simple approach for global multiple network align-
ment. Our approach relies on first preprocessing the similarity
scores and clustering all proteins into groups based on their simi-
larity. We then propose a seed-expansion heuristic strategy in order
to exploit the sparsity of the network, where a seed match-set is a
set of proteins with high similarity scores. The idea here is similar
to region growth strategies that have found favor within the image
processing community. Then, based on the seed-expansion strat-
egy, we develop a simple merging criterion to enable the multiple
alignment of PPI networks.

We present a detailed empirical study which illustrates the bene-
fits of the proposed approach on several datasets. We show that our
approach significantly improves over the state-of-the-art IsoRankN
algorithm along the twin axes of quality and efficiency.

2. RELATED WORK
Several algorithms, including MaWISH [19], Græmlin [10], DO-

MAIN [12], PathBLAST [15, 16], Network BLAST [26], and Net-
work BLAST-M [14], have focused on LNA. In order to efficiently
obtain the maximal similarity score as conserving the maximal num-
ber of edges, Network BLAST and Network BLAST-M exploit the
sparsity of the PPI networks by adopting seed-expanding method.
Since LNA has several drawbacks as mentioned above, recent re-
search has aimed at GNA.

PATH [31], GA [30], NATALIE [18], NetAlignBP, NetAlignMR
[5], and PISwap [7] all focus on GNA and all of them only address
pairwise alignment problem. They formulate the pairwise align-
ment problem into an objective function which combines the two
goals of GNA: maximize the average similarity score and the num-
ber of conserved edges. [23] shows that optimization of this objec-
tive function is equivalent to a binary integer quadratic program-
ming problem, in which each binary variable represents whether
a pair of proteins is matched together. Since the integer quadratic
programming problem is NP-hard, all of the pairwise alignment
algorithms are approximate algorithms. GA and PATH are based
on graph matching algorithms that iteratively update a permutation
matrix representing the matches between vertices of two graphs.
However, this iterative update is time-consuming especially for net-
works consisting of thousands of proteins. NATALIE derives in-
teger linear programming formulations from the integer quadratic
programming problem and applies several relaxation algorithms to
solve the linear programming problem. The authors in [5] propose
NetAlignBP and NetAlignMP for the constrained network align-
ment problem, in which a set of legal matches is given. NetAl-
ignBP and NetAlignMP are efficient for large networks, but if the
legal matches are all pairs of proteins across two networks as the
general (unconstrained) network alignment problem, they both suf-
fer from a large space demand. PISwap first utilizes the Hungar-
ian algorithm [20], which is used to find the global matches which
maximize the similarity score, and then use a method similar to 2-
0pt [8], which is a heuristic algorithm for the traveling salesman
problem, to swap the matches generated by the Hungarian algo-
rithm in order to conserve edges. All of these pairwise alignment
algorithms can find a near-optimal solution, but they cannot be ap-
plied to the multiple alignment problem, so this is a critical issue of
scalability for these algorithms.

Instead, Græmlin 2.0 [11], IsoRank [28] and IsoRankN [24] gen-
erate multiple global alignments. Græmlin 2.0, which automati-
cally learns the scoring function parameters from a training data
set, has a vital drawback that it needs a set of known alignments

and thus the quality of Græmlin is sensitive to the training data set.
IsoRank and IsoRankN generate a score matrix to capture both se-
quence similarity and network topology for all pairs of proteins,
and IsoRankN uses a spectral clustering method to improve Iso-
Rank. However, IsoRank and IsoRankN both need to iteratively
generate and update the huge score matrix and hence both meth-
ods are inefficient for multiple networks consisting more than ten
thousand proteins.

We propose a scalable method to exploit the sparsity of the PPI
networks. Since fully integrating the sequence similarity and net-
work topology is time-consuming especially in multiple networks,
we generally separately consider these two goals. Our method is
50x to 100x faster to generate one alignment than IsoRankN on
three real datasets. As we need more alternative alignments, our
method is a more efficient approach to generate several alignments
with different trade-offs. Surprisingly, our method can also find
more functionally consistent and more comprehensive alignments
among all datasets in our experiment.

3. PROBLEM DEFINITION

3.1 Multiple Network Alignment
Assume we havek PPI networks{G1, G2, ..., Gk}. Each PPI

network is an unweighted undirected graphGi = (Vi, Ei), where
Vi = {v1, ..., v|Vi|

} is a set of proteins and each edge(vx, vy) ∈
Ei shows an interaction between two proteinsvx and vy . Let
V =

⋃k

i=1
Vi, E =

⋃k

i=1
Ei andn = |V| be the total number of

proteins. A network alignment̂S is a set of mutually disjoint match-
sets {S1, S2, ..., S|Ŝ|}. Each match-set is a subset of proteins, i.e.,
Sx ⊂ V for 1 ≤ x ≤ |Ŝ| andSx ∩ Sy = ∅ iff x 6= y. Note that
each match-set can consist of any number of proteins from each
network and some proteins would not belong to any match-set. The
main concept is that proteins in the same match-set are matched to-
gether. In other words, an alignment is similar to a partition of all
proteins but some proteins might not belong to any match-set.

3.2 Metrics for alignments
Proteins with similar protein sequences and two proteins inter-

acting with each other tend to share the same biological function. In
order to identify functional orthologs across multiple networks, the
sort of PPI network alignment algorithms generally is to find cor-
responding matches across all networks as these match-sets should
contain similar proteins and conserve as many interactions as pos-
sible [23, 30]. Therefore, we introducethe average similarity score
and the number of conserved edgesas the metrics for a network
alignment.

The sequence similarity score for two proteinsvx andvy is de-
noted bysim(vx, vy). sim(vx, vy) is set to0 if vx and vy are
in the same network since we only care about the similarity be-
tween proteins from different networks in the alignment problem.
if vx andvy are in different networks,sim(vx, vy) is computed
by BLAST or Pfam [4]. Generally, the higher similarity score in-
dicates that the two proteins’ sequences are more similar, and the
score is always larger than 0. Furthermore, both kinds of scores for
most of pairs of proteins are 0, and since they are both based on
local sequence alignment,sim(vx, vy) > 0 andsim(vy , vz) > 0
does not implysim(vx, vz) > 0. The details about BLAST and
Pfam are described in section 5.

The average similarity score of an alignmentŜ is defined as the
weighted average similarity score of the corresponding match-sets:

∑
|Ŝ|

i=1
(|Si| × sim(Si))
∑

|Ŝ|

i=1
|Si|

,
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Figure 1: The procedure of our method.

Table 1: Notations in the algorithms
v.ali Whether the proteinv is already aligned.

The initial value is false.
N(v) {v′|v′ is the neighbor ofv and v′.ali = false}
Net(v) The network where proteinv is in.
S(v) The match-set containing proteinv.

wheresim(Si) is the average similarity score of the match-setSi:

sim(Si) =

∑
vx,vy∈Si

sim(vx, vy)
(
|Si|

2

)

Since the similarity score between two proteins from the same net-
work is zero, a match-set including proteins across several net-
works instead of only two networks is preferred, and this follows
the main purpose of the multiple alignment problem that the align-
ment should be scalable.

An edge(vx, vy) ∈ Ei is conserved by an alignmentŜ if (1)
there exists an edge(vx′ , vy′) ∈ Ej , i 6= j, such thatvx andvx′

are aligned together as well asvy andvy′ , i.e.,S(vx) = S(vx′)
andS(vy) = S(vy′), or (2) vx andvy are aligned together, i.e.,
S(vx) = S(vy). Thereby, we could count the number of con-
served edges for an alignment by examining whether each edge
e ∈ E satisfies these conditions. Note that an alignment which
has only one single match-set containing all proteins would con-
serve all edges, but however, the similarity score of this alignment
would be just the average similarity score of all pairs of proteins
and therefore is not a meaningful alignment. We further define the
termstrictly conserved edgeas an edge satisfies the first condition
andsim(vx, vx′) > 0 andsim(vy , vy′) > 0

4. METHODS
Optimization of the objective function consisting of these two

goals for the pairwise network alignment problem is NP-hard. The
multiple network alignment problem is more complicated since not
only more networks are involved but also each match-set can con-
sist of any number of proteins from each network and some proteins
would not belong to any match-set. It is infeasible to achieve the
optimal solution of these two goals at the same time in multiple

alignments. However, it is much simpler and more efficient to pur-
sue only the highest similarity score. For this reason, we propose
a heuristic method which generally separately considers these two
goals in order to find a multiple alignment in feasible time. The
main idea of our method is that some match-sets whose similarity
scores are significantly larger than others should be formed only
based on the similarity scores. In other words, we could ignore
some information of network topology to form these match-sets,
called seed match-sets (or seeds for simplicity).

The overall procedure of our algorithm is illustrated in figure 1
As can be seen, our method first preprocesses the similarity matrix
and then executes following four stages. Stage 1 applies a cluster-
ing method to cluster all proteins based on the preprocessed sim-
ilarity matrix; stage 2 generates seeds according to the clusters;
stage 3 expands the seeds to conserve edges; finally, stage 4 aligns
remaining proteins. Section 4.1 presents the preprocessing. Sec-
tion 4.2 introduces stage 1 and stage 2. Section 4.3 presents the
seed-expansion strategy. In section 4.4, we present the extension
of the seed-expansion strategy for multiple networks by adopting a
merging criterion. Stage 4 is presented in section 4.5. Eventually,
section 4.6 presents the complexity analysis. The notations in the
algorithms are explained in table 1.

4.1 Preprocessing
The original similarity matrix only represents the sequence sim-

ilarity while the network topology is missing. If we only identify
the seeds based on this similarity matrix, the seeds would not reflect
any network topology. Therefore, we adopt a simple preprocessing
method to integrate a part of network topology into the similar-
ity matrix. Note that if we consider the whole network topology,
the preprocessing would be too time-consuming as IsoRank or Iso-
RankN. Therefore, we just consider the neighbors of each protein
in the preprocessing.

The main idea is that a pair of proteins with similar neighbors
should be aligned together rather than a pair of proteins with a close
similarity score but without any similar neighbors. Therefore we
add an extra score which measures the similarity of two proteins’
neighbors to the original similarity score. This extra score of a pair
of proteinsva andvb is initialized to 0 and this score is calculated in
a greedy way: we select a pair of proteins(v′a, v

′

b) each time that (1)
v′a is va’s neighbor; (2)v′b is vb’s neighbor; (3) both of them have
not been selected before; and (4)(v′a, v

′

b) should have the maximal
similarity among all possible pairs satisfying the first three condi-
tions. We addssim(v′a, v

′

b) to the extra score and then iteratively
select the next pair untilva or vb’s neighbors are all selected, and
the resulting extra score is eventually added to the original score.
If the extra score is larger than the original score, we only double
the original score in order to avoid overemphasizing the neighbors’
similarity.

An example is shown in figure 2.sim(A2, B2) is initially 50.
The extra score of (A2, B2) is equivalent to the sum ofsim(A1,
B1) andsim(A3, B4) However, the extra score of (A2, B3) is 0
sincesim(A1, B2) andsim(A3, B2) are both 0. Therefore, the
pair (A2, B2) is more favored than (A2, B3) as the match-set (A2,
B2) can conserve more edges and obtain higher average similarity
score by the subsequent stages than the match-set (A2, B3).

4.2 Seed Generation via Clustering
Seeds, which are pairs of proteins with high similarity, can be

identified easily by pruning out all pairs of proteins with a simi-
larity score lower than a threshold. However, this approach is not
optimized since one protein might be similar to several proteins
which are not mutually similar, and therefore the seeds generated
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Figure 2: An example with two networks, A and B. The two tables are the similarity scores with and without preprocessing. The solid
lines connecting two proteins in the same network are edges, and bold line are conserved edges. The arrows across two networks
are match-sets. The threshold τ is 50 here. Stage 1 shows the clustering result, which is {{A1, B1}, {A2, B2, B3}, {A3, B4}}. Stage
2 generates seed match-sets. Since here are only two networks, we do not merge any match-set and therefore the seed {A2, B3} is
ignored. Stage 3 expands the alignment based on the seed {A2, B2}. There are no alignable pairs after stage 3, so stage 4 is not
executed in this example.

Algorithm 1 Seed Generation

Input: A set of clusters̆C and the threshold of similarityτ .
Output: A set of seeds Ê.
1: Ê← ∅;
2: for all C ∈ C̆ do
3: for all vx, vy ∈ C : Net(vx) 6= Net(vy) do
4: if sim(vx, vy) ≥ τ then
5: Ê← Ê∪(vx, vy);

by this approach might ruin the quality of match-sets formed by
subsequent stages. As the seeds should be generated by globally
considering their mutual similarity, we observe that this is equiva-
lent to the clustering problem, in which mutually similar proteins
should be clustered together.

We first adopt the clustering algorithm to identify the groups of
similar proteins and then use algorithm 1 to identify seeds. Algo-
rithm 1 examines all possible pairs of proteins in each cluster (line
3), and then it uses the threshold parameterτ to determine whether
a possible pair is similar enough to be a seed (line 4). Obviously,
the lower the threshold is, the more seeds the algorithm generates.
Hence, if the threshold is higher, we would generate more match-
sets in subsequent stages. Since stage 3 considers network topol-
ogy more, the result alignment would conserve more edges as the
threshold becomes higher, but the average similarity score would
be lower. In addition, the number of clusters determines the num-
ber of possible pairs because a large cluster would generate more
possible pairs than several small clusters split from the large clus-
ter. Since a seed is a pair of proteins, the clustering result should
be very fine, i.e., the size of each cluster should be very small; oth-
erwise, the number of possible pairs in line 3 would be too large
to efficiently filter. Thus, the number of clusters should be large
enough that the size of each cluster should be roughly equal to the
number of networks. In this paper, we selectn

k
as the number of

clusters, and we exclude proteins with zero similarity to all other
proteins before clustering.

The clustering result directly affects the seeds generated by al-
gorithm 1, so it is very important for our algorithm to choose a
clustering method which generates higher similarity score. Since
the average similarity score of a match-set would be determined
by the similarity scores of all pairs of proteins within a match-set,
the clusters, which are used to generate seeds, should have nearly
globular shape, i.e., any pair of proteins within a cluster should be

reasonably similar. Density clustering methods, such as DBSCAN
[9], are not suitable for our problem, since they tend to generate
clusters with non-globular shape. Another characteristic here is that
the number of clusters isn

k
, and usual clustering methods cannot

efficiently generate this huge number of clusters. K-medoids algo-
rithm suffers from this problem; in addition, because K-medoids
algorithm cannot effectively identify clusters with different sizes,
a large group of similar proteins might be split by K-medoids al-
gorithm. Hence, we choose hierarchical clustering methods, which
tend to generate clusters with globular shape and different sizes, for
our algorithm. We use the agglomerative method and the repeated-
bisection method implemented by CLUTO1. We use two criterion
functions, I1 and I2:

I1:max

k∑

i=1

1

ni

(
∑

v,u∈Si

sim(v, u))

I2:max

k∑

i=1

√ ∑

v,u∈Si

sim(v, u).

Other criterion functions in CLUTO are time-consuming or cannot
consistently generate clusters with globular shape.

4.3 Seed-expansion Strategy
We observe that if a new match-set which consists of the neigh-

bors of an existing match-set is formed, two edges connecting the
existing match-set to the new match-set are conserved. Therefore,
we start conserving edges by first expanding the seeds, i.e., form-
ing new match-sets consisting of the neighbors of seeds. Since
we still want to obtain higher similarity scores during expansion,
we adopt a priority queue which contains all expandable pairs of
proteins in order to iteratively select the expandable pair with the
highest similarity score. Once a new pair is popped from the prior-
ity queue and used to form a new match-set, we put the neighbors
of the new match-sets into the priority queue in order to expand the
alignment. Thereby, each time we pick a pair of proteins and align
them together, we conserve two edges and expand the alignment.
This method is very efficient to directly conserve a higher amount
of edges as we still obtain high similarity scores.

Figure 2 shows an example, in which there is only one seed {A2,
B2}. Among all 6 expandable pairs for that seed, {A1, B1} has the
1Obtained from George Karypis’s web page:
http://glaros.dtc.umn.edu/gkhome/views/cluto
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Algorithm 2 Seed expansion on multiple networks

Input: A set of seeds Ê.
Output: A set of match-setŝS
1: for all vx ∈

⋃k

i=1
Vi do

2: S(vx)← {vx};
3: for all {vx, vy} ∈ Ê do
4: Push((vx, vy), sim(vx, vy)) in pq; //pq is a priority queue.
5: while pq is not emptydo
6: (vx, vy)← pq.pop();
7: Merge(vx, vy); //The boolean output of algorithm 3 is ig-

nored here.
8: for all match-setS : |S| ≥ 2 do
9: for all (vi, vj) ∈ S : Net(vi) 6= Net(vj) do

10: for all (vx, vy) : vx ∈ N(vi), vy ∈ N(vj) do
11: Push ((vx, vy), sim(vx, vy)) in pq;
12: while pq is not emptydo
13: (vi, vj)← pq.pop();
14: if Merge(vi, vj ) then
15: for all (vx, vy) : vx ∈ N(vi), vy ∈ N(vj) do
16: Push((vx, vy), sim(vx, vy)) in pq;
17: Ŝ← {match-setS : |S| ≥ 2};

Algorithm 3 Merge

Input: A pair of proteins(vi, vj) and two user-defined parameters
β andρ ∈ (0, 1].

Output: A boolean value indicating whether the algorithm merges
S(vi) andS(vj).

1: maxSim← max{sim(vx, vy)|vx, vy ∈ S(vi)
⋃

S(vj)};
2: count = |{(vx, vy)|vx ∈ S(vi), vy ∈ S(vj), sim(vx, vy) >

maxSim× β}|;
3: if maxSim > 0 and count ≥ |S(vi)| × |S(vj)| × ρ then
4: MergeS(vi) andS(vj) ;
5: vi.ali, vj .ali← true;
6: return true;
7: else
8: return false;

highest similarity score, so we first align A1 to B1 and conserve
two edges (A1, A2) and (B1, B2). We then align A3 to B4, and
conserve two edges (A2, A3) and (B2, B4). The resulting align-
ment is {{A1, B1}, {A2, B2}, {A3, B4}}, with 4 conserved edges
and the average similarity score85/3. Note that there are many
possible alignments conserving four edges, but this alignment has
the maximal average similarity score among them. It is interesting
to note that although we can apply the Hungarian algorithm [20],
which generates the alignment {{A1, B1}, {A2, B3}, {A3, B4}}
that maximizes the average similarity score (95/3), for this pair-
wise alignment problem, this alignment does not conserve any edge
and thus it would be less biologically meaningful. Furthermore, if
we do not preprocess the similarity matrix, the seed is {A2, B3}
and the resulting alignment is {{A2, B3}, {A3, B2}, {A1, B1}},
which only conserves two edges and its average similarity score,
80/3, is lower than the score of the alignment with preprocessing.

4.4 Merging Match-sets
This section is an extension of the seed-expansion procedure for

multiple alignments rather than a next stage. In multiple align-
ments, each match-set usually consists of more than two proteins,
some of which might be in the same network, so some of the seeds
generated by algorithm 1 and the match-sets formed by the seed-
expansion strategy should be merged if the proteins in these match-

sets are mutually similar enough. We introduce the procedure sim-
ilar to agglomerative clustering in algorithm 2 in order to merge
match-sets. In agglomerative clustering, each individual object forms
a cluster only containing itself at the beginning, and then two clus-
ters are merged into one cluster each round. Here, each protein
forms a match-set containing only itself at the beginning (line 1-
2) and we iteratively merge two match-sets into one match-set ac-
cording to a merging criterion. First, we merge those proteins con-
tained by a seed to form a larger seed which might cross more than
two networks (line 3-7). Then, we apply the seed-expansion strat-
egy, i.e., we expand the seeds through aligning the neighbors of
the seeds together (line 8-16). Once a new pair of proteins is se-
lected by the priority queue, we use the merging criterion to exam-
ine whether the two match-sets respectively containing these two
proteins should be merged or not (line 14). If the merging criterion
merges these two match-sets, we put all pairs of their unaligned
neighbors to the priority queue in order to conserve more edges.

The merging criterion, algorithm 3, determines whether two match-
sets should be merged. If yes, the algorithm merges these two
match-sets and then returns true. If no, it simply returns false. The
criterion is that two match-sets will be merged if more than a cer-
tain percent of the similarity scores of all pairs across these two
match-sets are larger than a threshold (line 2-3). The certain per-
centage isρ, and the threshold is the product of the parameterβ
and the maximal similarity score among all pairs of proteins in the
union of these two match-sets (line 1). The concept is that if there
are several non-highly similar pairs of proteins across two match-
sets, we do not merge these two match-sets into a new match-set
since the new match-set would tremendously decrease the average
similarity score. Moreover, the similarity score between two pro-
teins in the same network is always zero, so the merging criterion
prefers to align proteins in different networks, and thus it tends to
form the match-sets across multiple networks. The two parame-
ters,β and ρ, in algorithm 3 are both in the range(0, 1]. Their
values are given by the user. Generally, ifβ or ρ is larger, it is
harder to satisfy the merging criterion, and thus the average size of
the resulting match-sets becomes smaller and the match-sets in the
alignment would cross less networks. Note that algorithm 3 always
merges the two match-sets containing only one protein. In addition,
if ρ is larger than 0.5 and there are only 2 networks, the match-sets
are limited to contain 2 proteins, which is an usual constrain for
pairwise alignments, so our algorithm can be applied to pairwise
alignments.

4.5 Aligning Remaining Proteins
Since there is no expandable pairs of proteins after stage 3 (al-

gorithm 2), we mainly focus on similarity scores in stage 4. The
alignable pairs in this stage are all pairs of proteins that (1) both
proteins have not been aligned yet , and (2) the similarity score
of the pair is not zero. The second condition is used to prune a
large amount of pairs satisfying the first condition. We sort these
alignable pairs and then iteratively pick the pair with the high-
est similarity score, and again we apply the merging criterion at
the same time as algorithm 3 to form match-sets across more than
two networks. Note that since the PPI networks are usually well-
connected, the number of remaining proteins for stage 4 is usually
a very small portion of all proteins.

4.6 Complexity analysis
Letdmax be the maximal degree among all proteins. The prepro-

cessing needs to calculate an extra score for each pair of proteins
with a similarity score larger than 0. In order to calculate the extra
score, we need to sort all possible pairs of neighbors, and therefore
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Table 2: Experimental Datasets
Datasets Species # proteins # PPIs Percent of

proteins with
GO terms

DOMAIN D. mela 5014 10884 95.8%
S. cere 3481 11186 87.2%
C. eleg 1864 2159 90.0%

DIP D. mela 7062 21739 82.4%
S. cere 4976 21743 94.0%
C. eleg 2564 3852 65.6%
E. coli 1857 5924 49.8%
H. sapi 1318 1428 90.2%

BioGRID D. mela 7210 24710 86.1%
C. eleg 3420 6339 87.0%
S. pomb 1995 12573 99.7%

the time complexity isO(d2max log(dmax)). In the worst case, the
number of pairs we need to calculate the extra score isn2, so the
time complexity of preprocessing isO(n2d2max log(dmax)). How-
ever, in most of cases, the similarity matrix is a sparse matrix that
the number of nonzero values isO(n log(n)) or evenO(n), so the
time of preprocessing would depend on the sparsity of the similar-
ity matrix.

In stage 1, we adopt the I1 and I2 criterion functions in CLUTO,
whose time complexity to cluster all proteins isO(n2 log n). The
complexity of stage 2, generating seeds, depends on the number of
proteins in each cluster. For a cluster withc proteins, algorithm 1
examines

(
c

2

)
pairs of proteins. Since the number of clusters is set

to n
k

, in the worst case, there aren
k
− 1 clusters, each of which

contains only one protein, and one cluster containingn − n
k
+ 1

proteins, and therefore the time complexity of stage 2 isO(n2).
However, if the clusters are balanced, i.e., each cluster consists of
averagek proteins, algorithm 1 would only examine

(
k

2

)
pairs of

proteins for each cluster, resulting inO(nk2) time complexity.
Let smax be the maximal size of a match-set. Algorithm 3 needs

to examine all pairs of proteins from two match-sets; therefore, its
time complexity isO(s2max). Algorithm 2 expands the alignment
at mostn times and each time it generates at most

(
smax

2

)
d2max ex-

pandable pairs. Each expandable pair applies algorithm 3 one time,
and we use a priority queue to iteratively select one pair, so the time
complexity of algorithm 2 isO(ns4maxd

2

max log(nsmaxdmax)). Since
the number of interactions is usually linear in the number of pro-
teins in PPI networks, and we use parametersρ andβ to limit the
match-sets merging,dmax andsmax are independent of the size of
networks, andsmax is only proportional to the number of networks
k. Thereby, the time complexity of algorithm 2 can be reduced to
O(k4n log(kn)). Eventually, the worst case of stage 4 is to sort all
pairs of remaining proteins, so its time complexity isO(n′2 log n′),
wheren′ is the number of unaligned proteins after stage 3. How-
ever,n′ is usually a very small number for all proteins.

Hence, the total time complexity of our algorithm isO(n2 log n),
dominated by the clustering method. Moreover, if several align-
ments with different trade-offs are required, our method just needs
to preprocess and execute the most time-consuming stage, cluster-
ing, one time while all previous network alignment algorithms have
to rerun whole process.

5. RESULTS

5.1 Experiment Setup
In this section, we present experimental studies on real datasets.

We performed our experiment on three real databases, DOMAIN
[12], DIP (version 12/30/2009) [29] and BioGRID (version 3.0.65)

[6]. We only extracted proteins with FASTA sequences in order to
compute their similarity scores.

Table 2 presents a summary of these datasets. We use Gene On-
tology terms [1] as standard functional annotations and exclude the
annotation generated by electronic method (IEA). The similarity
scores in DIP and BioGRID datasets are BLAST bit score com-
puted by BLAST package2. The raw BLAST bit scores are widely
used to measure the similarity between two protein sequences in
previous PPI alignment research [30, 31, 27, 28, 24, 7]. In order
to measure how similar two protein sequences are, we use the nor-
malized BLAST bit scores given by [7] instead of the raw BLAST
bit scores. The normalized BLAST bit scores are computed as

nBLAST(vx,vy) =
BLAST(vx,vy)

√
BLAST(vx,vx)×

√
BLAST(vy,vy)

. (1)

The raw BLAST bit scores favor long sequences while the nor-
malized BLAST bit scores, whose values are between 0 and 1, are
independent of the sequence length.

The DOMAIN dataset is from old version (version 10/14/2008)
DIP dataset and it excludes proteins not similar to any domain,
where a domain is a pattern of FASTA sequences. Therefore, DO-
MAIN is generally the subset of DIP dataset and every gene in
DOMAIN has at least one matched sequence pattern, and we use
the pattern to calculate the similarity score. The similarity score in
the DOMAIN dataset is calculated as

sim(vx, vy) =
∑

d∈D

− lnPV (vx, d)− lnPV (vy , d), (2)

whereD is the set of common domains ofvx andvy, andPV is
the p-value calculated by Pfam [4]. Note that if two proteins do not
have common domains, the similarity score is zero.

The experiments were performed on a dual core machine (Intel
core i5 650) with 3.2 GHz of processor speed and 16GB of main
memory. Due to the distribution of similarity scores, we setτ from
30 to 300 for the DOMAIN dataset and0.05 to 0.5 for the DIP
and BioGRID datasets. It should be noted that ifτ is changed,
we do not need to rerun the clustering stage (stage 1) again. The
parametersβ andρ in algorithm 3 were 0.1 and 0.6 respectively in
all experiments unless otherwise noted.

In addition to the number of conserved edges and average simi-
larity score, we used p-value [2], and the number of enriched GO
terms [1] to evaluate functional consistency. The p-value is com-
puted through the cumulative hypergeometric distribution. Let the
total number of proteins of all networks isN with a total number
of M proteins annotated with a certain GO term and a match-set
containingn proteins in whichm proteins are annotated with this
GO term. The p-value of this match-set respect to this GO term is

n∑

i=m

(
M

i

)(
N−M

N−i

)
(
N

n

)

and we select the lowest p-value among all GO terms as the p-
value of this match-set. Following standard practice, a GO term is
considered enriched if the p-value of one of the match-sets respect
to this GO term is less than10−4.

For multiple alignments, most existing algorithms do not align
all proteins; in other words, some proteins would not belong to
any match-set.Coverage, which is defined as the number of pro-
teins contained by a match-set, can be used as a metric for eval-
uating multiple alignments. The wider the coverage is, the more
comprehensive the alignment is for the networks. Since different

2The blastp package was obtained from NCBI’s web page
http://www.ncbi.nlm.nih.gov/staff/tao/URLAPI/
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Figure 3: The trade-offs of different clustering methods (agglo
and rbr) and different criterion functions (i1 and i2) in DIP
dataset.

alignments have different ranges of coverage, it is not objective to
simply compare on the number of conserved edges. Another met-
ric that can be used here isconserved edge ratewhich is defined as
number of conserved edges divided by the number of edges whose
ending vertices are both covered by the alignment. Although cover-
age can be optimized by aligning every protein, it is difficult for an
alignment with wider coverage to achieve high average similarity
score and high conserved edge rate.

5.2 Comparison between Different Clustering
Methods

Figure 3 shows the qualitative similarity scores and the con-
served edge rates of the agglomerative method (agglo) and the repeated-
bisection method (rbr) with criterion functions I1 and I2 in DIP
dataset. Both methods are implemented by CLUTO. An obvious
trend for all methods, is that the conserved edge rate decreases
when greater weight is given to sequence similarity. Given a cer-
tain average similarity score, the agglomerative method always has
higher conserve edge rate than the repeated-bisection method. Since
the repeated-bisection method performsm− 1 bisections to gener-
atem clusters and each bisection just ensures the criterion function
is locally optimized, the large number of clusters would spoil the
global criterion function. In contrast, since the average number of
proteins in each cluster is very small (the number of networksk),
the agglomerative method is not only faster but also generates more
similar clusters than the repeated-bisection method. Moreover, cri-
terion function I1 can achieve larger highest similarity score than
criterion function I2 in both the repeated-bisection method and the
agglomerative method. Since I1 is similar to the measurement of
the average similarity score of each cluster, clusters generated by I1
would result in match-sets with higher similarity scores. Similar re-
sults are observed in BioGRID and DOMAIN datasets. Hence, we
adopt the agglomerative clustering method with criterion function
I1 in the following section.

5.3 Comparison with IsoRankN
When evaluating the performance, we compare our method with

preprocessing against IsoRankN3 [24]. Unlike IsoRank, we empir-

3IsoRankN was obtained from http://groups.csail.mit.edu/cb/mna/
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Figure 5: The best match-set (with the lowest p-value) discov-
ered by our algorithm. A protein with a solid circle is also
covered by IsoRankN in the same match-set. A protein with
a dotted circle is covered but aligned to different match-sets by
IsoRankN. Proteins without any circle are not covered by Iso-
RankN. The same color presents the same species.

ically find that the match-sets detected by IsoRankN for different
parameters to be fairly stable. For each experiment we pick the
best of these. Table 3 reveals the comparison between our method
and IsoRankN on DOMAIN, DIP, BioGRID datasets. Our method
outperforms IsoRankN on these three data-sets in terms of cover-
age, average similarity score, and the number of enriched GO terms
while the conserved edge rates of both algorithms are similar. The
main reason is that the agglomerative clustering method in our al-
gorithm can effectively identify groups of proteins with mutually
similar sequences, while IsoRankN, which adopts spectral parti-
tioning on its score matrix, cannot effectively find these groups.
Moreover, the seed-expansion strategy can expand the alignment
through the edges connecting to the seeds, and the stage 4 can align
remaining proteins with high similarity, so the coverage is larger in
our algorithm. It is important to note that since the number of in-
teractions will increase (typically a multiple) with the number of
covered proteins, it is difficult to retain the same conserved edge
rate as the coverage is enlarged. We especially observe this for the
network S. pombe in BioGRID dataset, which is denser than other
networks. Overall we find that our method conserves much more
edges than IsoRankN, providing a more comprehensive topological
mapping.

We also observe that the preprocessing can improve the num-
ber of strictly conserved edges. Although coverage, the average
similarity and the conserved edges rate are close without prepro-
cessing, the preprocessing can conserve more edges whose two
ending proteins are similar (with a similarity score larger than 0)
to their aligned proteins. The numbers of strictly conserved edges
on DOMAIN, DIP, BioGRID datasets are 787, 1868, 1808 respec-
tively without preprocessing while the numbers are 1125, 2243,
2216 respectively with preprocessing. The strictly conserved edges
are usually more interesting to further study case by case.

Figure 4 shows the lowest (best) 500 p-values on these three
datasets. Not surprisingly, both algorithms yield slightly lower p-
values in DOMAIN than DIP, since all genes in DOMAIN has at
least one sequence pattern so these genes tend to share similar func-
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Table 3: Comparison of quality between our method and IsoRankN.
Data Sets DOMAIN DIP BioGRID
Algorithms Ours IsoRankN Ours IsoRankN Ours IsoRankN
Coverage 8588 3368 16535 6257 9841 4517
Average similarity score* 237.06 188.05 .1197 .0588 .1123 .0485
Conserved edges rate .260 .238 .203 .161 .173 .183

(6111 of 23507) (1100 of 4621) (11032 of 54394) (1692 of 10493) (7174 of 41531) (1488 of 8110)
# strictly conserved edges 1125 55 2243 50 2216 34
# total enriched GO terms 1026 732 1465 804 367 195
* Thescores for DOMAIN dataset are computed by equation 2 and the scores for DIP and BioGRID datasets are normalized
BLAST bit scores, computed by equation 1.
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Figure 4: The lowest 500 p-values on each dataset
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Figure 6: Execution time for generating several alignments.

tions. The p-values in three datasets clearly demonstrates that our
method comfortably outperforms IsoRankN in terms of produc-
ing functionally relevant results. The main reason is that groups
of proteins identified by the agglomerative clustering method can
generate the seeds sharing highly similar functions. Then, the seed-
expansion method can form new match-sets sharing similar func-
tions by conserving edges connecting to the seeds since two pro-
teins interacting with each other tend to share the same functions.
Last but not least, the merging criterion always merges two match-
sets with a large number of mutually highly similar proteins, so the
resulting match-sets can still share similar biological functions as
these match-sets cross multiple networks.

Figure 5 displays two of the top-ranked match-sets from our
algorithm on DIP and BioGRID datasets respectively. For DIP
dataset, our method finds the best match-set consisting of 12 pro-

teins from four networks, while IsoRankN does not cover four of
them and aligns three other proteins in different match-sets. As
noted in recent publications, all 12 proteins have a subsequence
highly similar to the domains PF00044.17 and PF02800.13 [17]
and these proteins are all annotated withglyceraldehyde 3-phosphate
dehydrogenase activity(GO: 0004365). For BioGRID dataset, our
method discovers the match-set consisting of 7 proteins from all
three networks, but IsoRankN does not cover three of them and
aligns the remaining four proteins in different match-sets. The
seven proteins are all associated with the domain PF00850.12 [22]
and annotated withhistone deacetylation(GO: 0016575). Our point
here is that not only do we obtain greater coverage, we also report
more functionally relevant groupings and do so at a fraction of the
execution cost as we discuss next.

Our method significantly outperforms IsoRankN in terms of exe-
cution time since IsoRankN iteratively updates a huge matrix whose
size is proportional to the square of total number of proteins in all
networks. It is important to note here that the dominant cost in our
method is the time to preprocess and run the clustering algorithm.
These two steps only have to be executed once to generate align-
ments with different trade-offs. Keep in mind that IsoRankN has to
be rerun from scratch if the trade-off weight is changed. For DO-
MAIN, DIP, and BioGRID datasets, the alignment stage only takes
3 to 10 seconds while the preprocessing and clustering stage to-
tally cost 37, 196 and 89 seconds respectively for our method, and
IsoRankN averagely takes 4621, 10623, and 5860 seconds respec-
tively. Because IsoRankN does need to to rerun the whole process
every time the threshold parameters are changed, as shown in figure
6, the running time of IsoRankN is proportional to the number of
alignments it generates; however, our method, which just needs to
re-execute the alignment stages, is about three orders of magnitude
faster to execute when generating five alignments. Note that once
we need more alignments to be generated, the gap of execution time
between our method and IsoRankN becomes larger.

To summarize, we find thatour algorithm provides both a signif-
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icant qualitative as well as quantitative (efficiency) benefit over the
state of the art IsoRankN algorithm.

6. CONCLUSION
In this article, we present an efficient global PPI network align-

ment algorithm. Although our approach can also be applied to pair-
wise alignments, it mainly addresses multiple alignments, which
are more comprehensive than pairwise alignments. In order to effi-
ciently identify functional orthologs across multiple networks, we
propose the merging criterion and apply the seed-expansion strat-
egy and clustering techniques to conserve interactions and find sim-
ilar protein sequences. Results on a number of real datasets high-
light the efficiency and scalability of our algorithm when we com-
pared with the state-of-the-art multiple alignment algorithm, Iso-
RankN. From a qualitative standpoint our approaches are also of-
fering a significant advantage over IsoRankN for the multiple align-
ment problem.

In this work we do not explicitly consider the case of weighted
PPI networks. In many cases weights representing the confidence
associated with a detected interaction may be available. As part of
future work, we would like to investigate the GNA problem with
weighted interaction representing the evidence of interaction exis-
tence. A promising direction here is to develop a mechanism to in-
tegrate the similarity score with the interaction evidence/confidence.
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Abstract

The identification of small potent compounds that se-
lectively bind to the target under consideration with high
affinities is a critical step towards successful drug discovery.
However, there still lacks efficient and accurate computa-
tional methods to predict compound selectivity properties.
In this paper, we propose a set of machine learning meth-
ods to do compound selectivity prediction. In particular, we
propose a novel cascaded learning method and a multi-task
learning method. The cascaded method decomposes the se-
lectivity prediction into two steps, one model for each step,
so as to effectively filter out non-selective compounds. The
multi-task method incorporates both activity and selectiv-
ity models into one multi-task model so as to better differ-
entiate compound selectivity properties. We conducted a
comprehensive set of experiments and compared the results
with other conventional selectivity prediction methods, and
our results demonstrated that the cascaded and multi-task
methods significantly improve the selectivity prediction per-
formance.

Categories and Subject Descriptors
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Small molecular drug discovery is a time consuming and
costly process, in which the identification of potential drug
candidates serves as an initial and critical step. A success-
ful drug needs to exhibit at least two important properties.
The first is that the compound has to bind with high affin-
ity to the protein1 that it is designed to affect so as to act
efficaciously. The second is that the compound has to bind
with high affinity to only that protein so as to minimize the
likelihood of undesirable side effects. The later property is
related to compound selectivity, which measures how differ-
entially a compound binds to the protein of interest.

Experimental determination of compound selectivity usu-
ally takes place during the later stages of the drug discovery
process. Selectivity test can include binding assays or clin-
ical trials [9]. The problem with such an approach is that
it defers selectivity assessment to the later stages, which if
fails, then significant investments in time and resources get
wasted. For this reason, it is highly desirable to have in-
expensive and accurate computational methods to predict
compound selectivity at earlier stages in the drug discovery
process.

The use of computational methods to predict properties
of chemical compounds has a long history in Chemical In-
formatics. The work pioneered by Hansch et al [6] led to
the development of computational methods for predicting
Structure-Activity-Relationships (SAR). In recent years,
researchers have started to develop similar approaches for
building models to predict the selectivity properties of com-
pounds. Such models are referred to as Structure-Selectivity-
Relationships (SSR) models [14]. Existing computational
methods for building SSR models fall into two general classes.
The first contains methods that determine selectivity by us-
ing SAR models, and the second contains methods that build
a selectivity model by considering only the target of interest.
The disadvantage of the first class of methods is that they
do not have a good mechanism to effectively differentiate
selective active compounds from non-selective active com-
pounds. The disadvantage of the second class of methods
is that they largely ignore a rich source of information from
multiple other proteins, which if properly explored, could
lead to more realistic and accurate selectivity models.

In this paper we develop two classes of machine learn-
ing methods for building SSR models. The first class of

1This protein is referred to as the target.

ACM-BCB 11 106



methods, referred to as cascaded SSR, builds on previously
developed techniques and incorporates a pair of models on
two levels. The level one is a standard SAR model which
identifies the compounds that bind to the target regardless
of their selectivity. The level two is a model that further
screens the compounds identified by the level-one model in
order to identify only the subset that binds selectively to the
target and not to the other proteins. Such methods exhibit
a cascaded architecture and by decoupling the requirements
of accuracy and selectivity, the respective learning tasks are
more focused and easier to learn so as to increase the like-
lihood of developing accurate models. The second class of
methods, referred to as multi-task SSR, incorporates infor-
mation from multiple targets and multiple prediction tasks,
and builds a multi-task SSR model. The key insight is that
compound activity/selectivity properties for other proteins
can be utilized when building a SSR model for the target of
interest. These methods treat activity and selectivity predic-
tion as two different yet related tasks. For the target of in-
terest and multiple other proteins, their SAR and SSR tasks
are tied together into one single multi-task model. During
model training, the SAR and SSR tasks are learned simulta-
neously with useful information implicitly transferred across
one another, and the compound selectivity against multiple
proteins is better captured within the model.

We conducted a comprehensive set of experiments to as-
sess the performance of these methods and compare them
with other previously proposed state-of-the-art methods. A
unique feature of our evaluation is that unlike previous stud-
ies that utilized a very small number of test sets, we con-
structed datasets derived from publicly available resources
(ChEMBL2) that collectively contained 135 individual SSR
prediction tasks. Our experimental evaluations show that
the proposed methods outperform those developed previ-
ously and that the approach based on multi-task learning
performs substantially better than all the other approaches.

The rest of the paper is organized as follows. In Section 2,
a brief literature review on the work related to both SSR
prediction and multi-task learning is provided. In Section 3
definitions and notations are given. In Section 4, different
learning methods for SSR prediction are presented. In Sec-
tion 5, materials used by the study are presented. In Sec-
tion 6, the results for the selectivity study are presented.
Finally in Section 7 is the conclusion and directions for fu-
ture research.

2. RELATED WORK
Developing computational methods to aid in the identifi-

cation of selective compounds has recently been recognized
as an important step in lead optimization and several stud-
ies have shown the promise of utilizing machine-learning ap-
proaches towards this goal. Vogt et al.[21] investigated ap-
proaches for identifying selective compounds based on how
similar they are to known selective compounds (similarity
search-based approach). They tested five widely used 2D
fingerprints for compound representation and their results
demonstrated that 2D fingerprints are capable of identify-
ing compounds which have different selectivity properties
against closely related target proteins. Stumpfe et al.[17] de-
veloped two approaches that they referred to as single-step
and dual-step approaches. The single-step approach builds

2http://www.ebi.ac.uk/chembl/

the SSR model by utilizing only the selective compounds
(one class classification). The two-step approach uses a pair
of classifiers that are applied in sequence. The first is a
binary classifier trained on selective compounds (positive
class) and non-selective active compounds (negative class),
whereas the second classifier is the one-class classifier as used
in the single-step approach. A compound is considered to
be selective if both classifiers predicted it as such. For both
approaches, they used both k-nearest-neighbor (similarity
search) and Bayesian methods in building the models and
represented the compounds using MACCS and Molprint2D
descriptors. Their experimental results demonstrated that
both of these approaches are able to identify selective com-
pounds.Wassermann et al.[23, 24] built on this work and in-
vestigated the use of Support Vector Machines (SVM) [20]
as the underlying machine learning framework for learning
SSR models. Specifically, they investigated four types of
SSR models. The first is a binary classifier that uses se-
lective compounds as positive instances and inactive com-
pounds as negative instances. The second is a set of three
one-vs-rest binary classifiers whose positive classes corre-
spond to the selective, non-selective active, and inactive
compounds, respectively, and whose negative class corre-
spond to the compounds that did not belong to the positive
class. The third is a two-step approach in which the model
of the first step uses active compounds as positive instances
and inactive compounds as negative instances (i.e., a stan-
dard SAR model) and the model of the second step uses
selective compounds as positive instances and non-selective
active compounds as negative instances. Finally, the fourth
is a preference ranking model that incorporates pairwise
constraints that rank the selective compounds higher than
the inactive compounds and the inactive compounds higher
than the non-selectives (i.e., selectives > inactives > non-
selectives). Their results showed that SVM-based methods
outperformed conventional similarity search methods and
that the ranking and one-versus-rest methods performed
similarly to each other and outperformed the other SVM-
based methods.

Multi-task learning [19, 2] is a transfer learning mecha-
nism designed to improve the generalization performance of
a given model by leveraging the domain-specific information
contained in the training signals of related tasks. In multi-
task learning, multiple related tasks are represented by a
common representation, and then they are learned in paral-
lel, such that information from one task can be transferred
to another task through their common representations or
shared learning steps so as to boost that task’s learning per-
formance. A very intuitive multi-task model utilizes back-
propagation Neural Networks (NN) [3]. Input to the back-
propagation net is the common representations of all related
tasks. For each task to be learned through the net, there is
one output from the net. A hidden layer is shared across all
the tasks such that by back-propagation all the tasks can
learn task-related/target-specific signals from other tasks
through the shared hidden layer. Within such a net, all
the tasks can be learned simultaneously, and by leveraging
knowledge from other related tasks, each task can be better
learned than only from its own training instances. In re-
cent years, many sophisticated multi-task learning methods
have emerged, which include kernel methods [5], Gaussian
processes [25], task clustering [19], Bayesian models [12],
matrix regularization [1], etc. Various studies have reported
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promising results with the use of multi-task learning in di-
verse areas such as Cheminformatics [7, 13], face recogni-
tion [8], and text mining [10].

3. DEFINITIONS AND NOTATIONS
In this paper, the protein targets and the compounds will

be denoted by lower-case t and c characters, respectively,
and subscripts will be used to denote specific targets and
compounds. Similarly, a set of protein targets or compounds
will be denoted by upper-case T and C characters, respec-
tively.

The activity of a compound will be determined by its IC50

value (i.e., the concentration of the compound that is re-
quired for 50% inhibition of the target under consideration,
and lower IC50 values indicate higher activity3). A com-
pound will be considered to be active for a given target if
its IC50 value for that target is less than 1000nM . For each
target ti, its set of experimentally determined active and
inactive compounds will be denoted by C+

i and C−
i , respec-

tively, whereas the union of the two sets will be denoted by
Ci.

A compound c will be selective for ti against a set of tar-
gets Ti if the following two conditions are satisfied:

(i) c is active for ti, and

(ii) min
∀tj∈Ti

IC50(c, tj)

IC50(c, ti)
≥ 50.

(1)

This definition follows the common practice of using the
ratio of binding affinities in determining the selectivity of
compounds [16]. Note that c can be either active or inactive
for some or all of the targets in Ti while being selective for
ti.

An important aspect of the selectivity definition is that it
is done by taking into account both the target under con-
sideration (ti) and also another set of targets (Ti) against
which a compound’s selectivity for ti is defined. We will
refer to Ti as the challenge set. Depending on the problem
at hand, each target may have multiple challenge sets and
they will be denoted using subscripts like Ti,1, Ti,2, · · · , Ti,n.
In such cases, a compound’s selectivity properties for a tar-
get can be different against different challenge sets. Given
a target ti and a challenge set Ti, ti’s selective compounds
against Ti will be denoted by S+

i (Ti), whereas the remaining
nonselective active compounds will be denoted by S−i (Ti).
This notation will be simplified to S+

i and S−i when a single
challenge set is considered.

Given a target ti and a challenge set Ti, the goal of the
Structure-Selectivity-Relationship model (SSR) is to predict
if a compound is selective for ti against all the targets in Ti.
We will refer to target ti as the target of interest.

4. METHODS
The methods that we developed for building SSR models

are based on machine learning techniques. Within the con-
text of these methods, there are two approaches that can be
used to build SSR models. The first approach is for target
ti and each target tj ∈ Ti to build a regression model for
predicting the binding affinity of a compound (e.g., IC50)
for that target. Then a compound c will be predicted as
selective if the two conditions of Equation 1 are satisfied by

3http://www.ncgc.nih.gov/guidance/section3.html

the predicted binding affinities. The second approach is to
build a classification model that is designed to directly pre-
dict if a compound is selective for ti without first predicting
the compound’s binding affinities.

Even though the available training data (i.e., compounds
with known binding affinities and their labels according to
Equation 1) can support both of these approaches, the meth-
ods developed and presented in this work are based on the
second approach. Specifically, we developed methods that
employ neural networks as the underlying machine learning
mechanism and determine the selectivity of a compound by
building different types of binary or multi-class classification
models.

The use of classification- over regression-based approaches
was motivated by earlier research for the problem of building
SAR models, which showed that predicting a compound’s
binding affinity is considerably harder than that of predict-
ing if a compound is active or not[11].

4.1 Baseline SSR Models
Given a target ti and a challenge set Ti, the compounds for

which the activity information with respect to ti is known
belong to one of three sets: S+

i , S−i , and C−
i . From these

sets, three different SSR classification models can potentially
be learned using: (i) S+

i vs C−
i , (ii) S+

i vs S−i , and (iii) S+
i

vs S−i ∪ C−
i . These models share the same positive class

(first set of compounds, i.e., S+
i ) but differ on the com-

pounds that they use to define the negative class (second
set of compounds).

The first model, by ignoring the non-selective active com-
pounds (S−i ) can potentially learn a model that differenti-
ates between actives and inactives, irrespective of whether
the active compounds are selective or not. The second model,
by ignoring the inactive compounds (C−

i ) can potentially
learn a model that predicts as selective compounds that may
not even be active against the target under consideration.
For these reasons, we did not investigate these models any
further but instead used the third model to define a baseline
SSR model that will be denoted by SSRbase.

SSRbase method constructs the SSR model by treating
both the inactive and non-selective active compounds as
negative training instances, thus allowing it to focus on the
selective active compounds while taking into account the
other two groups of compounds. A potential limitation of
this model is that depending on the relative size of the S−i
and C−

i sets, the model learned may be more influenced by
one set of compounds. In particular, since in most cases
|C−

i | > |S−i |, the resulting model may have similar charac-
teristics to the model learned using only C−

i as the negative
class. To overcome this problem, while constructing the neg-
ative class, an equal number of compounds from S−i and C−

i

were selected. The total number of compounds that are se-
lected to form the negative class was set to be equal to the
number of compounds in the positive class (|S+

i |).

4.2 Cascaded SSR Models
The SSRbase described in Section 4.1 tries to build a model

that can achieve two things at the same time: learn which
compounds are both active and selective. This is signifi-
cantly harder than trying to learn a single thing at a time,
and as such it may lead to poor classification performance.
In order to address this shortcoming, we developed a cas-
caded SSR model that takes into account all the compounds
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(selectives, non-selectives, and inactives) and builds models
such that each model is designed to learn one single task.

For a target ti and a challenge set Ti, the cascaded SSR
model consists of two levels. The model on level one is a
normal SAR model that tries to differentiate between ac-
tive and inactive compounds, and the model on level two
is a model that tries to differentiate between selective and
non-selective compounds. The level-one model serves as a
filter for the level-two model so as to filter out those com-
pounds that are not likely to be even active. During predic-
tion, compounds are first classified by the level-one model,
and only those compounds whose prediction value is above
a certain threshold, referred to as the minactivity thresh-
old, go through the level-two SSR model. Only compounds
classified as positive by the level-two SSR model will be con-
sidered as selective. This two-level cascaded SSR model is
refereed to as SSRc.

The level-one model is trained using C+
i and C−

i as pos-
itive and negative training instances, respectively, and is
identical to ti’s SAR model. The level-two model can be
trained using S+

i and S−i as positive and negative training
instances, respectively, as it will be used to classify com-
pounds that were predicted as active by the level-one model.
However, the overall performance of the SSRc model can
potentially be improved if the SSRbase model described in
Section 4.1 is used as the level-two model. This is because
the SSRbase model also takes into account the inactive com-
pounds while learning to identify selective compounds and
as such it can be used as an additional filter to eliminate
inactive compounds that were predicted incorrectly by the
level-one model.

Note that even though the cascaded SSRc model is similar
in spirit to the two-step approach proposed by Wassermann
et al [23], it differs in two important ways. First, instead of
sending a constant number of the highest ranked compounds
(as predicted by the level-one model) to the level-two model,
SSRc uses the minactivity threshold to determine the com-
pounds that will be routed to the level-two model. Second,
instead of using only the S−i compounds as the negative
class of the level-two model, SSRc uses the compounds in
S−i ∪C−

i as the corresponding negative class. As the exper-
iments presented in Section 6.3 show, this change leads to
better performance.

4.3 Multi-Task SSR Models
Both the baseline and the cascaded SSR models take into

account the labels of the training compounds (i.e., selective,
non-selective, active, and inactive) as they were determined
for the target under consideration (ti). However, important
information can also be derived by taking into account their
labels as they were determined for the targets in the chal-
lenge set (Ti). For example, if a compound is active for ti

and it is inactive for all the targets in Ti, then there is a
higher probability that the compound is also selective for
ti. Similarly, if a compound is selective for one target in Ti,
then by definition, this compound is non-selective for ti.

Motivated by this observation, we developed another model
that in addition to the activity and selectivity information
for ti, it also incorporates the activity and selectivity in-
formation for the targets in the challenge set Ti. This ad-
ditional information is typically not available for the com-
pounds whose selectivity needs to be determined but also
needs to be predicted in the course of predicting the com-
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bias

ti activity
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Figure 1: A multi-task neural network for target ti

and challenge set Ti.

pounds’ selectivity. Since this model relies on models built
to predict related tasks, it falls under the general class of
multi-task learning models, and we will refer to this model
as SSRmt.

The SSRmt model extends the model used by the baseline
SSR model (Section 4.1) by learning compound activity and
compound selectivity together. It incorporates these two
different learning tasks into a single model so as to facilitate
transfer of information during the training of the different
models. The learning with information transfer is done by
using the neural network model shown in Figure 1 which
has two pairs of outputs. The first pair corresponds to the
activity and selectivity for ti, whereas the second pair corre-
sponds to the activity and selectivity for Ti (the compound
selectivity for each target tj ∈ Ti was determined using {ti}
as the challenge set). The inputs to this neural network
are the various features that describe the chemical struc-
ture of the compounds. Each training compound has four
labels (one for each output) and during training, the various
model parameters are estimated so that to minimize a mean-
square-error (MSE) loss function (described in Section 5.3)
between the predicted and actual four labels at the output
layer. The prediction of a compound whose selectivity for
ti needs to be determined is given by the output associated
with ti’s selectivity. This model utilizes the same hidden
layer to simultaneously learn how to predict the four differ-
ent tasks (i.e., activity and selectivity for ti and Ti) and as
such it can facilitate better information transfer across the
different tasks during the model’s training stage.

Note that the four labels for each training instance are
not independent. For example, if selectivity for ti is posi-
tive (i.e., selective for ti), then selectivity for any other tj

has to be negative (i.e., a compound cannot be selective for
two targets under consideration). Also if activity for ti is
negative, than selectivity for ti has to be negative (selective
compounds have to be active first). We do not explicitly
model such dependencies through loss function but rely on
the NN system and the learning process to implicitly incor-
porate such constraints from training instances.

4.4 Three-Way SSR Models
The performance of the SSR models described in the pre-

vious sections was also compared against the performance of
another type of model that has been proposed in the past.

This model is the 3-way classification approach developed
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by Wassermann et al. [23] that operates as follows. For tar-
get ti and its challenge set Ti, it builds three one-vs-rest bi-
nary classification models for each one of the selective (S+

i ),
non-selective (S−i ), and inactive (C−

i ) sets of compounds,
respectively. During prediction, a compound c is predicted
by each one of the three models, leading to three predicted
values f

S+
i

(c), f
S−i

(c), and f
C−i

(c). A compound is consid-

ered to be selective if f
S+

i
(c) = max(f

S+
i

(c), f
S−i

(c), f
C−i

(c)).

Also, if a degree of selectivity is required (i.e., in order to
rank a set of predicted compounds), then c’s degree of se-
lectivity is given by f

S+
i

(c)−max(f
S−i

(c), f
C−i

(c)). The un-

derlying idea of this 3-way classification method is to model
different classes separately and to decide the class of a new
instance based on how differently it is classified by different
models. We will denote this SSR model as SSR3way.

5. MATERIALS

5.1 Datasets
We evaluated the performance of the various SSR mod-

els on a set of protein targets and their ligands that are
extracted from ChEMBL, which is a database of molecular
targets and their published assays with bioactive drug-like
small molecules. We first selected an initial set of molecu-
lar targets and their corresponding ligands from ChEMBL
based on the following criteria:
◦ The target is a single protein.
◦ The assay for the target is a binding assay.
◦ For each target ti, there are at least 20 active com-

pounds.
These criteria ensure that the binding affinities measure how
well a compound binds to a single target and also there are
sufficient compounds to learn a model. From this initial set
of targets, we eliminated those targets if they satisfy any of
the following criteria:
◦ The target does not share any of its active compounds

with other targets in the initial set of targets.
◦ The target has less than 10 selective compounds against

any single target in the initial set.
The first condition eliminates targets for which we cannot

access if their active compounds are selective or not, whereas
the second condition is designed to keep the targets that con-
tain a sufficient number of selective compounds in order to
learn a SSR model. These filtering steps resulted in a dataset
with 98 protein targets. For each target ti of these targets,
we used all of its known active compounds and constructed
an equal-size set of inactive compounds. The inactive com-
pounds were selected from ti’s known inactive compounds
if sufficient, otherwise, they were randomly selected from
ChEMBL that always show extremely low binding affinities
against arbitrary targets. Such compounds are very likely
to be truly inactive against ti even no experimental results
are available, because they exhibit some strong drug-unlike
properties evidenced by other targets. Note that during the
random compound selection for ti, we guaranteed that the
randomly-selected inactive compounds are not in C+

j or C−
j

of any other targets (i.e., i 6= j). This is done in order to
avoid the situation in which a randomly selected compound
is determined to be selective for some targets.

Using these 98 targets, we constructed two datasets for
experimental testing. The first dataset, referred to as DS1,
contains 116 individual SSR prediction tasks involving a sin-
gle target ti as the target of interest and another single target

tj as its challenge set (i.e., Ti = {tj}). These 116 SSR pre-
diction tasks were identified by considering all possible (i.e.,
98×97) SSR prediction tasks of this type and then selecting
only those for which (i) targets ti and tj have some common
active compounds (i.e., those compounds are active for both
ti and tj) and (ii) when tj is used as the sole member of ti’s
challenge set, the resulting SSR prediction task results in
at least 10 selective compounds for ti. Both of these filter-
ing steps are essential to ensure that there are a sufficiently
large number of training compounds to accurately learn and
assess the selectivity of the target of interest. In these 116
SSR prediction tasks, the average number of active and se-
lective compounds for the target of interest is 172 and 26,
respectively. Note that each target ti can potentially be the
target of interest in multiple SSR prediction tasks and that
a compound c may have different selectivity properties for
ti when different Tis are considered.

The second dataset, referred to as DS2, contains 19 indi-
vidual SSR prediction tasks involving a single target ti as
the target of interest and multiple targets in its challenge
set Ti. The 19 prediction tasks were identified according to
the criteria that (i) target ti and each tj ∈ Ti share common
active compounds, (ii) |Ti| ≥ 2 and (iii) there are at least
10 selective compounds for ti against Ti determined based
on Equation 1. These criteria result in on average 3.9 tar-
gets in each challenge set, and the average number of active
and selective compounds for the target of interest is 198 and
27, respectively.

The first dataset is constructed so as to maximize the
number of selective compounds for each ti to train a reliable
model. This is also a common practice in other selectivity
learning and dataset construction exercise [23, 18] and in real
experimental settings. Meanwhile, it maximizes the number
of interested targets to test for any statistically significant
conclusions. The second dataset is constructed to test the
generalizability of SSR models. Additional details on the
targets, compounds, and the two datasets are available at 4.

5.2 Compound Representations
We generated 2048-bit binary Chemaxon compound de-

scriptors5 for all the compounds extracted as in 5.1. Then we
applied a PCA-based dimension reduction method such that
the 2048 dimensions are reduced to 1000 dimensions. Each
compound is then represented by such a 1000-dimension fea-
ture vector and thus a NN with 1000 input nodes can be
trained on such compound representations. We used the
Chemaxon software generatemd to generate initial descrip-
tors, and a Matlab dimension reduction toolbox6 with PCA
option to reduce descriptor dimensions.

Note that chemical compounds can be represented by dif-
ferent fingerprints [22]. However, since our study does not
aim to evaluate the performance of different fingerprints for
compound selectivity, we only applied Chemaxon compound
descriptors because it is one of the most popular choices. Di-
mensionality reduced is performed since the NN may suffer
from the curse of dimensionality [4] if high-dimension inputs
are encountered.

5.3 Neural Networks
4http://www-users.cs.umn.edu/∼xning/selectivity/
5http://www.chemaxon.com/
6http://homepage.tudelft.nl/19j49/Matlab Toolbox for -
Dimensionality Reduction.html
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We used the publicly available neural network software
FANN7 for our neural network implementation. FANN im-
plements fast multi-layer artificial neural networks with sup-
port for both fully connected and sparsely connected net-
works. We used sigmoid function as the squash function on
hidden and output neurons, which is defined as follows

σ(yj) =
1

1 + e−syj
, (2)

where yj is the output at a certain hidden/output neuron j
and s is a steepness parameter that determines how aggres-
sive the non-linear transform is. The output of each neuron
is calculated as

yj =

nX
i=1

wijxij + θk, (3)

where xij is the input from neuron i to neuron j (on different
layers), wij is the weight from neuron i to neuron j, and θk

is the bias on the layer as of neuron i.
At the output layer, we used Sum of Mean Square Errors

(MSE) as the loss function so as to serve as the object to
minimize as the NN is trained. MSE is defined as

L(~w) = MSE =
1

2|D|
X
d∈D

X
k∈outputs

(tdk − odk)2, (4)

where D is the set of training data, tdk is the target label of
training instance d at output neuron k, odk is the output at
output neuron k from the NN for instance d, and ~w is the
weights on the net.

5.3.1 NN Training & Parameters
We used Back-Propagation (BP) algorithm for NN train-

ing [15]. BP requires a set of learning parameters, and in
the following experiments, we specified such learning param-
eters as follows: learning rate 0.005, maximum number of
iterations 100000, steepness 1.0 on hidden layers and output
layer, and momentum 0.001.

In the following experiments, we denoted minMSE as
the desired MSE such that once the training error reaches
minMSE , the NN training process is terminated. Thus,
minMSE is one of the NN training termination conditions,
in addition to maximum number of training iterations.

We did a preliminary study on the range of optimal num-
ber of hidden layers and optimal number of hidden neurons
by performing a grid search on such numbers using SSRbase

models with 1 and 2 hidden layers, and 64, 128, 256 and
512 hidden neurons on each layer, respectively. The results
demonstrated that only one hidden layer suffices to learn a
good model. All the experiments that are reported below
utilized a neural network with a single hidden layer. Ex-
periments with additional hidden layers did not lead to any
improvements so they are not reported.

5.4 Evaluation Methodology & Metrics
The performance of the different methods are evaluated

via a five-fold cross validation, in which the corresponding
active compounds and inactive compounds of each target
are randomly split into 5 folds, four folds for model learning
and the rest fold for testing, and each of these folds is en-
forced to have about the same number of selectively active
compounds.
7http://leenissen.dk/fann/
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Figure 2: Effects of dimension reduction for DS1.

The quality of the SSR models is measured using F1,
which is the harmonic mean of precision and recall, and
defined as follows in Equation 5:

F1 =
2 · precision · recall
precision + recall

(5)

in which precision is the fraction of correctly classified selec-
tive compounds (i.e., true positive) over all compounds that
are classified as selective (i.e, true positive and false positive)
by SSR models. Precision is defined as in Equation 6.

precision =
true positive

true positive + false positive
(6)

Recall in Equation 5 is the fraction of correctly classified se-
lective compounds (i.e., true positive) over all selective com-
pounds in testing data (i.e., true positive and false negative)
by SSR models. Recall is defined as in Equation 7.

recall =
true positive

true positive + false negative
(7)

Intuitively, if precision and recall are both high, or one of
the two is very high, F1 measure will be high, and thus F1

is a measure which leverages both precision and recall, and
higher F1 values indicate better performance.

Conventionally, in NN settings, if prediction scores are
above 0.5 (in case of 0/1 binary labels), it is considered
as positive prediction, and thus 0.5 by default serves as a
threshold (referred to as α) to determine if a prediction is
positive or not, and precision and recall values are calculated
based on the threshold. However, in some cases a different
threshold α may be preferred so as to favor or disfavor pre-
dictions above or below a certain value. In our study, we
evaluated threshold values and calculated precision and re-
call, and F1 measure corresponding to each of the thresholds
α, and search for the best parameter α which gives best F1

measure. We refer to this best F1 values as Fb
1 . During the

experimental evaluation, we report the average Fb
1 values

across 5 folds.

6. RESULTS

6.1 Effects of Dimension Reduction
Figure 2 shows how the PCA-based dimensionality reduc-

tion impacts the performance of the SSRbase model. The
metrics plotted correspond to the average Fb

1 values and
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Table 1: SSRbase Average Fb
1 Scores.

minMSE
DS1 DS2

32 64 128 32 64 128

0.01 0.700 0.701 0.699 0.649 0.638 0.646
0.03 0.700 0.704 0.705 0.652 0.641 0.651
0.05 0.707 0.710 0.707 0.658 0.654 0.654
0.07 0.704 0.708 0.702 0.655 0.657 0.639
0.10 0.704 0.706 0.681 0.648 0.643 0.584

minMSE is the minimum MSE within stop criteria for model
training. Columns under DS1 and DS2 correspond to the results
for dataset one and dataset two, respectively. Each column under
32, 64, etc, corresponds to the results using 32, 64, etc, hidden
neurons in NNs. The bold numbers indicate the best average per-
formance over all minMSE values and numbers of hidden neurons
for all the targets. There is only 1 hidden layer in all the NNs.

model learning time over the 116 SSR tasks of DS1. This
plot was obtained by reducing the dimensions of the origi-
nal binary fingerprints from 2048 to 50, 100, 200, 500, 1000
and 1500, and then trained SSRbase models on respective re-
duced features. For each number of dimensions the reported
results correspond to the best prediction performance over
all learning parameters (i.e., learning rate, steepness, etc,
and number of hidden neurons, as specified in Section 5.3.1).

These results indicate that as the number of dimensions
increases, the accuracy of the SSRbase model improves. How-
ever, the best prediction performance is achieved at 1000
dimensions. Moreover, when 1000 dimensions are used, the
amount of time required to learn the NN models is about
2/5 of that required when no dimensionality reduction is
performed. For these reasons, in all of our subsequent ex-
periments, we used the reduced 1000-dimension features to
represent compounds.

6.2 Results for Baseline Models
Table 1 shows the performance achieved by the SSRbase

model on the DS1 and DS2 datasets for different number
of hidden neurons and different minMSE values for stop-
ping NN training. The best performance is achieved with
64 hidden neurons and minMSE values of 0.05 for DS1 and
0.07 for DS2. These results also show that when minMSE
decreases, the models tend to overfit the training data and
when minMSE increases, the models tend to underfit the
training data. Similar trends can be observed when the
number of hidden neurons increases or decreases.

A promising observation is that the overall best perfor-
mance of 0.710 for DS1 and 0.657 for DS2 is substantially
better than that of a random prediction, indicating that ma-
chine learning methods can be utilized to build SSR models.
Also the performance on DS2 is lower than that achieved
on DS1, indicating that learning SSR models when the chal-
lenge set contains multiple targets is considerably harder.

6.3 Results for Cascaded Models
Recall from Section 4.2 that SSRc uses a SAR model

(level-one model) to identify the compounds that have a pre-
dicted activity value greater than or equal to the minactivity
threshold and then uses a SSRbase model (level-two model)
to predict which of those compounds are selective for the
target of interest. For this reason, our experimental eval-
uation initially focuses on assessing the performance of the
SAR models themselves in order to determine their opti-

Table 2: SAR Average Fb
1 Scores.

minMSE
DS1 DS2

64 128 256 128 256 512

0.001 0.906 0.906 0.904 0.912 0.913 0.901
0.003 0.904 0.906 0.906 0.914 0.917 0.907
0.005 0.904 0.905 0.904 0.913 0.918 0.910
0.007 0.902 0.903 0.903 0.916 0.910 0.906
0.010 0.901 0.901 0.899 0.910 0.911 0.899

minMSE is the minimum MSE within stop criteria for model
training. Columns under DS1 and DS2 correspond to the results
for dataset one and dataset two, respectively. Each column under
64, 128, etc, corresponds to the results using 64, 128, etc, hidden
neurons in NNs. The bold numbers indicate the best average per-
formance over all minMSE values and numbers of hidden neurons
for all the targets. There is only 1 hidden layer in all the NNs.

Table 3: Cascaded Model Average Fb
1 Scores.

scheme dataset
minactivity

0.3 0.4 0.5 0.6 0.7

SSRc
DS1 0.727 0.729 0.728 0.727 0.725
DS2 0.671 0.676 0.674 0.673 0.671

Wass
DS1 0.721 0.723 0.723 0.723 0.722
DS2 0.631 0.631 0.631 0.630 0.628

The rows corresponding to SSRc show the results when the level-
two model is trained using S+

i as positive training instances and

S−i
S

C−i as negative training instances (i.e., SSRbase). The rows
corresponding to Wass show the results when the level-two model
is trained using S+

i as positive training instances and S−i as neg-
ative training instances [23]. Rows for DS1 and DS2 show the re-
sults for dataset one and dataset two, respectively. Each column
corresponds to the results with corresponding minactivity thresh-
old used. The bold numbers indicate the best average performance
over all minactivity thresholds. For dataset one, level-one SAR
models have 128 hidden nodes and minMSE 0.003, and level-two
SSRbase models have 64 hidden nodes and minMSE 0.05 for both
SSRc and Wass models. For dataset two, level-one SAR models
have 256 hidden nodes and minMSE 0.005, and level-two SSRbase
models have 64 hidden nodes and minMSE 0.07 for both SSRc and
Wass methods.

mal set of model parameters, and then on the evaluation of
model sensitivity to the minactivity threshold parameter.

Table 2 shows the performance of the SAR models for the
two datasets. The best average performance for DS1 (0.906)
is achieved for 128 hidden neurons and a minMSE value of
0.003, whereas the best average performance for DS2 (0.918)
is achieved for 256 hidden neurons and a minMSE value of
0.005. These high F1 scores, which result from high val-
ues of the underlying precision and recalls measures, are
encouraging for two reasons. First, the compounds that will
be filtered out will be predominately inactives (high preci-
sion), which makes the prediction task of the level-two model
easier as it does not need to consider a large number of inac-
tive compounds. Second, most of the selective compounds
will be passed through to the level-two model (high recall),
which ensures that most of the selective compounds will be
considered (i.e., asked to be predicted) by that model. This
is important as the selectivity determination is done only by
the level-two model for only those compounds that pass the
minactivity-threshold filter of the level-one model.

The first two rows of Table 3 show the performance achieved
by the SSRc models for different values of the minactivity
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Table 4: SSRmt Average Fb
1 Scores.

minMSE
DS1 DS2

128 256 512 64 128 256

0.01 0.484 0.426 0.414 0.590 0.611 0.615
0.03 0.753 0.757 0.756 0.649 0.662 0.657
0.05 0.756 0.759 0.754 0.667 0.664 0.671
0.07 0.747 0.747 0.746 0.672 0.681 0.660
0.10 0.738 0.735 0.737 0.662 0.671 0.656

minMSE is the minimum MSE within stop criteria for model
training. Columns under DS1 and DS2 correspond to the results
for dataset one and dataset two, respectively. Each column under
64, 128, etc, corresponds to the results using 64, 128, etc, hidden
neurons in NNs. The bold numbers indicate the best average per-
formance over all minMSE values and numbers of hidden neurons
for all the targets. There is only 1 hidden layer in all the NNs.

threshold parameter. In these experiments, the level-one
models correspond to the SAR model with the optimal pa-
rameter combination that achieved the best results in Ta-
ble 2 (i.e., DS1: 128 hidden neurons and minMSE 0.003;
DS2: 256 hidden neurons and minMSE 0.005) and the level-
two models correspond to the SSRbase model with the op-
timal parameter combination that achieved the best results
in Table 1 (i.e., DS1: 64 hidden neurons and minMSE 0.05;
DS2: 64 hidden neurons and minMSE 0.07). The overall
best average performance achieved by SSRc is 0.729 and
0.679 for the DS1 and DS2 datasets, respectively and occurs
when the minactivity threshold value is 0.4. Also, these re-
sults show that as minactivity changes, the performance of
the resulting SSRc models changes as well. However, these
results show that for a relatively large number of reason-
able minactivity threshold values, the overall performance
remains relatively similar. Of course, if minactivity is too
small or too large, then the resulting model either becomes
identical to SSRbase or may fail to identify selective com-
pounds due to low recall.

The second two rows of Table 3 show the performance of
a cascaded SSR model in which the level-two model uses
only the nonselective compounds as the negative class. This
is similar to the model used by the two-step approach de-
veloped by Wassermann et al [23]. Note that these results
were obtained using the same level-one model as that used
by SSRc and the same NN model/learning parameters used
by SSRc. The best average performance achieved by this
alternate approach is 0.723 and 0.631 for DS1 and DS2, re-
spectively; both of which are worse than those achieved by
SSRc. These results indicate that taking into account the
inactive compounds in the level-two model leads to better
SSR prediction results.

6.4 Results for Multi-Task Models
Table 4 shows the performance achieved by the SSRmt

model for different number of hidden neurons and minMSE
values. The best average performance for DS1 (0.759) hap-
pens for 256 hidden neurons and a minMSE value of 0.05;
whereas the best performance for DS2 (0.681) happens for
128 hidden neurons and a minMSE value of 0.07. The per-
formance characteristics of the SSRmt model as a function
of the number of hidden neurons and the minMSE value are
similar to those observed earlier for the SSRbase model. As
the number of hidden neurons decreases/increases (or the
minMSE values increases/decreases) the performance of the

Table 5: SSR3way Average Fb
1 Scores.

minMSE
DS1 DS2

32 64 128 32 64 128

0.01 0.707 0.711 0.712 0.640 0.649 0.637
0.03 0.707 0.712 0.707 0.653 0.664 0.643
0.05 0.718 0.722 0.713 0.636 0.650 0.616
0.07 0.721 0.717 0.697 0.626 0.641 0.563
0.10 0.711 0.698 0.641 0.610 0.582 0.508

minMSE is the minimum MSE within stop criteria for model
training. Columns under DS1 and DS2 correspond to the results
for dataset one and dataset two, respectively. Each column under
32, 64, etc, corresponds to the results using 32, 64, etc, hidden
neurons in NNs. The bold numbers indicate the best average per-
formance over all minMSE values and numbers of hidden neurons
for all the targets. There is only 1 hidden layer in all the NNs.

Table 6: SSR Model Performance Comparison.

dataset pfm/imprv
scheme

SSRbase SSR3way SSRc SSRmt

DS1
best 0.710 0.722 0.729 0.759

#imprv - 72 72 79
imprv - 1.6% 2.6% 7.5%

DS2
best 0.657 0.664 0.676 0.681

#imprv - 11 15 11
imprv - 0.8% 3.2% 3.5%

The rows labeled best correspond to the best performance from
the corresponding SSR model given minMSE and number of
hidden neurons fixed for all prediction tasks. The rows labeled
#imprv present the number of prediction tasks for each the cor-
responding SSR method performs better than baseline SSRbase.
The rows labeled imprv present the geometric mean of pairwise
performance improvement over baseline SSRbase model.

resulting model degrades due to under- and over-fitting.

6.5 Results for Three-Way Models
Table 5 shows the performance achieved by the SSR3way

models for different number of hidden neurons and minMSE
values. These results were obtained by using the same set
of model and learning parameters (i.e., number of hidden
neurons and minMSE value) for each one of the three binary
models involved (i.e, S+

i vs the rest, S−i vs the rest, and C−
i

vs the rest). The best average performance for DS1 (0.722)
happens for 64 hidden neurons and a minMSE value of 0.05;
whereas the best performance for DS2 (0.664) happens for
64 hidden neurons and a minMSE value of 0.03.

6.6 Overall Comparison
Table 6 summarizes the best average F b

1 results achieved
from SSRbase, SSR3way, SSRc and SSRmt models on the DS1
and DS2 datasets. These results correspond to the bold-
faced entries of Tables 1, 5, 3, and 4, respectively. In addi-
tion, for each scheme other than SSRbase, the rows labeled
“#imprv” show the number of prediction tasks for which
the corresponding scheme outperforms the SSRbase models.
Similarly, the rows labeled “imprv” show the average perfor-
mance improvement achieved by that scheme of the SSRbase

models. The performance improvement is calculated as the
geometric mean of pairwise performance improvement over
SSRbase.

For both the datasets, the SSR3way, SSRc and SSRmt
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models outperform the SSRbase model. This indicates that
by incorporating additional information (i.e., compound ac-
tivity properties for the target of interest, compound activity
and selectivity properties against challenge sets, etc) rather
than focusing on selectivity property alone improves selec-
tivity prediction performance. Among the different schemes,
the SSRmt models achieve the best SSR prediction results.
Their average improvement over SSRbase for DS1 and DS2 is
7.5% and 3.5%, respectively. The SSRc models achieve the
next best performance, which corresponds to an average im-
provement of 2.6% and 3.2% for DS1 and DS2, respectively.
Finally, even though SSR3way improves upon the SSRbase

model, the gains achieved are rather modest (1.6% for DS1
and 0.8% for DS2).

A finner-grain picture of the performance of the different
methods on the different SSR prediction tasks involved in
DS1 and DS2 is shown in the plots of Figure 3. These plots
show the log-ratios of the F b

1 scores achieved by each model
over that achieved by the baseline model for the 116 SSR
tasks of DS1 (Figure 3(a)) and the 19 SSR tasks of DS2
(Figure 3(b)). For each SSR model, the results in Figure 3
are presented in a non-increasing order according to these
log-ratios. Figure 3 shows that SSRmt leads to higher im-
provements for more individual SSR prediction tasks than
SSR3way and SSRc, and that SSRc performs slightly better
than SSR3way. The actual number of SSR prediction tasks
for which each method outperforms the baseline are shown
in the row labeled “#imprv” of Table 6.

Finally, comparing the performance across the two datasets
we see that the proposed methods are able to achieve consid-
erably better improvements for DS1 than DS2. We believe
that this is due to the fact that the underlying learning prob-
lem associated with the prediction tasks in DS2 are harder,
since the challenge sets contain more than one target.

7. CONCLUSIONS
In this paper, we developed two machine learning meth-

ods SSRc and SSRmt for building SSR models, and exper-
imentally evaluated them against two previously developed
methods SSRbase and SSR3way. Our results showed that
the SSRmt approaches achieve the best results, substantially
outperforming other methods on a large number of differ-
ent SSR prediction tasks. This multi-task model combines
activity and selectivity models for multiple proteins into a
single model such that during training, the two models are
learned simultaneously, and compound preference over tar-
gets is learned and transferred across. This suggests that col-
lectively considering information from multiple targets and
also compound activity and selectivity properties for each
target benefits selectivity prediction.

Our experiments showed that even though the multi-task
learning-based SSR models can achieve good performance
for the SSR prediction tasks in which the challenge set con-
tains a single other target, their performance for multi-target
challenge sets is considerably lower. This indicates that fu-
ture research is required for developing methods which bet-
ter predict SSR with multi-target challenge sets. A poten-
tial approach is that SSRmt models can be constructed to
have outputs for each of the targets in challenge set such
that more information is expected to be learned through
the multi-task learning.

Acknowledgment
This work was supported in part by NSF (IIS-0905220, OCI-
1048018, and IOS-0820730) and the Digital Technology Cen-
ter at the University of Minnesota. Access to research and
computing facilities was provided by the Digital Technology
Center and the Minnesota Supercomputing Institute.

8. REFERENCES
[1] A. Agarwal, A. Rakhlin, and P. Bartlett. Matrix

regularization techniques for online multitask learning.
Technical Report UCB/EECS-2008-138, EECS
Department, University of California, Berkeley, Oct 2008.

[2] E. Bonilla, F. Agakov, and C. Williams. Kernel multi-task
learning using task-specific features. In Proceedings of the
International Conference on Artificial Intelligence and
Statistics, San Juan, Puerto Rico, 2007. Omnipress.

[3] R. Caruana. Learning many related tasks at the same time
with backpropagation. In Advances in Neural Information
Processing Systems 7, pages 657–664, Denver, CO, USA,
1995. Morgan Kaufmann.

[4] R. Clarke, H. W. Ressom, A. Wang, J. Xuan, M. C. Liu,
E. A. Gehan, and Y. Wang. The properties of
high-dimensional data spaces: implications for exploring
gene and protein expression data. Nat Rev Cancer,
8(1):37–49, Jan 2008.

[5] T. Evgeniou, C. A. Micchelli, and M. Pontil. Learning
multiple tasks with kernel methods. J. Mach. Learn. Res.,
6:615–637, 2005.

[6] C. Hansch, R. M. Muir, T. Fujita, C. F. Maloney, and
S. M. The correlation of biological activity of plant
growth-regulators and chloromycetin derivatives with
hammett constants and partition coefficients. Journal of
American Chemical Society, 85:2817–1824, 1963.

[7] L. Jacob, B. Hoffmann, V. Stoven, and J.-P. Vert. Virtual
screening of gpcrs: An in silico chemogenomics approach.
BMC Bioinformatics, 9(1):363, 2008.

[8] F. Jin and S. Sun. A multitask learning approach to face
recognition based on neural networks. In Proceedings of the
9th International Conference on Intelligent Data
Engineering and Automated Learning, pages 24–31, Berlin,
Heidelberg, 2008. Springer-Verlag.

[9] M. W. Karaman, S. Herrgard, D. K. Treiber, P. Gallant,
C. E. Atteridge, B. T. Campbell, K. W. Chan, P. Ciceri,
M. I. Davis, P. T. Edeen, R. Faraoni, M. Floyd, J. P. Hunt,
D. J. Lockhart, Z. V. Milanov, M. J. Morrison, G. Pallares,
H. K. Patel, S. Pritchard, L. M. Wodicka, and P. P.
Zarrinkar. A quantitative analysis of kinase inhibitor
selectivity. Nat Biotechnol, 26(1):127–132, Jan 2008.

[10] M. Keller and S. Bengio. A multitask learning approach to
document representation using unlabeled data.
IDIAP-RR 44, IDIAP, 2006.

[11] R. Kim and J. Skolnick. Assessment of programs for ligand
binding affinity prediction. J Comput Chem,
29(8):1316–1331, Jun 2008.

[12] K. Ni, L. Carin, and D. Dunson. Multi-task learning for
sequential data via ihmms and the nested dirichlet process.
In Proceedings of the 24th international conference on
Machine learning, pages 689–696, New York, NY, USA,
2007. ACM.

[13] X. Ning, H. Rangwala, and G. Karypis. Multi-assay-based
structure-activity relationship models: improving
structure-activity relationship models by incorporating
activity information from related targets. J Chem Inf
Model, 49(11):2444–2456, Nov 2009.

[14] L. Peltason, Y. Hu, and J. Bajorath. From
structure-activity to structure-selectivity relationships:
quantitative assessment, selectivity cliffs, and key
compounds. ChemMedChem, 4(11):1864–1873, Nov 2009.

[15] D. E. Rumelhart, G. E. Hinton, and R. J. Williams.
Learning internal representations by error propagation. Mit

ACM-BCB 11 114



-0.4

-0.2

 0

 0.2

 0.4

 0.6

 0  20  40  60  80  100  120

lo
g-

od
d 

ra
tio

targets

SSRbase

SSR3way/SSRbase

SSRc/SSRbase

SSRmt/SSRbase

(a) Dataset 1.

-0.5

-0.4

-0.3

-0.2

-0.1

 0

 0.1

 0.2

 0.3

 0.4

 0  2  4  6  8  10  12  14  16  18

lo
g-

od
d 

ra
tio

targets

SSRbase

SSR3way/SSRbase

SSRc/SSRbase

SSRmt/SSRbase

(b) Dataset 2.

Figure 3: Pairwise Improvement.

Press Computational Models Of Cognition And Perception
Series, pages 318–362, 1986.

[16] D. Stumpfe, H. E. A. Ahmed, I. Vogt, and J. Bajorath.
Methods for computer-aided chemical biology. part 1:
Design of a benchmark system for the evaluation of
compound selectivity. Chem Biol Drug Des, 70(3):182–194,
Sep 2007.

[17] D. Stumpfe, H. Geppert, and J. Bajorath. Methods for
computer-aided chemical biology. part 3: analysis of
structure-selectivity relationships through single- or
dual-step selectivity searching and bayesian classification.
Chem Biol Drug Des, 71(6):518–528, Jun 2008.

[18] D. Stumpfe, E. Lounkine, and J. Bajorath. Molecular test
systems for computational selectivity studies and
systematic analysis of compound selectivity profiles.
Methods Mol Biol, 672:503–515, 2011.

[19] S. Thrun and J. O’Sullivan. Discovering structure in
multiple learning tasks: The tc algorithm. In International
Conference on Machine Learning, pages 489–497, Bari,
Italy, 1996. Morgan Kaufmann.

[20] V. Vapnik. Statistical Learning Theory. John Wiley, New
York, NY, US, 1998.

[21] I. Vogt, D. Stumpfe, H. E. A. Ahmed, and J. Bajorath.
Methods for computer-aided chemical biology. part 2:
Evaluation of compound selectivity using 2d molecular
fingerprints. Chem Biol Drug Des, 70(3):195–205, Sep 2007.

[22] N. Wale, X. Ning, and G. Karypis. Trends in chemical
graph data mining. In A. K. Elmagarmid, C. C. Aggarwal,
and H. Wang, editors, Managing and Mining Graph Data,
volume 40 of Advances in Database Systems, pages
581–606. Springer US, New York, NY, US, 2010.

[23] A. M. Wassermann, H. Geppert, and J. Bajorath.
Searching for target-selective compounds using different
combinations of multiclass support vector machine ranking
methods, kernel functions, and fingerprint descriptors. J
Chem Inf Model, 49(3):582–592, Mar 2009.

[24] A. M. Wassermann, H. Geppert, and J. Bajorath.
Application of support vector machine-based ranking
strategies to search for target-selective compounds.
Methods Mol Biol, 672:517–530, 2011.

[25] K. Yu, V. Tresp, and A. Schwaighofer. Learning gaussian
processes from multiple tasks. In Proceedings of 22nd
International Conference on Machine Learning, pages
1012–1019, Bonn, Germany, 2005. ACM Press.

ACM-BCB 11 115



MetaVelvet : An extension of Velvet assembler to de novo
metagenome assembly from short sequence reads

Toshiaki Namiki
∗

Japan Post Network Co.,Ltd.
namiki@dna.bio.keio.ac.jp

Tsuyoshi Hachiya
†

Biosciences and Informatics,
Keio University

3-14-1 Hiyoshi, Kohoku-ku,
Yokohama, 223-8522, Japan

hacchy@dna.bio.keio.ac.jp

Hideaki Tanaka
Biosciences and Informatics,

Keio University
3-14-1 Hiyoshi, Kohoku-ku,

Yokohama, 223-8522, Japan
tanaka@dna.bio.keio.ac.jp

Yasubumi Sakakibara
‡

Biosciences and Informatics,
Keio University

3-14-1 Hiyoshi, Kohoku-ku,
Yokohama, 223-8522, Japan

yasu@bio.keio.ac.jp

ABSTRACT
Motivation:
An important step of “metagenomics” analysis is the assem-
bly of multiple genomes from mixed sequence reads of mul-
tiple species in a microbial community. Most conventional
pipelines employ a single-genome assembler with carefully
optimized parameters and post-process the resulting scaf-
folds to correct assembly errors. Limitations of the use of a
single-genome assembler for de novo metagenome assembly
are that highly conserved sequences shared between different
species often causes chimera contigs, and sequences of highly
abundant species are likely mis-identified as repeats in a sin-
gle genome, resulting in a number of small fragmented scaf-
folds. The metagenome assembly problem becomes harder
when assembling from very short sequence reads.

Method:
We modified and extended a single-genome and de Bruijn-
graph based assembler, known as “Velvet” [27], for short
reads to metagenome assembly, called“MetaVelvet”, for mixed
short reads of multiple species. Our fundamental ideas are
first decomposing de Bruijn graph constructed from mixed
short reads into individual sub-graphs and second building
scaffolds based on every decomposed de Bruijn sub-graph
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as isolate species genome. We make use of two features,
graph connectivity and coverage (abundance) difference, for
the decomposition of de Bruijn graph.

Results:
On simulated datasets, MetaVelvet succeeded to generate
higher N50 scores and smaller chimeric scaffolds than any
compared single-genome assemblers, produce high-quality
scaffolds as well as the separate assembly using Velvet from
isolated species sequence reads, and MetaVelvet reconstructed
even relatively low-coverage genome sequences as scaffolds.
On a real dataset of Human Gut microbial read data, MetaVel-
vet produced longer scaffolds, increased the number of pre-
dicted genes, and improved the assignments of a phylum-
level taxonomy in the sense that the rate of predicted genes
that cannot be assigned to any tanoxomy is reduced.

Availability:
The source code of MetaVelvet is freely available at
http://metavelvet.dna.bio.keio.ac.jp under the GNU Gen-
eral Public License.

Categories and Subject Descriptors
J.3 [Life and Medical Sciences]: Biology and genetics

General Terms
Algorithms

Keywords
metagenome, assembly, next generation sequencing

1. INTRODUCTION
The pioneer work for metagenomics analysis was done by

[23] for the Sargasso Sea environmental genome analysis.
The bulk extraction of diverse microbial genomes from the
environment without prior lab cultivation is one of the most
fascinating feature of metagenomics. Analyses of various
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kinds of environmental genomes have been followed by sev-
eral works such as [10]. Recent progress of next generation
sequence technology offers more chances for the metagenome
analysis and an advantage of deep sequencing (especially Il-
lumina Genome Analyser) for highly diverse microbial pop-
ulations. However, while a number of metagenomes have
been sequenced using the next generation sequencers and
deposited to public genome databases, only few works suc-
ceeded to report their assembly results [18, 4]. This is mainly
due to the short length of sequence reads from the next gen-
eration sequencer. Further, it is also due to the fundamental
difficulty of metagenomics analysis compared with the iso-
late genome analysis. In a microbial community, the number
of strains is initially unknown, and their relative abundance
is also unknown and potentially skewed [3].

There have currently been developed no “de novo” as-
semblers specifically devoted to metagenome assembly from
mixed sequence reads of multiple species in a microbial com-
munity. Instead, there are two tentative approaches to “de
novo” analysis for the mixture of sequence reads from the
environmental genomes: (i) applying a single-genome as-
sembler to metagenome sequence reads [18, 4, 2, 26], and
(ii) binning (clustering) a set of sequence reads into differ-
ent clusters [20, 25]. However, the single-genome assemblers
were not designed to assemble multiple genomes from the
mixture of sequence reads with nonuniform sequence cov-
erages. On the other hand, the unsupervised binning of
sequence reads has also some limitation to cluster the input
reads only based on k-mer frequencies in the “short” reads
without assembly. Third approach (not de novo) is the com-
parative genome analysis mapping reads or aligning contigs
to the reference genomes [9, 3, 13]. Apparently, the com-
parative approach cannot cover any microbial species whose
reference genomes or closely related genomes have not been
assembled.

In spite of such multiple difficulties, our primary goal is to
reconstruct the whole genomes of multiple species in a micro-
bial community, especially from very short sequence reads.
In this work, we extend a single-genome assembler, named
“Velvet” [27, 28], for short reads to metagenome assembly
for mixed short reads of multiple species. Our fundamen-
tal strategy for metagenome assembly is to consider that
a de Bruijn graph constructed from mixed sequence reads
of multiple species is equal to merging multiple distinct de
Bruijn graphs constructed from individual species and thus
to decompose the mixed de Bruijn graph into individual sub-
graphs and build scaffolds based on the decomposed sub-
graphs. (See Fig. 1.) Note that the de Bruijn graph repre-
sentation was first employed as a kind of assembly graph for
sequencing by hybridization (SBH) by [6]. We make use of
two features, graph connectivity and coverage (abundance)
difference, for the decomposition of de Bruijn graph. When
two species are evolutionarily enough distant, two genomes
could not share any k-mers and therefore the de Bruijn graph
constructed from mixed reads of two species must consist of
two independent subgraphs. When two species have signif-
icantly different populations (abundances) in a community,
we make use of the coverage difference to disconnect the de
Bruijn graph.

On simulated datasets, our MetaVelvet metagenome as-
sembler succeeded to generate higher N50 scores than any
compared single-genome assemblers, and produce high-quality
scaffolds as well as the separate assembly using Velvet from
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Figure 1: Our MetaVelvet strategy to decompose
the mixed de Bruijn graph.

isolated species sequence reads. Further, MetaVelvet gener-
ated relatively smaller amount of chimeric scaffolds in spite
of longer N50 size, and MetaVelvet reconstructed even rela-
tively low-coverage genome sequences as scaffolds. On a real
dataset of Human Gut microbial short read data from NCBI
sequence read archive, our MetaVelvet produced longer scaf-
folds, increased the number of predicted genes, and improved
the assignments of a phylum-level taxonomy in the sense
that the rate of predicted genes that cannot be assigned to
any tanoxomy is reduced.

2. BACKGROUND

2.1 De Bruijn graph based assembly
Given a set of sequence reads, the de Bruijn graph based

assemblers [16, 27, 12, 21] first break each read into k-mers
(words of length k). It is clear that two adjacent k-mers in
the read overlap at k − 1 nucleotides. Second, a directed
graph is constructed from the given sequence reads as fol-
lows: Each overlapping (k − 1)-mer is encoded into a node
in the directed graph so that each k-mer is represented by a
directed edge in the graph. Each k-mer is encoded into a di-
rected edge that connects a node labeled the first (k−1)-mer
of the k-mer and a node labeled the second (k− 1)-mer. On
the constructed de Bruijn graph, each read is mapped to a
path traversing the graph. Therefore, the assembly (recon-
struction) of the target genome from the De Bruijn graph
can be reduced to finding Eulerian path. (See Fig. 2.)

2.2 Brief outline of Velvet and its de Bruijn
graph representation
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Figure 2: Illustration of de Bruijn graph based as-
sembly.

For the input of a set of short sequence reads, Velvet first
hashs the reads according to a predefined k-mer length, and
constructs a data structure for assembly, called de Bruijn
graph. Velvet’s implementation of de Bruijn graph is that
each node represents a series of overlapping k-mers (words of
length k) where adjacent k-mers overlap by k−1 nucleotides.
Each node is labelled the sequence of last nucleotides of the
k-mers. (See Fig. 1.) Further, each node is attached to
a twin node which represents the reverse series of reverse
complement k-mers for reads from opposite strands.

For each input read, the ordered set of overlapping k-mers
is defined. Next, the ordered set is cut whenever an overlap
with another read begins or ends. For each uninterrupted
ordered subset of original k-mers, a node is created. Two
nodes can be connected by a directed edge. If two nodes
is connected, the last k-mer of an origin node overlaps by
k − 1 nucleotides with the first of its destination node. New
directed edges are created by tracing the read through the
constructed graph.

Second, Velvet executes three functions, Simplification for
node merging, and Removing Tips and Removing Bubbles
for error removal. Simplification merges two nodes where
the one node has only one outgoing edge and the other has
only one incoming edge. A tip which is defined as a chain of
nodes disconnected on one end is removed. A bubble which
is defined as two redundant paths which start and end at
the same nodes and contain similar sequences is merged.
Those tips and bubbles are created by sequencing errors or
biological variants such as SNPs.

Finally, two functions, Pebble and Rock Band, are called
for constructing scaffold and repeat resolution using paired-
end information and long read information. In these func-
tion, Velvet distinguishes the unique nodes from the repeat
nodes based on contig coverage values. A repeat node repre-
sents a sequence which occurs several times in the genome.
Simply, a repeat node can be considered at a crossing point
between two paths with multiple incoming and outgoing
edges. Note that in the multiple genome assembly, the nodes
at a crossing point between two paths are not necessarily re-
peat. Such nodes are sometimes shared between two distinct

species genomes.

3. METHODS
Our fundamental strategy is to decompose the de Bruijn

graph constructed from mixed sequence reads of multiple
species into individual sub-graphs and build scaffolds based
on the decomposed subgraphs. We make use of two fea-
tures, graph connectivity and coverage difference, for the
decomposition of de Bruijn graph constructed from mixed
sequence reads of multiple species. When two species are
evolutionarily enough distant, two genomes could not share
any k-mers and therefore the de Bruijn graph constructed
from mixed reads of two species must consist of two indepen-
dent subgraphs. When two species have significantly differ-
ent populations in a community, we make use of the coverage
difference to disconnect the de Bruijn graph.

3.1 Extension to metagenome assembly
First, we separate subgraphs which mostly consist of nodes

of primary (highest) coverages from the constructed de Bruijn
graph and mask the other parts of the graph. Second, we
build the scaffolds based on the extracted subgraphs for the
primary species. Third, we remove the primary subgraphs
and recursively apply this procedure to the remaining graphs
until any node is remained.

We define a chimeric node in the de Bruijn graph, which
might cause generating“chimeric scaffolds”, that is, a misas-
sembly that combines reads from distinct species. A chimeric
node is defined to have more than two incoming edges and
more than two outgoing edges (i.e., crossing node) such that
the origin nodes of incoming edges have significantly differ-
ent coverages and the destination nodes of outgoing edges
also have different coverages. Further, the chimeric node
must have a confluent coverage value of the origin nodes of
two incoming edges. (See Fig. 3.)
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secondary : 30

OFF

ON

OFF

ON

28.5
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31.3
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OFF
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OFF

ON

separating

Chimeric
node

Figure 3: Definition of chimeric node and its reso-
lution by separating the node. The node is chimeric
due to [(28.5 + 59.6) + (31.3 + 62.7)]/2 ≃ 90.8.

The detailed procedure of MetaVelvet is as follows: (Illus-
trated in Fig. 4.)

1. For a given set of sequence reads generated from mixed
species, construct a de Bruijn graph by calling Velvet
first stage functions.

2. Calculate the histogram of “length-weighted frequen-
cies”of coverage-values on the nodes in the constructed
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de Bruijn graph, and detect multiple peaks in the his-
togram. We consider each peak corresponds to the
expected coverage (abundance) of each single species.
(See Fig. 5.)

3. Approximate those detected peaks by a mixture of
Gaussian distributions, and estimate the expected cov-
erage value for each peak. Then, the highest peak of
expected coverage is chosen as the primary expected
coverage, and next-highest is chosen as the secondary
expected coverage.

4. Cluster every node into one of Gaussian mixture by
calculating its posterior probability for the coverage
value.

5. (Decomposition by connectivity) Decompose the ini-
tial de Bruijn graph into the connected subgraphs.

6. (Decomposition by coverage value) If the coverage of
a node belongs to the primary expected coverage, the
node is classified as a primary node. Subsequently,
the primary nodes are labeled by “ON”, and the other
nodes are labeled by “OFF”. Then, a chimeric node
is defined to have two incoming edges whose origin
nodes are labelled ON and OFF and two outgoing
edges whose destination nodes are labelled ON and
OFF, and have a coverage value mostly equal (within
5% difference by default) to the average between the
sum of coverage values of two origin nodes of incoming
edge and the sum of two destination nodes of outgoing
edge. Second, resolve every chimeric node by dividing
the node into two nodes with only one incoming edge
and one outgoing edge whose origin and destination
nodes have a same label, as shown in Fig. 3. After
separating chimeric nodes, further decompose the re-
sulting graph into the connected subgraphs.

7. If a subgraph consists of more than x % (a predefined
parameter, the default is set to 100%.) nodes labelled
“ON”, the subgraph is unmasked. All other subgraphs
are masked.

8. Apply the Velvet functions to the unmasked subgraphs
to build contigs and then apply Pebble and Rock band
functions to build scaffolds.

9. Remove the unmasked subgraphs from the initial de
Bruijn graph and recursively apply the above proce-
dure to the remaining de Bruijn graph.

Note that one might consider that in the above step 3, a
chimeric node could have the highest expected coverage.
However, the contigs of chimeric nodes are very short com-
pared with the unique nodes, and therefore, the length-
weighted frequencies of coverage-values on chimeric nodes
do not form any significant peaks.

4. EXPERIMENTAL RESULTS
We tested the performance of our MetaVelvet assembler

on the simulated datasets and a real metagenome data, hu-
man gut microbial sequence data. We compared our method
with naive use of three single-genome assemblers, Velvet
[27], ABySS [21], and SOAPdenovo [22] for metagenome se-
quence data. Further, on the simulated datasets, we com-
pared with the results of single genome assembly from pure
sequence reads of each single isolate genome. We com-
pared the following standard statistical figures to measure

End

Start

Hash input reads by k-mer length

Construct de Bruijn graph using Velvet from
mixed sequence reads of multiple species

Detect the multiple peaks in the histogram 
of contig coverage values on nodes 

For every unmasked subgraph,

apply “Pebble” and “RockBand” functions

Label all nodes of coverage values beloging to 
the primary expected coverage 

(highest peak) by “ON”

Label all other nodes by “OFF”

Find “chimeric nodes” and divide the nodes 
into two nodes with only one incoming edge 

and one outgoing edge 

Decompose the graph into connected subgraphs

Mask every subgraph consisting of OFF nodes

Build scaffolds and 

remove the unmasked graphs 

Figure 4: Flowchart of the main procedure of
MetaVelvet.

the performance of assemblers for short read assembly and
metagenome assembly: the number of scaffolds, the total
length of scaffolds, and N50, where N50 indicates the scaf-
fold length such that 50% of the de novo assembled se-
quences lies in scaffolds of this size or larger. For the simu-
lated datasets, we counted the number of chimeric scaffolds
and the total length of chimeric scaffolds. We determine
whether a scaffold is chimeric by the following procedure.
First, we calculate the best hit alignments between scaffolds
and the set of input reference genomes by using BLAST.
Second, if a scaffold has more than two subsequences which
are aligned to different genomes and those subsequences are
longer than 1% of the scaffold length, the scaffold is decided
to be chimeric. Further, the following genome cover rate was
calculated per each species: “genome cover rate” of a species
A is defined by the ratio of the sum of all scaffold lengths
that are best aligned to the genome A divided by the length
of genome A.

4.1 Performances on simulated dataset
We used the MetaSim software [19] to artificially gener-

ate metagenome sequence reads. The read length was set at
36 bp, “very short”. Average and standard deviation of in-
sert size for paired-end reads were set at 200 bp and 40 bp,
respectively. Sequencing errors were considered based on
the Illumina error model included in the MetaSim pack-
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Figure 5: Detection multiple peaks in the histogram
of coverage-values on the nodes.

age. For species abundance settings, we examined human
gut microbiome data (see Section 4.2), and histogram of k-
mer coverage was obtained (Fig. 6). We generated simulated
metagenomic datasets so as to yield a similar k-mer coverage
histogram with human gut microbiome data.

4.1.1 Inter-genus metagenomic dataset
Short read datasets were generated from four species; Bac-

teroides fragilis NCTC 9343 (184x), Bacillus subtilis subsp.
subtilis str. 168 (106x), Clostridium difficile 630 (60x),
and Lactobacillus casei ATCC 334 (37x). The number in
the parentheses indicates the species relative copy number
(abundance). For each species, a single genome sequence
dataset was generated. Then, when setting up a metagenome
dataset containing n species, we mixed single genome datasets
from the n-highest abundant species. For example, when
generating three species datasets, three single genome datasets
of B. fragilis, B. subtilis, and C. difficile were mixed into a
metagenomic dataset.

Artificially generated short reads were assembled by four
short read assemblers, Velvet [27], ABySS [21], SOAPden-
ovo [22], and our MetaVelvet assembler, with default param-
eters except for executing SOAPdenovo with setting k-mer
size at 23, and using “-M 3” option, which is considered to
be suitable for metagenomics assembly [18]. The versions of
these softwares used in our evaluation experiments are Vel-
vet 0.7.62, ABySS 1.2.1, SOAPdenovo 1.0.4, and MetaVel-
vet 1.3.1, respectively. Statistics of the assembly results were
summarized in Table 1. Scaffolds of length less than 1,000 bp
were discarded. The percentage of chimeric scaffold length
is shown to the total scaffold length. Every individual single
genome was assembled by Velvet from each single species
dataset.

Interestingly, every software generates no chimeric scaf-
folds, although N50 sizes of Velvet and ABySS were drasti-
cally decreased with increasing the number of species mixed,
whereas N50 size of MetaVelvet and SOAPdenovo were less
affected by the number of species included in metagenomic
datasets.

4.1.2 Intra-genus metagenomic datasets
In some environments such as biofilm of tomato root nod-

ule bacteria, multiple species belonging to the same genus
are dominant. For such situations, assembly of metagenomic
data seriously encounters the problem of producing chimeric
scaffolds. Further, the metagenome assembly encounters an-

other difficulty of missing low-coverage sequences when a
larger number of multiple species are included in a micro-
bial community. In order to evaluate the performance of
short read assemblers for intra-genus metagenomic datasets,
two lines of metagenomic datasets were generated by mixing
short sequence reads generated from three species of Bac-
teroides; B. vulgatus ATCC 8482 (84x), B. thetaiotaomicron
VPI-5482 (48x), and B. fragilis NCTC 9343 (28x), and six
species of Pseudomonas; P. stutzeri A1501 (363x), P. putida
W619 (207x), P. entomophila L48 (121x), P. syringae pv.
tomato str. DC3000 (74x), P. aeruginosa PA 7 (44x), and P.
fluorescens Pf-5 (23x). These datasets were assembled and
evaluated as in the case of inter-genus metagenomic datasets
(Table 1). Pseudomonas species were chosen because these
species are known to be co-dominant in biofilm environment
around tomato root.

We can see in Table 1 that MetaVelvet can assemble intra-
genus metegenomic read data with significantly longer N50
size than other assemblers as in the case of inter-genus metage-
nomic datasets. The percentage of chimeric scaffolds of
MetaVelvet is smaller than Velvet. Note that ABySS and
SOAPdenovo produced very small percentages of chimeric
scaffolds. Because the N50 sizes generated by ABySS and
SOAPdenovo are also significantly small, ABySS and SOAP-
denovo tends to avoid unreliable connections of contings,
and as the result, produce a large number of short frag-
mented scaffolds with smaller N50 size and fail to cover
the target genomes. Moreover, when assembling six Pseu-
domonas species, Velvet and ABySS reconstruct only 0.1%
and 37% at the lowest genome cover rates (P. fluorescens
and P. syringae, respectively), whereas MetaVelvet can cover
81% at the lowest genome cover rate (P. syringae), demon-
strating that MetaVelvet can reconstruct even relatively low-
coverage genome sequences as scaffolds even for intra-genus
metagenomic dataset. This fact is a significant remark for
metagenome assembly using next-generation deep sequenc-
ing.

These improvements strongly suggest that single-genome
assemblers are not appropriately applied to metagenomic
short read data. Our MetaVelvet assembler can assemble
metagenomic short read data with longer N50 size and re-
construct scaffold sequences even for low-coverage species.

4.2 Metagenomics analysis on human gut mi-
crobial data

In order to assess the assembly accuracy on metagenomic
analyses, including taxonomical content analysis [5], func-
tional composition analysis [18], and pathway mapping anal-
ysis [11], we analyzed human gut microbial data [15] with
our MetaVelvet assembler. We downloaded human gut mi-
crobial short read data (SRR041654 and SRR041655) from
NCBI Sequence Read Archive (http://www.ncbi.nlm.nih.gov
/sra). The dataset was sequenced on the Illumina Genome-
AnalyzerII platform, and is composed of 40,448,357 paired-
end reads whose length is 100 bp, yielding 8,089,671,400 bp
in total.

The dataset was assembled into scaffolds using MetaVel-
vet with default parameters except for setting k-mer size at
51, insert length for paired-end reads at 260 bp, and allow-
able difference of repeat node coverage at 10% × expected
repeat node coverage (default value of current version of
MetaVelvet is 5%). For comparison, we also applied Velvet
to the same short read dataset with default parameters ex-
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Table 1: Accuracy comparison of assembly softwares

Metagenome dataset Separate MetaVelvetb Velvetb ABySSb SOAPdenovob

assemblya,b

Inter-genus metagenome datasets
Inter-genus 2 species

Num. scaffolds 83 84 76 285 99
Total scaffold length 9,290,647 9,294,876 9,292,391 9,718,848 9,278,922
N50 size (bp) 373,532 313,183 404,938 67,392 273,537
Chimeric scaffold length (%) 0.00 0.00 0.00 0.00 0.00
Cover rate (%) 97.95 97.66 97.67 97.61 97.25
Required CPU time (sec.) 1,803 1,907 1,769 N/Ac 1,927
Required memory (GB) 4.62 9.24 7.98 N/Ac 8.27

Inter-genus 3 species
Num. scaffolds 189 178 634 470 197
Total scaffold length 13,423,857 13,437,753 13,297,533 13,966,356 13,390,535
N50 size (bp) 205,617 221,341 68,952 63,020 189,900
Chimeric scaffold length (%) 0.00 0.00 0.00 0.00 0.00
Cover rate (%) 90.42 89.55 88.31 89.67 89.30
Required CPU time (sec.) 1,747 2,223 1,837 N/Ac 2,175
Required memory (GB) 4.62 11.16 9.37 N/Ac 8.28

Inter-genus 4 species
Num. scaffolds 317 316 646 695 319
Total scaffold length 16,166,887 16,184,551 13,314,506 16,899,844 16,127,842
N50 size (bp) 164,338 170,931 68,952 49,526 149,500
Chimeric scaffold length (%) 0.00 0.00 0.00 0.00 0.00
Cover rate (%) 91.52 90.72 73.52 90.99 90.53
Required CPU time (sec.) 2,211 2,449 1,970 N/Ac 2,430
Required memory (GB) 4.27 12.02 9.96 N/Ac 8.28

Intra-genus metagenome datasets
Bacteroides 3 species

Num. scaffolds 294 444 1,690 1,061 511
Total scaffold length 16,253,464 16,154,081 13,373,372 17,516,558 15,965,585
N50 size (bp) 135,348 86,991 17,272 31,115 67,915
Chimeric scaffold length (%) 0.00 1.21 0.11 0.05 0.00
Cover rate (%) 97.37 95.61 81.65 97.02 95.48
Required CPU time (sec.) 1,005 1,252 948 N/Ac 1,211
Required memory (GB) 2.35 6.75 4.97 N/Ac 6.07

Pseudomonas 3 species
Num. scaffolds 190 1,052 2,278 3,360 2,795
Total scaffold length 15,957,419 15,547,031 13,676,290 9,815,025 13,264,573
N50 size (bp) 218,365 34,896 13,841 3,763 7,463
Chimeric scaffold length (%) 0.00 0.78 2.53 0.00 0.00
Cover rate (%) 98.58 91.38 74.56 58.35 76.49
Required CPU time (sec.) 4,590 8,370 4,961 N/Ac 5,741
Required memory (GB) 7.14 21.54 19.28 N/Ac 12.78

Pseudomonas 6 species
Num. scaffolds 606 3,785 3,412 7,617 5,864
Total scaffold length 35,606,587 33,723,479 17,779,989 22,775,562 30,107,698
N50 size (bp) 145,482 17,938 12,064 3,829 8,434
Chimeric scaffold length (%) 0.00 0.86 0.50 0.16 0.00
Cover rate (%) 96.52 83.47 50.39 58.17 79.15
Required CPU time (sec.) 5,573 32,475 6,930 N/Ac 7,801
Required memory (GB) 7.14 28.56 24.56 N/Ac 21.62

aThe figures in “Separate assembly” show the summation of all individual assembly results, which is not available in real-data
analysis. bMetaVelvet, Velvet, ABySS, and SOAPdenovo were ran with default parameters except for setting k-mer size at
23. cCPU time and memory requirements of ABySS were not traced because these programs generate multiple process IDs
(PIDs).
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Figure 6: Detection multiple peaks on node coverage
histogram from human gut microbial data.

Table 2: Assembly and gene prediction statistics for
human gut microbial short read data

MetaVelvet Velvet
Scaffoldsa

Num. scaffolds 5,757 6,697
Total scaffold length (bp) 64,395,790 58,794,997
Average scaffold length (bp) 11,186 8,779
N50 size (bp) 45,512 26,815

Protein-coding genesb

Num. genes 55,416 50,349
Num. partial genesc 6,871 7,507

(12.4%) (14.9%)
Average gene length (aa) 334 ± 251 335 ± 251

aShort scaffolds of length less than 1,000 bp are not included
in these statistics. bProtein-coding genes were predicted
only from scaffolds whose length is greater than or equal
to 1,000 bp. cPartial genes denote genes whose 5’ and/or 3’
end is not included in a scaffold.

cept for setting k-mer size at 51 and insert length for paired-
end reads at 260 bp. First, MetaVelvet succeeded to detect
multiple peaks on the histogram of node coverages in the
de Bruijn graph constructed from human gut microbial read
data (Fig. 6).

Second, the assembly statistics is summarized in Table 2.
MetaVelvet produced a longer N50 size of scaffolds, almost
twice the N50 of Velvet. From the assembled scaffolds,
protein-coding genes were predicted using the MetaGeneAn-
notator [14] software. 55,416 and 50,349 genes were pre-
dicted from the MetaVelvet and Velvet scaffolds, respec-
tively. Importantly, the number of predicted genes from
MetaVelvet scaffolds is increased by 10.1%, and the fraction
of partial genes from MetaVelvet scaffolds is substantially
decreased (2.5 points) compared with those from Velvet scaf-
folds (Table 2). These results indicate that MetaVelvet can
efficiently avoid chimeric scaffolds, resulting in longer scaf-
folds, increased number of predicted genes, and decreased
fraction of partial genes.

4.2.1 Taxonomic content analysis

Figure 7: Taxonomic contents of a human gut micro-
biome at phylum-level resolution. Each node repre-
sents a lowest common ancestor. The size of a circle
indicates the rate (%) of predicted genes assigned to
a node, and the fraction of orange and blue colors
indicates the fraction of genes from MetaVelvet and
Velvet scaffolds, respectively.

Predicted protein-coding genes were queried using BLASTP
program [1] against the NCBI integrated non-redundant (NR)
database. BLASTP hits with e-values greater than 1.0 ×

10−5 were filtered, and taxonomic content was estimated
based on the MEGAN analysis platform and the lowest com-
mon ancestor algorithm [5] as described in [18]. Fig. 7 com-
pares the taxonomic contents estimated from the Velvet and
MetaVelvet scaffolds. Although both results show similar
bacterial diversity, the number of predicted genes that can
be assigned to a phylum-level taxonomy is improved by using
MetaVelvet compared with using Velvet. This is mainly be-
cause the number of predicted genes that cannot be assigned
to any tanoxomy is reduced, suggesting that gene prediction
results from the MetaVelvet scaffolds provide more useful
information for taxonomic content analysis by reducing the
number of chimeric scaffolds.

4.2.2 Functional composition and pathway mapping
analyses

Predicted protein-coding genes were queried using BLASTP
program against the eggNOG database [7] for functional
composition analysis, and against the KEGG database [8]
for pathway mapping analysis with e-value threshold 1.0 ×

10−5. Using only best BLASTP hits, functional composition
and pathway mapping results were computed as described
in [18]. Functional compositions based on the Velvet and
MetaVelvet scaffolds show similar results, whilst the rate of
predicted genes that can be assigned to a functional cate-
gory is increased by using MetaVelvet compared with using
Velvet (Fig. 8). Pathway mapping analysis based on the
Velvet and MetaVelvet scaffolds results in almost the same
mapping (Supplemental Fig. S2), although insignificant dif-
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Figure 8: Functional compositions of a human gut
microbiome based on eggNOG gene functional cate-
gory. Horizontal axis represents the number of genes
assigned to the functional category.

ferences can be found (Supplemental Fig. S3). These results
are predictable as functional composition and pathway map-
ping analyses would be less affected by chimeric scaffolds
than taxonomical cantent analysis.

5. DISCUSSION
We have described an extension of a single genome as-

sembler Velvet to a metagenome assembler MetaVelvet, and
shown its effectiveness by several experiments on simulated
datasets and human gut microbial sequence data. This work
is the first step in the construction of a de novo metagenome
assembler to assemble metagenomes from mixed “short” se-
quence reads of multiple species.

While a primary procedure was designed, a considerable
amount of work remains. A key issue is how to identify and
deal with ambiguous nodes, called chimeric nodes in this
paper, with multiple incoming and outgoing edges in the de
Bruijn graph. Most nodes in the de Bruijn graph are the
unique nodes of only one incoming edge and one outgoing
edge. The unique nodes are reliable to build contigs. The
single-genome assemblers recognize the chimeric nodes as re-
peat nodes, where a repeat node represents a sequence which
occurs several times in the genome. This idea is correct
in the single genome assembly. Further, Velvet and other
short read assemblers carefully identify and deal with the
repeat nodes using the paired-end information. This is the
main reason why Velvet and ABySS assemblers sometimes
work well even for metagenome assembly experiments. Our
MetaVelvet explicitly identifies chimeric nodes as causing
misassemblies that combine reads from distinct species and
generate chimeric scaffolds. Then, MetaVelvet divides the
chimeric node into two unique nodes. We simply make use
of contig coverage differences on the nodes and identify and
divide chimeric nodes. This simple strategy has been proven
to work well for our experiments of metagenome assemblies.
In experiments of inter-genus metagenome datasets, our Vel-
vet worked almost perfectly to assemble almost whole indi-

vidual genomes without any chimeric scaffolds and achieve
the N50 sizes almost equal to the single genome assembly. In
intra-genus experiments, MetaVelvet reconstructed even rel-
atively low-coverage genome sequences as scaffolds. These
results demonstrate that MetaVelvet would be a valuable
tool that can be widely used in metagenomic analyses.

We still consider this is not enough because in some cases,
Meta-Velvet generates some small amount of chimeric scaf-
folds. Now, we are further developing our MetaVelvet to in-
corporate the paired-end information to determine chimeric
nodes more precisely. We also need to attempt larger scale
experiments to assemble metagenomes consisting of tens or
hundreds of species.

Supplemental Material
The supplemental material is also available at the site:
http://metavelvet.dna.bio.keio.ac.jp/supple.pdf.
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ABSTRACT
The modeling of physical processes in biomedical image anal-
ysis requires a discretization of the image space into sim-
ple shapes like triangles in two dimensions and tetrahedra
in three dimensions. These discretizations are known as
meshes, and the construction of the meshes as image-to-
mesh conversion. There are a number of requirements on
image-to-mesh conversion, the most critical of them being
the shape of mesh elements in terms of the absence of small
angles, the faithful geometrical representation of the tissues
by the mesh elements, small number of elements for real-
time Finite Element and Finite Volume analysis, and rapid
execution times. We present a novel algorithm for triangular
and tetrahedral image-to-mesh conversion which allows for
guaranteed bounds on the smallest dihedral angle and on the
distance between the boundaries of the mesh and the bound-
aries of the tissues. The algorithm produces a small number
of mesh elements that comply with these bounds. We also
describe and evaluate our implementation of the proposed
algorithm on two publicly available three-dimensional medi-
cal atlases. The implementation is faster than a state-of-the
art Delaunay code, and in addition solves the small dihedral
angle problem.

Categories and Subject Descriptors
I.3.5 [Computing Methodologies]: Computer Graphics—
Computational Geometry and Object Modeling

General Terms
Algorithms, Performance, Design, Theory
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Image-to-mesh conversion
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1. INTRODUCTION
The ability to tessellate a medical image of a tissue into

tetrahedra will enable quantitative analysis on patient-specific
images using Finite Element (FE) and Finite Volume (FV)
methods. This has significant implications in a vast range
of areas, such as imaged-guided therapy, development of ad-
vanced patient-specific blood flow mathematical models for
the prevention and treatment of stroke, patient-specific in-
teractive surgery simulation for training young clinicians,
and study of biomechanical properties of collagen nano-straws
of patients with chest wall deformities, to name just a few.
Below we briefly describe the above mentioned applications
which are the most familiar to us due to the ongoing collab-
orative research efforts.

Non-Rigid Registration for Image Guided Neuro-
surgery. The Brain Tumor Society estimates that each year
more than 200,000 people in the USA are diagnosed with a
primary or metastatic brain tumor. A greater percentage
of resection and a smaller volume of postoperative resid-
ual tumor are associated with an improved prognosis for
the patient [7, 16]. The majority of malignant gliomas recur
within 2 cm of the enhancing edge of the original tumor,
providing impetus for improved surgical resection. Precise
delineation of resection margins is very difficult because tu-
mors can closely resemble brain. Maximal resection is also
complicated because tumors infiltrate and can be immedi-
ately adjacent to critical functioning brain tissue. Moreover,
deformation of brain structures occurring intra-operatively
renders pre-operative images inaccurate. Non-rigid regis-
tration techniques are capable of utilizing transformations
that model local deformations. The registration problem is
formulated as an iterative estimation of the deformation us-
ing an approximation method. A tetrahedral finite element
mesh has a dual role in the formulation. First, it is used to
find the mechanical energy of the system and model defor-
mation of the brain as a physical body based on FEM. In
addition, the mesh is also used to regularize, or smooth, the
displacements estimated with block matching [6, 11].

Blood Flow Simulation. Cerebrovascular disease (CVD),
or stroke, is one of the leading natural causes of death in the
US, accounting for 1 in 17 deaths in 2005, and associated
with debilitating morbidity among survivors. Interactions
of blood flow in the human brain occur between different
scales, determined by flow features in the large arteries, the
smaller arteries and arterioles, and the capillaries all be-
ing coupled to cellular and sub-cellular biological processes.
While many biological aspects have been studied systemat-
ically, surprisingly little effort has been put into studying
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Figure 1: Left: MRA, courtesy of Dr. Wu of Neu-
rosurgical Department of Huashan Hospital Shang-
hai Medical College, Fudan University, Shanghai,
China. Right: Image Analysis of Patient Cartilage,
courtesy of Dr. Stacey of Old Dominion University.

blood flow patterns within the brain and no studies exist
that couple brain-shift and multi-scale blood flow in the con-
text of neurosurgery or simulators for training young neu-
rosurgeons. Recent 3D imaging of the human brain pro-
vides statistical information for constructing realistic topo-
logical finite element models on which future brain simu-
lations will be based. Moreover, imaging technology and
real-time image-guided neurosurgery systems in advanced
operating suites can be used for better understanding for
treatment and prevention of CVD. The missing piece is the
capability to perform finite element simulations at a level-of-
detail that can provide insight on the what, why, and how in
addressing stroke-related problems to improve the long-term
prospects of patients for good quality of life while reducing
health care costs. Again, Image-to-Mesh (I2M) conversion
is a critical building block in these simulations.

Medical Simulators. The purpose of interactive surgery
simulation is to train young surgeons in conjunction with a
haptic and visual computer interface, and it has been shown
in some studies to have a measurable impact on surgical skill
and patient outcome. Finite elements are a method for nu-
merically estimating unknown displacements, stresses, forces
and possibly other variables, by expressing an equation for
mechanical equilibrium conditions. This approach requires
that a tissue volume be decomposed into simple geometrical
components such as tetrahedra or hexahedra. In this pa-
per we focus on tetrahedral meshes only. There are ongoing
efforts [25] that focus on hexahedral elements.

Image Analysis Of Patient Cartilage For Predict-
ing Surgical Responses. Collagen fibers (nano-straws)
are responsible for tensile strength of cartilage, see Figure 1.
The cartilage of patients with chest wall deformities has been
described as weak; therefore, abnormalities of collagen fibers
observed in the cartilage of these patients may underlie these
disorders. Until recently, it has not been possible to accu-
rately and reproducibly measure biomechanical properties
of collagen fibers. A state-of-the-art instrument, four-probe
MultiView4000TM AFM (Atomic Force Microscopy), and
physics-based nonrigid registration and I2M technologies for
2D and 3D images from our group have made such an un-
dertaking possible.

1.1 Requirements on Image-To-Mesh Conver-
sion

The problem of unstructured I2M conversion is the fol-

lowing. Given an image as a collection of voxels, such that
each voxel is assigned a label of a single tissue or of the
background, construct a tetrahedral mesh that overlays the
tissues and conforms to their boundaries. In this paper we
present an algorithm for constructing meshes that are suit-
able for real-time finite element analysis, i.e., they satisfy
the following requirements:

1. Elements do not have arbitrarily small angles which
lead to poor conditioning of the stiffness matrix in FE and
FV Analysis for biomechanics applications. In particular, we
guarantee that all dihedral angles are above a user-specified
lower bound which can be set to any value up to 35.26◦. In
contrast, guaranteed quality Delaunay methods only satisfy
a bound on circumradius-to-shortest edge ratio which in 3D
does not imply a bound on dihedral angles.

2. The mesh offers a reasonably close representation (fi-
delity) of the underlying tissues. Since the image is already
an approximation (up to a pixel granularity) of a continu-
ous physical object, even a strict matching of the mesh to
individual pixel’s boundaries will not lead to a mesh which
is completely faithful to the boundaries of the object. More-
over, this approach will produce a large number of elements
that will slow down the solver. Instead, our solution is to
expose parameters that allow for a trade-off between the
fidelity and the final number of elements with the goal of
improving the end-to-end execution time of the FE analysis
codes.

3. The number of tetrahedra in the mesh is as small as
possible provided the two requirements above are satisfied.
We achieve this goal by developing a specialized mesh deci-
mation procedure.

4. The mesh can be constructed in a reasonably short
period of time, typically within a few minutes.

Below we describe our efficient implementation that meets
all of these requirements. Our proposed method is designed
to be suitable for parallelization which will further improve
its execution time and allow for greater problem sizes.

1.2 Approach and Related Work
There is a large body of work on constructing guaranteed

quality meshes for Computer Aided Design (CAD) mod-
els. The specificity of CAD-oriented approaches is that the
meshes have to match exactly to the boundaries of the mod-
els. The most widely used guaranteed-quality CAD-oriented
approach is based on Delaunay refinement [13]. However,
the problem with Delaunay refinement in 3D is that it al-
lows only for a bound on circumradius-to-shortest edge ratio
of tetrahedra, which does not help to improve the dihedral
angles. As a result, almost flat tetrahedra called slivers can
survive. There are a number of post-processing techniques
to eliminate slivers [1–3, 19, 23, 32]. While some of them have
been shown to produce very good dihedral angles in practice,
we are not aware of an implementation that can guarantee
significant (1◦ and above) dihedral angle bounds.

Labelle and Shewchuk [18] described an Isosurface Stuffing
method for guaranteed quality tetrahedral meshing for do-
mains defined by general surfaces. They offer a one-sided fi-
delity guarantee (from the mesh to the model) in terms of the
Hausdorff distance, and, provided the surface is sufficiently
smooth, also the guarantee in the other direction (from the
model to the mesh). Their algorithm first constructs an oc-
tree that covers the model, then fills the octree leaves with
high quality template elements, and finally warps the mesh
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vertices onto the model surface, or inserts vertices on the
surface, and locally modifies the mesh. Using interval arith-
metic, they prove that new elements have dihedral angles
above a certain threshold. However, images are not smooth
surfaces, and to the best of our knowledge, this technique
has not been extended to mesh images. One approach could
be to interpolate or approximate the boundary pixels by a
smooth surface, but it would be complicated by the need to
control the maximum approximation (interpolation) error.
On the other hand, an I2M solution can benefit from the
fact that images provide more information on their struc-
ture than general surfaces. For example, in our proposed
I2M algorithm we do not have to struggle with the problem
of quadruple-zero tetrahedra, which complicates the Isosur-
face Stuffing method. Quadruple-zero tetrahedra are those
that have all four vertices on the surface, and it is not clear
if they should be classified as interior or exterior.

There are also heuristic solutions to the I2M problem,
some of them developed in our group [10, 20], that fall into
two categories: (1) first coarsen the boundary of the image,
and then apply CAD-based algorithms to construct the final
mesh, (2) construct the mesh which covers the image, and
then warp some of the mesh vertices onto the image surface.
The first approach tries to address the fidelity and then the
quality requirements, while the second approach does it in
reverse order. Unfortunately, neither of these approaches
can guarantee the quality of elements in terms of dihedral
angles. Both of them face the same underlying difficulty
which consists in separating the steps that attempt to sat-
isfy the quality and the fidelity requirements. As a result,
the output of one step does not produce an optimal input
for the other step. An approach based on filling in brick ele-
ments with quality tetrahedra was developed by Hartmann
and Kruggel [15], however, it keeps an over-refined mesh
near the boundaries. Another method by Dogan et al. [9]
produces a mesh as a by-product of an iterative segmenta-
tion procedure, by an application of a CAD-oriented mesh
generator Triangle [27] to the segmented boundaries.

The solution we propose in this paper is to simultaneously
satisfy the quality and the fidelity requirements. We achieve
this goal by constructing an initial fine mesh with very high
quality and fidelity. The construction of this mesh is fea-
sible due to the specific structure of the input, which is a
collection of cubic blocks corresponding to the voxels of the
image. This initial mesh, however, has a large number of
elements due to the fact that it is a one-fits-all solution with
respect to the angle and fidelity parameters, for a given im-
age, since it satisfies the highest dihedral angle and fidelity
bounds. Therefore, we implement a post-processing decima-
tion step that coarsens the mesh to a much lower number of
elements while at all times maintaining the required fidelity
and quality bounds.

Mesh coarsening using vertex removal operation, which
we use in our algorithm, has been employed previously in
various formulations in a large number of published results
(some of which mentioned below) for a variety of optimiza-
tion problems. However, we are not aware of these or other
publications to propose a mesh simplification algorithm that
simultaneously bounds the quality and the fidelity of the
mesh in the sequence of vertex removal (also known as edge
collapse) operations. For example, Cohen et al. [8] proposed
simplification envelopes for producing hierarchies of level-
of-detail approximations of polygonal models. They guar-

antee a bound on the distance between the object and its
approximation, however do not account for the dihedral an-
gles. Garland and Heckbert [12] presented a surface sim-
plification algorithm which can preserve surface shape and
associated properties like color and texture, but also does
not consider the dihedral angles in the volume. Trotts and
Joy [33] bound the deviation error in the linear spline ap-
proximations of the scalar fields. Cignoni et al. [5] measure
only the distance between the original and the simplified
surfaces. Chopra and Meyer [4] describe a tetrahedral mesh
simplification framework where the error metric uses a nor-
mal stretch ratio which accounts for the length change in the
base normal of an affected tetrahedron. Hoppe et al. [17]
represent a mesh as a system of springs, and accept an edge
collapse only if it reduces the total energy. Yan et al. [34]
prioritize edge collapse operations based on the importance
of the corresponding vertices in the hierarchical structure.
Schroeder et al. [26] use the decimation criterion based on
the distance of the vertex to the average plane in its neigh-
borhood. Pajarola and Rossignac [22] prioritize edges in or-
der of increased surface approximation error for progressive
mesh compression.

Zhang et al. [35] described an algorithm to construct adap-
tive and quality 3D meshes from imaging data. Similar
to our approach, they create an initial octree-based mesh,
and then improve its quality using iterative edge contrac-
tion. Specifically, their approach removes tetrahedra with
the worst ratio of the longest to shortest edge length by con-
tracting their shortest edges; however, when it is detected
that a requested ratio threshold cannot be reached the strat-
egy is reversed to point insertion through longest edge bisec-
tion. The conceptual difference with the algorithm proposed
in this paper is that the approach by Zhang et al. uses mesh
decimation to improve both element shape and mesh size
simultaneously which is not always guaranteed to reach a
desired threshold, while we trade element shape for mesh
size and thus can stop shape deterioration at any bound be-
low the high starting value. Another approach proposed by
Reid et al. [24] and Goksel et al. [14] is to iteratively deform
an initial mesh by vertex movement and other operations to
conform to the boundaries in the image.

Our proposed approach may appear to require excessive
amounts of computational time and storage. However, we
demonstrate that with a carefully optimized implementation
it can be used to mesh three-dimensional images of practi-
cally significant sizes even on a regular desktop workstation.
Furthermore, our time measurements show that for two com-
plex medical atlas images (brain and abdominal) it is 28%
to 42% faster than a state-of-the art Delaunay software.

The rest of the paper is organized as follows. In Section 2
we describe the proposed algorithm in detail. In Section 3
we present the implementation details along with the exper-
imental evaluation. Section 4 concludes the paper.

2. ALGORITHM
The proposed Lattice Decimation (LD) algorithm works

both for 2D and for 3D images. For explanation purposes,
in Figure 2 we show a simple 2D example of an image being
converted into a triangular mesh. The size of this image is
50 × 50 voxels. It defines two circular objects, which could
represent tissues or materials, one within another, shown
with different colors (cyan and magenta) against white back-
ground.
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Figure 2: An illustration of the main steps per-
formed by our LD I2M algorithm. The angle bound
is set to 20◦, and the fidelity bounds are both set to
two voxels. Left: The initial fine mesh which fills in
the quadtree, 2076 triangles inside the circles, 3534
triangles total. Right: The final decimated mesh,
263 triangles inside the circles, the outside trian-
gles are removed. The inter-tissue boundaries are
within the marked leaves, and therefore within the
requested fidelity tolerance.

The mesh has to provide a faithful representation of the
underlying tissues, i.e., each element needs to be marked
with the physical properties of a unique type of tissue. To
measure the distance between the boundaries of the two
regions (the image of a tissue and the corresponding sub-
mesh), we use the Hausdorff distance. It can be specified
as either a two-sided distance, or a one-sided distance. For
tissue boundary I and mesh boundary M , the one-sided dis-
tance from I to M is given by

H(I →M) = max
i∈I

min
m∈M

d(i,m),

where d(·, ·) is the regular Euclidean distance. The one-sided
distance from M to I is given similarly by

H(M → I) = max
m∈M

min
i∈I

d(m, i).

Note that H(I → M) is generally not equal to H(M → I).
The two-sided distance is symmetric:

H(I ↔M) = max{H(I →M), H(M → I)}.

2.1 Input
The input to our algorithm is a 2D or a 3D bitmap. Each

voxel of the bitmap corresponds to a separate material or
tissue, as indicated by a single label (color) assigned to this
voxel. The user also supplies the desired angle lower bound
and fidelity bounds. We will use starred letters θ∗ and H∗ to
denote the bounds on the angle and the Hausdorff distance,
respectively.

2.2 Construction of the Octree
We construct an octree (in 3D) or a quadtree (in 2D) that

satisfies the following properties (see Figure 2):
1. The octree (equivalently, its root node) completely en-

closes all the tissues from the image, except possibly for the
background voxels that can be ignored.

2. There is extra space, equal to or greater than the maxi-
mum of the fidelity parameters, between the tissues and the
exterior boundaries of the octree.

3. The boundaries between the leaves correspond exactly
to the boundaries between the voxels. This is possible by
using integer coordinates corresponding to voxel indices.

4. No leaf contains voxels from multiple tissues. The
nodes of the tree are split recursively until all of the leaves
satisfy this condition.

5. The sizes of the octree leaves respect the 2-to-1 rule,
i.e., two adjacent leaves must differ in depth by no more
than one level.

2.3 Computation of the Distance Transform
A distance transform of an image is an assignment to every

voxel of a distance to the nearest feature of the image. In
our case, the features are the boundaries between the tissues,
and the distance is measured in the usual Euclidean metric.
We implemented the Euclidean Distance Transform (EDT)
algorithm described by Maurer [21]. We chose this algorithm
for two reasons: (1) its linear time complexity with respect
to the number of voxels, and (2) it is formulated to work in
an arbitrary dimension. We run the EDT computation on
the extended image, i.e., the image is padded with imaginary
background voxels (or truncated of the extra background
voxels) to the size of the octree root node.

2.4 Labeling of Octree Leaves
For each leaf of the octree, we find the maximum distance

to the inter-tissue boundaries, using the EDT values of the
voxels enclosed by this leaf. In Figure 2 we marked the leaves
that are within the tolerance (2 voxels in this example) with
transparent gray filling.

2.5 Filling in the Octree
We process the leaves in the order of their size, starting

with the smallest, in order to ensure the conformity of the
mesh along the boundaries, see Figure 2 for a 2D exam-
ple. The procedure is recursive on dimension: to triangulate
an n-dimensional face of the leaf, first triangulate all of its
(n− 1)-dimensional sub-faces. If at least one of the (n− 1)-
dimensional sub-faces is split by a mid-point, introduce the
mid-point of the n-dimensional face and connect to the ele-
ments of the (n−1)-dimensional triangulation of the sub-face
to construct the n-dimensional triangulation of the face. If
none of the sub-faces was split, use the diagonals of the face.

This procedure is equivalent to using a finite number of
predefined canonic leaf triangulations, with the extra bene-
fits of reducing manual programming labor and being appli-
cable in an arbitrary dimension. For all possible resulting
leaf triangulations we obtain a minimum dihedral angle of
35.26◦ in 3D or a minimum planar angle of 45◦ in 2D. Hence,
these are the bounds that the algorithm can guarantee.

Once all octree leaves are filled with tetrahedra, we finish
the construction of the mesh data structure by identifying
face-adjacent tetrahedra, in order to facilitate the decima-
tion procedure.

2.6 Mesh Decimation
We say vertex u is merged to vertex v if vertex u and

edge uv are removed from the mesh, such that all tetra-
hedra (triangles) incident upon edge uv are also removed
from the mesh and the remaining edges that were incident
upon u now become incident upon v. See Figure 3 for an
illustration.

Our decimation algorithm is shown in Figure 4. We main-
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Figure 3: An illustration of the vertex merge operation. Left: Vertex u is evaluated for merging to vertex v.
The shaded triangles need to be checked for the effect of changing their shape. Center: Vertex u is merged
to vertex v. The list of vertices in brackets shows merge history. Vertex v is evaluated for merging to vertex
w. Right: Vertex v is merged to vertex w.

tain a queue Q of mesh vertices that are candidates for merg-
ing. The algorithm removes from and adds vertices to Q
until Q becomes empty. Note that after the initialization a
vertex can be added on the queue only as a result of a merge
of an adjacent vertex. Therefore, when none of the vertices
in Q passes the check for a merge, Q will become empty and
the decimation procedure will terminate. Suppose n is the
total number of vertices in the original mesh. Every vertex
is added to Q once in the beginning. Afterwards, a vertex is
added to Q only if one of its vertex neighbors was merged.
If m is the total number of merges performed (obviously
m < n), then the total number of evaluations is bounded
from above by n+ cm, where c is the maximum number of
vertex neighbors for each vertex. Assuming c is constant,
the feasibility of performing a vertex merge is evaluated a
linear number of times with respect to the original number
of vertices in the mesh.

2.6.1 Maintaining Element Quality
The function Check4Quality(T , θ∗) returns true if and

only if all elements on the list T are not inverted and have all
angles (planar in 2D or dihedral in 3D) above the bound θ∗.
Therefore, the merge is not accepted if at least one newly
created angle is smaller than θ∗.

2.6.2 Maintaining Fidelity to Boundaries
This check, represented by the function Check4Fidelity(T ,
O, H∗(I →M), H∗(M → I)) consists of two parts, for each
of the one-sided Hausdorff distances. To evaluate the dis-
tance from the boundary of the sub-mesh to the boundary
of the corresponding tissue, for each of the boundary faces
(edges in 2D or triangles in 3D) of elements in T , we recur-
sively check for the intersection with the octree nodes. If
at least one of the faces intersects at least one of the nodes
marked as outside the fidelity tolerance, the merge is dis-
carded. To evaluate the distance from the boundary of each
tissue to the boundary of the corresponding sub-mesh, for
each vertex we maintain a cumulative list of the boundary
vertices that were merged to it. If at least one of the bound-
ary vertices, as a result of a sequence of merges, is further
away from its original location than the corresponding fi-
delity tolerance, the merge is discarded.

2.6.3 Maintaining Tissue Connectivity
The geometric constructions used in our algorithm are

assigned colors based on their location with respect to the

tissues on the bitmap:
1. Each leaf of the octree (quadtree) derives the color

from the block of voxels that it encloses; remember that
the nodes are split recursively until they enclose voxels of a
single color, in the limit case a leaf encloses a single voxel.

2. Each tetrahedron in 3D (or triangle in 2D) derives its
color from the octree (quadtree) leaf that it is used to tetra-
hedralize; it keeps the original color even after it changes
shape due to vertex merge. As a result, all tetrahedra (tri-
angles) are always correctly classified with respect to the un-
derlying tissues, including the quadruple-zero (triple-zero)
ones.

3. Each mesh vertex derives its color from the block of
incident voxels (eight in 3D or four in 2D); if the block of
voxels has multiple colors, the vertex is considered boundary.

The following rules help us maintain the original struc-
ture of the inter-tissue boundaries: (1) boundary vertices
cannot merge to non-boundary vertices, (2) a vertex cannot
merge to a non-boundary vertex of a different color, and
(3) a boundary vertex can merge to another boundary ver-
tex only along a boundary edge—this helps to prevent the
case when a vertex from one boundary merges to another
boundary along a non-boundary edge, and thus the merge
connects the parts of the boundaries that were not originally
connected.

3. IMPLEMENTATION AND EVALUATION
We implemented the proposed Lattice Decimation (LD)

algorithm in C++, in both two and three dimensions. The
following implementation decisions have significantly improved
the performance:

1. Most of the computation is performed in integer arith-
metic. This is possible due to the fact that vertex coor-
dinates are integers; they are indices with respect to the
matrix of voxels. The only floating point computation is
involved in the comparison of cosines of angles since long
integer arithmetic could overflow. In addition, the lengths
of the integer variables correspond to the range of values of
each specific arithmetic operation, such that very long in-
tegers are used only when necessary to avoid overflow. For
example, if variable x is represented with b bits, then x2 re-
quires 2b bits, while x4 requires 4b bits; using 4b bits for x2

would be excessive.
2. All expensive mathematical functions, such as trigono-

metric, square root, etc., including floating point division,
are avoided in the computationally critical parts. Instead,
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Decimation(M, O, θ∗, H∗(I →M), H∗(M → I))
Input:M is the initial mesh

O is the octree
θ∗ is the lower bound on the minimum angle bound
H∗(I →M) and H∗(M → I) are the upper bounds
on one-sided Hausdorff distances

Output: Decimated mesh M that
respects angle and fidelity bounds

1: Initialize Q to the set of all vertices in M
2: while Q 6= ∅
3: Pick vi ∈ Q
4: Q←− Q \ {vi}
5: Find A = {vj} the set of vertices adjacent to vi

6: for each vj ∈ A
7: Find T = {tk} the set of tetrahedra incident

upon vi and not incident upon vj

8: for each tk ∈ T
9: Replace vi with vj in tk

10: endfor
11: if (Check4Quality(T , θ∗) ∧

Check4Fidelity(T , O, H∗(I →M), H∗(M → I)) ∧
Check4Connectivity(T , M))

12: Merge vi to vj , update M
13: Q←− Q ∪A
14: break
15: endif
16: for each tk ∈ T
17: Replace vj with vi in tk
18: endfor
19: endfor
20: endwhile
21: returnM

Figure 4: A high level description of the decimation
algorithm. The actual implementation is slightly dif-
ferent and more elaborate to support efficient data
structures and to minimize computation, for more
details see Section 3.

computation is performed on squares, cosines, and other
functions of the original values.

3. We wrote customized memory allocation functions,
such that objects that are created in large numbers but oc-
cupy little memory each (vertices, tetrahedra, nodes of the
tree) are allocated in contiguous memory buffers. This im-
provement decreases memory fragmentation and allocation
overheads.

4. We arranged the sequences of complex pass-fail condi-
tion evaluations such that the least expensive and the most
likely to fail conditions are evaluated first, while the most
expensive ones are evaluated last.

We evaluated the proposed algorithm using two publicly
available complex real-world medical images: an abdominal
atlas [30], and a brain atlas [31]. The atlases come with a
segmentation, such that each voxel is assigned a label which
corresponds to one of 75 abdominal and 149 brain tissues.
All tests were performed on a desktop with an Intel Core i7
CPU @ 2.80 GHz and 8 GB of main memory. Machines with
similar configurations are relatively inexpensive nowadays
and can be obtained by virtually any practitioner.

The size of the abdominal atlas is 256× 256× 113 voxels
and the size of the brain atlas is 256× 256× 159 voxels. In
both cases each voxel has side lengths of 0.9375, 0.9375, and
1.5000 units in x, y, and z directions respectively. Before
meshing the atlases, we resampled them with voxels of equal
side length corresponding to the original 0.9375 units. As a
result, in both cases we obtained equally spaced images that

Figure 5: A slice through the LD mesh of the ab-
dominal atlas for θ∗ = 15◦. Top: H∗(I ↔ M) = 0,
bottom: H∗(I ↔M) = 2.

were used for meshing. Figures 5 and 7 show some resulting
meshes for the atlases for various fidelity bounds.

In Table 1 we list the final number of tetrahedra, the
smallest dihedral angle, and the total running time for both
images, as we vary the H∗ and θ∗ parameters. To obtain a
point of reference for these numbers, we conducted a sepa-
rate experiment using a state-of-the art open source tetrahe-
dral mesh generator Tetgen [28]. Tetgen is designed to work
with Piecewise Linear Complexes (PLCs), and not images.
Therefore, to make it process the same tissue geometries,
we extracted the voxel faces corresponding to the bound-
aries between different tissues and between the tissues and
the surrounding space, and saved them in the PLC format
files that we passed to Tetgen. The main difference between
the two methods is that Tetgen does not provide any guar-
antees on the dihedral angle (since it is designed to improve
only circumradius-to-shortest edge ratio of tetrahedra for
general PLCs), and its empirical smallest dihedral angle will
generally be different for other input geometries. As can be
expected, the meshes produced by Tetgen had low smallest
dihedral angles, around 5◦. At the same time, our LD al-
gorithm can provide guaranteed smallest dihedral angles up
to 35.26◦ for all input images.

For all of our time measurements we excluded all data
preprocessing, such as image resampling, surface extraction,
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Figure 6: Final number of tetrahedra using LD, for varied θ∗ and H∗(I ↔M).

and input/output. We see that our LD implementation is
faster than Tetgen by a significant margin for both atlas im-
ages. Figures 8 and 9 show breakdowns of the total LD time
into the main computational components as the symmetric
Hausdorff distance bound changes from 0 to 2 voxels. We see
little change both in the running time and in its distribution
with the variation of H∗ and θ∗ parameters.

As far as the number of tetrahedra, the difference between
Tetgen and LD is insignificant, although in both cases in fa-
vor of LD, for the bound of H∗(I ↔M) = 0 which allows for
a comparison with respect to the same fidelity, and θ∗ = 5◦

which is close to the empirical Tetgen angles. In Figure 6
we show the final number of tetrahedra for both atlases pro-
duced with the LD implementation, as we vary H∗(I ↔M)
and θ∗.

4. SUMMARY
We presented a novel guaranteed quality and fidelity image-

to-mesh conversion algorithm and its efficient sequential im-
plementation. The algorithm preserves not only external
boundaries, but also the boundaries between multiple tissues
which makes the resulting meshes suitable for finite element
simulations of multi-tissue regions with different physical tis-
sue properties.

Our experimental evaluation shows that the decimation
procedure produces meshes with fewer tetrahedra for weaker
fidelity and dihedral angle bounds. This follows from the
fact that weaker constraints allow for more opportunities for
vertex removal. We expect that the decimation procedure
can be further improved by adding extra degrees of flexibility
from vertex movement and edge swapping operations. We
are currently working on the development of this extended
algorithm.

The algorithm and the implementation we presented are
sequential. Our future work includes the development of the
corresponding parallel algorithm and the code to increase
the processing speed and the size of the images that can
be handled. One stage of the algorithm, the distance trans-
form, has already been parallelized [29]. However, according
to the Amdahl’s law, to achieve good speedup, we need to
parallelize the other stages as well. We also plan to address
the smoothness of mesh boundaries in order to improve the
accuracy of such simulations as the blood flow.
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ABSTRACT
The problem of predicting protein function using Gene On-
tology terms is a hierarchical classification problem. There
are a variety of genomic data that are relevant to a protein’s
function: its sequence, its interactions with other proteins,
expression of its gene, etc. Some of these sources (interac-
tions and expression) are species-specific, while protein se-
quence is comparable across species, which complicates the
task of integrating labeled data from a target species with
labeled data from other species. We address this problem us-
ing the methodology of structured output learning, present
a framework based on multi-view learning that is naturally
suited for combining both types of data, and demonstrate
its effectiveness in making predictions for proteins in S. cere-
visiae and M. musculus. The code for our framework is
available at http://strut.sourceforge.net.

Categories and Subject Descriptors
I.2 [Artificial Intellgigence]: Learning; J.3 [Life and
Medical Sciences]: Biology and Genetics

General Terms
Algorithms

Keywords
Function prediction, multi-view learning, kernel methods

1. INTRODUCTION
The cost and effort involved in determining the function

of a protein in vivo has led to the development of many
computational methods aimed at predicting protein function
from a variety of biological data, such as protein sequence,
protein-protein interactions, and gene expression [21]. The
Gene Ontology (GO) is the standard ontology used for spec-
ifying the function of a protein. It comprises a set of terms
that belong to three separate hierarchies: molecular func-
tion, biological process and cellular component, where terms
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deeper in a hierarchy describe function in a more specific
way. The GO consortium maintains GO terms and the hier-
archies in which they are embedded [11]. In machine learn-
ing terms, prediction of GO terms can be formulated as a
hierarchical multi-label classification problem [4].

Sequence or structural similarity has been the basis for
protein function prediction for a long time [16], and is typ-
ically employed as a nearest-neighbor method—transfer of
annotation from proteins with known functions with the help
of alignment tools such as BLAST [1]. This approach works
well when a clear signal of similarity exists, but is not able to
effectively handle today’s variety of noisy high-throughput
biological data such as gene-expression, protein protein in-
teractions and other genomic data that is informative of pro-
tein function [21]. This has led to the development of ma-
chine learning approaches that typically address the prob-
lem as a collection of binary classification problems: whether
a protein should be associated with a given GO term (see
e.g., [19]).

Several recent publications have presented methods for
addressing GO term prediction as a hierarchical classifica-
tion problem. Most of them train classifiers for individual
GO terms and then reconcile their predictions with the hier-
archical constraints via Bayesian networks or logistic regres-
sion [4, 20]. Mostafavi and Morris proposed extensions of
their GeneMANIA method that directly predict a hierarchi-
cal labeling of a protein [18]. In parallel, we presented the
GOstruct method, which directly predicts the full set of GO
terms associated with a protein using structural SVMs [25].
This method exhibits state-of-the-art performance in a com-
parison with several methods tested in the Mousefunc bench-
mark. A similar approach was applied to prediction of en-
zyme function by Astikainen et al. [2].

The availability of a large variety of genomic data rele-
vant to the task of protein function prediction has led to the
development of a variety of methods for integrating those
disparate data sources. Approaches include kernel meth-
ods [15, 20] or label propagation on a network whose nodes
are proteins and edges indicate similarity according to some
data source [9, 19, 27]. All these methods perform data in-
tegration in a given species, and are not able to take into
account the labels of annotated proteins in other species.
The challenge in doing this integration is that examples are
heterogeneous—examples representing proteins in the given
species have features that capture diverse data: gene expres-
sion, protein-protein interactions, and sequence similarity.
Most of this data, except for sequence, is species-specific:
protein interactions are probed experimentally in a given
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Figure 1: A schematic representation of the hierarchical

label space for GO term annotation. Given that a pro-

tein is associated with a particular node in the GO hier-

archy (e.g. DNA binding), it is also associated with all

its ancestors in the hierarchy (including the direct par-

ent of DNA binding which is Nucleic acid binding). The

collection of GO terms associated with a protein (shaded

in the figure) correspond to the nonzero entries in the

vector representing the annotations.

species, and the expression of a given gene measured in one
set of experiments is difficult to compare meaningfully to
expression measured in another species, under possibly dif-
ferent conditions.

In this paper, we explore extensions to the GOstruct frame-
work that allow combining both species-specific features and
cross-species features computed from sequence, to predict
GO annotations in a given species. The proposed extensions
are based on the idea of multi-view learning, which is an ap-
proach for dealing with multiple independent feature sets
and unlabeled data. In multi-view learning, the input-space
features are separated into two or more groups (“views”) and
a separate model is trained for each view with the goal of
maximizing the accuracy on the labeled data and minimizing
view disagreement on the unlabeled data [5]. The applica-
tion of this technique to structured output spaces is fairly
recent and several algorithms exist that either minimize the
disagreement explicitly [10, 17] or use a more heuristic co-
training approach where each view suggests labels for its
peers [6].

Multi-view learning has been applied to natural-language
processing [6], document categorization [10, 17] and signal
processing [7]. However, all these applications maintain an
implicit assumption that every example can be represented
in every view. In this paper we break away from this as-
sumption by treating all cross-species features, such as se-
quence similarity, as one view and all species-specific fea-
tures, such as protein-protein interactions, as another. We
explore co-training [5, 6] and transductive learning [28] as
the two approaches to assigning labels to unlabeled data.
We demonstrate that our multi-view framework, that com-
bines all available sources of data, outperforms all single-
view formulations in situations that simulate annotation of
a newly-sequenced genome.

2. METHODS
We formulate the problem of GO term prediction as fol-

lows. Given a protein x, we are interested in inferring its
function y given by a vector of binary variables (y1, y2, ..., ym),
where yi ∈ {0, 1} denotes whether a protein is annotated
with the ith GO term. A valid annotation y is one in which

whenever a protein is annotated with a given GO term, it is
also annotated with all of the term’s ancestors in the GO hi-
erarchy. Figure 1 shows an example of a valid label. We work
with a set of nl labeled training data {(xi,yi)}nl

i=1 where the
inputs xi belong to the space of proteins X and the labels
yi belong to the space of GO annotations, Y.

We first describe the structured-output multi-view frame-
work as it applies to labeled data only and then show how
unlabeled data is incorporated. We consider two feature
maps, φ(c)(x) and φ(s)(x). The first one is defined for all pro-
teins and comprises a set of cross-species features that char-
acterize the sequence of a protein. The second map, φ(s)(x)
is defined for proteins from a particular species only and
comprises a set of species-specific features such as protein-
protein interactions and gene expression data. Our goal is to
leverage information from both feature maps to make pre-
dictions about the function of proteins in the target species.
We note that each view will contain a different number of
labeled examples, but in the interest of keeping the notation
simple, we use a single variable nl, with the understanding
that its value will vary from one view to another.

In its basic formulation, a structured-output method learns
a compatibility function f(x,y) between inputs and outputs;
it infers a label as the label most compatible with a given
input [26]:

ŷ = h(x) = arg max
y

f(x,y). (1)

In what follows we make the assumption that the compati-
bility function is linear in a feature space defined by a feature
map ψ(x,y) of both inputs and outputs:

f(x,y) = wTψ(x,y). (2)

In our multi-view setting we use two compatibility func-
tions: f (c), which handles the cross-species view, and f (s),
which handles the species-specific view. The inference is
then performed according to

ŷ = h(x) = arg max
y

“
f (c)(x,y) + f (s)(x,y)

”
. (3)

Each compatibility function, f (c) and f (s), is associated with
its own feature map, which we denote by ψ(c) and ψ(s),
respectively. We note that both feature maps ψ(c) and ψ(s)

are functions of both inputs and outputs as is standard in
structured-output methods. In our experiments we consider
all pair-wise products of input-space features φ(c) with the
binary output variables yi to generate ψ(c), and similarly
for ψ(s). To avoid computing these feature maps directly,
we work in the dual and make use of kernels. Given the
input-space and output-space kernels

K
(c)
X (x1,x2) = φ(c)(x1)Tφ(c)(x2)

K
(s)
X (x1,x2) = φ(s)(x1)Tφ(s)(x2)

KY(y1,y2) = yT1 y2 − 1,

we compute the joint kernel values for the cross-species view
as

K(c) ((x1,y1), (x2,y2)) = K
(c)
X (x1,x2)KY(y1,y2) (4)

and, similarly, as

K(s) ((x1,y1), (x2,y2)) = K
(s)
X (x1,x2)KY(y1,y2) (5)
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for the species-specific view. Our intuition is that two input-
output example pairs have high similarity if they are similar
in both input and output spaces.

To measure performance of structured-output methods,
it is not enough to simply determine if the inferred label
matches the true label, a measure otherwise known as the
0-1 loss. We must be able to differentiate between slight
and gross misclassifications, because a prediction that dif-
fers from the true annotation by a single node deep in the
hierarchy is significantly better than a prediction made in an
entirely different region. To capture this notion of accuracy
we use the loss function

∆(y1,y2) = 1− 2
KY(y1,y2)

(KY(y1,y1) +KY(y2,y2))
, (6)

which is essentially the F1 measure expressed using ker-
nels [25].

In addition to the kernel loss, we propose a method for
computing ROC curves for our structured output method-
ology. This requires the definition of a confidence measure
at the level of individual GO terms; the compatibility func-
tion provides a confidence measure at the level of a set of
GO terms To allow us to compute ROC curves we define a
confidence measure for predictions of GO term i as:

ci(x) = max
y∈Y+

i

f(x,y)− max
y∈Y−i

f(x,y), (7)

where Y+
i = {y ∈ Y|yi = 1} is a subset of all labels that

satisfy the hierarchical constraints and have the ith variable
set to 1. The subset Y−i is defined in a similar fashion,
except with the ith variable being set to 0. The values of
ci(x) computed on test examples can be directly used to
compute an ROC curve for GO term i.

When working with labeled data only, each view is trained
independently of the other using the structured SVM formu-
lation [26]:

min
w,ξ

1

2
‖w‖22 +

Cl
n

nX
i=1

ξi (8)

s.t. ξi ≥ 0, i = 1, . . . , nl,

wTψ(xi,yi)−wTψ(xi,y) ≥ ∆(y,yi)− ξi,
i = 1, . . . , nl,y ∈ Y \ yi

where ψ(xi,yi) is the feature map of the corresponding
view. The margin violations are measured by the variables
ξi, known as slacks. The above formulation is known as
the margin rescaling version of the structured SVM; it al-
lows higher compatibility function values for candidate la-
bels that are closer to the truth. The parameter Cl controls
the trade-off between margin magnitude and the amount of
margin violations.

In addition to the multi-view method outlined above, we
investigate an approach we call the chain classifier. In this
approach, the predictions made by the cross-species classi-
fier are incorporated into the species-specific feature map
by adding a feature for each GO term. In other words,
arg maxy f

(c)(xi,y) becomes a set of features in φ(s)(xi).
The inference made by the species-specific classifier is then
reported as the overall prediction. Inference for both views
is performed according to Equation (1).

2.1 Unlabeled Examples
In addition to the labeled data {(xi,yi)}nl

i=1, we are also

given unlabeled data {(xi)}nl+nu
i=nl+1. The objective of multi-

view learning now becomes two-fold: maximize the accuracy
on the labeled data and minimize the disagreement between
views on unlabeled data [6]. Figure 2 presents the graphical
overview of the approach. We require that all unlabeled ex-
amples span both views to make disagreement minimization
possible in the absence of labels.

When dealing with labeled data, we aim to maximize the
margin between the true label yi and all other candidates.
A similar principle holds for the unlabeled data. Given an
unlabeled example, we would like to maximize the margin
in compatibility between some label zi and all other labels.
Formally, for each view we would like to optimize

min
w,ξ

1

2
‖w‖22 +

Cl
nl

nlX
i=1

ξi +
Cu
nu

nl+nuX
i=n1+1

ξi (9)

s.t. ξi ≥ 0, i = 1, . . . , nl + nu.

wTψ(xi,yi)−wTψ(xi,y) ≥ ∆(yi,y)− ξi
i = 1, . . . , n,y ∈ Y \ yi

∃zi wTψ(xi, zi)−wTψ(xi,y) ≥ ∆(zi,y)− ξi
i = nl + 1, . . . , nl + nu,y ∈ Y \ zi.

We pursue two approaches that approximate a solution to
this problem. The first approach follows the co-training al-
gorithm, proposed by Brefeld et al. [6]. Each view suggests
its most compatible label to be used as the“true” label zi for
the other view. The other view then updates its model based
on the proposed label and makes its own suggestion to the
first view. The process is repeated until consensus or until
some number of iterations. The second approach is a gener-
alization of the transductive structured SVM [28] to multi-
view learning. The label z is simply inferred using the cur-

rent model as zi = arg maxy

“
f (c)(xi,y) + f (s)(xi,y)

”
[28].

2.2 Training and Inference
We have to address several issues associated with training

of the proposed SVMs. One issue is that the size of the
output space Y is exponential in the number of GO terms,
which leads to an unmanageable number of constraints in
Eqns (8) or (9). To deal with this complexity, we choose to
focus only on those labels that appear in our dataset, arguing
that we have the best chance to learn from combinations of
GO terms that are biologically relevant [25].

Additionally, training follows the working set approach [6,
26], where a set of active constraints is maintained, and is
grown incrementally by adding the most violated constraint
at every iteration. The outer loop of the algorithm iterates
over the training examples, both labeled and unlabeled. The
inner loop that performs the model update is presented as
Algorithm 1. This algorithm addresses training of all the
SVM formulations considered here. The inner loop signals
whether a new constraint has been added to the working set
of a particular training example, and the outer loop termi-
nates when no new constraints have been added after a full
pass through the training data. Algorithms based around
a working set are guaranteed to converge in a polynomial
number of steps [6, 26]. In most of our experiments, the
number of iterations did not exceed 50.
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Figure 2: The multi-view approach. Data is separated into two views: a cross-species view that contains features

computed from sequence, and a species-specific view that contains features computed from PPI data in the target

species (S. cerevisiae or M. Musculus). The objective is to maximize the accuracy on the labeled data and minimize

the disagreement on the unlabeled data.

Algorithm 1 adds a new constraint to the working set only
if it is violated by a larger amount than the current largest
violation. We maintain a separate working set and a sep-
arate set of dual variables αiy for each view. We optimize
the dual objective using a projection method by first find-
ing the optimal solution in an unconstrained space and then
projecting it to satisfy the constraints. The number of α
variables associated with the working set of a single training
example is usually fairly small (less than 50), and the pro-
jection method converges to the optimal solution faster than
SMO-like algorithms [22], which are commonly employed for
this task.

The only place in Algorithm 1 where the two views in-
teract is during the inference of the label z for unlabeled
examples. As mentioned above, we explore two ways of in-
ferring the label z. First is the transductive approach, which
simply infers the most compatible label using the current
model [28]. The second approach is the co-training algo-
rithm proposed by Brefeld et. al [6]. There are several
deviations from that algorithm, however.

Brefeld et. al ’s algorithm cross-assigns the labels sug-
gested by each view as “truth” for the peer view. In our
experience, after the weights are updated, each view will
correctly infer the label suggested to it by the peer view,
but those labels are still in disagreement. So, the labels get
cross-assigned again and the algorithm continues to alter-
nate between the two states of label assignment, neither of
which yields consensus. To get around this problem, we re-
place cross-assignment with a one-way assignment where the
label suggested by the first view is given to the second view
and, after the second view updates its weights, we verify
that the new inference matches the suggestion. If it doesn’t,
then the second view suggests its label to the first view and
the update is performed analogously.

Another deviation from the original algorithm is in the
number of constraints added at every iteration. Brefeld et.
al proposed to keep adding constraints for a particular train-
ing example until all constraints outside of the working set
are violated by no more than the constraints in the work-
ing set [6]. Instead, we choose to add constraints until a
consensus between the two views is reached. Once the con-
sensus label z is obtained, at most one additional constraint

is added by Algorithm 1. Further constraints are not in-
cluded until the example is revisited again. Our intuition
is two-fold: focusing entirely on a single unlabeled exam-
ple before moving on to the next one is likely to skew the
model towards the examples considered earlier; and adding
a single violated constraint per iteration is more consistent
with how we treat labeled examples and inferences from the
transductive SVM, which allows for a cleaner comparison.

The final implementation issue is the order in which the
training examples are traversed. We alternate between a full
pass through the labeled data and a full pass through the
unlabeled data. Interspersing unlabeled data in such a way
prevents overfitting of the model to the labeled data and
“guides” the model towards a state that better captures the
general structure of the data. Note that it’s not viable to
completely randomize the order of example traversal, since
there’s a different number of labeled examples in each view.

3. EXPERIMENTAL SETUP
In each of our experiments we make predictions in a tar-

get species using data from that species and data from other
species, which we call the external species. As target species
we use S. cerevisiae and M. musculus. As external species
for yeast we use D. melanogaster and S. pombe, and H. sapi-
ens is used as an external species for mouse. We choose ex-
ternal species that are reasonably close to the target species
and have a significant number of experimentally derived GO
annotations.

GO Annotations.
We downloaded GO annotations from the Gene Ontology

website (http://www.geneontology.org). Every GO anno-
tation is accompanied by an evidence code that designates
how it was obtained. We excluded all annotations that were
obtained by computational predictions, as the inclusion of
these annotations introduces prediction bias [23]. We lim-
ited our analysis to the following evidence codes: IDA, TAS,
IMP, IGI, IPI, IEP, NAS, TC.

Sequence Data.
We used features based on protein sequence to construct
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Algorithm 1 Model update for a single example xi, for
which a separate working set is maintained. The algorithm
finds the most violated constraint using label z, which is
taken to be yi for the labeled examples and inferred other-
wise. If the new constraint is violated by a larger amount
than the constraints already in the working set, it is added to
the working set and the dual objective variables are updated
using a projection algorithm.

Input: Training example xi, precision ε.
Output: Whether a new constraint has been added.
Define the current working set Wi = {y|αiy 6= 0}.
if xi is labeled then

Define z = yi.
else if using co-training then

repeat
Alternate between each view suggesting z [6]

until Consensus is reached or rmax iterations.
else if using transduction then

Define z = arg maxy

“
f (c)(xi,y) + f (s)(xi,y)

”
end if
If z changed since the last iteration, clear the working set.
for each view v = {c, s} do

Find the largest margin violation and the associated
slacks:
ȳ← arg maxy∈Y\z f

(v)(xi,y)

ξi ← max+
y∈Wi

(∆(z,y)− f (v)(xi, z) + f (v)(xi,y)

ξ̄ ← max
n

0, (∆(z, ȳ)− f (v)(xi, z) + f (v)(xi, ȳ))
o

if ξ̄ > ξi + ε then
Add the constraint to the working set: Wi ← Wi ∪
{ȳ}
Optimize the dual objective over the working set Wi

keeping αjy fixed for j 6= i.
end if

end for

the cross-species view. Protein sequences for all species were
retrieved from the UniProt database (http://uniprot.org).
In the cases where a gene has multiple splice forms, the
longest one was used. Sequence features were extracted as
follows.

BLAST hits.
We represented a protein in terms of its BLAST scores

against a database of annotated proteins [1]. This represen-
tation is known as the empirical kernel map [24]. We per-
formed all-vs-all BLAST and the output was post-processed
by excluding all hits with e-values above 50.0. The remain-
ing e-values were divided by 50.0 to normalize them. Any
values below 1e-10 after normalization were brought up to
1e-10. We then use the negative log of the resulting values
as features.

Localization signals.
We computed features that capture protein localization

signals using the WolfPsort program [12].

Transmembrane protein predictions.
For each protein we obtained predictions of the number of

transmembrane domains using the TMHMM program [14],
and an indicator variable was associated with each number

Target Species S. cerevisiae M. musculus
Namespace MF BP CC MF BP CC
# Target 3401 4332 4115 3150 2633 2125
# External 3917 3000 5000 5000 3000 5000
# GO terms 317 946 308 310 1697 240

Table 1: The number of proteins in the target and
external species, as well as the number of GO terms
considered in each dataset. Namespace designations
are as follows: MF - molecular function; BP - bio-
logical process; CC - cellular component.

of transmembrane domains.

K-mer composition of N and C termini.
The N and C termini ends of a protein contain signals that

are important for protein localization, binding and other
protein functions [3]. We computed features that represent
the 3-mer composition of 10 amino acid segments in the N
and C termini of each protein.

Low complexity regions.
Low-complexity regions in proteins are abundant, have

an effect on protein function and are not typically captured
by standard sequence comparison methods [8]. Each pro-
tein is scanned with a sliding window of size 20, and a low-
complexity segment is defined as the window that contains
the smallest number of distinct amino acids. We use the
amino acid composition of that segment as features.

Interaction Data.
We used S. cerevisiae and M. musculus protein-protein

interaction (PPI) data from STRING 8.3 [13] for species-
specific information. A protein is represented by a vector
of variables, where component i indicates the STRING evi-
dence score of an interaction between protein i and the given
protein.

Dataset.
The data pre-processing steps provided a certain number

of target proteins that have features in both views. Five-fold
cross-validation is performed on this set of proteins. Addi-
tional proteins, with cross-species features only, were ob-
tained from the external species D. melanogaster, S. pombe
and H. sapiens. Table 1 provides several statistics about
each dataset. In the interest of keeping the run times down,
we randomly subsampled the external set down to 5000 pro-
teins for molecular function and cellular component experi-
ments and down to 3000 proteins for biological process ex-
periments.

Kernels.
We used linear kernels in both input and output spaces.

All kernels were then normalized according to

K(z1, z2) =
K(z1, z2)p

K(z1, z1)K(z2, z2))
.

Multiple sets of features were combined via unweighted ker-
nel summation.
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Model Selection and Classifier Assessment.
In each target species, classifier performance was esti-

mated using five-fold cross-validation on the proteins that
have features in both views; folds were randomly selected
such that no two proteins from different folds have more than
50% sequence identity. To select appropriate values for the
parameters Cl and Cu, we ran four-fold cross-validation on
the training data in each experiment. The values of Cl

nl
= 1

and Cu
nu

= 0.1 yielded the highest accuracy on the validation
set almost universally.

4. RESULTS

4.1 Impact of Cross-Species Information
The first experiment is designed to illustrate the improve-

ment in prediction accuracy we obtain by introducing in-
formation from other species in the absence of unlabeled
data. The multi-view SVM in this case combines the cross-
species and species-specific SVMs that are trained sepa-
rately; both models are used together for inference, as per
Equation (3). The chain classifier first trains a structured
SVM on the cross-species view; it then incorporates the pre-
dictions made by this SVM into the input-space feature map
for the species-specific view. A second SVM, trained on
these predictions combined with the PPI data, is then ap-
plied to the test set. We consider a variant of the chain
classifier that uses a BLAST-nearest-neighbor (BNN) ap-
proach to perform the cross-species prediction instead of a
structured SVM. We refer to this classifier variant as “BNN-
Chain”. Our early experiments showed that the structured
SVM provided more accurate predictions than the BNN ap-
proach [25], but the BNN approach is more scalable to the
large datasets that can be used for the cross-species clas-
sifier. As a baseline, we trained a single structured-output
SVM, which we call joint-SVM, on target species data only,
combining the features from both views. Additionally, we
trained two single-view SVMs: one using exclusively cross-
species information and one using exclusively species-specific
features.

We observe that performance as measured by the kernel
loss is correlated with the number of variables in the output
space: the best results in Table 2 are observed in the cellular
component namespace, which has the smallest number of
GO terms being considered (Table 1). The biological process
namespace contains about three times as many GO terms
and generally leads to higher loss values observed in Table 2.
Because the AUC values are computed on a term-by-term
basis, they fail to measure the interdependence of GO terms
in a prediction and appear much more uniform across the
three namespaces.

The results in Table 2 demonstrate the advantage of the
multi-view and chain approaches: these classifiers achieve
the lowest loss and highest AUC of all the methods, and
achieve higher performance than either view by itself. The
BNN-chain classifier achieves slightly worse performance than
the chain classifier that uses the structured SVM; however,
the ability to use this classifier with larger much larger exter-
nal species datasets makes it a highly viable approach. The
species-specific classifier that uses only PPI data performs
better in yeast than in mouse, which is attributed to the
better characterization of its interaction network. For the
cross-species classifier we see the opposite effect, with the

Kernel Loss
Target species S. cerevisiae M. musculus
Namespace MF BP CC MF BP CC
Cross-Species 0.48 0.55 0.32 0.35 0.60 0.32
Species-Specific 0.44 0.35 0.21 0.38 0.55 0.30
Joint 0.34 0.35 0.20 0.32 0.54 0.28
Multi-view 0.34 0.34 0.22 0.30 0.53 0.27
Chain 0.33 0.34 0.20 0.31 0.55 0.27
BNN-Chain 0.33 0.35 0.20 0.32 0.55 0.28

AUC
Target species S. cerevisiae M. musculus
Namespace MF BP CC MF BP CC
Cross-Species 0.87 0.79 0.78 0.89 0.67 0.80
Species-Specific 0.90 0.94 0.94 0.83 0.81 0.84
Joint 0.94 0.94 0.95 0.88 0.80 0.85
Multi-view 0.95 0.94 0.94 0.90 0.79 0.88
Chain 0.94 0.94 0.95 0.90 0.82 0.87
BNN-Chain 0.94 0.94 0.95 0.89 0.82 0.87

Table 2: Classifier performance in predicting GO
terms, quantified by mean loss per example (top)
and mean AUC per GO term (bottom) when no
unlabeled data is used. Lower loss values and higher
AUC values are better. The results were obtained
via five-fold cross-validation on all proteins from the
target species. Multi-view and cross-species SVMs
were also provided with the training examples from
external species.

mouse classifier exhibiting better accuracy than the yeast
classifier. The accuracy of the cross-species view has to do
with how well annotated are closely related species (S. pombe
in the case of S. cerevisiae, and H. sapiens in the case of M.
musculus).

To further investigate the interplay between cross-species
and species-specific information, we ran additional experi-
ments, reducing the number of target-species proteins while
keeping the set of external proteins fixed. We present the
results of these experiments on molecular function in S.
cerevisiae in Table 3. As expected, the cross-species in-
formation becomes more important as the number of train-
ing examples in the target species decreases. In particu-
lar, the cross-species SVM outperforms both the species-
specific and the joint SVMs when the number of S. cere-
visiae proteins is 500, a scenario that more closely simulates
annotating a newly-sequenced genome. We note that, in
all cases, the multi-view and chain classifiers outperform all
other methods, demonstrating their robustness in combin-
ing cross-species and species-specific information. We fur-
ther observe that as the cross-species features become more
relevant, proper utilization of those features becomes im-
portant; this is signified by the BNN-based chain classifier
degrading in performance faster than the SVM-based chain
classifier.

4.2 Impact of Unlabeled Data
The second set of experiments is designed to measure the

impact of unlabeled data. We ran five-fold cross-validation
using the same test data in every fold as above. The S.
cerevisiae training data for every experiment was split into
labeled and unlabeled examples. Similar to experiments in
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Kernel Loss
# Training Samples

Classifier 2720 1500 1000 500
Cross-Species 0.48 0.49 0.51 0.51
Species-Specific 0.44 0.48 0.52 0.56
Joint 0.34 0.40 0.44 0.52
Multi-view 0.34 0.37 0.40 0.43
Chain 0.33 0.36 0.39 0.45
BNN-Chain 0.33 0.38 0.41 0.48

AUC
# Training Samples

Classifier 2720 1500 1000 500
Cross-Species 0.87 0.86 0.84 0.84
Species-Specific 0.90 0.87 0.85 0.80
Joint 0.94 0.91 0.89 0.83
Multi-view 0.95 0.94 0.92 0.90
Chain 0.94 0.92 0.91 0.88
BNN-Chain 0.94 0.93 0.91 0.87

Table 3: Classifier performance in predicting molec-
ular function GO terms, quantified by mean loss per
example (top) and mean AUC per GO term (bot-
tom) when no unlabeled data is used. Lower loss val-
ues and higher AUC values are better. The number
of training examples refers to S. cerevisiae proteins
that are represented in both views. Multi-view and
Cross-Species SVMs were provided the additional
3917 proteins that only have BLAST features.

the previous subsection, we include all labeled proteins that
only have feature representation in the cross-species view.

As shown in Table 4 the addition of unlabeled data had
negative impact on classifier performance. The co-training
approach appears to be affected less severely, but both semi-
supervised algorithms fail to learn from unlabeled data. We
conjecture that this is due to the sparsity with which the
joint input-output space is characterized by the labeled ex-
amples.

5. CONCLUSION
We introduced a multi-view framework for protein func-

tion prediction that integrates heterogeneous sources of data:
species-specific information and features that capture pro-
tein similarity across multiple species. In the absence of un-
labeled data, we demonstrated its advantage over classifiers
that don’t have access to cross-species information. We ob-
served degraded performance when incorporating unlabeled
data, with less degradation observed with the co-training ap-
proach. Our approach offers flexibility with regards to data
availability: for newly sequenced genomes where no other
high-throughput data is available the cross-species classi-
fier can be applied; in more well studied species the full
framework can be used. We are making the code available
at http://strut.sourceforge.net. In future work we will
supplement the species-specific view with additional sources
of data.
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ABSTRACT
DNA shuffling generates combinatorial libraries of chimeric
genes by stochastically recombining parent genes. The re-
sulting libraries are subjected to large-scale genetic selec-
tion or screening to identify those chimeras with favorable
properties (e.g., enhanced stability or enzymatic activity).
While DNA shuffling has been applied quite successfully,
it is limited by its homology-dependent, stochastic nature.
Consequently, it is used only with parents of sufficient over-
all sequence identity, and provides no control over the re-
sulting chimeric library. This paper presents efficient meth-
ods to extend the scope of DNA shuffling to handle sig-
nificantly more diverse parents and to generate more pre-
dictable, optimized libraries. Our Codns (cross-over opti-
mization for DNA shuffling) approach employs polynomial-
time dynamic programming algorithms to select codons for
the parental amino acids, allowing for zero or a fixed num-
ber of conservative substitutions. We first present efficient
algorithms to optimize the local sequence identity or the
nearest-neighbor approximation of the change in free energy
upon annealing, objectives that were previously optimized
by computationally-expensive integer programming meth-
ods. We then present efficient algorithms for more pow-
erful objectives that seek to localize and enhance the fre-
quency of recombination by producing “runs” of common
nucleotides either overall or according to the sequence diver-
sity of the resulting chimeras. We demonstrate the effective-
ness of Codns in choosing codons and allocating substitu-
tions to promote recombination between parents targeted in
earlier studies: two GAR transformylases (41% amino acid
sequence identity), two very distantly related DNA poly-
merases, Pol X and β (15%), and beta-lactamases of varying
identity (26–47%).

Categories and Subject Descriptors
J.2 [Computer applications]: Physical sciences and en-
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gineering; J.3 [Computer applications]: Life and medi-
cal sciences; I.2.8 [Computing methodologies]: Problem
solving, control methods, and search

General Terms
Algorithms

Keywords
Protein engineering, in vitro evolution, combinatorial opti-
mization, experiment planning

1. INTRODUCTION
The harnessing of DNA recombination in vitro has trans-

formed protein engineering by enabling engineers, like na-
ture, to sample sequence space more broadly than is al-
lowed by point mutagenesis at individual residues. Recom-
bination produces chimeras comprised of sequential frag-
ments from parent genes, thereby bringing together sets of
sequences that were previously active in the parental back-
ground, and are thus likely to be less disruptive than ran-
dom ones. Chimeragenesis typically produces combinatorial
libraries, and those chimeras with beneficial properties can
be identified by large-scale genetic screening and selection.

DNA shuffling [23, 22], the progenitor of recombination-
based protein engineering, works by randomly digesting the
parent genes into fragments and reassembling the fragments
into new chimeric genes (Fig. 1). Recombination occurs
when fragments from different parents are sufficiently com-
plementary to anneal and prime synthesis from the 3’ end.
DNA shuffling has been called by its developer Pim Stemmer
“the most dangerous thing you can do in biology” [10], due
to its power in generating novel proteins. Indeed, it has been
the basis both for commercial success (Affymax, Maxygen)
and the development of effective protein variants [4, 2, 16,
3].

DNA shuffling is both homology-dependent (recombina-
tion can occur only in runs of similar DNA sequence), and
stochastic (the engineer does not control the recombination
sites). Due to dependence on sequence similarity, DNA
shuffling may fail to generate desirable chimeras (or any
chimeras at all) for diverse parents, as they have only a
few, small regions of DNA similarity, insufficient to generate
many cross-overs. Homology-independent stochastic meth-
ods (e.g., ITCHY [18] and SHIPREC [21]) mitigate the need
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1) parental fragments 3) chimeras2) annealed fragments extended fragments

Figure 1: Basic steps in gene shuffling protocol (following [9]). (1) Parental genes are stochastically frag-
mented. (2) The fragments are denatured, and strands with sufficient complementarity are annealed and
extended. Cross-overs are formed when the complementary strands are from different parents and can be ex-
tended to complete fragments. The process is repeated for multiple rounds, generating additional fragments
and cross-overs. (3) Ultimately a chimeric library is generated, some of whose members represent full-length
genes, as shown.

for such parental sequence similarity, but at the cost of gen-
erating many more non-viable chimeras.

In contrast with stochastic methods, site-directed meth-
ods enable the engineer to explicitly choose breakpoint lo-
cations so as to optimize expected library quality (e.g., by
employing structural information [17], or by minimizing pre-
dicted disruption [12, 27], library diversity [29], or both
factors [28]). We have developed a site-directed method
employing planned ligation of parental fragments by short
overhangs [19]. We have coupled this approach to robotic
implementation in order to generate specific chimeras in de-
fined experimental vessels [1]. Such highly-directed methods
of chimera generation are most useful when screening repre-
sents a significant effort. In those situations where screening
or genetic selection is readily available, then stochastic ap-
proaches, with less overall cost, might prove preferable.

We present here methods for extending stochastic exper-
iments by optimizing DNA shuffling (Fig. 2), yielding an
approach that is less dependent on parental DNA sequence
similarity (parents can be more diverse) and more deter-
ministic (cross-overs are more predictable), and which is
amenable to library optimization. Our approach, which we
call Codns (cross-over optimization for DNA shuffling), em-
ploys efficient (polynomial-time) dynamic programming al-
gorithms to select a globally optimal set of codons for the
parental amino acids, allowing for a fixed number of sub-
stitutions. While Moore and Maranas have also studied
the problem of codon optimization for shuffling [13], their
eCodonOpt method employs computationally-expensive in-
teger programming to select codons. We present dynamic
programming recurrences for the two crossover-maximization
objective functions of eCodonOpt: overall DNA sequence
identity and overall free energy of annealing as approxi-
mated by a nearest-neighbor potential. We then develop
recurrences for two more powerful objectives that seek to
maximize crossovers by promoting DNA sequence identity
within contiguous runs, optimizing either the overall num-
ber of runs or the diversity of the chimera library resulting
from breakpoints in the contiguous runs.

We demonstrate the effectiveness of Codns in several case
studies. We first optimize the GAR transformylases previ-
ously optimized by eCodonOpt [13]. We then show that
Codns can optimize two DNA polymerases (Pol X and Pol
β) that are sufficiently diverse (15% amino acid sequence
identity) to previously require the development and applica-
tion of the SCOPE method [17], instead of direct application
of DNA shuffling. Finally, we study the impact of parental
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Figure 2: Application of our method, Codns, to
choose codons in a portion of two parental genes so
as to produce a 9 nt “run” of common nucleotides,
likely to be sufficient for a cross-over between com-
plementary strands. To achieve the run, we use
a combination of silent DNA substitutions (under-
lined) as well as a conservative amino acid substitu-
tion (boxed). The implications of these choices can
be global; e.g., TTC for F and CTC for L would end
the current run at 7 nt, but provide the first 2 nt
of a new one. Our dynamic programming algorithm
finds the globally optimal solution.

sequence identity by considering pairs of beta-lactamase par-
ents of differing diversity levels.

2. METHODS
We take as input the amino acid sequences of the parent

proteins to be shuffled, aligned to a length of n (amino acids
and gaps) based on sequence and/or structure. For sim-
plicity of exposition, we present our methods for the most
common case of shuffling two parents, a1 and a2. Our meth-
ods readily extend to creating equivalent sites for recombi-
nation in multiple parents, and it remains interesting future
work to allow for non-uniform shuffling (i.e., where different
cross-overs are possible between different pairs of parents).

To optimize the shuffling experiment, we select a codon
for each amino acid for each parent, yielding DNA sequences
d1 and d2 of length 3n (maintaining gaps for those in the
amino acid sequences). To expand the pool of codons be-
ing considered at a particular position, we may choose to
make an amino acid substitution. Thus we take as addi-
tional input a specification of the allowed substitutions for
each residue position for each parent, along with a number
m of them to make. The allowed substitution specification
may be derived from sequence and/or structural analysis of
the parents, including general amino acid substitution ma-
trices [8], position-specific amino acid statistics from related
proteins [5], and ∆∆G◦fold predictions for possible substitu-
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tions [6]. The results presented below determine allowed
substitutions under the BLOSUM62 substitution matrix,
considering only “conservative” substitutions which score no
more than 4 worse than wild-type [19].

In describing the algorithms, we use possible codon sets
representing the codons allowed at each position in the wild-
type and under the allowed substitutions. For position i,
set C1[i] contains the possible codons for a1[i], pairing each
with an indication of whether or not it requires a substi-
tution, e.g., {(TTT, 0), (TTC, 0), (TGG, 1)} for an F that
could potentially be mutated to W. Set C2[i] is defined simi-
larly for the second parent. We note that these may readily
be used to restrict where to employ mutations (e.g., mask-
ing based on structural analysis, as discussed by Moore and
Maranas [13]), by allowing only wild-type codons (or amino
acids) in some positions.

We consider four types of objective function, targeting
common nucleotides (at aligned positions), nearest-neighbor
approximation to change in free energy of annealing (from
dinucleotide pairs), common nucleotide runs (in contiguous
strings), or library diversity (among resulting chimeras). We
develop increasingly more complex dynamic programming
algorithms to optimize these objectives; Fig. 3 collects all
the recurrences.

2.1 Common nucleotide optimization
In this most basic optimization for DNA shuffling, the

goal is to maximize the number of identical nucleotides at
common positions:

ont =

3n∑
i=1

I{d1[i] = d2[i]} (13)

where I is the indicator function (1 for true, 0 for false).
With no substitutions allowed, each residue position is in-

dependent of each other one. Thus we simply select for each
position a pair of codons (one for each parent) with a max-
imal number of common nucleotides. When substitutions
are allowed, we need to allocate them for optimal impact.
While several approaches are possible, we develop here one
based on dynamic programming, to serve as the basis for the
more complex objective functions we pursue in subsequent
subsections.

In our dynamic programming matrix, one dimension rep-
resents an aligned residue position (i.e., we have optimized
the sequences up to that point), and the other represents a
number of substitutions (i.e., we have made that many thus
far). Let N [i, s] denote the number of common nucleotides
within the first i residues, using exactly s substitutions. The
value of N [i, s] extends the value of N [i−1, s−(t1+t2)] with
the additional number of common nucleotides obtained by
selecting a pair of codons for position i while making t1 + t2
additional substitutions (0 or 1 for each parent). Optimal
substructure holds, since the optimal value ofN [i, s] depends
on the optimal value of N [i−1, s−(t1 +t2)]. The recurrence
is Eq. 3 in Fig. 3.

After filling in the dynamic programming table, we trace
back from N [n,m] to generate an optimal pair of DNA se-
quences. The matrix is of size n ∗ m and each cell takes
constant time to compute.

2.2 ∆G◦nn optimization
While it is hard to directly model the process of DNA shuf-

fling [24, 14, 11], it is driven by the change in free energy

upon annealing of the different parental nucleotide strands
(coding of one with non-coding of the other; see Fig. 1). We
want to minimize the free energy change, so that it is favor-
able to cross over. Since the free energy change is very hard
to compute, a common approach is to approximate it by
decomposing the free energy into the sum of contributions
from pairs of dinucleotides, the nearest-neighbor approxima-
tion [20]:

onn =

3n−1∑
i=1

∆G◦nn(d1[i] · d1[i+ 1], d2[i] · d2[i+ 1]) (14)

where ∆G◦nn(d1[i] ·d1[i+1], d2[i] ·d2[i+1]) is the free energy
change associated with annealing dinucleotide d1[i] · d1[i +
1] with dinucleotide d2[i] · d2[i + 1]. These values can be
computed from enthalpic ∆H (kcal/mol) and entropic ∆S
(cal/mol·K) nearest-neighbor parameters compiled at 37◦C
and [Na+] = 1.0 M [20], including both pairs of comple-
mentary strands. To actually estimate the change in free
energy, there are additional constant terms such as the av-
erage initiation energy contribution; we omit them as they
do not affect the optimization. While the underlying ∆G◦nn
parameters are defined on pairs of dinucleotides, we abuse
notation a bit in our formulation below and use ∆G◦nn for
4-mers to mean the sum over the constituent dinucleotides.

We now develop a dynamic programming formulation to
optimize this objective more efficiently (in polynomial time)
than the integer linear programming of eCodonOpt [13],
while still ensuring global optimality. In order to compute
the ∆G◦nn contributions from a selected codon, we must also
know the final nucleotide of the previous codon, as it forms
a dinucleotide with the first nucleotide of the current codon.
Thus we extend the common nucleotide dynamic program-
ming table to keep track of this information. Fig. 4(left)
illustrates the dependency, and Eq. 6 in Fig. 3 provides the
recurrence. Cell A[i, s, b1, b2] holds the best score for the
first i positions, using exactly s substitutions, with third nu-
cleotides b1 (first parent) and b2 (second parent) for position
i. As with common nucleotide optimization, if a codon pair
makes t1 + t2 substitutions at position i, then A[i, s, b1, b2]
extends the solution to a cell for position i−1 with s−(t1+t2)
substitutions, considering any of the third nucleotides b′1 and
b′2 at position i− 1.

The table is of size n ×m × 52 for 2 parents, since there
are only (4 + 1)2 combinations of single nucleotide pairs for
two parents (four nucleotides and a gap each). Each cell can
be computed in constant time. In practice, we construct a
2D table (over i and s), with each cell maintaining a list of
scores for the (b1, b2) pairs that actually occur.

2.3 Run optimization
Moore and Maranas argued that the nearest-neighbor ap-

proximation to change in annealing free energy is a bet-
ter objective for shuffling optimization than the number
of common nucleotides [13]. Intuitively, since the nearest-
neighbor approximation considers adjacent nucleotides to-
gether rather than treating them independently, it is more
likely to yield sufficient complementarity between fragments
and thereby promote recombination. Here we go even fur-
ther and explicitly optimize for contiguous complementary
regions, since annealing is driven by sufficiently long (anec-
dotally 6 nt or more) such regions.

We define a common nucleotide run as a maximal-length
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Common nucleotides: through position i with s substitutions

N [0, 0] = 0 (1)

N [0, s] = −∞ s > 0 (2)

N [i, s] = max
(c1,t1)∈C1[i],

(c2,t2)∈C2[i]:

t1+t2≤s

(N [i− 1, s− (t1 + t2)] + g(c1, c2)) i > 0, s > 0 (3)

where g gives the number (0–3) of common nucleotides for a pair of codons.

∆G◦nn: through position i with s substitutions, with bases b1 and b2 as the third in the codons (parents 1 and 2, resp.) for i

A[0, 0, b1, b2] = 0 (4)

A[0, s, b1, b2] =∞ s > 0 (5)

A[i, s, b1, b2] = min
(c1,t1)∈C1[i],

(c2,t2)∈C2[i]:

b1=c1[3],b2=c2[3],

t1+t2≤s

min
b′1,b

′
2

(
A[i− 1, s− (t1 + t2), b′1, b

′
2] + ∆G◦nn(b′1 · c1, b′2 · c2)

)
i > 0, s > 0 (6)

where b · c indicates the concatenation of base b onto codon c, and ∆G◦nn estimates the change in free energy, as described in the text.

Runs: through position i with s substitutions, ending in a run of length r

R[0, 0, 0] = 0 (7)

R[0, s, r] = −∞ s > 0 or r > 0 (8)

R[i, s, r] = max
(c1,t1)∈C1[i],

(c2,t2)∈C2[i]:

t1+t2≤s



R[i− 1, s− (t1 + t2), r − 3] + f(r)− f(r − 3) c1 = c2, r ≥ 3

max
r′

(
R[i− 1, s− (t1 + t2), r′]

+f(r′ + a(c1, c2))− f(r′) + f(r)

)
r = z(c1, c2) < 3

−∞ otherwise

i > 0 (9)

where a(c1, c2) and z(c1, c2) give the lengths of the longest common prefix and suffix, respectively, of a pair of codons.

Diversity: through position i with s substitutions, ending in a run of length r, with k previous runs such that the kth is at position l

D[0, 0, 0, 0, 0] = 0 (10)

D[0, s, r, l, k] = 0 s > 0 or r > 0 or l > 0 or k > 0 (11)

D[i, s, r, l, k] = min
(c1,t1)∈C1[i],

(c2,t2)∈C2[i]:

t1+t2≤s



D[i− 1, s− (t1 + t2), r − 3, l, k]
−E(i− 1, l, k + 1) + E(i, l, k + 1) c1 = c2, r ≥ 3

min
r′+a(c1,c2)≥θ,

l′<i−1

2(k+1) − 2

2(k+1) − 1
D[i− 1, s− (t1 + t2), r′, l′, k − 1]

+E(i, i− 1, k + 1) r = z(c1, c2) < 3, l = i− 1

min
r′+a(c1,c2)<θ

D[i− 1, s− (t1 + t2), r′, l, k]

−E(i− 1, l, k + 1) + E(i, l, k + 1) r = z(c1, c2) < 3, l < i− 1

∞ otherwise

i > 0 (12)

Figure 3: Dynamic programming recurrences.
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substring appearing at aligned positions in the DNA se-
quences d1 and d2, and use as our objective function:

orun =
∑
R

f(|R|) (15)

where f , which must be non-decreasing, indicates the value
for DNA shuffling of a run of length |R|, and the sum is
taken over all runs. We have implemented and tested several
different scoring functions; the results use the following two
functions:

f1(r) =

{
0 r < θ
r r ≥ θ (16)

f2(r) =

 0 r < 6
9/4 ∗ (r − 5) 5 ≤ r < 9
r r ≥ 9

(17)

In f1, we count the total number of nucleotides in a run, but
only if the run exceeds a given length (we empirically evalu-
ated several thresholds). This assumes that cross-overs are
impossible for runs with fewer than θ common nucleotides,
and become increasingly likely with additional nucleotides
beyond θ. In f2, we consider cross-overs impossible for fewer
than 6 nucleotides and very likely for 9 nucleotides or more
(scoring the total number of nucleotides as in f1), and we
ramp up from the impossible score of 0 at 5 nt to the likely
score of 9 at 9 nt, thereby counting the partial benefit that
may be provided by runs between 6 and 9 nucleotides.

We must extend our dynamic programming table with an
additional dimension to keep track of the current run length.
Thus we have a table in which cell R[i, s, r] holds the best
score for the first i positions, using exactly s substitutions,
such that the final nucleotide in the codons chosen for po-
sition i is the rth in a run (0 if mismatch). Again, if we
make t substitutions at position i, then R[i, s, r] extends the
solution to a cell for position i − 1 with s − (t1 + t2) sub-
stitutions. Now we must also account for the preceding run
length; there are several cases (Fig. 4, right): the codons
chosen for the current amino acid position may continue a
run from the previous position, may end that run, and may
start a new run. In any case, the current r and possible
codon pair determines the preceding r′ at which to look,
and optimal substructure still holds.

The recurrence is in Eq. 9 of Fig. 3. The first case handles
a common codon, while the second case handles an unequal
codon pair, which may end and/or begin a run. The score
depends on that from the related cell, with an increment in
f(·) accounting for any extension in run length and initia-
tion of a new run. (See again Fig. 4, right.) When there
is a tie, we prefer the codon pair with the most common
nucleotides, even if that has no impact on run score. This
choice increases overall sequence identity, to promote better
annealing of strands from different parents.

The matrix is of size n ∗m ∗ (3n+ 1), since the run length
potentially ranges from 0 to the entire DNA sequence length
(3n). However, in practical cases, most run lengths are not
attainable. Furthermore, for r1 < r2, if R[i, s, r1] + f(r2)−
f(r1) < R[i, s, r2], then the r2 cell “dominates” the r1 one—
the r1 one cannot be part of the optimal solution. Thus we
modify the usual dynamic programming algorithm slightly,
to avoid filling in cells with unattainable or dominated run
lengths. We perform the standard nested loop over i (residue
position) and s (number of substitutions). Then for each i
and s we determine which run lengths are attainable and
undominated and fill in only those entries. Rather than
keeping a 3D table, we keep a 2D table in which each cell
has a list of run lengths and their scores. Note from the
structure of Eq. 9 that we can determine the run lengths for
i, s from the possible codons at i and the run lengths that
were attained and undominated for i − 1 and s, s − 1, and
s − 2 (depending on the numbers of substitutions required
for the codons).

2.4 Diversity optimization
We have previously developed methods for optimizing the

diversity of libraries of chimeras produced by site-directed
recombination [29, 28]. We showed that the total number of
mutations in a library is a constant determined only by the
parents, but that by assessing the squared-differences in the
numbers, we can optimize for a relatively uniform sampling
of sequence space. In the case of two parents, we define the
diversity variance over a library as:

odiv =
1

2λ(2λ − 1)
∗

2λ−1∑
i=1

2λ∑
j=i+1

(m(Hi, Hj)−m)2 (18)
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where λ is the number of fragments, m(Hi, Hj) is the mu-
tation level (number of amino acid differences) between a
pair of chimeras Hi and Hj , and m is the average of m over
the library. (We drop a constant factor of 2, which doesn’t
affect the optimization.) To mitigate the effect of neutral
mutations, rather than using literal equality we measure m
using one of the standard sets of amino acid classes. The
goal is to minimize the variance, seeking to sample sequence
space as uniformly as possible.

The objective function is defined in terms of the chimeras
in the library. In the context of DNA shuffling, we assume
that a sufficiently large run of common nucleotides (with re-
spect to a threshold θ as in Eq. 16) results in a breakpoint,
and thus that the (full-length) chimeras are well-defined
as all combinations of fragments between the breakpoints.
Breakpoints resulting from smaller runs only add to the di-
versity of the resulting library.

For an efficient algorithm, we must be able to compute the
objective function during the optimization, without enumer-
ating the exponential number of chimeras. In our previous
site-directed work [29], we developed a recursive formulation
relating the diversity variance for a library to that of a sub-
library with one fewer breakpoint. That formulation took as
given the total number of breakpoints, which isn’t available
in the DNA shuffling context. However, similar algebraic
manipulations (omitted due to lack of space) yield a related
formula without requiring pre-knowledge of the number of
breakpoints.

Claim 1. The diversity variance d(l, k) of a library from
parent sequences Pa and Pb with kth breakpoint is at residue
l can be computed from the diversity variance d(l′, k− 1) for
a library with (k − 1)st breakpoint at residue l′ < l by the
following formula:

d(l, k) =
2k − 2

2k − 1
∗ d(l′, k − 1) + E(l, l′, k) (19)

where
E(l, l′, k) =

22(k−1)

2k(2k − 1)

(
m(Pa[1, l′], Pb[1, l

′]) ∗m(Pa[l′ + 1, l], Pb[l
′ + 1, l])

+m(Pa[l′ + 1, l], Pb[l
′ + 1, l])2)

)
+

2k − 2

2k − 1
∗ 2 ∗m(Pa[1, l′], Pb[1, l

′])2 ∗ 22k−6

(2k−1 − 1)2

− 2 ∗m(Pa[1, l], Pb[1, l])
2 ∗ 22k−4

(2k − 1)2

and we use notation P [i, j] to indicate the substring from
position i to j, inclusive.

Based on Eq. 19, we further extend our run-length opti-
mization dynamic programming recurrence to optimize for
diversity; see Eq. 12 of Fig. 3. We add two more dimensions,
to keep track of k, how many runs of length θ we have seen
(i.e., confidently yielding breakpoints), and l, where the last
one was, as in the claim. Intuitively these two additional
dimensions are necessary since the number of breakpoints
affects the size of the library and thus the diversity vari-
ance, and since the additional diversity induced by a run
depends on the nucleotides between the previous breakpoint
and the new one. Note that in Eq. 19, k is the number of
breakpoints, with the last breakpoint always at the end of
the current position l; however, in Eq. 12 k is the number

of previous runs, or k + 1 when substituted into Eq. 19. As
with run optimization, our implementation avoids filling in
the table for run lengths that are unattainable (though the
notion of dominated entries does not carry over).

2.5 Codon usage
In order to promote better protein expression, we fol-

low the GeneDesigner protocol [25] in employing organism-
specific codon usage tables. A codon usage table for an
organism [15] encodes the frequency with which each codon
has been observed in a sequence database; different organ-
isms display different “preferences” [7]. In a preprocessing
step, we disallow rare codons that make up less than 10% of
the occurrences for their amino acid. Then when comput-
ing one of the recurrences, we use the codon usage table to
resolve cases where multiple possible codons give the same
score (i.e., they have the same implications for continuing,
ending, and beginning runs). In such cases, we selecting
among the possible codons with probability according to
their usage frequency.

3. RESULTS
We use three case studies to demonstrate the effective-

ness of Codns in optimizing DNA shuffling experiments.
The first two case studies are a pair of glycinamide ribonu-
cleotide (GAR) transformylases (previously optimized by
eCodonOpt [13]) and a pair of distantly related DNA poly-
merases (previously recombined by SCOPE [17]). We op-
timize shuffling plans using from 0 to 10 mutations under
each of the objective functions, abbreviated in the figures as
cn (common nucleotides), ∆G (nearest-neighbor approxima-
tion to change in free energy of annealing), f1 (runs under
f1 scoring), f2 (runs under f2 scoring), and dv (library di-
versity). We examine particular plans optimized under dif-
ferent objectives, in order to see how they differ in allocat-
ing mutations and producing homologous runs suitable for
cross-overs. We then study the overall trends in optimizing
the objectives and in producing runs. We also consider the
diversity of the chimeras that would result by recombination
under different run-optimal plans. Comparisons with what
would result eCodonOpt [13] can be made by noting that it
optimizes cn and ∆G (though we use an efficient dynamic
programming algorithm to do so). In a third case study,
we evaluate the effects of wild-type sequence identity on the
optimization, using different pairs of beta-lactamases.

3.1 GAR transformylases
The parents for our first case study are a GAR trans-

formylase from E. coli and one from humans. Previous work
showed that DNA shuffling crossovers are extremely rare
without codon optimization [13]. We obtained the (gapless)
alignment from the supplementary material of [13], and tran-
scribed it to 201 amino acids with 82 (40.8%) in common.
The wild-type DNA sequences had 47% nucleotides in com-
mon [13], with only two runs of length 7 and no runs longer
than 7 nt.

Fig. 5 illustrates some optimal plans, showing runs of
length ≥ 9, a relatively confident threshold for cross-overs
(analogous observations can be made with other thresholds,
not shown to save space). In some cases, many plans may
be tied for optimal under the objective. We extended our
dynamic programming back-trace to generate the tied solu-
tions [26]; for common nucleotides, we enumerated all, but
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Figure 5: GAR transformylase plans, showing loca-
tions of selected mutations (vertical lines) and re-
sulting runs of length ≥ 9 (boxes; staggered at some
locations to avoid overlap), optimized under differ-
ent objectives. For f2, runs are colored by length,
with 6:green, 7:black, 8:magenta, ≥ 9:blue. For 0
mutations, all methods yielded the same run pat-
tern, so only the f2 version is shown.

for ∆G◦nn, we stopped after 1000 were generated. The fig-
ure then shows the tied-for-optimal plans with the most nu-
cleotides in runs (at a threshold of 9). All objectives yield
the same run patterns with 0 mutations. However, with
more mutations, run and diversity optimization methods fo-
cus their efforts on regions that are sufficiently similar to al-
low formation of runs with well-placed mutations and well-
chosen codons, while choices made by common nucleotide
and ∆G◦nn optimization are not as productive. Diversity
optimization produces the same number of runs as f1 opti-
mization, but places the runs more evenly throughout the
entire sequence so that crossing over at those sites would
yield chimeras comprised of more uniformly-sized fragments
better sampling the sequence space spanned by the par-
ents. (“Size” in diversity optimization refers to residues at
which the parents differ, not just the total number of amino
acids [29].)

We next analyzed the overall ability of Codns to select
codons and allocate mutations to meet the different opti-
mization goals. Fig. 6 illustrates the objective score trends
with increasing numbers of mutations. All of the plots are
quite linear (recall that ∆G◦nn is to be minimized), demon-
strating that there is sufficient freedom within these two
parents to enable effective optimization for the objectives,
and that the algorithms are successfully exploiting the avail-
able freedom. Since the f2 metric gives “partial credit” for
run lengths of 6, 7, and 8, we break out those contributions
to its score. We see most of the optimization still focuses
on full 9 nt and larger runs, which is natural given the re-
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Figure 6: GAR transformylase scoring trends, em-
ploying from 0 to 10 mutations.
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Figure 7: GAR transformylase run trends (left: #
nts in runs; right: # runs) in GAR transformylase
plans employing from 0 to 10 mutations, optimized
for common nucleotides (red), ∆G◦nn (blue), and runs
under f1 score (magenta).

duced score contribution for shorter runs (since they are
believed to be less productive in promoting recombination).
The trends for diversity optimization are not shown here
since scores are not directly comparable for libraries of dif-
ferent sizes (resulting from different numbers of runs yielded
by different patterns of codons and mutations).

We introduced novel run-based objective functions in or-
der to more directly target the sufficient stretches of parental
homology required for annealing, only indirectly optimized
by the objectives of common nucleotides and ∆G◦nn em-
ployed by eCodonOpt. To assess the impact of this more
direct objective functions, we determined the number of
runs produced by plans under the different objectives. We
varied the threshold to consider a homologous region as a
“run” from 7 (lower confidence) to 12 (higher confidence).
As discussed above, among the plans tied for optimal for a
particular objective, we sought the one with the best run
score. We evaluated both the number of runs and the num-
ber of nucleotides in those runs. For the sake of space, Fig. 7
presents only the results for a threshold of 9; the trends at
the other thresholds are very similar. We see that, as muta-
tions are introduced, optimizing directly for runs is indeed
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Figure 8: GAR transformylase plans (as in Fig. 5)
with different levels of diversity variance (noted on
the left; smaller is better; the bottom one has the
optimal score) but the same optimal number of runs
(at θ = 9).

much more effective at producing runs than either of the
“proxies” of common nucleotides or ∆G◦nn. We do not show
trends for f2, as it also optimizes for “partial credit” runs (of
lengths 6, 7, and 8).

The final question regards diversity—how much control we
can exert over the level of diversity we introduce (how dif-
ferent the resulting chimeras in a plan are from the parents
and from each other). Here we deem a 9 nt run as suffi-
cient for a breakpoint, and evaluate the ability of Codns
to minimize our library diversity variance objective (Eq. 18)
while maximizing the number of runs. Fig. 8 illustrates some
plans with the same (optimal) number of runs but differ-
ent library diversity scores. As discussed above, mutations
in diversity-optimal plans are optimally allocated so as to
create runs more evenly distributed throughout the entire
sequence (counting positions with different amino acids in
the parents). However, plans with larger diversity variance
scores place runs closer together and leave the C-terminal
portion without any runs, thereby generating no diversity
there (the final 100+ residues will be from one parent or the
other, rather than a hybrid).

3.2 DNA polymerases
Our second case study involves two distantly-related mem-

bers from the X-family of DNA polymerases: African swine
fever virus DNA polymerase X (Pol X) and Rattus norvegi-
cus DNA polymerase beta (Pol β). While these two proteins
share a similar fold, they have very low sequence identity.
The site-directed SCOPE method [17] was developed due to
the difficulty in producing viable Pol X — Pol β chimeras by
other methods. We obtained the published structure-based
sequence alignment of the two parents, in which the full Pol
X and the palm and finger domains of Pol β were aligned
to a length of 214 residues and gaps, with only 32 residues
(15%) in common. The wild-type DNA sequences had only
158/642 (24%) nucleotides in common, with no common nu-
cleotide runs of length greater than 5. Thus standard DNA
shuffling techniques are unlikely to produce any cross-overs.

We optimized these parents under each of our objective
functions, using from 0 to 10 mutations. Fig. 9 illustrates
an optimal plan for each objective with 0, 4, or 8 muta-
tions, showing runs of length ≥ 9. These particular par-
ents are so diverse that only a few such runs can be pro-
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Figure 9: DNA polymerase plans (as in Fig. 5).

duced by codon selection alone (no mutations). We do see,
however, that the run-optimization methods form one more
run (positions 148–157) than do the common nucleotide and
∆G◦nn methods, and f2 forms some potentially productive
shorter runs. The difference increases with more mutations,
as run optimization directly allocates them so as to produce
more runs, while, due to the parental diversity, the indirect
choices made to optimize common nucleotides and ∆G◦nn
are unlikely to lead to runs. With less freedom, it is harder
to optimize diversity. We do see that while the f1 plan is
diversity-optimal for 0 and 4 mutations, it is not for 8 muta-
tions, and the diversity-optimal plan spreads mutations out
more. We also observe that the N-terminal region is so di-
verse that no run is produced there even with 8 mutations.
Diversity optimization thus tends to create runs that are
more evenly distributed in the large C-terminal region.

Fig. 10 illustrates the effectiveness of allocated codons and
mutations in terms of the optimizing the different objec-
tives. We again see linear trends for the four objectives
(as discussed with GAR transformylases, diversity is not di-
rectly comparable over different library sizes). Thus even
with these two extremely diverse parents, it is possible to
select mutations according to a specified objective, and our
algorithm does so.

Fig. 11 illustrates how well the different objectives do at
producing runs, and how many nucleotides comprise those
runs. For the sake of space (and as with GAR transformy-
lases), we only illustrate under a 9 nt threshold for a ho-
mologous region to count as a run, but we found exactly
the same trends with other thresholds from 7 to 12. Once
again, explicitly optimizing for runs proves to be much more
effective at producing runs (and more nucleotides in them)
than does indirectly optimizing for runs by overall nucleotide
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Figure 10: DNA polymerase scoring trends (as in
Fig. 6).
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Figure 11: DNA polymerase run trends (as in
Fig. 7).

identity or the nearest-neighbor approximation to change in
free energy of annealing. With these diverse parents, the
indirect objectives do not happen to produce many runs or
nucleotides in runs; in fact, they produce almost no runs of
longer lengths (e.g., 12, not shown), even with 10 mutations.

Even with such diverse parents, there is sufficient freedom
in the codon and mutation choices that different run-optimal
plans yield different levels of chimera diversity. Fig. 12 illus-
trates some such plans, at two mutation levels. The three
plans at the same mutation level have the same number of
runs but increasing diversity (and increasingly more even
distributions of run) from top to bottom.

3.3 Beta-lactamases
Our third case study examines the effect of wild-type

sequence identity. Beta-lactamases, which hydrolyze the
beta-lactam found in certain antibiotics (e.g., penicillin),
have been the object of much chimeragenesis work, including
DNA shuffling [23] and site-directed methods [12]. We previ-
ously developed a multiple sequence alignment (272 residues
and gaps) of diverse beta-lactamases [19]. For the present
study, we considered (a) the common beta-lactamase tar-
gets TEM-1 (E. coli) and PSE-4 (Pseudomonas aeruginosa)
(42% amino acid identity); (b) the even more diverse pair
from P. aeruginosa and Bacillus licheniformis (26% id); (c)
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Figure 12: DNA polymerase plans with different di-
versity values (as in Fig. 8).
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Figure 13: Beta-lactamase objective function trends
(left: ∆G◦nn; right: f1 at θ = 9) for plans with 0 to 10
mutations, for pairs of beta-lactamase parents from
(red) E. coli and P. aeruginosa, (blue) P. aeruginosa and
B. licheniformis, and (magenta) E. coli and P. mirabilis.

the more similar pair from E. coli and Proteus mirabilis (47%
id).

Optimizing the wild-type amino acid sequences for com-
mon nucleotides yields DNA identity of (a) 70%, (b) 61%,
and (c) 73%. These numbers are somewhat borderline for
standard DNA shuffling. They do result in some runs, though
generally fewer than when directly optimizing for runs, a
trend that widens with more mutations. Optimizing for runs
yields the same behavior as observed for the previous two
cases; due to lack of space, we only present the free energy
score and the number of nucleotides in runs under the f1
metric (Fig. 13). We again see the linear tread for both
objectives with increasing mutations from 0 to 10. The ac-
tual energy score and run score both depend on parental
sequence identity, with the same ranking on both metrics.

4. CONCLUSION
DNA shuffling is a staple of protein engineering, and we

have demonstrated that our new algorithms can substan-
tially improve the expected productivity of an experiment.
Even without performing any mutations, we are able to al-
locate codons to better form runs. By performing a small
number of conservative substitutions, not expected to sig-
nificantly affect stability or activity, we generally are able to
increase the number of runs and the number of nucleotides
in runs, linearly with the number of substitutions. Finally,
since we are establishing runs whose lengths are sufficient
to promote regular recombination, we can enhance our opti-
mization to account for properties of the resulting chimeric
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library. Future directions include extending run optimiza-
tion to incorporate the type of potential underlying ∆G◦nn
(i.e., accounting for differences in nucleotide content), as well
as to optimize multiple parents simultaneously. While both
extensions will increase the computational expense, the re-
sulting gain in experimental efficiency could be well worth
it. In summary, our methods yield a new approach to DNA
shuffling that supports substantially more diverse parents,
is more deterministic, and generates more predictable and
more diverse chimeric libraries.
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ABSTRACT
A set of morphological features for mammary ductal struc-
tures is proposed for the evaluation of tissue’s metastatic
potential and exploited for the classification of six cell lines
(MCF10 series) from three cancer grades in three-dimensional
in vitro breast culture systems. These cultures mimic var-
ious grades of breast cancer along the metastatic cascade.
Particular proteins of interest are fluorescently labeled and
subsequently imaged via multi-spectral confocal microscopy
in order to analyze cellular organization and polarity be-
tween various tumor grades. A Fourier-based image regis-
tration method is employed to stitch the images, 3D wa-
tershed segmentation method is used to identify the ductal
structures, and morphological image processing techniques
are utilized to extract the features. In addition to capturing
both expected and visually-differentiable changes, we quan-
tify subtle differences that are challenging to assess by mi-
croscopic inspection. Support vector machine-based super-
vised learning achieves 69.4% and 79.0% accuracy in classi-
fying the ductal structures into pre-cancerous, non-invasive
ductal carcinoma, and invasive ductal carcinoma grades af-
ter 7 and 14 days in the cell cultures, respectively. These
results indicate that the proposed features can be used to de-
scribe the effects of morphological changes to the functional
changes of the cells along the metastatic cascade.
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1. INTRODUCTION
Living organisms inherently produce highly defined and

well-organized tissues and organ systems that are capable of
carrying out specific functions. Mutations often cause struc-
tural and morphological changes in these systems that yield
functional divergences and result in a number of diseased
states. Many imaging methods used to grade solid tumor
stages rely largely on the subjective evaluation of patholo-
gists and qualitative measures. Pathologists commonly use
diagnostic profiles in tumor grading systems to distinguish
between varying degrees of tissue health and disease how
the cells appear under a microscope, in order to predict how
quickly the tumor is likely to spread.

The most frequently used tumor grading system for breast
cancer is the modified Scarff-Bloom-Richardson tumor grad-
ing system [1]. Pathologists analyze the rate of cell division,
percentage of tumor forming ducts, and the uniformity of
cell nuclei to determine the cancer grade in H&E stained tis-
sue sections. Subjectivity and variability of the results affect
the accuracy of diagnosis and subsequent patient treatment.
A recent study indicates that the rate of misdiagnosis of
breast cancer varies widely between clinicians and is nearly
40% in some cases [2]. Thus, there is an unmet need for
robust methods that reduce the variability and subjectivity
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of tumor grading. Development of quantitative tools for im-
age analysis and classification are rapidly expanding fields
that constitute a great potential for improving diagnostic
accuracy [3, 4].
In this paper, we propose a method for the classification of

breast cancer grades in three-dimensional (3D) epithelial cell
cultures. In vitro cell cultures provide accurate approxima-
tions to in vivo ducts and are highly utilized in breast cancer
research [5–7]. Figure 1 shows a 3D view of a pre-cancerous
culture that comprises several ductal structures (commonly
referred to as acini) that are surrounded by extracellular ma-
trix (ECM) proteins. Figure 2 shows an enlarged view of a
cross-section from a typical pre-cancerous ductal structure.
Ductal structures in healthy/pre-cancerous cultures include
polarized luminal epithelial cells1 and a hollow lumen. The
lateral membranes of neighboring cells are in close proxim-
ity due to cellular junctions and adhesion proteins. The
basal side of cells contact the surrounding ECM proteins,
while the apical sides of cells face the hollow lumen. Malig-
nant cancers result in disruption of cell polarity that induces
changes in ductal structure morphology. In this work, we in-
vestigate morphological characteristics of mammary ductal
structures in pre-cancerous, non-invasive ductal carcinoma,
and invasive carcinoma cancer grades in six cell lines from
the MCF10 series grown in 3D cultures. We propose novel
features to characterize the changes along the metastatic
cascade and exploit them in a supervised machine learning
setting for the classification of cancer grades. These features
capture similar factors as the Scarff-Bloom-Richardson stag-
ing system as well as additional changes observed in breast
cancer progression in a quantitative manner to reduce vari-
ability. As shown by the classification accuracies, the pro-
posed features efficiently capture the differences caused by
the metastatic progression of the cancer.

Ductal

Structures

Figure 1: Three-dimensional view of a pre-cancerous
AT cell line culture. Ductal structures are sur-
rounded by the ECM proteins.

Previous work on this problem includes examining the
spatial organization of the cell nuclei in the ductal structures
as a function of time in 3D cultures in a limited context [8].
Specifically, the change in the elongation of the ductal struc-
tures are observed in in vitro pre-cancerous MCF10A cells

1A polarized cell has specialized proteins localized to specific
cell membranes such as the basal, lateral, or apical side.

Basal Cell Membrane

Hollow Lumen

Cell Nuclei

Cell-to-cell

Lateral Membrane

Figure 2: Example of a pre-cancerous ductal struc-
ture cross-section. The ductal structure includes po-
larized epithelial cells and hollow lumen. Basal sides
of the cells are surrounded by the ECM proteins and
apical sides face the hollow lumen.

at 6, 12, and 96 hours after a treatment. In addition, graph
theoretical tools [9–11] were exploited to highlight the struc-
tural organization of the tumors. Our method is different
than these characterization efforts in that, the classification
of cancer grades is achieved over a richer set of small-scale
(local) morphological features that are statistically signifi-
cant. In addition, the features proposed here closely mimic
the features that current pathological grading systems uti-
lize. The rest of the paper is organized as follows: in Sec-
tion 2 we present our methodology; in particular, the extrac-
tion of proposed features is described in detail in Section 2.4.
Experimental results are shown in Section 3, and finally in
Section 4 we present conclusions.

2. PROPOSED METHODOLOGY
An overview of the proposed methodology is shown in

Fig. 3. MCF10 series cell cultures of pre-cancerous cell lines
MCF10A (10A) and MCF10AT (AT), non-invasive ductal
carcinoma cell lines MCF10ATKCL2 (KCL) and MCF10DCIS
(DCIS), and invasive ductal carcinoma cell lines MCF10CA1h
(CA1h) and MCF10CA1a (CA1a) are first imaged using flu-
orescent confocal microscopy. Figure 4 shows examples of
slices along the depth direction from the six cell lines used
in our experiments. In order to capture higher resolution im-
ages, we capture overlapping tiles and stitch them together
as described in Section 2.2. We then segment the ductal
structures in these images using the segmentation method
described in Section 2.3. Next, morphological features are
extracted as described in Section 2.4 and, finally, the cancer
grades are decided using a support vector machine (SVM)-
based classification method as described in Section 2.5.

2.1 Acquisition of Images
Images of the cell cultures are captured 7 and 14 days after

cells are embedded and cultured in 3D reconstituted base-
ment membrane (MatrigelTM) suspensions. The cultures are
then labeled with antibodies specific for the proteins inte-
grin α3 (a lateral membrane localized protein), integrin α6
(a basal membrane localized protein), and DAPI (a nuclear
dye) prior to imaging. These two proteins and cell nuclei are
observed in the red, green, and blue channels of the images,
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Invasive: CA1h, CA1a

Non-Invasive: KCL, DCIS

Pre-Cancerous: 10A, AT

Breast Cancer Cultures
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(Confocal microscopy) Ductal Structures

Segmentation of

Morphological Features

Extraction of

Classifier

Figure 3: Overview of the proposed analysis methodology for the prognosis of the cancer grade.

(a) 10A (b) AT

(c) KCL2 (d) DCIS

(e) CA1h (f) CA1a

Figure 4: Examples of image slices from three grades
of cancerous 3D breast cultures. Subfigures (a) and
(b) are examples of pre-cancerous, (c) and (d) are
examples of non-invasive ductal (NIDC) carcinoma,
(e) and (f) are examples of invasive ductal carcinoma
(IDC) cultures. Differences in ductal structure mor-
phology are seen along the metastatic cascade.

respectively. Three-dimensional volumes of cell cultures are
captured by Zeiss LSM 510 META confocal microscope with
a 40X water objective as z-stacks of 25µm thickness (1µm
slices) with 512×512 pixels (320 µm×320 µm) cross-section

area. In order to include larger volumes of the cultures in
our analysis, we capture 4 tiles (in 2 × 2 formation) with
approximately 20% overlap.

2.2 Stitching of Image Tiles
Captured image tiles are stitched together in pairs using

the 3D image registration technique proposed by Preibisch
et al. [12]. For each tile pair, the method first determines
the translative offset that achieves the best registration us-
ing the well-known Fourier-based image registration method
of Kuglin and Hines [13]. After the translative offsets be-
tween all pairs are determined, the tiles are stitched together
using a smooth non-linear intensity transform to reduce the
brightness variations between the tiles [12].

2.3 Segmentation of Ductal Structures
Segmentation of the ductal structures is accomplished by

watershed segmentation [14], which exploits the morpholog-
ical characteristics of the structures and is particularly use-
ful for the segmentation of adjoint structures. The process
starts with the identification of the ductal structures. We
use red fluorescent markers to identify the localization of in-
tegrin α3, green fluorescent markers to identify the localiza-
tion of integrin α6, and blue fluorescent markers to identify
the cell nuclei. These markers are observed in the individual
color channels of the images and, therefore, we use all color
channels to identify the ductal structures.

First, the color channels of the image are individually bi-
narized. Image values are separated into foreground and
background classes, where the foreground class represents
the stained particles and the background class includes the
combination of the gel medium and extracellular proteins.
We employ a local adaptation to Otsu’s well-known global
thresholding algorithm [15] to binarize the color channels.
In each slice along the depth direction, we divided the im-
age into rectangular blocks along the horizontal and verti-
cal directions and binarize them separately. This approach
handles the spatial variations in the foreground-background
contrast better than global thresholding. The noise pro-
duced due to the binarization of local regions that contain
hardly no information is eliminated by using the edge-based
noise elimination that cleans the regions that do not con-
tain any edge from the resulting binary image [16]. Next,
the resulting binary color channels are superposed to obtain
a single monochrome binary image by logical OR operation.
Enclosing ductal structures are identified by applying mor-
phological close operation followed by a morphological fill-
hole operation [17] to the resulting binary image. Finally,
3D watershed segmentation is applied to label the individ-
ual ductal structures. For this purpose, we first obtain a
topographic interpretation of the resulting binary image by
taking its Euclidean distance transform where the shortest
distance to the nearest background pixel for each pixel is
measured [18]. The resulting transformed image is then in-
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verted, while forcing the values for the background class
pixels to −∞, to construct the catchment basins and the
watershed segmentation method is finally applied to con-
struct to watershed lines to divide these basins and identify
the unique ductal structures.

2.4 Extraction of Morphological Features
Visual investigation of the ductal structures in cell lines

of different cancer grades shown in Fig. 4 reveals differences
in ductal structure morphology and localization of integral
subunits that are highlighted in Fig. 2. In order to capture
these changes quantitatively, we extract ten morphological
features as described next. The features of interest depend
on i) morphology of the ductal structure and the hollow lu-
men and ii) densities of the basal and lateral proteins local-
ized in the ductal structure. These features are computed in
each ductal structure for the slice that the ductal structure
has the largest cross-section area along the depth direction.

2.4.1 Ductal Structure Elongation
Ductal structures in the pre-cancerous grades of cancer

have more symmetrical round shapes. Malignant cancer
grades result in deformations in the ductal structures. It is
also observed in Fig. 4(c)–(f), the shape of the ductal struc-
tures are less symmetrical than Fig. 4(a) and (b). We quan-
tify this change by computing the elongation of the ductal
structures that is defined by the ratio between the minor and
major axis lengths of the ellipse fitted to the ductal struc-
ture. This fitting is achieved by finding the ellipse that has
the same normalized second central moments as the region.
Values close to 1 indicate less elongated and more symmet-
rical ductal structures. Note that this feature was used by
Chang et al. [8] to characterize the effects of a treatment in
a pre-cancerous cell line.

2.4.2 Number of Nuclei
As the cancer yields unregulated growth and division of

cells, the number of nuclei in malignant ductal structures
are expected to be larger than the number of nuclei in pre-
cancerous ductal structures. With this motivation, we use
the number of nuclei in ductal structures as one of our fea-
tures. The segmentation of the cell nuclei is also accom-
plished by the watershed segmentation technique described
in Section 2.3 using the binarized blue (nuclei) channel im-
age only.

2.4.3 Hollow Lumen Area to Ductal Structure Area
Ratio

As shown in Fig. 2, cell nuclei in the pre-cancerous tis-
sues are typically located near the basal side of the ductal
structures yielding a hollow lumen formation in the ductal
structures where no nuclei are observed [5,7]. As the cancer
progresses and cells lose their contact inhibition, the nuclei
tend to be located randomly within the ductal structure.
Thus, a decrease in the hollow lumen area is expected. By
measuring the ratio between the areas of the hollow lumen
and the ductal structure across different grades of cancer,
the differences in the relative hollow lumen size are quanti-
fied. Values closer to 1 indicate larger hollow lumens, and
0 indicate smaller hollow lumens. In order to compute the
hollow lumen area, we assume the hollow lumen is circular
and compute its radius as the Euclidean distance between
the centroid of the ductal structure and the nearest nucleus

to the centroid.

2.4.4 Basal and Lateral Protein Densities
The progression of cancer can also be observed through

the densities of the basal and lateral proteins. In pre-cancerous
grades of cancer, these proteins are localized specifically in
the ductal structure along the basal cell membranes and cell-
to-cell lateral membranes, respectively. In malignant grades
of cancer, due to the loss of cellular polarity, not only the
localization of these proteins in the corresponding regions
change but also expressions of these proteins are observed
in different regions of the ductal structures. We propose the
following features to measure the changes in the densities of
the basal and lateral proteins within the ductal structures.

• Integrin α6 densitymeasures the ratio of the amount of
green fluorophores expressed within the ductal struc-
ture to the total ductal area. As pre-cancerous cancer-
ous cells exhibit high cellular polarity, integrin α6 is lo-
calized to the basal membrane of these cells. Hence, a
low density of integrin α6 is expected within the ductal
structure. Reduced cellular polarity in the malignant
grades of cancer enables greater internal expressions of
integrin α6 within the ductal structure.

• Integrin α3 density measures the ratio of the amount
of red fluorophores expressed within the ductal struc-
ture to the total ductal area. In pre-cancerous cultures
integrin α3 is localized to the cell-to-cell lateral mem-
branes. Malignant tumors cause changes in the local-
ization of the integrin α3. Therefore, a variation in the
expressions of this protein across different cell lines is
expected.

• Ductal basal side continuity measures the localization
of integrin α6 along the basal cell membrane. In pre-
cancerous cultures, epithelial cells exhibit high cellular
polarity and green fluorescent markers that are used to
identify integrin α6 are mostly localizes at the basal
membrane of cells thereby forming a continuous duc-
tal basal side. As the malignancy of the cancer in-
creases, the majority of cells lose their cell polarity and
no longer localize specific proteins within their mem-
brane. Hence, the ductal basal sides exhibit less con-
tinuity of green fluorescent marker. We quantify this
change by computing the amount of green fluorescent
marker along the ductal basal sides.

First, we take the difference between the ductal struc-
ture and its morphologically eroded version to obtain a
binary contour mask. This mask is then overlaid with
the corresponding slice of the binarized green channel
image to obtain the amount of integrin α6 localized
along the basal side of the ductal structure. Next, we
superpose the resulting image with rays that initiate
at the centroid of the ductal structure oriented along
angles in one-degree increments covering a complete
circle. Finally, the total number of times that these
rays intersect with the green markers is counted and
normalized between 0 and 1 to obtain the ductal basal
side continuity. Values close to 1 correspond to intact
ductal basal sides and, thus, indicate high cellular po-
larity.

• Amount of integrin α3 colocalized with integrin α6 mea-
sures the ratio between the amount of red fluorophores
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that overlap with the green fluorophores and the total
amount of red fluorophores within the ductal structure.
As epithelial cells become more metastatic, they lose
their cell polarity and exhibit increased colocalization
of basal and lateral proteins.

• Amount of integrin α6 colocalized with integrin α3mea-
sures the ratio between the amount of green fluorophores
that overlap with the red fluorophores and the total
amount of green fluorophores within the ductal struc-
ture.

• Density of integrin α3 in the exterior of the hollow lu-

men measures the ratio between the amount of red flu-
orophores localized in the exterior of the hollow lumen
(excluding the basal membrane) and the total amount
of red fluorophores within the ductal structure. Since
integrin α3 localization is not confined to cell-to-cell
lateral membranes in malignant tumors, expressions of
this protein are expected within the hollow lumen as
well as the cell-to-extracellular matrix border. There-
fore, this density constitutes another useful feature to
characterize the ductal structures. If most of the inte-
grin α3 is localized outside of the hollow lumen, this
measure gets values closer to 1.

• Cumulative spatial distribution of integrin α6 quanti-
fies the spatial distribution of the green fluorophores
within the ductal structure. It is computed as the ratio
between the amount of the green fluorophores located
within concentric circles that are centered at the cen-
troid of the ductal structure and the total amount of
green fluorophores in the ductal structure. The radii
of the concentric circles are increased by one-tenth of
the radius of the circle that circumscribes the whole
ductal structure at each step. Cell lines that have ex-
pressions of integrin α6 near the centroid of the ductal
structure show relative early increases in the cumula-
tive distributions than the others.

2.5 Classification of Cancer Grades
We use support vector machines (SVM) to classify the

ductal structures into pre-cancerous, non-invasive ductal car-
cinoma, and invasive ductal carcinoma forms of breast can-
cer using the features defined previously. SVM is a super-
vised machine learning technique that has been commonly
used for the classification of two-class data [19]. Though al-
ternate supervised learning techniques may also be utilized,
we choose SVM classifiers due to their successful record in
biological applications [20]. In supervised learning, the data
is first divided into training and test sets. The classifier
is trained with the labeled training data and the classes
of the test data is then decided using this classifier. In
SVM training stage, the training data are mapped into a
higher dimensional space with a kernel function where the
data become linearly separable. A separating maximum-
margin hyperplane is established to separate the different
class data with minimal misclassification via quadratic op-
timization [21]. The test data are classified by determining
the side of the hyperplane they lie on in the kernel-mapped
space. In order to extend SVM for three-class classifica-
tion, we employ the one-against-one approach [22] where
three two-class SVM classifiers are established for each pair
of classes in the training data set. Each sample in the test

data is assigned to a class by these classifiers and the class
with the majority vote is chosen as the final result. If there
is equal voting for the three classes, we choose the class that
has the largest margin from the separating hyperplane.

3. RESULTS
Our dataset consist of 24 images for 7 days, and 30 images

for 14 days. We tuned the parameters of the segmentation
algorithm for the optimal identification of the stained struc-
tures. Figure 5(a) shows a sample slice from a pre-cancerous
AT cell culture and Figs. 5(b) and (c) show the binarized ver-
sion and segmentation results of the ductal structures where
each unique color corresponds to a unique ductal structure,
respectively. It is seen that our segmentation algorithm is
generally successful in identifying the ductal structures.

(a) Original image (b) Binarized image

(c) Segmented and labeled
ductal structures

Figure 5: Example of images obtained during the
ductal structure segmentation. Subfigure (a) shows
a slice from the captured image, (b) shows the adap-
tive binarization result where each color channel is
a bilevel image, and (c) shows the result of the wa-
tershed segmentation that identifies the unique duc-
tal structures (also shown with unique colors). The
segmentation method is generally successful in iden-
tifying the ductal structures.

The features described in Section 2.4 are extracted for
each ductal structure in the images. Tables 1 and 2 show
the feature statistics for the 7 and 14 days cultures. The cu-
mulative spatial distribution of integrin α6 within the duc-
tal structure is shown separately in Fig. 6 for better visu-
alization. General trends in the features conform with our
expectations as the cancers progress. For instance, the duc-
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Table 1: Feature statistics for the six cell lines after 7 days in culture. A unique feature profile is observed
for each cell line.

7 Days Cultures
Pre-Cancerous

Non-Invasive

Ductal Carcinoma

Invasive

Ductal Carcinoma

10A AT KCL DCIS CA1h CA1a

Ductal structure elongation 0.80±0.16 0.76±0.16 0.78±0.15 0.74±0.14 0.68±0.16 0.74±0.15

Number of nuclei 5.89±4.54 6.60±4.75 7.11±5.06 10.43±6.95 6.75±4.96 8.02±4.43

Hollow lumen area to

ductal structure area ratio
0.27±0.16 0.25±0.21 0.15±0.13 0.11±0.11 0.16±0.15 0.16±0.15

Integrin α6 density 0.08±0.06 0.09±0.06 0.12±0.06 0.13±0.05 0.10±0.07 0.04±0.03

Integrin α3 density 0.19±0.10 0.17±0.07 0.18±0.07 0.13±0.05 0.10±0.05 0.06±0.04

Ductal basal side continuity 0.75±0.19 0.66±0.22 0.64±0.21 0.52±0.16 0.53±0.24 0.59±0.15

Amount of integrin α3

colocalized with integrin α6
0.31±0.21 0.40±0.21 0.55±0.21 0.69±0.15 0.59±0.26 0.49±0.19

Amount of integrin α6

colocalized with integrin α3
0.77±0.24 0.76±0.19 0.83±0.15 0.72±0.14 0.66±0.24 0.80±0.15

Density of integrin α3

outside of the hollow lumen
0.64±0.23 0.70±0.29 0.76±0.23 0.84±0.19 0.71±0.29 0.84±0.24

Table 2: Feature statistics for the six cell lines after 14 days in culture. A unique feature profile is observed
for each cell line.

14 Days Cultures
Pre-Cancerous

Non-Invasive

Ductal Carcinoma

Invasive

Ductal Carcinoma

10A AT KCL DCIS CA1h CA1a

Ductal structure elongation 0.78±0.14 0.83±0.13 0.72±0.16 0.69±0.16 0.66±0.15 0.68±0.20

Number of nuclei 6.07±3.53 3.37±2.41 4.84±3.88 5.26±3.64 7.57±5.71 7.23±5.31

Hollow lumen area to

ductal structure area ratio
0.26±0.19 0.45±0.20 0.20±0.18 0.21±0.17 0.17±0.16 0.18±0.16

Integrin α6 density 0.07±0.06 0.07±0.05 0.06±0.06 0.13±0.08 0.12±0.10 0.11±0.05

Integrin α3 density 0.20±0.07 0.17±0.06 0.12±0.07 0.07±0.07 0.19±0.13 0.13±0.07

Ductal basal side continuity 0.71±0.20 0.78±0.18 0.54±0.21 0.49±0.20 0.37±0.22 0.50±0.18

Amount of integrin α3

colocalized with integrin α6
0.20±0.17 0.34±0.20 0.36±0.21 0.87±0.24 0.42±0.25 0.58±0.25

Amount of integrin α6

colocalized with integrin α3
0.55±0.23 0.82±0.16 0.74±0.21 0.44±0.25 0.70±0.27 0.62±0.23

Density of integrin α3

outside of the hollow lumen
0.64±0.28 0.40±0.28 0.74±0.28 0.65±0.36 0.74±0.30 0.78±0.33

tal structures in pre-cancerous cell-lines are typically less
elongated thus more symmetrical than the ductal structures
in malignant cell-lines. In addition, their ductal basal sides
have higher continuity and the hollow lumens are larger than
the malignant cell lines. Lastly, as seen in Fig. 6, most of the
integrin α6 in pre-cancerous ductal structures are localized
closer to the ductal basal side than the malignant cell lines.

Despite the agreements with our expectations, we also see
that most of the features exhibit large amounts of varia-
tions. In order to determine the statistical significance of
the features, we perform two-tailed, two-sample t-tests [23]
between the feature distributions of each pair of cell lines.
Due to length constraints, we only present the results for a
subset of these features. Figures 7, 8, and 9 show the aver-
age values of the ductal structure elongation, ratio of hollow
lumen area to ductal structure area, and ductal basal side
continuity, respectively, across the cell lines. Subfigures (a)

and (b) in these plots show the results for the 7 and 14 days
data sets, respectively and the error bars correspond to the
standard deviation of the feature. The two-tailed t-test p-
values are represented with different number of color-coded
asterisks on top of each plot. There clearly exists a high
statistical significance between the features of pre-cancerous
and invasive ductal carcinoma tumor grades. We also see
some statistical significance for the measurements between
the non-invasive and invasive ductal carcinoma grades. Nev-
ertheless, a consistent high-level statistical significance pro-
file across all cell lines for any of these features is hardly
observed. Hence, the characterization of different forms of
cancer by utilizing these features individually is difficult to
accomplish. However, when the features are taken into con-
sideration as an ensemble, the measurements in Tables 1
and 2 reveal that each cell line exhibits a unique profile that
enable classification between the cancer grades with satis-
factory accuracy as we present next.
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Figure 6: Average cumulative spatial distributions
of integrin α6 for the six cell lines after 7 and 14 days
in culture. Most of the integrin α6 in pre-cancerous
ductal structures are located closer to the ductal
basal sides than the malignant ductal structures.

The ductal structures are classified into pre-cancerous,
non-invasive ductal carcinoma (NIDC), and invasive ductal
carcinoma (IDC) grades of breast cancer using the SVM-
based classification described in Section 2.5. In order to
reduce the scale differences within the features, the data is
normalized so that the features have zero mean and unit
variance across the samples. Radial basis function, also re-

ferred to as Gaussian kernel, K (xi,xj) = exp
(
−

||xi−xj ||
2

2σ2

)

is commonly used in SVM classifiers to map the data into an
infinite dimensional Hilbert space [21]. We employ the radial
basis function with σ equals to 2 in the SVM classifiers used
in this study. K-fold cross-validation is performed to obtain
unbiased performance estimates. The data is first randomly
divided into K disjoint partitions of equal size. For each
partition, an SVM classifier is trained with the remaining
K − 1 partitions and then tested on the retained partition.
The results for each partition are then combined to find the
overall classification accuracy. In this study, 10-fold cross-
validation is performed. Overall classification accuracies of
69.4% and 79.0% are achieved for the ductal structures at 7
and 14 days, respectively. This indicates that as the cancers
progress, the proposed features capture the characteristics
of different cancer grades with better fidelity. Tables 3 and 4
show the classification results for each cell line at 7 and 14
days, respectively. Using the ductal structure elongation
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Figure 7: Average elongations of ductal structures
for the six cell lines after 7 and 14 days in culture.
Asterisks indicate p-values with *p ≤ 0.1, **p ≤ 0.05,
***p ≤ 0.005, ****p ≤ 0.0005, and ns not significant.
Please refer the electronic version to clearly ob-
serve the color-coded p-values. Pre-cancerous duc-
tal structures are less elongated (more symmetrical)
than the malignant ductal structures.

alone as described in [8], we achieve 34.9% and 46.3% accu-
racy in classifying the 7 and 14 days data sets, respectively.
Note that these results are slightly better than randomly
assigning the classes. This clearly highlights the advanced
abilities of the features proposed in this paper.

Table 3: Performance of the SVM classifier with
the proposed features for the six cell lines after 7
days in culture. Overall classification accuracy is
69.4%. The data set includes 584 ductal structures:
36 10A, 137 AT, 164 KCL, 92 DCIS, 103 CA1h, and
52 CA1a.

7 Days Cultures
Predicted Cancer Form (%)

Pre-Cancerous NIDC IDC

Pre-Cancerous
10A 83.3 2.8 13.9

AT 67.2 20.4 12.4

NIDC
KCL 18.8 63.0 18.2

DCIS 9.8 70.6 19.6

IDC
CA1h 8.7 20.4 70.9

CA1a 13.5 5.7 80.8
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Figure 8: Average ratios of hollow lumen area to
ductal structure area for the six cell lines after 7 and
14 days in culture. Asterisks indicate p-values with
*p ≤ 0.1, **p ≤ 0.05, ***p ≤ 0.005, ****p ≤ 0.0005,
and ns not significant. Please refer the electronic
version to clearly observe the color-coded p-values.
Pre-cancerous ductal structures have larger hollow
lumens than the malignant ductal structures.

Table 4: Performance of the SVM classifier with
the proposed features for the six cell lines after 14
days in culture. Overall classification accuracy is
79.0%. The data set includes 889 ductal structures:
156 10A, 214 AT, 216 KCL, 159 DCIS, 97 CA1h,
and 47 CA1a.

14 Days Cultures
Predicted Cancer Form (%)

Pre-Cancerous NIDC IDC

Pre-Cancerous
10A 80.8 12.8 6.4

AT 81.8 15.0 3.3

NIDC
KCL 19.9 60.2 19.9

DCIS 0 88.7 11.3

IDC
CA1h 3.1 8.2 88.7

CA1a 0 6.4 93.6

Finally, the overall grade of each image in the data set is
decided by choosing the majority class of the ductal struc-
tures within the image. All 24 images in the 7 days data
set are classified correctly resulting in perfect classification
accuracy (100%). Only one KCL culture image is classified
as invasive ductal carcinoma in the 14 days data set and the
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Figure 9: Average continuities of ductal basal side
for the six cell lines after 7 and 14 days in culture.
Asterisks indicate p-values with *p ≤ 0.1, **p ≤ 0.05,
***p ≤ 0.005, ****p ≤ 0.0005, and ns not significant.
Please refer the electronic version to clearly ob-
serve the color-coded p-values. Pre-cancerous ductal
structures have higher basal side continuity than the
malignant ductal structures.

remaining 29 images are classified correctly achieving 96.7%
classification accuracy.

4. CONCLUSION
In this paper, we propose a method that enables quan-

titative characterization of different grades of cancer in 3D
epithelial breast cultures. Specifically, we propose features
based on ductal structure morphology that capture differ-
ences that are difficult to assess under microscopic inspec-
tion. The experimental results demonstrate the efficacy
of the proposed features to differentiate between the pre-
cancerous, non-invasive ductal carcinoma, and invasive duc-
tal carcinoma grades of breast cancer. Our method demon-
strates great promise to model morphology-function rela-
tionships within controlled 3D systems and hold potential
as an automatic breast cancer prognostic tool.
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ABSTRACT
We provide a computationally realistic mathematical frame-
work for the NP-hard problem of the multichromosomal
breakpoint median for linear genomes that can be used in
constructing phylogenies. A novel approach is provided that
can handle both signed and unsigned cases of the multichro-
mosomal breakpoint median problem. Our method provides
an avenue for incorporating biological assumptions (when-
ever available) such as the number of chromosomes in the
ancestor, and thus, it can be tailored to obtain a more
biologically-relevant picture of the median. We demonstrate
the usefulness of our method by performing an empirical
study on both simulated and real data with a comparison to
other methods.
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1. INTRODUCTION
Constructing phylogenies can be very challenging, and there-
fore, restricted versions of the problem are often studied.
One of the most common restrictions is to find one com-
mon ancestor of several given genomes. This problem can
be modeled by using the notion of a median, where one
searches for a genome that is close to several other genomes.
Once we have a method to find the median, we can then use
it in an iterative manner to construct the evolutionary tree
(see [16] for examples of such construction). A fundamental
question in building phylogenies is how far apart two species
are from each other. This idea can be captured under the
notion of distance between two genomes. There are several
popular measures for distance, such as breakpoint, reversal,
double cut-and-join, etc.. For measuring distance, we focus
on breakpoint distance as it provides an intuitive link be-
tween the order of genes in each genome and how far two
genomes could be from each other. It has been argued that
the reversal distance is a more biologically accurate represen-
tation of what can happen in nature [5]. However, there are
some disadvantages, such as the fact that finding the rever-
sal distance for unsigned genomes is NP-hard, whereas the
breakpoint distance can be easily computed in both signed
and unsigned cases [10].

In general, eukaryotic cells (cells with nuclei) have several
linear chromosomes (as opposed to prokaryotic cells which
have circular chromosomes). Most of the research on the me-
dian problem involves the simplified unichromosomal case.
The multichromosomal median problem is less studied due
to its conceived theoretical difficulty compared to the unichro-
mosomal case. However, the linear multichromosomal me-
dian problem is the more accurate model for the eukaryotes,
which includes all complex organisms. In this paper our
focus is on finding solutions to the linear multichromoso-
mal breakpoint median problem (BMP). To the best of our
knowledge, our method is the first practical method that
provides solutions for both signed and unsigned linear mul-
tichromosomal BMP with the ability of considering several
possibilities for the number of chromosomes in the desired
solution.

The unichromosomal BMP is NP-hard for signed and un-
signed genomes ([6] and [14]). In 2009, Tannier, Zheng
and Sankoff ([19]) showed that for the case of multichro-
mosomal genomes where circular and mixed genomes are
allowed, the BMP can be solved in polynomial time. They
also showed that if we only allow linear chromosomes, the
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median problem becomes NP-hard. In this paper we focus
on the case where only linear chromosomes are allowed, i.e.
the NP-hard case. As previously mentioned, the assumption
of allowing only linear chromosomes is the relevant case for
all eukaryotes. In this analysis, we consider multichromo-
somal genomes where each gene is present exactly once in
every genome. We first define the framework in which we
can mathematically represent the median problem. Sankoff
and Blancehtte [16] gave a reduction of the unichromosomal
BMP to another well-known problem, the Travelling Sales-
man Problem (TSP). In this paper we extend this method
and provide a novel approach for a transformation from the
multichromosomal BMP to the multiple salesmen TSP. We
study the case for both signed and unsigned linear genomes.
Then, we apply a second transformation from the multi-
ple salesmen TSP to the usual TSP. The subject of several
books in the past few years, TSP is arguably the most inten-
sively studied problem in combinatorial optimization [12].
Therefore, a transformation of multichromosomal BMP to
an instance of TSP opens the door to the vast knowledge
and tools available for solving TSP which we can apply for
finding the median. In particular, we take advantage of a
software package called Concorde for solving TSP [2]. We
demonstrate the usefulness of our method by presenting the
results of an empirical study on both simulated and real-
world data, with a comparison to another method.

2. DEFINITIONS AND BACKGROUND
We first present the definitions for unsigned genomes. An
unsigned gene g is a sequence of DNA where the orienta-
tion is unknown. A set of unsigned genes form an unsigned
genome. We can represent an unsigned genome on n genes
by a string of unsigned integers 1, 2, . . . , n which represents
the ordering of the genes in the genome. This string can be
broken into segments, representing the chromosomes of the
genome. Chromosomes can be circular or linear. Circular
chromosomes have a circular gene ordering (which will be
represented with brackets around the segment). A linear
chromosome has two extremities, called the telomeres of the
chromosome. For example, G = (3 6 10 1) | (2 4 5) |
(7 9 8) represents an unsigned genome G on 10 genes with
three circular chromosomes, where the chromosome are sep-
arated from each other by a vertical line. H = 1 2 4 3 has
one linear chromosome with 4 unsigned genes. Gene 1 and
gene 3 are the telomeres of H. If all of the chromosomes in a
genome are circular, the genome is called circular, and if all
of the chromosomes are linear, the genome is called linear.
If some chromosomes are linear and some are circular, the
genome is called mixed.

Given an unsigned genome A, we say two genes are adjacent
in A if they are adjacent in the gene ordering. For example,
in G above, 2 and 4 are adjacent, 7 and 8 are adjacent, and
3 and 10 are not adjacent. In H above, 4 and 3 are adjacent,
1 and 3 are not.

Next we present the definitions for signed genomes. In this
case, the orientation of each gene is known, and a gene g is a
sequence of DNA with two extremities called the tail and the
head, denoted by gt and gh respectively. A signed genome
is a sequence of oriented genes. As in the unsigned case,
we can represent a signed genome on n genes by a string
of integers 1, 2, . . . , n broken into segments representing the

chromosomes, where each integer will be given a sign (+ or
-) representing the orientation of the gene. In this notation,
we let +g represent the gene g in the orientation ghgt, and
we let −g represents the gene in the orientation gtgh. For
example, consider the following signed genome C with 5
genes:

C = (−3− 4 + 1) | +5− 2

Genome C has two chromosomes, one is circular and one is
linear. We could also represent C by writing each gene as
its ordered tail and head extremities:

C = (3t3h 4t4h 1h1t) | 5h5t 2t2h

Note that for each linear or circular chromosome, there are
two equivalent strings where one is obtained from the other
by reversing the order and switching the signs of all the
genes.

For signed genomes, the adjacencies are not defined on the
genes, but instead on the extremities of the genes, namely
the heads and tails of the genes. We say an extremity of
gene u and an extremity of gene v are adjacent if they are
adjacent in the ordering of the genome. Thus, there are four
possible adjacencies between two genes u and v depending
on the direction of the genes: uhvh, uhvt, utvh, or utvt. The
telomeres are sets that contain one element, i.e. uh, ut, vh
or vt.

For example, in the genomes C above, the adjacenies are 3t
and 1t, 3h and 4t, 4h and 1h, and 5t and 2t. The telomeres
of the genome are the gene extremities at the ends of linear
chromosomes. For example, in the genome C above, 5h and
2h are telomeres.

We now define breakpoint and breakpoint distance, for both
signed and unsigned genomes. Consider two genomes A and
B on the same set of n genes, where both are either signed or
both are unsigned. If two genes (or two gene extremities, in
the case of signed genomes) are adjacent in A, but not in B,
then we say they determine a breakpoint. Note that the usual
notion of breakpoint distance is defined on unichromosomal
genomes, where the breakpoint distance between A and B
is defined as the number of breakpoints in A (or B). This
can be calculated as d(A,B) = n− a(A,B) for two circular
genomes, where a(A,B) represents the number of common
adjacencies between genomes A and B.

As described in [19], the breakpoint distance between two
(signed or unsigned) multichromosomal genomes G and H
on the same set of n genes can be defined as

d(G,H) = n− a(G,H)− e(G,H)

2
(1)

where a(G,H) is the number of common adjacencies be-
tween G and H, and e(G,H) is the number of common
telomeres of G and H. Such a definition counts one break-
point for a fusion or a fission of two linear chromosomes (for
two unsigned multichromosomal genomes, if each genome
contains a linear chromosome with exactly one gene g, then
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g contributes twice to the number of common telomeres of
the two genomes). Note that we can equivalently think
of the breakpoint distance between two multichromosomal
genomes G and H as the number of breakpoints between G
and H plus half the number of times a gene g is a telomere
in one of the two genomes, but not the other.

As an example of using Equality (1), consider the genome
C from before, and the following genome D with 3 chromo-
somes on 5 genes:

D = (−3− 4) | −5 | −1− 2

Then a(C,D) = 1, e(C,D) = 2, and d(C,D) = 3.

Given three genomes A,B, and C, the breakpoint median
problem (BMP) is the problem of finding a genome M , called
the median, such that the sum of the breakpoint distances
between M and each other genome is minimized.

One of the most well-known problems in combinatorial opti-
mization is the Travelling Salesman Problem (TSP) (see [12]
for background on the TSP). Consider a complete weighted
graph. A Hamilton cycle is a cycle of the graph that vis-
its every vertex exactly once. A minimum-weight Hamilton
cycle is a Hamilton cycle such that the sum of the edge-
weights of the cycle is minimized. An optimal solution to
the TSP calls for finding such a minimum-weight Hamilton
cycle. Due to the wide range of applications and its theoret-
ical appeal, there is a huge amount of research on the TSP
(see [11] and [12] for example).

The TSP is known to be NP-hard. Currently the best
k-approximation algorithm known for the TSP, when the
costs satisfy the triangle inequality, is the algorithm due to
Christofides [8] for which k = 3

2
. However, for the general

TSP, a k-approximation algorithm for any constant k would
imply P=NP, and thus it is considered highly unlikely to
exist [12].

A generalization of the well-known TSP is to consider mul-
tiple salesmen. A Multiple Travelling Salesman Problem
(mTSP) is an assignment of exactly m salesmen to a set
of vertices of a graph such that all salesmen start and end
their journey at a fixed vertex called the depot and each
other vertex gets visited exactly once by exactly one sales-
man. The goal of the mTSP is to minimize the total cost of
all of the routes. We define the r-to-m Multiple Travelling
Salesman Problem (rmTSP) as a variation of the mTSP in
which at least r and at most m salesmen are used. Due to
several real-life applications, the mTSP has been the subject
of several studies [4].

3. TRANSFORMING THE MULTICHROMO-
SOMAL MEDIAN PROBLEM TO MTSP

3.1 Median problem for unsigned genomes
In this section we describe our solution method for solving
the linear multichromosomal BMP in the case where the
genomes are unsigned. In 1997, Sankoff and Blanchette [16]
showed that the unichromosomal circular BMP can be re-
duced to the TSP in the case of three unsigned genomes A,
B and C over a set of n genes. In [17] the same authors
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Figure 1: BP-median graph constructed for three
circular genomes A = (1 2 6 5 4 3), B = (2 1 4 5 6 3),
and C = (1 2 3 4 6 5). A breakpoint median is M =
(1 2 3 6 5 4).

used a branch-and-bound method to solve this TSP. Al-
though useful for many problems in combinatorial optimiza-
tion, branch-and-bound is not usually an effective method
for solving the TSP.

The transformation in [16] is as follows. Let G be a complete
undirected graph of n vertices such that each vertex repre-
sents one gene. For each edge uv let adj(uv) be equal to the
number of times the genes corresponding to u and v are ad-
jacent (do not form a breakpoint) in genomes A, B, and C
(so adj(uv) can be 0, 1, 2, or 3). Let the weight of the edge
uv, w(uv), be equal to 3−adj(uv). Then the solution to the
TSP for the weighted graph G traces out a permutation of
{1, 2, . . . , n} that provides an optimal solution to the BMP.
We call the weighted graph G the BP-median graph. Note
that in this method, if we use an edge uv in the final TSP
solution, this corresponds to genes u and v being adjacent in
the median genome M . The weight w(uv) in the BP-median
graph (i.e. 3 − adj(uv)) represents the number of times u
and v are not adjacent in three genomes A,B and C. Thus
using the edge uv in the TSP solution contributes exactly
w(uv) to the sum d(M,A) + d(M,B) + d(M,C) which we
are trying to minimize, i.e. the sum of the distance between
the median and the other genomes.

Since the goal of the TSP is to find a minimum cost Hamil-
ton cycle, the solution given by the TSP optimizes the use of
adjacencies available in the three genomes. Hence, starting
at any vertex of a cycle that is a TSP solution for the prob-
lem, we will have a genome that is the breakpoint median for
the given three genomes. Figure 1 provides the BP-median
graph for a simple example of three circular unichromoso-
mal genomes A = (1 2 6 5 4 3), B = (2 1 4 5 6 3), and
C = (1 2 3 4 6 5). The edge weights are assigned by using
w(uv) = 3− adj(uv). It can be seen from the example that
an optimal TSP solution is 1236541 with the minimum cost
equal to 6. Therefore, a breakpoint median for this problem
is M = (1 2 3 6 5 4), and d(M,A) + d(M,B) + d(M,C) = 6.

We first provide a transformation from the unsigned linear
multichromosomal BMP to an instance of an rmTSP.

Construct the graph G for the genomes the same way as de-
scribed for the BP-median graph, i.e. G is a complete graph
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Figure 2: An example of transforming a linear mul-
tichromosomal BMP to an rmTSP with one de-
pot. The three genomes are A = 1 2 | 3 | 4 5 | 6 | 7,
B = 1 5 3 | 2 7 | 4 6, and C = 3 7 4 | 6 | 5 1 2. The chro-
mosomes in each genome are separated by vertical
lines.

of n vertices corresponding to n genes where the weight of
an edge uv is equal to 3 − adj(uv). Then add a vertex d
called the depot and add an edge between d and every other
vertex g of the graph. Let τ(g) be equal to the number of
times g is a telomere in one of the three genomes. Then, the

edge dg has a weight w(dg) = 3−τ(g)
2

.

Figure 2 provides an example of such a transformation for
the following three linear multichromosomal genomes A,B
and C, where the chromosomes are separated by vertical
lines:

A = 1 2 | 3 | 4 5 | 6 | 7,

B = 1 5 3 | 2 7 | 4 6,

and C = 3 7 4 | 6 | 5 1 2.

An rmTSP solution to this graph corresponds to a set of say
C cycles, with r ≤ C ≤ m, starting and ending at the depot
such that each non-depot vertex belongs to exactly one cy-
cle, with the total cost minimized. Once we obtain such a
solution, we can delete the depot and have C disjoint paths
(r≤ C ≤ m) covering all vertices of the graph such that the
overall cost is minimized. Each path will correspond to a
linear chromosome in the solution to the multichromosomal
BMP. We claim this is the solution to the BMP, and that
this solution has cost equal to the cost of the rmTSP solu-
tion. To see this, first consider an edge uv in the rmTSP
graph where u and v are gene (non-depot) vertices. As we
described before for the unichromosomal circular BMP, if we
use the edge uv in the final rmTSP solution, this corresponds
to u and v being adjacent in the final BMP solution, and the
rmTSP solution contributes exactly w(uv) = 3− adj(uv) to
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Figure 3: Transforming an rmTSP to TSP for r=3,
m=5. The original BP-median graph is the graph
presented in Figure 2 (without the depot). The
edges between the depots and the original graph
are grouped together based on their endpoint in
the original graph. Each group has the same weight
written besides the arrow.

the BMP solution cost d(M,A) + d(M,B) + d(M,C) that
we are trying to minimize. Next, consider an edge Dg in the
rmTSP graph, where D is a depot vertex and g is a gene

(non-depot) vertex. The weight w(Dg) = 3−τ(g)
2

represents
half the number of times g is not a telomere in A, B, or C. If
we use the edge Dg in the final rmTSP solution, this corre-
sponds to gene g being a telomere in the final BMP solution,

and the rmTSP solution contributes exactly w(Dg) = 3−τ(g)
2

to the BMP solution value of d(M,A) + d(M,B) + d(M,C).

Next we show that an rmTSP can be transformed to a TSP.
Several methods for such a transformation exist (see [4] for a
survey of the results). We provide the most straight-forward
transformation in this context.

Algorithm 1. A transformation of rmTSP to TSP

• Include m copies of the depot, d1,...,dm.

• Add edges from each depot to all non-depot vertices
v1, . . . , vn. An edge divj has the same weight as its
corresponding edge dvj in the original graph.

• Add an edge between each pair of depots.

• Assign the weight ∞ to the edges between d1, . . . , dr−1

depots and from these r− 1 depots to all other depots.

• Assign the weight 0 to the edges between dr, . . . , dm
depots.
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• All other edges in the graph (edges with v1, . . . , vn ver-
tices as endpoints) have weights equal to the weights
assigned as per the original BP-median graph.

• Find a TSP solution for this expanded graph.

Figure 3 provides a sketch of the transformation mentioned
in Algorithm 1 for r = 3 and m = 5.

In order to minimize the total cost, a TSP solution to the
expanded graph explained above will be forced to not choose
the edges with weight ∞. Therefore, a TSP tour visits at
least r − 1 depots (the r − 1 depots with costs ∞ between
them) and for the remaining depots, it will require between
1 and m − r + 1 visits. Thus it provides a solution to the
rmTSP problem.

A TSP solution on this graph visits every vertex exactly once
while minimizing the total sum of the edges it goes through.
Therefore, those edges with weight ∞ are not included in
the TSP solution. So for the r − 1 depots for which the
incident edges from depots all have value infinity (d1 and
d2 in Figure 3), a TSP solution must visit those depots by
using two edges that have one end in the original BP-median
graph. The other depots (d3, d4 and d5 in Figure 3) may get
visited by using the edges between them (edges of weight 0),
or the edges with one end in the original BP-median graph,
or a combination of these two types of edges. Therefore, a
TSP solution has to visit the subgraph containing the depots
(the left side of Figure 3) at least r times and at most m
times. So we have obtained a solution to the rm-TSP.

By combining the transformation from the unsigned linear
multichromosomal BMP to an instance of an rmTSP and
Algorithm 1, we have reduced the unsigned linear multichro-
mosomal BMP to a TSP. Once a solution to the TSP with
r to m visits to the depots is obtained, we delete the depots
and the adjacent edges. Deleting the depots will result in
at least r and at most m disjoint paths covering all vertices
exactly once. A TSP solution has minimized the total cost
on the edges. Therefore, after removal of the depots, this
solution traces a set of minimum cost disjoint paths covering
the vertices of the graph. Each of the these disjoint paths
gives the sequence of genes in one linear chromosome of the
median. So we have obtained a median with at least r and
at most m linear chromosomes.

For example, if we consider our previous example of A, B
and C, our optimal TSP tour for the TSP problem shown
in Figure 3 is d1 3 7 4 d5 d3 2 d2 5 1 d4 6 , which gives the
optimal median solution M = 3 7 4 | 2 | 5 1 | 6.

It should be noted that there is a one-to-one correspondence
between the solutions of the multichromosomal BMP and
the TSP formed. As explained above, every linear multi-
chromosomal BMP can be solved by transforming it into a
TSP. On the other hand, every optimal TSP tour provides
an ordering that minimizes the total cost of the edges of the
graph and therefore, it provides the order of genes in a mul-
tichromosomal breakpoint median. Also, the length of the
TSP tour is equal to the sum of the breakpoint distances
between the median and the other genomes.

3.1.1 Special cases for various numbers of chromo-
somes

Note that our solution method for the linear multichromo-
somal BMP allows us to choose the range (r to m) of the
number of linear chromosomes which we will allow in the
BMP solution. Thus, we can extend our method to include
several special cases of the median problem that may be
useful in real-world applications. For example, the common
ancestor of the grass family in 52.5 million years ago has 12
chromosomes, while the children have anywhere from 5 to 12
chromosomes: sorghum has 10, rice has 12, Brachypodium
distachyon has 5 and wheat lineage has 7 chromosomes [15].
Therefore, in such examples it may be appropriate for the
algorithm to set a maximum for the number of the chro-
mosomes of the ancestral genome, where that maximum is
defined by some parameters or biological data such as the
largest number of chromosomes in the children. In such
cases, we would use an rmTSP with r = 1 (or r = mini-
mum number of chromosomes required) and m equals the
maximum.

Other cases, such as enforcing the ancestor to have exactly
k chromosomes might be desired in cases when k is given by
some other methods (statistical, laboratory, etc.), but the
sequence of genes in the median is unknown. In this case we
would use r = m = k in the rmTSP model.

3.1.2 Linear unichromosomal BMP
We must point out that if we only add one depot (set r =
m = 1 in our transformation), we are using exactly one
salesman. This corresponds to having one chromosome, i.e.
the unichromosomal BMP.

There is a key difference between how the unichromosomal
BMP for a linear versus a circular chromosome is modeled
that often goes unnoticed. The transformation provided in
[16] from the unichromosomal BMP to the TSP is valid for
circular unichromosomal genomes. Though not specifically
mentioned in the literature, it is commonly assumed that
the case for linear unichromosomal genomes is similar to
the circular case, in the sense that the circular median can
be found and then“cut” to obtain a linear median. However,
this assumption is not necessarily true. The main problem
is that once a circular median in the form of a TSP tour
is obtained, it is unclear where to “cut” the tour to obtain
a path corresponding to a linear median. Moreover, an op-
timal TSP tour corresponding to a solution to the circular
BMP, may not contain the optimal solution to the linear
case (an optimal path covering all vertices of the graph ex-
actly once) at all. For instance, in the example shown in
Figure 1, a circular median is M = (1 2 3 6 5 4) with an
optimal cost of 6. This is an optimal solution to the circular
unichromosomal BMP and an optimal TSP tour. The op-
timal solution to the linear unichromosomal BMP for this
example is P = 1 2 3 4 5 6 with cost 3. However, it is im-
possible to obtain an optimal path P from M . Indeed, the
best path that can be obtained from M by removing one
edge, would have a cost of at least 4, which is higher that
the cost of P . Therefore, the optimal solution M to the
circular unichromosomal BMP may not yield to an optimal
solution for the linear version of the problem.
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To fix this problem, we propose the following solution. Use
our method for the linear multichromosomal BMP, with the
restriction that there is exactly one chromosome in each
genome. Then, the unichromosomal case is just a special
case of the multichromosomal BMP. Specifically, add a de-
pot vertex to the BP-median graph, and add the edges be-
tween the depot and all other vertices with the edge weight

of 3−τ(g)
2

. Solve the TSP on this extended graph where an
optimal tour starts and ends at the depot. Then remove the
depot to obtain a path of minimum cost that goes through
all vertices. This path corresponds to the sequence of the
genes in the solution for the linear unichromosomal BMP.

3.2 Median problem for signed genomes
The transformation described in the previous section consid-
ers unsigned genomes. In this section we provide a method
to transform a signed unichromosomal circular BMP to a
TSP instance and we then generalize the result to include the
linear multichromosomal case, and thereby reduce the lin-
ear multichromosomal breakpoint median problem on signed
genomes to a TSP. Recall that the breakpoint distance be-
tween two signed multichromosomal genomes can be defined
using Equality(1), and that in signed genomes, there are four
possible adjacencies between two genes u and v depending
on the direction of the genes: uhvh, uhvt, utvh, or utvt. The
telomeres are sets that contain one element, i.e. uh, ut, vh
or vt.

Consider the signed BMP on three unichromosomal circular
genomes A, B, and C where each genome has n (signed)
genes. We construct a signed BP-median graph G with 3n
vertices. Each gene g in the chromosome corresponds to
three vertices gh (representing the head of the gene), gt (rep-
resenting the tail of the gene) and gm in the graph. Both
edges ghgm and gmgt have weights equal to zero. All the
other edges with gm as an endpoint have weights equal to
infinity. Also, all edges between the head and the tail of the
same gene, ghgt, have weights equal to infinity. See Figure
4. A positive (negative) gene in a genome indicates that in
a Hamilton cycle of G, the head (tail) is visited before the
tail (head). All other edges are formed as in the BP-median
graph, and the weights are similarly assigned based on the
adjacencies in the signed genomes: for example, the weight
w(gtfh) on the edge between the tail of gene g and the head
of gene f is 3− adj(gtfh) where adj(gtfh) is the number of
times tail of g and head of f are adjacent.

The existence of a vertex gm between the head and the tail
of each gene g is necessary to ensure that an optimal tour
for the TSP includes gh if gt is picked (and vice-versa) by
travelling through gm. Otherwise, if gm is not included in
the model, it is possible to have a case where one endpoint of
a gene is visited and it is not followed by the other endpoint.
Note that the edges of weight ∞ in the signed BP-Median
graph G ensure that the edges gtgm and gmgt will be in-
cluded in the optimal TSP solution for every gene g.

Similar to the unsigned case, a solution to the TSP on the
signed BP-median graph provides a solution to the BMP
simply by taking the vertices in the order they are visited in
the TSP solution, ignoring the gm vertices. For example, in
Figure 4, the TSP tour 1t1m1h2h2m2t3t3m3h1t corresponds
to the genome (1t1h 2h2t 3t3h).
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Figure 4: An example of transforming a circular
unichromosomal signed BMP for 3 genes to a TSP
on 9 vertices: the solid unlabelled edges will receive
weights according to the adjacencies, and the dotted
edges have infinity as their weight.

In the multichromosomal case, similar to what was described
previously for the unsigned case, the problem can be trans-
formed to an rmTSP.

Algorithm 2. Transformation of a signed multichromo-
somal BMP to an rmTSP

• Add a depot vertex d.

• Add an edge between the depot d and all vertices g cor-
responding to the heads and tails, such that the weight

of such edge is equal to w(dg) = 3−τ(g)
2

where τ(g)
is the number of times g is a telomere in one of the
chromosomes of the three genomes.

• Add an edge of weight ∞ between the depot and all
vertices gm.

• Find a solution to the rmTSP on this graph.

A solution to the rmTSP described above has at least r and
at most m visits to the depot. Let P be such a solution.
After deleting the depot, we are left with at least r and at
mostm disjoint paths covering all (non-depot) vertices of the
graph. Once again, if we ignore the gm vertices, each path
corresponds to a chromosome in the solution to the signed
multichromosomal BMP. By combining Algorithm 1 and Al-
gorithm 2 a multichromosomal BMP for signed genomes can
be transformed to a TSP.

Similar to Section 3.1.1 for unsigned genomes, our proposed
method for signed genomes can handle different require-
ments on the number of linear chromosomes.

As mentioned in [13], since typically the number of salesmen
m for an rmTSP is much less than the number of vertices n of
the graph, the addition of m depots and therefore expanding
the graph to n+m vertices is not a substantial increase, when

ACM-BCB 11 167



m << n. Also, in theory, the mTSP on n+m vertices should
be an easier problem to solve than the TSP on n vertices [13].
From a biological point of view, this is also accurate, since
the m depots correspond to m chromosomes, and typically,
the number of chromosomes is far less than n, the number
of genes.

4. COMPUTATIONAL EXPERIMENTS
We tested our method on randomly generated datasets. For
this purpose, we randomly generated sets of genomes with
various numbers of chromosomes. To simulate the occur-
rence of breakpoints, randomly selected genes in each genome
were swapped. The number of gene swaps corresponding to
the occurrence of breakpoints were assigned by setting a ra-
tio k = m

n
× 100 where m is the number of breakpoints

compared to the identity, and n is the total number of genes
present in the genome. We performed our tests for a range
of ratios between 10% and 90%, for the number of genes
ranging from 10 to 10,000. We also tested this method on
both signed and unsigned genomes with various numbers of
chromosomes: A fixed chromosome number for all genomes,
and a lower and upper bound for the number of chromo-
somes allowed in each genome. After generating these ran-
dom datasets, we created the BP-median graph for each test.
We then used our transformation to add the depots to the
graph based on the number of chromosomes, and found the
input for the rmTSP. The next step was to apply the sec-
ond algorithm to tranform the rmTSP to a TSP. Once we
obtained an instance of the TSP corresponding to our linear
multichromosomal BMP, we applied Concorde [2] to solve
the TSP. Concorde is a sophisticated TSP solver that com-
bines many of the most recent advances on TSP research
to find exact or provably nearly-exact solutions for a TSP.
It uses the linear programming formulation of the TSP and
applies advanced branch-and-cut steps to move towards the
optimal solution. Concorde starts from a feasible solution
(not necessarily optimal) and applies cutting-plane methods
to move towards the optimal solution. It also finds a lower
bound on the value of the optimal solution. If a solution is
obtained with value equal to the lower bound, then it is an
optimal solution. If the optimal solution cannot be reached,
Concorde provides the best found solution and a bound in-
dicating its worst-case distance from optimality. The output
from Concorde is in the form of a sequence of vertices that
gives the TSP tour. Based on our method, we can translate
this tour back into the sequence of the genes present in the
median. We used the C programming language, and all the
tests were performed on an Intel Xeon 3.2 GHz with 3.2 GB
of memory and the GCC compiler for Linux. The reported
results are for k = 30% and they are averages over 5 runs
for each sample type of the simulated data. There was no
noticable difference in performance time and optimality gap
within various ratios. The optimality gap is calculated as
the worst-case difference, as a percentage, between the re-
ported median and an optimal solution (i.e. the difference,
as a percentage, between the reported median value and
the lower bound found by Concorde on the optimal solution
value). Note that an optimality gap of 0 indicates that an
optimal solution was found. Table 1 provides a summary of
the results of applying our method for the multichromoso-
mal BMP. The average time to find the optimal median in
the case of 3 chromosomes in each genome was 127.54 sec-
onds. Note that we were successful in obtaining an optimal

median in all cases where n < 10000. For n ≥ 10000, the
worst-case accuracy of 7% gap from the optimal solution was
for 25000 genes per genome spread over 23 chromosomes.

For real-world datasets we tested our method on the human,
cat, and mouse gene data available from [20]. This dataset
consists of 114 common genes (markers) contained in sev-
eral chromosomes. Our method was able to find an optimal
breakpoint median of this dataset in less than one minute.
The parameters chosen were r = 19 and m = 23 (The num-
ber of chromosomes for cat, mouse and human are 19, 20,
and 23, respectively). An optimal median was found with
20 chromosomes.

As mentioned in other studies (for example see [23]) and
to the best of our knowledge, aside from our current work,
there are no other large-scale linear multichromosomal me-
dian solvers for breakpoint distance. We should mention
that there are other tools available for finding the median of
multichromosomal genomes using other distance functions.
These tools include MGR [5], GRIMM [20], MGRA [1], and
ASMedian [21]. Among these packages, MGR and GRIMM
are primarily based on reversal distance and can only handle
genomes of significantly smaller size (in the range of 100 or
fewer genes). MGRA can handle larger data, however, it is
based on a scenario called “2-break” that is used to approx-
imate other rearrangement scenarios such as reversals. AS-
Median, solves the median problem under Double Cut-and-
Join (DCJ) distance. A recent version of ASMedian, called
ASMedian-linear [22] has been developed for linear chromo-
somes under DCJ distance and tested on large datasets of
up to 5000 genes, again using the DCJ distance measure.
The reported running times for ASMedian-linear are very
fast. One drawback is that it is possible to have circular
chromosomes in the solution found by ASMedian-linear. As
mentioned, none of these tools are based on breakpoint dis-
tance and therefore, we were not able to compare them to
our method.

4.1 Unichromosomal breakpoint median prob-
lem

The circular unichromosomal breakpoint median problem can
be defined in cases where each genome has only one circular
chromosome. There has been more studies on the unichro-
mosomal case compared to the multichromosomal median
problem. Therefore, we decided to test our method for the
unichromosomal case as well so we could compare its per-
formance with other available packages, given that we know
of no other methods for large-scale linear multichromosomal
breakpoint median problem. For this purpose, we focused
on the circular unichromosomal BMP for signed and un-
signed genomes. This problem is known to be NP-hard ([6],
[7]). In Section 3 we discussed the transformation proposed
in [16] for transforming the unichromosomal BMP for un-
signed genomes, as well as our adaptation of this method for
signed genomes, into an instance of TSP. We use this trans-
formation and apply the TSP solver Concorde [2] to obtain
a solution to the TSP, and then translate this solution to
the median. We tested our method on both real-world and
synthetic datasets of 3 to 10,000 circular unichromosomal
genomes, each containing 10 to 10,000 genes for both signed
and unsigned cases. For all of our test data, we were able to
obtain an optimal solution. The time it took for our method
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Number of Genes Number of Chromosomes Time Median Optimality
Per Genome In Each Genome (seconds) Score Gap

10 3 0 15 0%
100 3 5.12 182 0%
500 3 18.49 873 0%
1000 3 42.17 1802 0%
5000 3 125.19 9247 0%
10000 3 574.26 5274 0%

10 3≤ n ≤ 5 0 18 0%
100 3≤ n ≤ 5 9.07 192 0%
500 3≤ n ≤ 5 28.31 943 0%
1000 3≤ n ≤ 5 189.06 2403 0%
5000 3≤ n ≤ 5 170.41 10684 0%
10000 3≤ n ≤ 5 681.01 14278 2%
25000 n=23 1091.72 31361 7%

Table 1: Performance for the multichromosomal breakpoint median problem on simulated data sets with a
ratio of 30%, averages over 5 runs for each sample type of the simulated data. The optimality gap is calculated
as the difference, as a percentage, between the reported median and the lower bound found by Concorde on
the value of an optimal solution.

to reach optimality ranged from less than 1 second to about
5 minutes for the largest dataset on an Intel Xeon 3.2 GHz
with 3.2 GB of memory running Linux. The times reported
are averages over 5 runs for each sample type of the simu-
lated data. The optimal median is found using the optimal
TSP solution from Concorde. Total average time over all
samples for our method was 39.38 seconds.

For real-world datasets, we tested our method on the hu-
man, fruit fly, and sea urchin mtDNA data which was used
in [18]. This dataset contained 33 signed genes over the
three genomes. We also tested the Campanulaceae cpDNA
dataset which was considered a more challenging dataset
studied in [9]. This is a dataset of 13 genomes each with 105
genes. In both cases, our method was able to find optimal
solutions in a matter of seconds.

A well-known genomic median solver is GRAPPA [3]. We
compared the performance of our method to GRAPPA. For
smaller genomes (less than 60 genes per genome) GRAPPA
was faster than our method, however, once the genome size
exceeded 60 genes, our method outperformed GRAPPA in
terms of speed. For n ≥ 1000, GRAPPA was unable to find
any median even after one hour of running time. Also, in
terms of accuracy, our method obtained provably optimal
results for all test cases, whereas GRAPPA was, on average,
20% away from optimal in the test cases where it was applied
and able to find a solution. Table 2 provides the results for
the unichromosomal BMP.

5. CONCLUSIONS
In this paper, a novel approach for solving the breakpoint
median problem on signed and unsigned multichromosomal
genomes is presented. The focus of our framework is on
the NP-hard problem of finding a multichromosomal break-
point median for linear genomes. Our method is based on
constructing a complete graph that has all the genes as ver-
tices and the edge weights representing the breakpoints. We
then obtain a multiple salesman TSP by adding a depot.
Next, we converted this graph into an rmTSP. The param-

eters r and m (minimum and maximum number of sales-
men/chromosomes) can be used to capture different biolog-
ical assumptions on the number of chromosomes in a com-
mon ancestor. By setting these parameters, we can use our
method to test hypotheses on the number of chromosomes
of a common ancestor, even when the known genomes or
the available data provide less chromosomes. It should be
noted that the parameters r and m only need to be spec-
ified if desired. If such information is unknown or we do
not want to restrict our solutions to particular parameters,
we can still use the same method without any restrictions.
In such cases, we can set r to be the minimum number of
chromosomes (say 1) and m to be the maximum number of
chromosomes possible.

Also, our method can be easily extended to include more
than 3 genomes. For example, if we want to find the median
of K genomes, it suffices to set the weights as w(gh) =
K − adj(gh) instead of 3 − adj(gh) for genes g and h, and

w(dg) = K−τ(g)
2

instead of 3−τ(g)
2

for a depot d and a gene
g in our TSP transformation.

The other advantage of this method is its computational ef-
ficiency in terms of both the running time and also accuracy
of finding optimal results. In terms of the running time,
the presented method allowed us to compute the median
in realistic time limits on datasets which can appropriately
resemble real-world data. In all cases up to 5000 genes an
optimal solution is found. For datasets of size 10,000 the
optimality gap is 2% and in the largest dataset that was
tested, n = 25000 with 23 chromosomes, the worst case
difference between the solution we found and the optimal
solution value is 7% and this solution was found in less than
20 minutes.

One drawback of this method is the assumption of contain-
ing equal gene content in the genomes. This is a very com-
mon assumption in the field in order to reduce the general
problem into manageable datasets. Ideally, models should
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Number of Time for Time for Median Score Median Score Optimal
genes per our method GRAPPA with with Median
genome (sec.) (sec.) our method GRAPPA

10 0.01 0 11 14 11
20 0.05 0 33 43 33
30 0.07 0.02 44 56 44
50 0.18 0.04 76 91 76
60 0.33 0.28 96 104 96
70 0.49 3.2 min 113 121 113
80 0.76 12.5 min 137 148 137
90 1.08 48.7 min 142 153 142
100 1.34 > 60 min 168 172 168
150 2.02 > 60 min 259 267 259
200 3.88 > 60 min 351 352 351
500 10.74 > 60 min 861 869 861
1000 28.12 > 60 min 1743 N/A 1743
1500 22.27 > 60 min 2640 N/A 2640
2000 39.31 > 60 min 3485 N/A 3485
3000 54.07 > 60 min 5259 N/A 5259
5000 83.54 > 60 min 8719 N/A 8719
10000 328.14 > 60 min 10751 N/A 10751

Table 2: Our method versus GRAPPA: unichromosomal breakpoint median problem. The results are for
simulated data with a ratio of 30%. The times reported are averages over 5 runs for each sample type of the
simulated data.

allow for unequal numbers of genes in the genomes. We are
planning to extend our method to include cases where un-
equal gene content can be considered, and we believe that
such an extension of our framework can be done. For future
work, including several copies of the genes may also lead to
a more realistic model.

We should point out that finding a median is a combinatorial
optimization problem that is only a rough approximation
of a common ancestor. With more genomic data becoming
available and different biological hypotheses tested on known
common ancestors, it would be very interesting to compare
the results of the median obtained by our method to the
sequence of a known common ancestor. Such comparison
could shed light on appropriate parameters and constraints
that need to be considered in computing medians in the
future.
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ABSTRACT
Motivation: Tumorigenesis can in principle result from
many combinations of mutations, but only a few roughly
equivalent sequences of mutations, or“progression pathways”,
seem to account for most human tumors. There is hope that
by cataloguing the common progression pathways, we can
identify broadly useful therapeutic targets and reliable di-
agnostic tests to determine who will benefit from any given
treatment. Phylogenetic approaches, which rely on the ob-
servation that tumors are evolving populations of cells, pro-
vide a promising way to identify robust evolutionary features
across tumors. They face their own challenges, though, in-
cluding the high heterogeneity of individual tumors, which
makes it difficult to identify specific steps of progression.

Results: We previously developed algorithms for infer-
ring cell states from heterogeneous tumor samples. Here,
we build on that work to develop a pipeline for phylogenetic
inference from these inferred states. We develop a statistical
method for identifying differentially amplified chromosome
regions across states and show by application to a breast can-
cer comparative genomic hybridization (CGH) data set that
the method is effective at identifying biologically meaning-
ful, phylogenetically informative markers. We then perform
phylogeny inference on the resulting marker set to construct
a progression tree identifying several major pathways of pro-
gression and predicting possible ancestral cell states.

Conclusions: This work demonstrates the feasibility of
unmixing methods for facilitating phylogenetic inference on
heterogeneous tumor samples. In the process, it provides
predictions of key steps in tumor development that may be
useful in identifying new tumor subtypes and markers of
progression that may ultimately prove useful for the devel-
opment of novel diagnostics and therapeutics.

Availability:New code developed for this paper will be
made available to any interested researchers upon request.
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Keywords
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1. INTRODUCTION
The application of genomic technologies to cancers has re-

vealed that patients with tumors that appear indistinguish-
able to the clinician may have completely different causes
at the molecular level [28, 13] resulting in very different
prognoses [39] and responses to possible treatments [38].
Nonetheless, most human cancers seem to follow a relatively
small number of progression pathways [13, 28, 31], each char-
acterized by an approximately equivalent sequence of muta-
tions. This observation is key to the success of targeted ther-
apeutics, a groundbreaking approach to cancer treatment in
which drugs are developed to treat specific molecular ab-
normalities shared by large subgroups of patients [26]. By
identifying common progression pathways and characteriz-
ing their conserved features, it is hoped that we can find
new subgroups of patients who will respond to a common
treatment, identify the specific abnormalities that will pro-
vide effective therapeutic targets for those subgroups, and
develop clinically useful diagnostic tests to identify new pa-
tients in those subgroups. There are considerable practical
challenges to each of these steps, however.

One of the significant challenges to identifying and charac-
terizing progression pathways is the heterogeneity of cancers
both within and between patients [17]. Any two patients,
even with a common progression pathway, will exhibit many
differences in the details of the causal mutations along that
pathway, as well as in the assortment of random passenger
mutations distinct to each patient that do not contribute to
their pathology [6]. Even within a single patient, a tumor
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will generally be highly heterogeneous, with genetically dis-
tinct cell populations corresponding to different stages along
the progression of their tumor and possibly even different
branches along those progression pathways within a single
tumor [37]. This heterogeneity is problematic for methods
for profiling tumor states, since there is at present no tech-
nology to determine the genetic states of single cells at a
genomic scale. Genome-wide methods for tumor profiling
— such as expression microarrays, RNA-seq, or array com-
parative genomic hybridization (aCGH) — necessarily mix
contributions from many discrete cell types. This mixing
would be expected to result in a conflation of distinct states
along a progression pathway, obscuring characteristics of in-
dividual subpopulations of cells and hiding the discrete steps
in progression that may provide clinically valuable markers
of early stages in progression or important clues to major
decision points in a tumor’s evolution. This heterogeneity
is particularly challenging to phylogenetic approaches to in-
ferring tumor progression [7], which depend on our ability
to at least approximately identify discrete steps in tumor
evolution and can benefit greatly from information about
ancestral states and the combinations of states present in
distinct tumor samples [35].

There are various ways to approach the problem of hetero-
geneity in tumor phylogeny inference. One approach is to
use alternative technologies designed to profile single cells
as a way of directly observing discrete states within tu-
mors. This approach has been successfully used for tumor
phylogeny inference from single cell fluorescent in situ hy-
bridization (FISH) data [15, 27]. Using single-cell assays
has substantial drawbacks, however, because single-cell tech-
nologies can profile only a few preselected markers per cell.
An alternative is to separate cells into approximately ho-
mogeneous populations prior to applying genomic methods,
as was done recently by [24], who used a combination of
microdissection and post-dissection cell sorting to separate
discrete sub-populations of cells prior to whole-genome DNA
copy number profiling by aCGH. A third alternative, used in
the present work, is to apply genomic technologies to hetero-
geneous samples but attempt to computationally separate
distinct cell populations from the outputs of these samples.
Such computational unmixing methods have been previously
used in tumor analysis to correct for stromal contamination
of tumor cells [11] and have been useful to similar applica-
tions of evolutionary inference from heterogeneous samples,
such as in reconstructing evolutionary steps in viral quasis-
pecies [4].

In previous work, we proposed the use of such unmixing
methods for identifying cell states for phylogeny inference
[35] and demonstrated their ability to separate biologically
meaningful tumor cell populations from expression microar-
ray data [35] and aCGH data [43]. In the present work,
we build on that prior approach to specifically apply com-
putational unmixing to tumor phylogenetics to reconstruct
a profile of major progression pathways of breast tumors
from aCGH data. We developed a statistical test for am-
plified genomic regions to identify phylogenetic markers and
showed that it was effective at deriving a set of phyloge-
netically informative markers of progression among inferred
mixture components. The method identified several known
breast tumor markers as well as additional ones that are
to our knowledge novel. We then use these markers to
establish a set of phylogenetic characters and apply maxi-

Figure 1: Workflow diagram summarizing the major
steps in our unmixing-based phylogenetic analysis
pipeline.

mum parsimony phylogenetic inference to construct a model
of tumor evolution identifying discrete steps of progression
among these markers and possible ancestral stages of tumor
progression not directly apparent from the identified com-
ponents. The resulting phylogeny recapitulates key features
of our current understanding of major breast cancer pro-
gression pathways while elaborating in several potentially
significant ways.

In the remainder of this paper, we present our method
and an application to a publicly available aCGH data set.
In section 2, we describe our overall phylogenetic inference
pipeline and the novel computational and statistical meth-
ods developed for it. In section 3, we provide details on
specific use of the methods developed here and their appli-
cation to the analysis of the breast tumor aCGH data of
[24]. In section 4, we present the results, identifying a set
of phylogenetic markers and a resulting tumor phylogeny.
In section 5, we discuss the biological significance of the re-
sults, examining both their concordance with prior literature
and interesting novel predictions of the methods. Finally, in
section 6, we consider avenues for future work.

2. APPROACH
At a high level, our method consists of an analysis pipeline

to convert raw data on profiles of heterogeneous tumor sam-
ples into phylogenetic inferences on computationally inferred
profiles of discrete cell states. While the method can in prin-
ciple work with any technology for profiling tumor state,
we assume in the present work that we are specifically us-
ing aCGH data describing DNA copy numbers at a discrete
genome-wide probe set. The data are assumed to be in the
form of copy numbers of n probes in m tumors or tumor
sections. These data are assumed to be raw or baseline nor-
malized raw input, rather than the conventional log ratios.

The overall analysis pipeline is summarized in Figure 1.
The pipeline consists of the following steps:

1. Computational unmixing of raw aCGH data to infer
aCGH profiles of well-populated tumor states,

2. Identification of significantly amplified marker regions
of the genome from the component aCGH data,

3. Assignment of marker states to components,

4. Phylogenetic inference on cell states to produce an in-
ferred progression tree.

The individual steps of this analysis are as described below.

Unmixing Analysis
We apply an unmixing method previously developed by our
group [43] based on an interpretation of the problem as that
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hard geometric unmixing can be written as follows:

min
K

: log vol(K) (1)

∀i : xi = KFi

∀Fi : F T
i 1 = 1, Fi � 0

where log vol measures the volume of simplex defined by the
vertices K

.
= [v0|...|vk] and F � 0 requires that ∀ij . Fij ≥ 0.

Collectively, the constraints ensure that each point be expressed
exactly as a unique convex combination of the vertices. Exact
nonnegative matrix factorization (NNMF), see (?), can be seen as
a relaxation of hard geometric unmixing. Exact NNMF retains the
top two constraints while omitting the constraint that the columns of
F sum to unity – thus admitting all positive combinations rather than
the restriction to convex combinations as is the case for geometric
unmixing.

Approximate and exponential-time exact minimizers are available
for Program ??, in our experiments we use the approach of (?),
which sacrifices some measure of accuracy for efficiency.

2.1.2 Soft Geometric Unmixing Estimates of the target distributions,
derived from the fundamental components (simplex vertices),
produced by hard geometric unmixing are sensitive to the wide-
spectrum noise and outliers characteristic of log-additive noise
(i.e., multiplicative noise in the linear domain). The robust
formulation below tolerates noise in the sample measurements mi

and subsequently in the reduced representations xi, improving
the stability of these estimates. The sensitivity of hard geometric
unmixing is illustrated in Figure ??. The motivation for soft
geometric unmixing is to provide some tolerance to experimental
error and outliers by relaxing the constraints in Program ?? allowing
points to lie outside the boundary of the simplex fit to the data. We
extend Program ?? to provide a robust formulation as follows:

min
K

:

sX

i=1

|xi − KFi|p + γ log vol(K) (2)

∀Fi : F T
i 1 = 1, Fi � 0

where the term |xi − KFi|p penalizes the imprecise fit of the
simplex to the data and γ establishes the strength of the minimum-
volume prior. Optimization of Program ?? is seeded with an
estimate produced from Program ?? and refined using MATLAB’s
fminsearch with analytical derivatives for the log vol term and an
LP -step that determines mixtures components Fi and the distance
to the boundary for each point outside the simplex.

We observe that when taken as whole, Program 2 can be
interpreted as the negative log likelihood of a Bayesian model
of signal formation. In the case of array CGH data, we choose
p = 1 (i.e., optimizing relative to an �1 norm), as we observe
that the errors may be induced by outliers and the �1 norm would
provide a relatively modest penalty for a few points far from
the simplex. From the Bayesian perspective, this is equivalent to
relaxing the noise model to assume i.i.d. heavy-tailed additive noise.
To mitigate some of the more pernicious effects of log-normal noise,
we also apply a total variation-like smoother to aCGH data in our
experiments. Additionally, the method can be readily extended to
weighted norms if an explicit outlier model is available.

2.1.3 Analysis & Efficiency The hard geometric unmixing
problem in §?? is a non-convex objective in the present
parameterization, and was shown by (?) to be NP-hard when k+1 ≥
log(s). For the special case of minimum volume tetrahedra (k = 3),
(?) demonstrated an exact algorithm with time complexity Θ(s4)
and a (1 + �) approximate method with complexity O(s + 1/�6).
Below, we examine the present definition and show that Programs
?? and ?? have structural properties that may exploited to construct
efficient gradient based methods that seek local minima. Such
gradient methods can be applied in lieu of or after heuristic or
approximate combinatorial methods for minimizing Program ??,
such as (??) or the (1 + �) method of (?) for simplexes in �3.

We begin by studying the volume penalization term as it appears
in both procedures. The volume of a convex body is well known
(see (?)) to be a log concave function. In the case of a simplex,
analytic partial derivatives with respect to vertex position can used to
speed the estimation of the minimum volume configuration Kmin.
The volume of a simplex, represented by the vertex matrix K =
[v0|...|vk], can be calculated as:

vol(K) = ck · det
“
ΓT KKTΓ

”1/2

= ck · det Q (3)

where ck is the volume of the unit simplex defined on k + 1 points
and Γ is a fixed vertex-edge incidence matrix such that ΓT K =
[v1 − v0|...|vk − v0]. The matrix Q is an inner product matrix over
the vectors from the special vertex v0 to each of the remaining k
vertices. In the case where the simplex K is non-degenerate, these
vectors form a linearly independent set and Q is positive definite
(PD). While the determinant is log concave over PD matrices, our
parameterization is linear over the matrices K, not Q. Thus it
is possible to generate a degenerate simplex when interpolating
between two non-degenerate simplexes K and K�. For example,
let K define a triangle with two vertices on the y−axis and produce
a new simplex K� by reflecting the triangle K across the y−axis.
The curve K(α) = αK + (1− α)K� linearly interpolates between
the two. Clearly, when α = 1/2, all three vertices of K(α) are
co-linear and thus the matrix Q is not full rank and the determinant
vanishes. However, in the case of small perturbations, we can expect
the simplexes to remain non-degenerate.

To derive the partial derivative, we begin by substituting the
determinant formulation into our volume penalization and arrive at
the following calculation:

log vol(K) = log ck +
1

2
log detQ

∝ log

kY

d=1

λd(Q) =

kX

d=1

λd(Q)

therefore the gradient of log vol(K) is given by

∂ log vol(K)

∂Kij
=

kX

d=1

∂

∂Kij
λd =

kX

d=1

zT
d (ΓT EijE

T
ijΓ)zd

where the eigenvector zd satisfies the equality Qzd = λdzd and Eij

is the indicator matrix for the entry ij. To minimize the volume,
we move the vertices along the paths specified by the negative log
gradient of the current simplex volume. The Hessian is derived by
an analogous computation, making Newton’s method for Program

4

Tumor	  Sample	  1	   Tumor	  Sample	  2	   Tumor	  Sample	  3	   Tumor	  Sample	  4	  

Figure 2: Illustration of the unmixing approach. Tu-
mor samples T1–T4 are assayed by aCGH, generat-
ing genome-wide copy number profiles. The aCGH
profiles are intepreted as points in a space (two-
dimensional in the example) and are unmixed by
fitting a simplex to the point set (a 3-simplex, or
triangle, in the example). The vertices of the sim-
plex represent inferences of three cell types (1, 2 and
3) from which T1–T4 can be explained. These ver-
tices are then projected back to the dimension of the
aCGH arrays to construct virtual aCGH profiles of
the inferred cell types. The outputs are these virtual
aCGH profiles and the inferred fractional amount of
each cell type in each tumor sample.

of fitting a simplex to an observed set of data points, where
simplex vertices will then correspond to inferred components
of the mixture. The method is based on prior work by
Ehrlich and Full[9] adapted to better handle the high di-
mension and noise level characteristic of genomic data.

Figure 2 illustrates the unmixing procedure. We first use
principal components analysis (PCA) to convert aCGH pro-
files of tumor samples to points in a low-dimensional space.
The aCGH profiles are then explained as mixtures drawn
from a set of common cell types by fitting a simplex to the
point set, with some allowance for noise in the data. Any
point in the simplex can then be explained as a linear com-
bination of the vertices of the simplex. These vertex points
are interpreted as the cell types from which each tumor sam-
ple is generated and can be projected back into the original
dimension of the aCGH array to construct virtual aCGH
profiles of the inferred cell types. The outputs of the method
are an inferred set of mixture components, identifying a pro-
jected copy number of each cell type at each probe, and a set
of mixture fractions, explaining each observed tumor sam-
ple as a sum of fractional contributions of cell types. The
mixture components can be represented as a matrix C in
which each entry cij describes the inferred copy number of
component or cell type i at aCGH probe j. For the present
pipeline, we use only the component matrix C and discard
the mixture fractions. Space does not permit a detailed de-
scription of the method, so we refer the reader to [35] for a
more thorough description of our general unmixing strategy
for tumor phylogenetics and to [43] for a detailed discussion
of the specific noise-tolerant unmixing algorithm used here.

Identification of Amplified Genomic Regions
Once we have the inferred components, it is next neces-
sary to identify markers for tracking phylogenetic state. For
aCGH data, we seek genomic regions that are amplified in
subsets of tumors. We focus on amplifications due to a tech-
nical limitation of the unmixing approach. Unmixing is per-
formed in the linear, rather than log, domain and a deletion
represents only a small linear change in copy number, so
we expect the method to have poor sensitivity to deletions.
Given the high variability from probe to probe in the data,
it is necessary to use a statistically robust test for amplifi-
cation. To accomplish this, we developed a test designed to
test for significant amplification of a window of w contiguous
probes across the m components.

We assume Gaussian noise in the data, thus modeling each
individual probe as drawn from a Gaussian distribution with
mean 1 (corresponding to diploid DNA). The variance is as-
sumed to be the empirically measured variance, σ2, across
all probes in all components. We then seek to reject the
hypothesis that the collection of w ×m probes under con-
sideration were drawn from the corresponding Gaussian. For
this purpose, we take as our statistic the sum of squares of
Z-scores of the probe values:

Xk =

m∑
i=1

k+w−1∑
j=k

(
cij − 1

σ

)2

where k is the index of the first probe in the window. Un-
der the null hypothesis, this statistic would be expected to
be chi-square distributed with w × m degrees of freedom.
We thus test for significant amplification with a one-sided
chi-square significance test for the appropriate degrees of
freedom.

We apply this test to sliding windows of probes of fixed
width w across the genome. After identification of discrete
amplified windows, we apply a post-processing step to col-
lapse any overlapping amplified windows into a single larger
window and treated the union of probes in all overlapping
significant windows as the marker for subsequent analysis.

We would normally expect the detected regions to be a
subset of those one would find by performing a comparable
statistical test on the raw aCGH measurements rather than
the inferred components, as we would expect that features
that are not robust to a significant fraction of samples will
be interpreted as noise and suppressed at the unmixing step.

Assignment of Marker States to Components
After identifying a set of markers, we next need to determine
the states of those markers in each inferred cell component.
For this purpose, we again treat the problem as that of at-
tempting to reject the hypothesis that the individual copy
numbers are drawn from a Gaussian of mean 1 and variance
corresponding to the empirically measured variance across
all probes. For each component i and marker j, we compute
the mean copy number over all probes in the given marker
for the given component:

µij =
1

bj − aj + 1

bj∑
k=aj

cik

where aj is the leftmost probe index and bj the rightmost
probe index for marker j. We then evaluate the single-sided
p-value for the hypothesis that µij is drawn from a Gaussian
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with mean 1 and variance σ2/(bj−aj +1), where σ2 is again
the empirical variance across all probes in all components.
We implicitly build in a prior probability that any given
marker is not amplified in any given component by using a
p-value cutoff of 0.001 for calling a probe amplified. The
result of this analysis is an assigned state (amplified or not
amplified) for each component at each phylogenetic marker.
These values can be represented as an m + 1 × k matrix P
of phylogenetic markers, where element pij is a binary value
indicating whether marker j is amplified or not amplified in
component i.

Phylogeny Construction
The matrix of phylogenetic marker states P produced in
the previous step serves as the input to a character-based
phylogenetic inference. Given the lack of any sound em-
pirical basis for setting parameters for a Bayesian or maxi-
mum likelihood method, we favor use of a simpler parsimony
method and therefore treat tumor phylogeny inference as
the problem of finding a maximum parsimony Steiner tree
[8] in which the observed components are leaves of the tree.
For similar reasons, we do not weight markers, treating gain
or loss of any marker as equally likely and seeking a mini-
mum weight Steiner tree capable of explaining the data. The
actual phylogeny construction is accomplished with PAUP
[41], which uses a custom heuristic search.

3. EXPERIMENTAL METHODS
We apply our method to a publicly available set of aCGH

data from sectioned primary ductal breast tumors [24]. This
dataset was selected because the sectioning and cell sorting
approach developed by Navin et al. was specifically chosen
to facilitate phylogenetic inference and provides additional
data on intra-tumor heterogeneity useful in validating the
methods. This data set was used in our previous work to
validate the unmixing method [43]. The raw data comprises
87 tumor sectors obtained from 14 ductal breast cancer tu-
mors run on a high-density ROMA platform with 83,055
probes. We confined our analysis to the twenty-two autoso-
mal chromosomes, reducing the dataset to 78,874 probes.

The raw aCGH data was preprocessed and unmixed as de-
scribed in our prior work [43]. As before, data was converted
from log to linear domain, denoised with a total variation
denoising, and unmixed to generate components. Six com-
ponents were chosen, as described in the prior work, based
on an analysis of the eigen-decomposition of the data. The
resulting components are the same as those described in that
prior paper and we refer the reader there for detailed infor-
mation on the unmixing method and its application to this
data set.

Phylogenetic markers were determined from the resulting
component matrix as described in Approach. We used a
window size of w = 20 for the initial sliding-window scan
of the genome. The p-value threshold for each window in
isolation was set to 10−8 to account for Bonferroni correc-
tion for the 78,855 sliding windows of size 20 possible for the
78,874 probes. This threshold corresponds to a corrected p-
value threshold of 7.9 × 10−4. After collapsing overlapping
windows,we found a total of 27 phylogenetic marker regions
significantly amplified across samples. In order to investi-
gate the possible biological significance of these markers, we
identified all genes overlapping the probe set for each marker
region using the UCSC Genome Browser [18] applied to the

human reference genome build 17 (NCBI35). We use NCBI
build 35, rather than a more recent build, to conform to
the aCGH platform specifications. We further attempted to
identify any genes with a known association with cancer by
manually examining Online Mendelian Inheritance in Man
(OMIM) [19] entries for all genes overlapping the probes,
specifically noting those with a prior association with can-
cers in general or breast cancers specifically. The scan for
significant windows was done through custom Matlab code
using the chi2cdf function for chi-square significance test-
ing. Likewise, custom Matlab code was used to assign phy-
logenetic states to each component at each marker using the
normcdf function.

Phylogenetic tree inference was carried out on the result-
ing marker set using the using the PAUP program (Portable
version 4.0b10 for Unix). The program was run with the
Maximum Parsimony Optimality Criterion using heuristic
search for 10 repetitions, random sequence addition, and
the Tree Bisection Reconnection option for swapping. Trees
were visualized with GraphViz [10].

4. RESULTS
Application of our analysis to the [24] data yielded six

components corresponding to inferred cell states, in addition
to a seventh normal cell type added to root the subsequent
tree. The components themselves and a detailed analysis
of those components and the associated mixture fractions is
provided in our prior work [43] and we therefore refer the
reader to that prior literature for a detailed discussion of the
mixture components by themselves.

We next analyzed the components to find significantly
amplified marker regions. The analysis yielded a total of
27 non-overlapping regions at which the components col-
lectively showed significant amplification. The full set of
marker regions is provided in Table 1. In addition, we pro-
vide a list of genes overlapping the regions that have some
known association to cancers. Most of the regions con-
tain at least one gene known to have some prior associa-
tion with cancers, including several genes specifically asso-
ciated with breast cancers (CD55, MDM4, WNT2, ERBB2,
GRB7, BCAS, CCNE, CTTN, AURKA, BCL2, MYC, TN-
FRSF11A, ZNF217, CYP24A1). In several other cases, a
region lacking known cancer associated-genes is found adja-
cent to one with a known association and might be presumed
to be part of a common amplicon (e.g., 18q22.2-18q22.3).

These regions overlap a total of 343 genes, of which 56
(16.3%) were manually found to be associated with cancers
in OMIM. It is difficult to rigorously establish a global fre-
quency with which genes are cancer related, but we can de-
rive an estimate by reference to the work Badjik et al. [3],
who used a text-mining approach to determine that 1,943
genes as of the time of their work were annotated as cancer-
related in OMIM. Comparing this number to the number
of Refseq transcripts, 27,704 (NCBI genome build 35), pro-
vides an estimate that 7.01% of all genes are annotated as
cancer-associated in OMIM. The comparison suggests that
the marker regions identified by our study are strongly en-
riched for known cancer-related genes. A chi-squared sta-
tistical test shows this difference in frequencies to be highly
significant (chi-square score 43.2, p-value <0.0001).

We would expect the unmixing to screen out amplifica-
tions that occur in only a small fraction of samples, lead-
ing to the discovery of fewer but more robust markers than
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Marker ID Cytogenetic coordinates Chromosome positions Annotated cancer-related genes
1 1q32.1-1q32.2 196117366-206330147 CD55, MDM4, NR5A2,PTPN7, IL10, CNTN2,CD34
2 1q44 242649493-245131380 SMYD3
3 2p12 76777788-78642108 None
4 3q25.1-3q25.2 151037467-154216571 None
5 5p15.33-5p14.2 3485419-24119655 PAPD7, TAG, CDH18
6 5q21.1-5q21.3 100224934-106834646 None
7 5q22.3-5q23.1 115172420-118711133 TNFAIP8, ATG12, SEMA6A
8 7q31.2-7q31.31 116016939-120372452 ING3,ASZ1, WNT2, ST7
9 8q12.1 55969808-58018737 None
10 8q12.3-8q13.2 63931435-69387571 MYBL1
11 8q13.2-8q13.3 69634776-74092165 TRPA1
12 8q21.11-8q24.3 77351432-143296089 MYC
13 11q13.2-11q13.4 67830873 -70354248 CCND1, CTTN, FGF4, FGF3
14 11q14.1-11q13.4 74383378-82935709 None
15 11q23.3 115171785-116542726 None
16 12p11.22-12p11.21 28901065-33207415 ERGIC2
17 15q25.2-15q25.3 82525637-85513682 None
18 15q26.3 96434691-99661839 None
19 17q11.2 23392447-25127504 RAB34, NEK8, TRAF4, FOXN1
20 17q12-17q21.2 32705491-37628927 STAT5, ERBB2, GRB7
21 17q21.33 45403785-47282174 SPAG9, UTP18, CA10, ANKRD40, CACNA1G,

PPP1R9B
22 18q21.32-18q22.2 56806538-66527883 TNFRSF11A, BCL2, SERPINB5, SERPINB13, SER-

PINB4, SERPINB3, CDH19
23 18q22.2-18q22.3 66607283-71314138 None
24 19q12 34017456-36812510 CCNE1
25 20q13.12 44249187 -45563781 None
26 20q13.2-20q13.32 50440150-57022263 ZNF217, CYP24A1, BCAS1, AURKA, CTCFL,

ZBP1, RAB22A, GNAS, SDX16
27 20q13.33 57624055-58571221 None

Table 1: Marker regions determined to be significantly amplified across components. The table provides, for
each marker region, a unique identifier, cytogenetic coordinates, probe positions along the genomic axis, and
gene IDs for genes identified as having some known association with cancers.

would be found from the raw aCGH data. To test that as-
sumption, we also ran the marker selection method on the
raw aCGH data. This process yielded 47 marker regions,
including 24 of the 27 found from the unmixed data. Three
markers (Markers 6, 22, and 23) are found only from the
unmixed data. Due to space limitations, we do not provide
the complete list of markers obtained from the raw data.

We next assigned states to each of the identified marker
regions in each component. Table 2 shows the full assign-
ment of marker states to components. We further manually
examined the copy number profiles for the predicted compo-
nents in each marker region. Figure 3 provides two illustra-
tive examples, showing the inferred copy number data for
the six components and identifying those components de-
termined to be amplified versus non-amplified. Figure 3(a)
shows the inferred profile for marker 1, corresponding to
locus 1q32.1-1q32.2. C1, C3, C4 and C5 are determined
to be amplified, which appears to provide a good corre-
spondence to those with copy numbers significantly above
one. It is worth noting, however, that there is a finer res-
olution of amplification apparent in the figure: C1 shows
broad but low amplification across the region, C3 shows a
more specific amplification of the subregion approximately
from probes 5250 to 5300, and C4 shows a distinct pattern
of multiple amplicons across the region. These observations

suggest the marker-identification method is performing well
at a coarse resolution but that there is considerable finer-
scale structure that could in principle exploited by a more
sophisticated marker selection strategy, particularly where
contiguous regions show distinct patterns of amplification.

Figure 3(b) shows a second example, the inferred copy
number profile for marker 20, corresponding to an amplicon
at 17q12-17q21.2. We would expect this site to be picked
up as a marker and to show high amplification, since it is
the site of the Her-2 locus. The region again shows a strong
but selective amplification, with C5 and C6 highly ampli-
fied (although with distinct fine-scale structures), C4 slightly
amplified, and others showing no amplification. The result
again confirms that the method produces correct answers at
a coarse resolution, although there may be finer-scale struc-
ture that could exploited by a more sophisticated method.

Using the resulting probes, we then performed phyloge-
netic inference. Figure 4 shows the phylogenetic tree pro-
duced from the six inferred progression components and the
additional normal component manually added to the analy-
sis. The majority of markers are gained at a unique point in
the tree and never subsequently lost. Marker 9 (8q12.1) is
lost in the tree in the transition to component C4. In addi-
tion, some markers are inferred to be gained more than once
in the tree. Most notable of these is the collection of 17q
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Figure 3: Inferred copy number profiles for mixture components in the vicinity of three markers. The x-axis of
each figure corresponds to probes within a specific marker region and the y-axis to copy number relative to the
diploid control in that region for each component. The thin solid line in each plot at value 1 shows the diploid
threshold. Amplified components appear in black and non-amplified in grey. (a) Marker 1, corresponding to
the amplicon at 1q32.1-1q32.2. (b) Marker 20, corresponding to the amplicon at 17q12-17q21.2.

Marker ID C0 C1 C2 C3 C4 C5 C6
1 0 1 0 1 1 1 0
2 0 1 0 1 1 1 0
3 0 0 0 1 0 0 0
4 0 0 0 1 0 0 0
5 0 0 0 1 1 1 0
6 0 0 0 0 1 0 1
7 0 0 0 0 1 0 1
8 0 0 0 1 0 0 0
9 0 1 0 1 0 1 0
10 0 1 0 1 1 1 0
11 0 1 0 1 1 1 0
12 0 1 0 1 1 1 0
13 0 0 0 0 1 1 0
14 0 0 1 0 1 0 0
15 0 0 0 0 0 0 1
16 0 1 0 0 1 0 0
17 0 0 0 0 1 0 0
18 0 0 0 0 1 0 1
19 0 0 0 0 1 1 1
20 0 0 0 0 1 1 1
21 0 0 0 0 1 1 1
22 0 0 1 0 0 0 0
23 0 0 1 0 0 0 0
24 0 1 0 0 0 0 1
25 0 0 0 1 1 1 0
26 0 0 0 1 1 1 0
27 0 0 0 1 1 1 0

Table 2: Phylogenetic states of all components at all
identified progression markers. Columns show the
states for the six inferred components (C1–C6). The
additional normal component (C0) used to root the
tree is included for completeness. “1” corresponds
to an amplified region and “0” to non-amplified.

markers, which are gained separately in the subtree leading
to component 6 and that leading to Steiner node 8 and then
to components 4 and 5.

5. DISCUSSION
There is no closely comparable method to ours of which

we are aware and we therefore validate the results primarily
by considering whether they are consistent with prior knowl-
edge about breast tumors. One could in principle validate
our results against recent work of Navin et al. [23] using
single-cell analysis of the sub-sections of Tumor 10 analyzed
here. Navin’s phylogenetic approach, however, leads to pro-
gression trees dominated by changes in overall ploidy, which
is not examined in our trees and precludes any direct com-
parison. As noted previously, a majority of the markers we
find correspond to some genes with known cancer associa-
tions. These include well characterized breast cancer am-
plicons at 17q, 11q, and 20q [32, 33, 5]. The most notable
absence among well known breast cancer markers would be
the 8p locus associated with the gene FGFR1. A majority
of the markers (16 of 27) include genes with some annotated
relationship with cancers, although only 7 of those (markers
1, 12, 13, 20, 22, 24, and 26) are annotated in OMIM as
specifically associated with breast cancers.

Of those markers lacking an annotated association with
breast cancers, many are in close proximity to and inher-
ited with breast-cancer associated markers and might plau-
sibly be assumed to contain distinct portions of common
amplicons. Table 3 identifies those proximal markers that
are co-inherited in the tree and likely reflect common ampli-
cons. For example, 17q is interpreted as three distinct mark-
ers (markers 19–21), and although only marker 20 contains
genes with an annotated breast cancer association (ERBB2/
Her-2/neu, STAT5, and GRB7), all are inherited together
apparently as a common amplicon. Similar explanations
can account for markers 2 on 1q, which is coinherited with
marker 1 (MDM4); markers 10 and 11 on 8q, which are
coinherited with marker 12 (MYC); and marker 25 and 27
on 20q, which are coinherited with marker 26 (ZNF217,
CYP24A1, BCAS1, and AURKA). In other cases, however,
we observe coinherited markers for which no specific expla-
nation is available for any of the markers. It is impossible
to say purely from a computational analysis whether these
represent false positives, discoveries not annotated specifi-
cally in OMIM, or even novel but significant associations
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Figure 4: Inferred phylogenetic tree for the mixture components. Nodes are labeled by component for the
six inferred components C1-C6 and the normal component C0. Internal nodes are inferred ancestral states
(Steiner nodes) and are each labeled by a unique identifier (8-12). Tree edges are labeled with the markers
inferred to be amplified across each. Markers inferred to be lost along a given edge are shown in brackets.

Co-amplified markers Phylogeny edges
18q21.32-18q22.2,18q21.2-18q21.3 12→ C2
1q32.1-1q32.2,1q44 11 →10
5q21.1-5q21.3, 5q22.3-5q23.1 11 → C6, 8 → C4
8q12.3-8q13.2,8q13.2-
8q13.3,8q21.11-8q24.3

11 →10

20q13.12,20q13.2-20q13.32,20q13.33 10 → 9
7q31.2-7q31.31 9 → C3
15q25.2-15q25.3,15q26.3 8 → C4
17q11.2,17q12-17q21.2,17q21.33 11→ C6, 9 → 8

Table 3: Marker regions amplified simultaneously
during tumor evolution. The table provides, for
each such set of marker regions, a unique identifier,
cytogenetic coordinates, and corresponding specific
edges or paths in the phylogenetic tree.

with breast cancer progression.
Examining the phylogeny itself allows us to further ex-

amine the possible biological significance of the data and
its concordance with current knowledge about breast cancer
progression. In this regard, it is helpful to interpret the tree
as a set of possible progression pathways from the healthy
root cell type (C0). As the tree implies, however, different
progression pathways do not function in isolation but rather
may share some common features in early progression.

The first internal node, Steiner node 12, is inferred to be
identical to the root, but diverges at the top level into two
pathways. The first such progression pathway (C0 → 12
→ C2) describes a short terminal progression pathway iso-

lated from the rest of the tree. The progression pathway
is resolved only to a single step of mutation correspond-
ing to amplification of 11q14.1-11q13.4, 18q21.32-18q22.2,
18q22.2-18q22.3. 11q is a known breast cancer amplicon
[33, 5] and harbors CCND1, which has been found to be
amplified in breast cancers[21]; FGF3 and FGF4, which
are known oncogenes [46]; and CTTN, which is frequently
overexpressed in breast cancers [34]. The region also con-
tains other genes, such as NPAT, with functions in cell cy-
cle regulation that might be considered candidates for an
oncogenic function. 18q21.32-18q22.2 harbors the oncogene
BCL2, which is involved in the MYC pathway [2] and TN-
FRSF11A, which is frequently expressed in late stage breast
cancers [25, 16]. The marker also harbors several SERPIN
genes known to be tumor associated. 18q22.2-18q22.3 does
not carry any currently known cancer-related genes but may
be gained due to proximity to 18q21.32-18q22.2 as part of a
common amplicon. Together, these abnormalities appear to
define a distinct sub-class of breast tumor cells with early
divergence from all other cell types.

Within the sub-branch rooted at Steiner node 11, one
branch leads directly to a terminal node characterizing a sec-
ond progression pathway (C0→ 11→ C6). This progression
pathway is characterized by amplification of 5q21.1-5q21.3,
5q22.3-5q23.1, 11q23.3, 15q26.3, and 19q12 and is one of two
sub-trees characterized by amplification of 17q11.2, 17q12-
17q21.2, and 17q21.33. The 17q region is a well established
breast cancer hotspot [32, 5], including genes ERBB2 (Her-
2/neu), GRB7, and STAT5. 19q12 contains CCNE1, an im-
portant prognostic marker for breast cancer progression [36,
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40]. CCNE1 amplification has been specifically associated
with basal-like breast cancers [30], but has been previously
identified as co-associated with particularly aggressive Her-
2 positive breast tumors [20]. Our phylogeny is consistent
with the notion that 17q/19q co-amplification defines a dis-
tinct sub-type of Her-2 positive tumors. Region 15q26.3 has
no genes specifically noted to be breast-cancer associated in
OMIM, although amplification of the locus was identified as
predictive of recurrence in systematic breast cancers [14] and
the region contains IGF1R, an anti-apoptotic gene broadly
amplified in cancers [22]. The biological significance of the
5q amplicon is not apparent. While 5q22.3-5q23.1 has sev-
eral genes associated with cancers (e.g., ATG12, TNFAIP8,
SEMA6A, which are associated with lung cancer), they are
predominantly tumor suppressors. Likewise, there is no ob-
vious relevance to the 15q amplicon, although it is close to
other known 15q markers.

The next major division in the tree corresponds to the
branch from Steiner nodes 11 to 10, characterized by gains
in 1q32.1-1q32.2, 1q44, 8q12.1, 8q12.3-8q13.2, 8q13.2-8q13.3
and 8q21.11-8q24.3. Both 1q and 8q are rich in tumor-
associated genes. 1q32.1 includes the breast cancer associ-
ated gene MDM4, a putative oncogene involved in apoptosis
regulation of p53 activity [42], in addition to various genes
associated with cancers more generally. 8q21.11-8q24.3 in-
cludes the MYC locus, another well known breast cancer
amplicon [5]. We can suggest, then, that the 11 → 10
branch corresponds to a specific subset of progression path-
ways characterized by MYC amplification and suppression
of apoptosis.

A third progression pathway can be identified within this
branch through progression into C1 (C0 → 12 → 11 → 10
→ C1). The final step on this pathway is characterized by
amplifications on 12p11.22-12p11.21 and 19q12. 19q12 is the
locus of CCNE1 suggesting a generic connection to cell cycle
control on this pathway. 12p11.22-12p11.21 has no known
cancer-related genes but carries the apoptosis-related gene
DNM1L and the telomerase-related gene DDX11 [44].

Further progression pathways diverge from Steiner node
10 through Steiner node 9 with gains on 5p15.33-5p14.2,
20q13.12, 20q13.2-20q13.32, and 20q13.33. The 5p amplicon
contains two genes with known cancer associations, CDH18
[29] and PAPD7 [45], although neither appears to have a
known role in breast cancers specifically. 20q13.2-20q13.32
contains several genes associated with breast cancers, includ-
ing ZNF217, CYP24A1, BCAS1, and AURKA [5], making
it difficult to ascribe a particular mechanism to this branch.

Within the Steiner node 9 subtree, we can characterize a
fourth progression pathway terminating in C3 (C0 → 11 →
10 → 9 → C3). The final step on this progression pathway
corresponds to gains on 2p12, 3q25.1-3q25.2, and 7q31.31-
7q31.32. The 7q31.32 marker contains the WNT2 gene as-
sociated with many cancer types, including breast cancer
[1]. 7q31.31 has no known cancer related genes and is per-
haps gained due to its proximity to 7q31.2. 3q25.1-3q25.2
has been previously detected as an amplicon in fraction of
breast cancers [12], although we can offer no mechanistic
explanation for its presence. We are not aware of any prior
suggestion of an association between 2p12 and cancers.

The remaining two terminal nodes of the tree, C4 and
C5, appear likely to represent two steps on a common pro-
gression pathway. Both branch from Steiner node 9 through
8 by acquisition of 17q11.2, 17q12-17q21.2, 17q21.33 (the

Her-2 locus) along with 11q13.2. This subtree might thus
be characterized primarily as a second Her-2 positive pro-
gression group associated with gain of CCND1, distinct from
the Her-2 positive progression group terminating at C6 and
associated with gain of CCNE1. C5 branches from Steiner
node 8 with no changes, indicating a single progression path-
way corresponding to C0 → 11 → 10 → 9 → C5 → C4.
The final step in this pathway is then characterized by a se-
ries of amplifications on 5q21.1, 5q22.3, 12p11.22, 15q25.2,
15q26.3 and loss of 8q12.1. We would not expect loss of
a previously gained marker, and can suggest that this ap-
parent loss might be better explained as a miscall of the
state of that marker. Most of these loci have no annotated
association with any cancers, with the only specific anno-
tated breast cancer association being to 11q13.2, described
above. This lack of associations may again represent false
positive inferences specifically associated with this compo-
nent. We can suggest, however, that such markers might be
have been missed if they are specific only to late progression
of one sub-type of Her-2 positive breast tumor. Summarizing
across the tree, we can note that there is clear support in the
prior literature for many of the specific markers, although
there is little evidence one way or the other supporting the
specific sequences of mutations suggested by our phylogeny
analysis. Nonetheless, these pathways make several novel
predictions that may warrant further investigation. Chief
among these would be the identification of two apparently
distinct pathways to Her-2/neu amplification that separate
relatively early in progression and exhibit distinct sets of
co-occurring amplifications. The tree suggests also many
distinct patterns of co-amplification that may be useful in
identifying or classifying novel sub-types.

6. CONCLUSION
In this paper, we have developed a computational pipeline

for tumor phylogeny inference from genome-scale profiles of
tumor state, specifically to test the feasibility of using com-
putational unmixing methods to circumvent the problem of
cell type heterogeneity in tumor phylogeny inference. We
have developed a set of statistical tests to allow us to analyze
computationally inferred mixture components — represent-
ing inferred profiles of well populated cell types from which
heterogeneous tumor samples can be explained — to identify
phylogenetic markers, assign them to specific inferred cell
types, and use them in phylogenetic inference of tumor pro-
gression. We have demonstrated the approach with specific
application to aCGH DNA copy number data, applied to a
breast cancer data set [24], showing that the method is ef-
fective at locating biologically meaningful markers of tumor
progression and assembling a biologically plausible model
of breast tumor progression pathways. The inferred pro-
gression pathways provide several novel suggestions about
possible steps in tumor evolution and key molecular abnor-
malities associated with progression. These inferences may
provide useful guidance into the basic biology of tumor de-
velopment as well as suggestions of possible targets for future
diagnostics and therapeutics.

While this pilot study was intended to establish the fea-
sibility of an unmixing approach to tumor phylogenetics,
there are many ways by which the work might be advanced
in the future. It will be important to establish the repro-
ducibility of the specific markers and phylogenetic pathways
in distinct breast tumor datasets. Novel markers found to be
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robustly predictive of particular progression pathways will
ultimately need to be experimentally verified. In addition,
it will be important to establish that the approach is appli-
cable to other forms of tumors. Each of the individual steps
of analysis also might benefit from improvement. Unmixing
was carried out using a prior approach of our group, which
itself might benefit from improvements in the model and al-
gorithms to more precisely fit the kind of sparse, noisy data
characteristic of tumor data sets. Adapting the methods to
more reliable data types, such as next generation sequencing
data, may also prove valuable in that regard. The results on
marker detection suggest there is room for improvement in
more precisely determining the fine-scale structure of specific
amplicons, especially when contiguous regions show distinct
patterns of amplification across components. Likewise, there
would appear to be room for improvement in better discrim-
inating between normal and slightly elevated copy numbers.
It is a weakness of the general approach that, because the
unmixing models must work in linear rather than log space,
they have difficulty distinguishing the relatively small lin-
ear change between normal and deleted regions. Improving
sensitivity for deletions, or for subtler variations among am-
plification levels, may provide additional data for phylogeny
construction. Finally, the phylogeny construction itself used
a standard parsimony method not specifically tailored to
tumor progression. This parsimony model has advantages
in not requiring parameters for which there is currently no
empirical basis and in allowing us to test for unexpected
behavior, such as loss of previously amplified regions, that
can help to validate the method. Nonetheless, there is now
sufficient data that one might in principle learn more so-
phisticated probabilistic models of cancer progression or of
the behavior of particular amplicons and build these models
into the phylogeny inference.
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ABSTRACT 
Research has been done to explore the relationships between the 
Gene Ontology-based similarity and gene expression profiles in 
the mammalian brain. However, little attention has been paid to 
the location information of a gene's expressions.  Gene expression 
maps, which contain spatial information regarding the expression 
of genes in mice’s brain, are obtained by combining voxelation 
and microarrays. Based on the hypothesis that genes with similar 
gene expression maps may have similar gene functions, we 
propose an approach to identify pair-wise gene functional 
similarities by gene expression maps. By considering pairs of 
genes from an original dataset as samples whose features are 
extracted from expression maps and labels are the functional 
similarities of pairs of genes, we explore the relationship between 
similarities of gene maps and gene functions. We restrict the 
dataset to genes that are associated with previously detected 
functional expression profiles to strengthen the relationship. We 
use AdaBoost, coupled with our proposed weak classifier, to 
analyze the dataset and predict the functional similarities. The 
experimental results show that with the increasing similarities of 
gene expression maps, the functional similarities are increased 

too. The boosting analysis can predict the functional similarities 
between genes to a certain degree. The weights of the features in 
the model indicate which features are significant for this 
prediction. These findings can potentially assist the biologists by 
providing helpful clues in predicting gene functions. 

Categories and Subject Descriptors 
G.4 [Programming Languages]: H.2.8 Database Applications - 
Data mining, Image databases; I.5 PATTERN RECOGNITION 
I.5.2 Design Methodology - Classifier design and evaluation, 

Feature evaluation and selection; I.5.4 Applications; J.3 LIFE 
AND MEDICAL SCIENCES, Biology and genetics.  

General Terms 
Algorithms, Experimentation. 

Keywords 
Functional similarity of genes, gene expression maps, boosting, 
weak classifiers, voxelation. 

1. INTRODUCTION 
The Gene Ontology (GO) represents an important knowledge 
resource for describing the function of genes [1], and has been 
widely used for identifying similarities between gene functions 
based on the GO structure [2, 3]. Recently, research has been 
done to explore the relationships between the GO-based 
similarity and gene expression profiles [3-7] and the relationships 
between gene function annotation and gene sequence [8]. 
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However, little research has taken into account the location of a 
gene's expressions in the mammalian tissue. Voxelation is a new 
approach that involves dicing the brain into spatially registered 
voxels (cubes). It produces multiple volumetric maps of gene 
expression analogous to the images reconstructed in biomedical 
imaging systems [9-10]. Related research suggests that voxelation 
is a useful approach for understanding how the genome constructs 
the brain [11]. Gene expression patterns (maps) obtained by 
voxelation show good agreement with known expression patterns 
[12]. 

Our previous analysis of the gene expression maps [12] focused 
on studying the relationship between the gene functions and gene 
expression maps. We determined the similarity of gene 
expression maps using the wavelet transform and the similarity 
between gene functions using the GO structure and appropriate 
distance measures. Clustering analysis was done to detect a 
number of gene clusters that have both similar gene expression 
maps and similar gene functions. These clusters were denoted as 
significant clusters. The study confirmed that the hypothesis that 
genes with similar gene expression maps have similar gene 
functions holds for a certain set of genes.  We also successfully 
predicted gene functions with high accuracies by our proposed 
method - functional expression profiles, which are obtained from 
specific gene expression maps that are associated with given 
functions [13]. 

In this study, we identify pair-wise gene functional similarities 
from gene expression maps by employing learning-based 
techniques. In particular, we first form a new dataset by 
considering pairs of genes from the original dataset as samples. 
For each sample gene pair, the similarities or distances between 
the corresponding gene expression maps are used as features to 
describe it. The labels for gene pairs are the functional 
similarities between the pairs of genes. Consequently, we 
formulate the problem of identifying functional similarity 
between genes as a supervised learning problem.  

We use AdaBoost as the basic framework for our learning and 
predicting task. In order to fit the dataset which has huge number 
of samples and limited number of features, we propose a novel 
weak classifier that efficiently captures the distribution of 
individual features. We further restrict the dataset to the genes 
which are associated with previously detected functional 
expression profiles to strengthen the relationship between gene 
functions and gene maps. The experimental results show that the 
pair-wise gene functional similarities are increased with 
increasing similarities of gene expression maps. In addition, the 
boosting analysis classifies, with a high accuracy, the gene pair 
samples into two classes: the pairs of genes with similar functions 
and those without. The analysis of feature selection in the 
learning process indicates which features are significant for 
identifying the functional similarity from gene expression maps. 
Those features can be located and visualized in the original image 
of mice’s brain. These findings can be potentially used for 
predicting gene functions and providing helpful clues to 
biologists.  

The rest of this paper is organized as follows. In the data and 
methods section, after describing the pair-wise samples of 
multiple gene expression maps and briefly discussing how to 

extract features from the original gene expression maps and 
indentify gene functions distance, we present approaches for 
identifying functional similarities of pair-wise samples by 
Boosting and our own weak classifier. In the results section, we 
present the experimental results of identifying relationship 
between similarity of gene expression maps and their functions, 
and the boosting analysis. The discussion section provides an 
analysis of the obtained results and ideas for future applications 
of this methodology. 

2. DATA AND METHODS 

2.1 Multiplex gene expression maps 
Researchers at the David Geffen School of Medicine at UCLA 
used voxelation in combination with microarrays for acquisition 
of genome-wide atlases of expression patterns in the brain [11]. 
They acquired multiplex gene expression maps for 20,847 genes 
following the procedure below. A fresh brain is removed from a 
sacrificed mouse, and then a 1mm slice of the brain at the level of 
striatum is obtained. The coronal slice is cut by a matrix of 
blades that are spaced 1 mm apart, thus resulting in cubes 
(voxels) that are 1mm3. These voxels are located in the slice as 
Figure 1 shows. A1, A2, B1 … are in red color because these 
voxels are empty cubes that are assigned to maintain a 
rectangular. So, each gene is represented by the gene expression 
values of 68 voxels that compose a gene expression map of a 
mouse brain. By using different colors to show different values of 
gene expression, the expression map for a certain gene can be 
visualized as in Figure 2.  

 

 

 

 

 
The data set we consider in this study is a 20,847 by 68 matrix, 
in which each row represents the log2 ratio of 68 expression 
values of a particular gene, and each column represents the 
expression values for all the probes (genes) at a given voxel. To 
reduce the effects of noise in the original dataset, we discard 
genes whose gene expression values fall in the range [-1,1]. 

Figure 1  Voxels of the coronal slice 

. 

 
 

Figure 2  A visualized gene expression map 
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Then, the remaining 13,576 genes’ IDs are imported into the 
SOURCE [14] database [15] to retrieve their Gene Ontology 
(GO) annotation information. Out of the 13,576 genes, 7,883 
genes are known genes and are annotated with at least one GO 
term. Our analysis is based on these genes. We denote the set of 
genes as G={g1, g2, …, gN}, where N=7,883. 

2.2 Pair-wise samples  
Gene expression maps can be viewed as samples that can be 
analyzed using data mining techniques. However, the targets or 
labels associated with each sample are not always available, such 
as it is the case in our study. Instead, we reconstruct a new 
dataset by taking each pair of genes as a sample, and calculating 
the functional similarity of the gene pair which then becomes the 
label for that sample. As a result, the problem of identifying the 
relationship between gene expression maps and gene functions is 
formulated as a regression problem.  

In the new dataset, each sample is a pair of gene expression maps. 
A sample is associated with the distance between the functions of 
its two genes such that the distance can be viewed as the label for 
the pair of gene maps. That is, a sample is defined as 

(g1, g2) with a “label” dF(g1,g2) , 

where (g1,g2) is a pair of genes, and dF(g1,g2) is the desired 
function distance measure (defined in Section 2.3) for this pair of 
genes which we intend to approximate.  
Suppose g1, g2, g3, … are gene maps and dF(g1, g2), dF(g2, g3), 
dF(g1, g3) are gene function distances between the pairs (g1, g2), 
(g2, g3), (g1, g3) respectively, we have samples for all the gene 
pairs:  

g1, g2    dF(g1, g2)  
g1, g3    dF(g1, g3) 
g2, g3    dF(g2, g3) 

…             … 

 

Given the dataset and labels, the problem boils down to finding 
the relation between the gene expression maps similarity and the 
functional similarity between two genes. In our previous analysis 
on gene expression maps [12], we define the similarity between 
two gene expression maps as the Euclidean distance between 
their wavelet representations, and calculate the similarity 
(distance) between two gene functions based on gene ontology 
structures using Lin’s method [16]. We have shown that the 
similarity between gene expression maps is positively correlated 
to the similarity between gene functions, which encourages the 
study of the relationship between gene maps and functional 
similarity of pairs of genes. 

2.3 The gene function distance 
We perform the analysis with respect to each one of the three 
gene ontologies, i.e., cellular component, molecular function and 
biological process. For example, in the category of biological 
process, if gene g1 has functions F(g1) ={f11, f12, …,, f1n} and gene 
g2 has functions F(g2) = {f21, f22, …, f2m}, we define the function 
similarity (or distance) value between these two genes as the 

averaged functional distance of pairs of functions between the 
two genes. This is calculated using the following formula: 
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counts the number of function pairs with non-zero distances and 
dfunc(.,.) is the gene function distance. 

 

2.4 The features of samples 
First, in order to reduce the noise in microarray experiments and 
improve the signal, we average the left and right hemispheres by 
taking advantage of the inherent bilateral symmetry of the mice 
brain. Mice do not have "handedness" or speech-centers in the 
brain, which are known to be localized to one hemisphere in 
humans. In the process of averaging, for each row of the map, we 
average the framed cells, as shown in Figure 3. Then, we replace 
B1 with B11, A2 with A10, and the averaged gene expression 
map is obtained as shown in Figure 4. 

 

 

 
 

 

 
Next, we use the wavelet transform to extract features from the 
original expression values of each gene expression map. In the 
data set that we study, each row represents the gene expression 
values corresponding to the 68 voxels in the selected slice of 
mice brain. Intuitively, if an expression value is similar to other 
values in its spatial neighborhood, it is more reliable. However 

Figure 4  Averaged gene expression map 

. 

 
 

Figure 3  Averaging left and right hemispheres 

. 
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the original vectors of gene expression values ignore the spatial 
information. In order to measure the spatial consistency of 
expression values with others in their spatial neighborhood and to 
take into account the spatial factors of voxels in the brain map, 
we employ the wavelet transform to extract new features. We use 
the discrete wavelet transform (DWT) with single-level two-
dimensional wavelet decomposition to extract features based on 
the gene expression matrix (see Figure 1). The Daubechies 
wavelet function is used in this study. The output of the wavelet 
transformation consists of approximation coefficients, which are 
the average of gene expression values in neighborhood voxels, 
and detail coefficients, which indicate the difference of each 
voxel from the average. For the averaged map of 6 by 7 cells, by 
employing multilevel 2-D wavelet decomposition at level 3, we 
obtain 42 coefficients (combining approximation and detail 
coefficients to approach the best results).   

For each gene map, we concatenate its 42 wavelet coefficients 
and the 68 gene expression values, resulting in a descriptor of 
110 dimension. Given two genes g1 and g2, let V1 and V2 be their 
feature vectors respectively. We derive the feature vector of the 
gene pair (g1,g2) as 

          |V1 - V2|. 

Therefore, a gene pair sample can be represented as:  

          (|V1-V2|,  dF(g1,g2)) . 
 

2.5 Identifying functional similarities of pair-

wise samples by Boosting 

2.5.1 Why boosting 
Having the features and the samples ready, we need to choose a 
learning technique for our task. We face the challenge of dealing 
with a huge sample dataset. There are in total 
31,066,903(=7883×7882/2) samples of gene pairs. Each sample 
has 110 features. The dataset is too large to be directly handled 
by many popular machine learning methods, such as the Support 
Vector Machine. Boosting [17], however, solves this problem 
because by loading and computing samples and features (weak 
learners) sequentially. Another advantage of using boosting is 
that it provides a way to investigate the roles of features in the 
learned classifier or regressor. In our particular task, this helps 
understanding the importance of each individual feature in 
predicting the gene similarities.  
Since boosting is usually used to solve classification problems, 
we need to transform the regression problem to a classification 
problem by setting a threshold. The threshold is used to classify 
the continuous values of function distances into two classes: one 
that includes the samples (pairs of genes) with similar functions, 
and another that includes the samples with non-similar functions. 
So the classification problem with the continuous output in the 
range [-1,1] is transformed to a problem with two classes {-1, 1}, 
through a predefined threshold. 
There are several variants of boosting algorithms that are widely 
used in the fields of data mining and pattern recognition. We 
choose AdaBoost [18] due to its excellent performances observed 
in many applications and its flexibility in weak classifier design. 

Intuitively, AdaBoost uses a weighted additive model to fit the 
training data. The model, which is named a strong classifier, is a 
weighted summation of a set of weak classifiers. The weight and 
weak classifiers are iteratively estimated or selected until 
convergence. 
In our task, for an input feature vector V, a strong classifier 
denoted as H(V) is formulated as a combination of weak 
classifiers h1(V), h2(V), …, hK(V): 
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where ck is the weight for the k-th weak classifier hk. The task of 
the learning process is, in the k-th iteration, to either fit hk or to 
pick hk from a candidate set of weak classifiers. The fitting or 
selection is based on the classification performance on the 
training samples weighted by the current weights.

 
2.5.2 Designing the weak classifiers 
One popular way of designing weak classifiers is to associate 
with each weak classifier a threshold to create a binary classifier, 
i.e., a stump function. In particular, for the i-th feature V(i) in our 
feature vector V and a threshold τ, a weak classifier has the form 
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The learning process is to find i, τ, and ck for each one of the 
weak classifiers. In this case, a weak classifier is associated with 
only one feature. As a result, the weight ck can be used to 
evaluate the importance of the feature in the strong classifier, i.e., 
the ultimate model used for prediction. 
The binary classifier is very simple and easy to implement. 
However, for a complex learning task such as the one we are 
dealing with, more efficient weak classifiers often help with 
improving the learning and predicting efficiency by reducing the 
number of weak classifiers needed. In addition, in our study we 
have a huge set of training samples, which enables us to use 
better but more complex weak classifiers. Motivated by this 
observation, we extend the simple stump classifier by modeling 
the weak classifier with uniformly spaced bins. Specifically, our 
weak classifier for the i-th feature contains an indicating vector 
L{-1,1}M, where M is a predefined number of bins. A classifier 
has the following form 

 

,))((()(, iVindexLVh Li 

 
where index(V(i)) is the index of the bin V(i) falls into.  
In the learning stage, the task at each iteration is to select the best 
feature i that estimates the indicating vector L. This is done by 
building a cumulated weight for each feature followed by a voting. 
The stump weak classifier can be viewed as a simplified case 
where M=2.  
Figure 5 shows an example of a weak classifier learned from one 
of the features of the training data. It shows that the range of 
features is divided into small regions. The intervals of weak 
classifiers depend on the range of each feature (i.e. the max and 
min of values of the feature). We divide the range uniformly with 
fixed sizes. The label for each region is the sum of weighted 
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labels of samples within the region. When the weak classifier is 
used to predict, the sample is assigned the label of the region in 
which this specific feature falls.  
 

 
Figure 5: An example of proposed weak classifiers  

 

2.5.3 Applying the method to MFEP specific subset 
The relationship between the gene functions and gene expression 
maps does not hold for all genes but only for a set of certain 
genes. For this reason, we take advantage of the results obtained 
using multiple functional expression profiles (MFEPs) to perform 
the boosting analysis. For a given gene function or a set of gene 
functions, there might be a specific gene expression map (profile) 
associated with it. Genes that have similar gene expression maps 
to a specific profile may hold similar gene functions. We call this 
specific gene expression profile for a set of functions, Multiple 
Functional Expression Profile (MFEP). Genes associated to an 
MFEP have the same set of gene functions and also have very 
similar gene expression maps. The detected MFEPs can be used 
to predict gene functions with high accuracy [13]. In order to 
explore the strong relationship between gene functions and 
expression maps, we use a subset of genes instead of the whole 
dataset. This subset is created by calculating the expression 
features and labels of pairs of genes that are associated with the 
detected MFEPs, so we call it MFEP specific subset. Within this 
specific subset, there is supposed to be a regression relationship 
between the similarity of gene pairs (expression features) and 
gene function similarity (labels), which means that with the 
increasing similarities of pairs of gene expression maps, the gene 
functional similarities should be increased.  
 

3. RESULTS 

3.1 Identifying relationship between similarity 

of gene expression maps and their functions  
First, we analyze the MFEP specific subset which contains all the 
genes associated with the MFEPs. We use the correlation 
coefficients between the 42 wavelet features to identify the 
similarity between gene expression maps. By the Matlab 
command corrcoef, we get two results: [R P]. R are the 
correlation coefficients between genes, and P are the p-values for 
the hypothesis of no correlation. R is taken as the similarity 
between gene maps to analyze the subset of genes within MFEPs. 
For a given interval of R, for example [0.1, 0.2], we select the set 
of samples falling into the interval and average the functional 
similarities of the samples in this set.  
All 345 genes associated to the MFEPS are used in the 
experiment, resulting in 59,340 samples. The distribution of the 

correlation coefficients and the corresponding averaged functional 
similarities  of  samples  are  shown  in  Figure  6.  The figure 
shows that when the similarities of gene maps are increasing, the 
function  similarities  are  also  increasing.  The  trend  is  very 
obvious for the samples with high correlation coefficients (larger 
than 0.6). 
 

 
Figure 6: The distribution of correlation coefficients of gene 

maps similarity to functional similarity 

 
X (-1:0.1:1) are the correlation coefficients for pairs of gene 
expression maps. Y is the averaged functional similarities of the 
samples whose correlation coefficients (X) are within a certain 
interval, for example, between [0.4, 0.5].  
 

3.2 Boosting analysis on the MFEP specific 

subset 
We conducted the boosting analysis on the MFEP specific subset 
of the 59,340 samples using our proposed weak classifiers and 
AdaBoost. The dataset was randomly split into two disjoint 
dataset: a training set (29,670 samples) and a test set (29,670 
samples). The functional similarities between two genes are 
continuous values in the range of [0, 1], where “0” indicates no 
functional similarity between two genes and “1” indicates that 
the two genes have exactly same functions. In the experiment, we 
set a threshold 0.3 to cut the similarity values. If the value was 
larger than 0.3, we set the label to 1, otherwise we set the label to 
-1. With this threshold, there were 33.5% training samples that 
were assigned label 1, and 33.3% control (test) samples that were 
assigned label 1. The model was learned based on the training 
set, and was then used to predict the labels of samples in the test 
set. 
There are totally 113 features for each sample in the experiment. 
In addition to the 42 wavelet features and the 68 original 
expression values, three new features were included: the 
correlation coefficient, the p-value of the correlation coefficients, 
and the Euclidean distance between pair-wise gene maps for each 
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Figure 7  Cumulated weights of selected features 

 
sample. Each p-value is the probability of getting a correlation as 
large as the observed value by random chance, when the true 
correlation is zero. If P(i,j) is small, e.g., less than 0.05, then the 
correlation R(i,j) is significant.  
For the weak classifier, we choose 100 as the number of bins. For 
the AdaBoost algorithm, the boosting repeated for 4000 iterations 
to reach a stable performance on the prediction. With these 
settings, we got the prediction error on the training and control 
samples. The minimum error on training data is 22.03%, and the 
minimum error on control data is 30.77%. With the number of 
iterations performed, the error converged to a certain value. By 
changing the parameters, such as the number of regions and 
iterations, the error rate can vary.  
Boosting selects the best feature (weak classifier) at each 
iteration and gives a weight to the feature. Figure 7 shows the 
cumulated weights of selected features over the 4000 iterations. 
The column of a certain features is the sum of the weights of the 
feature which are selected during the 4000 iterations. For 
example, if a feature is selected m times with weights w1, w2, …, 
wm, the sum of weights of the feature is ∑i=1

m
 wi. 

 

In the following we analyze the selected features separately.  
Top selected features: 
The top 10 selected features are: 113rd, 72nd, 43rd, 69th, 100th, 
95th, 105th, 66th, 20th, and 27th features. We notice that the most 
selected feature is the Euclidean distance between pair-wise gene 
maps. Since the Euclidean distance directly reflects the 
appearance similarity of two gene maps, this observation strongly 
supports our conjecture that gene map similarities correlate 
closely with the gene functional similarities.  
 
The original 68 expression values: 

Because the 68 original features are gene expression values in the 
68 voxels (Figure 1), we can visualize and locate these features in 
the mouse brain. These voxels are shown in Figure 8 as D1, A3, 
C9(C3), F8(F4), F3, G4, and C6. In the figure, the darker mark 
means that the voxel is selected more frequently (in terms of sum 
of weights) and that is more significant in predicting the 
functional similarity of genes from the gene expression maps. 
 

 
Figure 8  The most selected original voxels (better viewed in 

color) 

 

 
Figure 9  The most selected wavelet features (better viewed in 

color) 
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The 42 wavelet features: 
The boosting experiment also selected wavelet features which are 
extracted from the averaged mouse brain. The top selected 
wavelet features are: the 20th, 27th, 28th, and 36th features. As 
figure 9 shows, the 20th feature is the horizontal detail coefficient 
extracted from area A, the 27th and 28th feature are the vertical 
detail coefficients extracted from area B and C, and the 36th 
feature is the diagonal detail coefficient extracted from area D.  

3.3 Boosting analysis on the restricted subset 
From the figure 7 we know that there are still noise weakening 
the relationship between functional similarities and correlation 
coefficients within the MFEP specific subset. So here we restrict 
the MFPE set to a more specific one in which the samples have 
the correlation coefficients bigger than 0.7, as the square in figure 
10 shows.  
Similarly, we apply the boosting analysis on the restricted subset 
of 612 samples using our proposed weak classifiers and 
AdaBoost. The dataset was randomly split into two disjoint 
dataset: a training set (441 samples) and a test set (171 samples). 
We set a threshold 0.67 to cut the similarity values, and there 
were 35.2% training samples that were assigned label 1, and 
30.3% control (test) samples that were assigned label 1.  
There are also totally 113 features for each sample in the 
experiment. For the weak classifier, we choose 20 as the number 
of bins. For the AdaBoost algorithm, we repeated 2000 iterations 
to reach the best performance of the prediction. With these 
settings, we got the minimum error on training data is 0%, and 
the minimum error on control data is 21.7%.  

 
 

 
 

Figure 10  The restricted subset with correlation coefficients 

bigger than 0.7 

 
Figure 11 shows the cumulated weight of selected features. The 
column of a certain feature is the sum of the weights of the 
feature which are selected during the 4000 iterations. For 
example, if a feature is selected m times with weights w1, w2, …, 
wm, the sum of weights of the feature is ∑i=1

m
 wi. 

 

  

 

 

Figure 11  Cumulated weights of selected features 
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Top selected features: 
The top 10 selected features are: the 111st, 104th, 76th, 54th, 35th,  
13rd, 82nd, 78th, 86th, and 60th features. We notice that the most 
selected feature is the correlation coefficient between pair-wise 
gene maps.  
 
The original 68 expression values: 
The top 10 selected original features (voxels) are shown in Figure 
13 as G3, D5, B5, D11(D1), D7(D5), E4, B11(B1), F9(F3), 
C10(C2), and D2. In figure 12, the darker mark means that the 
voxel is selected more frequently.  
 

  
 

Figure 12  The most selected original voxels (better viewed in 

color) 

 
The 42 wavelet features: 
The top selected wavelet features are: the 35th, 13rd, 20th, 23rd, 
15th, 3rd, and 21st features. As figure 13 shows, the 35th feature is 
the diagonal detail coefficient extracted from area A, 13rd, 20th, 
15th features are horizontal detail coefficient extracted from area 
B, C, D, and 23rd feature is the vertical detail coefficient 
extracted from area A.  

 

 
 

Figure 13  The most selected wavelet features (better viewed 

in color) 

 

4. DISCUSSION 
In this study, we identify the pair-wise gene functional 
similarities by multiplex gene expression maps. This is based on 
the hypothesis that genes with similar gene expression maps 

share similar gene functions. This hypothesis was confirmed for a 
number of genes in our previous analysis [12]. Since the original 
dataset only contained the gene expression maps, it was hard to 
use supervised learning to analyze the data, so, instead, we built 
a new dataset in which each sample represented a pair of genes. 
The features for these samples were the similarity or distance 
values between two gene expression maps, and the labels were 
the functional similarities between genes. The wavelet 
transformation was used to extract features from the original 
expression values of the averaged hemispheres of the mouse 
brain. We used the absolute difference between each pair of 
features of the two genes. In addition, the correlation coefficients, 
the p-value of the correlation coefficients and the Euclidean 
distance were included in the calculation of the difference 
between gene expression maps. We define the functional 
similarities of two gens were the averaged function distances for 
each pair of functions included in the two genes. The similarity 
(distance) of two gene function was obtained by Lin’s method 
based on GO structures. We also built the MFEP specific subset 
by multiple functional profiles so that the genes in the subset had 
strong relationship between gene functions and gene expression 
maps. Based on the MFEP specific subsets, we applied AdaBoost 
and propose our own weak classifier to fit the characteristics of 
the dataset. We further restricted the dataset to a more specific 
one and tested our proposed methods on this restricted subset.  

From the experiment on identifying the relationship between 
similarity of gene expression maps and functional similarity, we 
observed that with increasing similarities of gene expression 
maps, the pair-wise genes’ functional similarities were also 
increased, especially for samples with correlation coefficients 
between pairs of gene maps larger than 0.8. From the boosting 
analysis, we were able to predict functional similarities of pairs 
of genes with about 80% accuracy (20% error rate) on the 
restricted MFEP specific subset. By the proposed methods, the 
similarity of pairs MFEP gene expression maps can be used to 
estimate the pairs of genes have similar gene functions or not. 
Therefore, this method could be used to predict an unknown gene 
have similar functions to a given known gene or not.  

The selected weak classifiers were able to identify the features 
that are more important for the prediction. By checking the most 
selected original features and wavelet features we were able to 
locate the significant voxels and area in the mouse brain. The 
most selected voxels generally corresponded to the salient 
neuroanatomical features of the analyzed brain slice. For 
example, in Figures 8 and 12, the most selected voxels 
correspond to cortex and striatum. The top selected wavelet 
features in Figures 9 and 13 also feature cortex and striatum. 
These observations are consistent with the major molecular and 
anatomical features of the brain slice. 

In the current study, the samples were divided into two classes in 
accordance to our binary classification formulation. In the future, 
we plan to use finer split of the samples (e.g., four or more 
classes) to improve the precision and finally model the problem 
as a regression problem. There are many linear and non-linear 
regression algorithms (especially the online versions) that can 
potentially handle large amounts of training data. In the future, 
we will try different regularizers besides of boosting, such that 
there is no need to make arbitrary thresholds of labels. 
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Furthermore, since the Euclidean distance between wavelet 
representations may be insufficient to capture non-linearity in the 
complicated gene map-to-gene function relationship, we would 
like to investigate other information that is not captured by the 
wavelet representation. We also plan to incorporate other features 
besides the wavelet features into the analysis to further improve 
the results. 

  

5. ACKNOWLEDGMENTS 
This work was supported in part by the National Science 
Foundation under grants IIS-0705215, IIS-0237921 and by the 
National Institutes of Health under grant R01 MH68066-05 
funded by NIMH, NINDS and NIA, and NINDS grant 1 R01 
NS050148. This project is also funded in part under a grant to 
Z.O. with the Pennsylvania Department of Health. The funding 
agencies specifically disclaim responsibility for any analyses, 
interpretations and conclusions. 

6. REFERENCES 
 

[1] The Gene Ontology Consortium, Creating the gene ontology 

resource: Design and implementation, Genome Research, 
vol. 11, pp. 1425-1433, 2001. 

[2] Francisco M. Couto, Mário J. Silva, Pedro M. Coutinho, 
Measuring semantic similarity between Gene Ontology 

terms, Data & Knowledge Engineering, v.61 n.1, p.137-152, 
April, 2007 

[3] Spiridon C. Denaxas, Christos Tjortjis, A go-driven 

semantic similarity measure for quantifying the biological 

relatedness of gene products, Intelligent Decision 
Technologies, v.3 n.4, p.239-248, December 2009 

[4] Haiying Wang, Francisco Azuaje, Olivier Bodenreider, 
Joaquín Dopazo, Gene Expression Correlation and Gene 

Ontology-Based Similarity: An Assessment of Quantitative 

Relationships, Computational Intelligence in Bioinformatics 
and Computational Biology, 2004, p.25-31, 7-8 Oct, 2004 

[5] Duygu Ucar, Fatih Altiparmak, Hakan Ferhatosmanoglu, 
Srinivasan Parthasarathy, Mutual Information Based 

Extrinsic Similarity for Microarray Analysis, Proceedings of 
the 1st International Conference on Bioinformatics and 
Computational Biology, April 08-10, 2009, New Orleans, 
LA 

[6] Torsten Schön , Alexey Tsymbal , Martin Huber, Gene-pair 

representation and incorporation of GO-based semantic 

similarity into classification of gene expression data, 
Proceedings of the 7th international conference on Rough 
sets and current trends in computing, June 28-30, 2010, 
Warsaw, Poland 

[7] Jose L. Sevilla, Victor Segura, Adam Podhorski, Elizabeth 
Guruceaga, Jose M. Mato, Luis A. Martinez-Cruz, Fernando 
J. Corrales, Angel Rubio, Correlation between Gene 

Expression and GO Semantic Similarity, IEEE/ACM 
Transactions on Computational Biology and Bioinformatics, 
Volume 2 Issue 4, October 2005 

[8] Lord PW, Stevens RD, Brass A, Goble CA, Investigating 

semantic similarity measures across the Gene Ontology: the 

relationship between sequence and annotation, 
Bioinformatics, 2003 Jul 1, 19(10):1275-83 

[9] Ram P. Singh, Vanessa M. Brown, Abhijit Chaudhari, 
Arshad H. Khan, Alex Ossadtchi, Daniel M. Sforza, A. Ken 
Meadors, Simon R. Cherry, Richard M. Leahy, Desmond J. 
Smith, High-resolution voxelation mapping of human and 

rodent brain gene expression. J Neurosci Methods, 2003. 
125(1-2): p. 93-101. 

[10] Dahai Liu and Desmond J. Smith, Voxelation and gene 

expression tomography for the acquisition of 3-D gene 

expression maps in the brain, Methods, Volume 31, Issue 4, 
2003, p. 317-325. 

[11] Mark H. Chin, Alex B. Geng, Arshad H. Khan, Wei-Jun 
Qian, Vladislav A. Petyuk, Jyl Boline, Shawn Levy, Arthur 
W. Toga, Richard. Smith, Richard M. Leahy, and Desmond 
J. Smith. A genome-scale map of expression for a mouse 

brain section obtained using Voxelation, Physiol, Genomics 
30: p. 313-321. 2007. 

[12] Li An, Hongbo Xie, Mark H. Chin, Zoran Obradovic, 
Desmond J. Smith, and Vasileios Megalooikonomou. 
Analysis of multiplex gene expression maps obtained by 

voxelation, BMC Bioinformatics. 2009; 10(Suppl 4): S10. 
[13] Li An, Hongbo Xie, Zoran Obradovic, Desmond J. Smith, 

Vasileios Megalooikonomou,  Identifying Gene Functions 

using Functional Expression Profiles obtained by 

Voxelation, Proceedings of the First ACM International 
Conference on Bioinformatics and Computational Biology 
2010, pp. 188-197. 

[14] Maximilian Diehn, Gavin Sherlock, Gail Binkley, Heng Jin, 
John C. Matese, Tina Hernandez-Boussard, Christian A. 
Rees, J. Michael Cherry, David Botstein, Patrick O. Brown 
and Ash A. Alizadeh, SOURCE: a unified genomic resource 

of functional annotations, ontologies, and gene expression 

data, Nucleic Acids Res. 2003 Jan 1;31(1):219-23. 
[15] Stanford Genomic Resources, http://genome-

www.stanford.edu/. 

[16] Dekang Lin, An Information-Theoretic Definition of 

Similarity. Proceedings of the Fifteenth International 

Conference on Machine Learning, Madison, Wisconsin, p. 
296-304, 1998 

[17] Robert E. Schapire, The Boosting Approach to Machine 

Learning An Overview, Nonlinear Estimation and 
Classification, Springer, 2003. 

[18] Jerome Friedman, Trevor Hastie, and Robert Tibshiran, 
Additive logistic regression: a statistical view of boosting, 
Ann. Statist, Volume 28, Number 2 (2000), 337-407. 
 

ACM-BCB 11 190



A Two-Way Multi-dimensional Mixture Model for Clustering
Metagenomic Sequences

Shruthi Prabhakara
Pennsylvania State University

IST Building
University Park, PA, 16801

sap263@psu.edu

Raj Acharya
Pennsylvania State University

IST Building
University Park, PA, 16801
acharya@cse.psu.edu

ABSTRACT
Motivation: A major challenge facing metagenomics is the
development of tools for the characterization of functional
and taxonomic content of vast amounts of short metagenome
reads. The efficacy of clustering methods depends on the
number of reads in the dataset, the read length and relative
abundances of source genomes in the microbial community.

Results: In this paper, we formulate an unsupervised
naive Bayes multi-species, multi-dimensional mixture model
for reads from a metagenome. We use the proposed model
to cluster metagenomic reads by their species of origin and
to characterize the abundance of each species. We model the
distribution of word counts along a genome as a Gaussian
for shorter, frequent words and as a Poisson for longer words
that are rare. We employ either a mixture of Gaussians or
mixture of Poissons to model reads within each bin. An ad-
ditional reason to use these distributions is their flexibility
and ease of parameter estimation. Such a paradigm charac-
terizes the compositional heterogeneity of the words along a
genome, signifying its genome signature. Further, we han-
dle the high-dimensionality and sparsity associated with the
data, by grouping the set of words comprising the reads, re-
sulting in a two-way mixture model. Finally, we derive an
unsupervised Expectation Maximization algorithm for the
models. Our method provides a general statistical frame-
work for modeling metagenome reads. We demonstrate the
accuracy and applicability of this method on simulated and
real metagenomes. Our method can accurately cluster reads
as short as 100 bps and estimate the species abundance as
well. Our method outperforms LikelyBin, another unsuper-
vised composition-based binning method for metagenomes,
on datasets of varying abundances, divergences and read
lengths.

Categories and Subject Descriptors
I.5.3 [Pattern Recognition]: Clustering; J.3 [Life and
Medical Sciences]: Biology and Genetics
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1. INTRODUCTION
Metagenomics is defined as the study of genomic content

of microbial communities in their natural environments, by-
passing the need for isolation and laboratory cultivation of
individual species[9]. Its importance arises from the fact
that over 99% of the species yet to be discovered are resis-
tant to cultivation[25], a limitation that has severely skewed
our view of microbial diversity. Metagenomics promises to
enable scientists to study the full diversity of the microbial
world, their functions and evolution, in their natural envi-
ronments.

Metagenomic projects collect DNA from environments that
are characterized by large disparity in sequence coverage and
species distribution. Sequencing technologies are then used
to survey the metagenomic content. The recent ultra-high
throughput sequencing technologies, such as Roche 454, Il-
lumina/Solexa and ABI SOLiD produce short reads, 25-400
base pairs (bp), at a much higher coverage and consider-
ably lowered sequencing costs. The growth in the size of the
datasets is fast out-pacing the computational power needed
to analyze it.

In single genome sequencing, we can be certain that all
extracted DNA fragments belong to the same genome. This
makes sequence assembly and annotation tractable. How-
ever, in majority of metagenomic samples, it is not possi-
ble to isolate and culture individual clones. It is further
complicated by the fact that the data comes from heteroge-
neous microbial communities, where the number of species
as well as the relative abundance of each of these species
is unknown. Sequence data is usually partial and fragmen-
tary, as environmental sequence sampling rarely produces all
the sequences required for assembly. Many of these species
do not have fully sequenced genomes available. Moreover,
metagenomic datasets are beset with increased amounts of
polymorphism and horizontal gene transfer. Sequences from
closely related species will most likely have homologous se-
quences shared between them, hindering their separation[7].
As a result, the reconstruction of a whole genome is gener-
ally not possible.

In the light of new data, we need to adapt the traditional
approaches to analyze metagenomic sequences. An addi-
tional step in metagenomics that is not required in single
genome assembly, is binning the reads belonging to different
species i.e. the need to associate the reads with its source
organism. Clustering methods aim to identify the species
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present in the sample, classify the reads by their species of
origin and quantify the abundance of each of these species.
Clustering provides deeper insight into the structure of the
community. It can lead to faster and more robust assembly
by reducing the search space[23].

Most of the existing clustering methods are supervised and
depend on the availability of reference data for training[14,
22, 4, 23, 7, 28] . A metagenomic dataset, may however,
contain reads from unexplored phyla which cannot be la-
beled into one of the existing classes. Most metagenomic
analysis methods until now have been relatively inaccurate
in classifying short reads. Poor performance on the short
fragments is mostly due to the high dimensionality and spar-
sity associated with the data[8]. To overcome the limitation
imposed by the length, the reads are often assembled into
longer contigs and then clustered. However, there is the
danger of assembling reads from different species together,
thereby creating inter-species chimeras. The presence of
highly conserved sequences further occludes cluster bound-
aries between species. Moreover, the abundances of differ-
ent species can be potentially skewed such that the within-
species variance overwhelms the between-species variance[8].

In this paper, we develop a method for clustering the short
metagenome reads that addresses the challenges posed by
the nature of metagenomic data. We formulate an unsu-
pervised two-way multi-species, multi-dimensional mixture
model to represent reads from a metagenome. We model
the distribution of word counts along a genome as a Gaus-
sian for shorter, frequent words and as a Poisson for longer
words that are rare. We employ either a mixture of Gaus-
sians or a mixture of Poissons to model reads within each
bin. The proposed model is used to cluster metagenomic
reads by their species of origin and to characterize the abun-
dance of each species. Our method is unsupervised in that
it does not require any training data. It is a composition-
based method that seeks to distinguish between genomes
based on their characteristic DNA compositional pattern.
Our method handles the high-dimensionality and sparsity
associated with the data by grouping the set of words com-
prising the reads, to regularize the parameters in the mixture
model. This implies that for every group, only one statistic
of the words in this group is needed to cluster reads. We
show that a high clustering accuracy can be obtained at a
much lower dimension. We provide a framework that com-
plements existing similarity-based methods. Later in the pa-
per, we evaluate the applicability of the multi-dimensional
mixture of distributions and its ability to estimate the pa-
rameters of genome abundance accurately, for simulated and
real metagenomes. We compare the performance of our
method with LikelyBin and Scimm, two other unsupervised
composition-based method. Also, we demonstrate the ro-
bustness of our method to changes in the relative abundance
of different species.

2. RELATED WORK
The last decade has seen an explosion in the number of

computational methods developed to analyze metagenomic
data. Literature abounds in methods for classifying (as op-
posed to clustering) metagenome reads into taxon-specific
bins [22, 4, 23]. Current approaches to metagenomics clus-
tering can be classified into two main categories: similarity-
based and composition-based methods.

The similarity-based approaches align the reads to close

phylogenetic neighbors and hence depend on the availability
of closely related genomes in existing databases[13, 11, 14].
MEGAN, a metagenome analysis software system [14] is a
representative example of this kind. It uses sequence ho-
mology to assign reads to common ancestors based on best
match as given by BLAST (Basic Local Alignment Search
Tool)[1]. As most of the extant databases are highly biased
in their representation of true diversity, such methods fail to
find homologs for reads derived from novel species.

A second class of computational methods bin the reads
based on DNA composition. These methods rely on the
intrinsic features of the reads such as oligonucleotide distri-
butions[22, 4, 33], codon usage preference[2] and GC com-
position[3] to differentiate between reads belonging to dif-
ferent species. These “genome signatures” are known to be
fairly constant throughout the genome. A significant limi-
tation of most composition-based methods developed so far
is that they do not perform well on reads shorter than 500
bp. Composition-based clustering methods of metagenome
reads complement those based on similarity.

Phylopythia [22] is a supervised composition-based clas-
sification method that trains a support vector machine to
classify sequences of length greater than 1 kbp. Phymm uses
interpolated Markov models to characterize variable length
DNA sequences by their phylogenetic group [4]. Its accuracy
of assignment drops drastically (to just 7.1% at genus level)
for short reads and reads from unknown species. Nasser
et al. [23] demonstrated that a k-means based fuzzy classi-
fier, trained using a maximal order Markov chain, can sepa-
rate fragments that are about 1 kbp long at the phylum level
with a high accuracy. Rosen et al. trained a Naive Bayes
classifier using publicly available microbial genomes[28]. Com-
postBin is a semi-supervised algorithm for grouping frag-
ments that uses a novel weighted PCA (Principal Compo-
nent Analysis) and a normalized cut clustering algorithm to
classify the sequences[8]. They have demonstrated an error
rate bounded by 10%, when guided by information from phy-
logenetic markers, on datasets of low complexity. However,
the accuracy of this method on reads less than 1 kbp has
not been shown. Recently, Chan et al. developed a semi-
supervised seeded growing self-organizing map (S-GSOM)
[7] to cluster metagenomic sequences. It extracts 8-13 kbp
of flanking sequences of highly conserved 16S rRNA from the
metagenome and uses them as seeds to assign the remaining
reads using composition-based clustering. The caveat with
SOMs is that it was shown to work well only on DNA frag-
ments that are longer than 8kbp and lose much accuracy
for reads with length below 1 kbp. All the above super-
vised methods depend on the availability of reference data
for training. A metagenomic dataset, may however, contain
reads from unexplored phyla which cannot be labeled into
one of the existing classes. The accuracy of these methods
on dataset containing reads from unknown species is yet to
be demonstrated. LikelyBin is an unsupervised method that
clusters metagenomic sequences via a Monte Carlo Markov
Chain approach[18]. The method was tested on samples
that were sufficiently divergent according to derived crite-
ria. Scimm is a recently developed model-based approach to
sequence clustering where interpolated Markov models rep-
resent clusters and optimization is performed using a variant
of the k-means algorithm[17]. In the results section, we com-
pare the accuracy of our proposed method with LikelyBin
and Scimm on datasets of different divergences. Abundance
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Bin can be used to classify reads from species with different
abundance levels[36]. Recall that coverage is usually incom-
plete in a metagenome. Abundance Bin does not perform
well on reads from species that do not differ much in their
abundance levels. However, if it is known a priori that the
reads differ widely in their abundances, then we recommend
using Abundance Bin over other binning methods.

3. METHODS
One of the most common genome signatures is the fre-

quency of occurrence of words (or oligomers) in a DNA se-
quence[16]. In our method, we model each cluster, contain-
ing reads from a species, as a function of probability dis-
tributions of words comprising them. The inherent basis of
this method is that the set of reads sequenced from a species
have a characteristic genome signature that distinguishes it
from reads belonging to other species. The distribution of
word counts along a genome can be approximated as a Gaus-
sian for shorter, frequent words and as a Poisson for longer
words that are rare[26]. We propose an unsupervised multi-
dimensional Naive Bayes Poisson mixture model and derive
an Expectation Maximization algorithm for the same. The
corresponding algorithm for Gaussian mixture model can be
derived similarly. At times, longer words tend to be more
discriminatory than the shorter ones[32]. However, with the
increase in the length of words, the dimensionality of the
data increases exponentially, while the word counts become
sparse. To tackle high dimensionality and sparsity of word
counts, we impose a clustering structure on the word counts
as well. Such a model is called a two-way mixture model.
In essence, the proposed method provides a general statis-
tical framework for associating each read with its species of
origin, based on its genome signatures.

3.1 Need for Multi-dimensional Word Distri-
bution

A genome signature is a compositional parameter reflect-
ing the relative abundance of different words along the genome.
In general, it is similar between closely related species and
dissimilar between non-related species. Some words that
are deemed to be biologically significant, are very common
in a genome, while others may never be encountered[5].
Composition-based methods use genome signatures to as-
certain the origin of the DNA reads. The underlying basis
is that the distribution of words in a DNA is specific to
each species and undergoes only slight variations along the
genome. By establishing the dictionary of words used by a
species and their frequency of occurrence, one can point out
the basic words of the genome[12].

Literature abounds in methods that study the statistical
distribution of the word locations along a sequence and word
frequencies[26, 27]. The exact distribution of count of words
is known under the hypothesis that the letters are indepen-
dent (Bernoulli) or under the Markov model. However, in
practice, it is extremely time consuming to compute the ex-
act distribution for long sequences or for frequent words.
Hence, two kinds of approximations exist. Distribution of
word counts along a genome can be approximately modeled
as a Gaussian distribution for short words (that are more
frequent), or a Poisson distribution for longer words (that
are rare)[26].

A metagenomic dataset consists of reads from different
species. The reads sampled along a genome of a species will
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Figure 1: This figure illustrates the distribution of
dimers and pentamers across 50,000 sequence reads
sampled from the genome of Haemophilus Influen-
zae. a) Distribution of dimers tends to Gaussian,
two distinct groups can be observed, shown in green
and red (reads of length 500). b) Distribution of
pentamers tends to Poisson, three distinct groups
can be observed, shown in red, blue and green (reads
of length 1000)

reflect its genome signature. Recall that within a species,
words appear with a characteristic frequency. Therefore,
by central limit theorem, the distribution of short (or long)
words along the reads sampled from a genome approaches
a Gaussian (or Poisson) distribution, with the mean being
proportional to its characteristic abundance in the genome.

As different words occur with different frequencies along
the genome, each word follows its own distribution. Thus,
reads belonging to a species can be modeled as a multi-
dimensional distributions of words (one dimension for each
word) comprising them. Figure 1 illustrates the distribution
of dimer and pentamer counts across reads sampled from the
genome of Haemophilus Influenzae (for the purpose of clar-
ity, only a few distributions are shown). We see that count
of each dimer (a short word) across the reads, tends to a
Gaussian distribution with a different mean and standard
deviation and that of a pentamer tends to a Poisson distri-
bution. Hence, the problem of clustering metagenomic reads
can be cast as a multi-dimensional mixture of Gaussians (or
Poissons for longer words) where distribution of each word
is modeled as a Gaussian (or Poisson). In other words, this
corresponds to the multi-dimensional Naive Bayes model,
where each dimension is modeled as a uni-modal Gaussian
(or Poisson) distribution. Such a general statistical model
takes into account the compositional heterogeneity of words
along the genome.
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3.2 Multi-species Multi-dimensional Mixture
of Distributions

In this paper, we formulate an unsupervised multi-dimensional
Poisson mixture model for clustering reads within a metagenome
by their species of origin. We propose to model the reads
from a species as a multi-dimensional distribution of the
words comprising them. Therefore, each cluster is repre-
sented by the distribution of word counts within the species.
The multi-dimensional model for Gaussian mixtures can be
derived analogously. However, we present the results for
both the models.

Mixture models cover the data well i.e. dominant patterns
in the data are captured by the component distributions.
They allow better approximations of the true distributions
and their parameters are relatively easy to estimate[31]. An
additional advantage of using generative models is that they
are flexible and can handle a large number of classes. For
instance, a mixture of Poissons can be multi-modal, while a
Poisson distribution is always uni-modal.

A metagenome dataset consists ofN reads, X = (x1,x2, ..,xN)
sampled from M species. Let αm be the proportion of
species m in the dataset, with

∑M
m=1 αm = 1. For a word

of length l, p = 4l different words of length l are possi-
ble (combinations of A, C, T, G). Let these words form a
word vector, W = {w1, w2, ..., wp}. In our approach, each
read xi is represented by a p-dimensional feature vector,
xi = {xi1, xi2, ..., xip}, where xij is the count of word wj in
read xi. From above, the distribution of words within every
species m is governed by a multi-dimensional Poisson distri-
bution, say λm = {λm1, λm2, ..., λmp}. That is, given that
read xi belongs to species m, the distribution of each word
wj is Poisson with parameter λmj , where m = 1, 2, ...,M
and j = 1, 2, ...p. We have,

p(wj |λmj) = φ(wj |λmj) =
e−λmjλ

xij
mj

xij !
(1)

We assume that the dataset X of reads is observed and is
generated by some distribution Θ. Let Y = {y1, y2, ..., yN},
be the cluster labels. That is, we assume that yi = m for
m ∈ 1, ...M , if the ith read belongs to the mth species. Also,
note that p(yi = m) = αm. Note that cluster label Y is un-
known. We assume independence between features of read
vector. The probability of a read xi, given it belongs to
species m is:

p(xi|yi = m,Θ) = p(xi|λm) =

p∏
j=1

φ(xij |λmj) (2)

At first glance, it might seem imprudent to represent a read
as a collection of words comprising it, because it leads to
the loss in information about the sequencing read. Strictly
speaking, even if the sequence of bases in a DNA are inde-
pendently and identically distributed, distribution of word
occurrences are not independent, due to overlaps[26]. Bayesian
networks or belief networks can be used to represent the
conditional dependencies between the words comprising the
reads[24]. Although, in practice, methods for exact infer-
ence in Bayesian networks are often computationally expen-
sive. An attractive alternative to Bayesian networks is the
Naive Bayes algorithm that assumes independence between
the different features of the read. This assumption makes
the otherwise complicated problem tractable. Naive Bayes
is known to perform well on complex models and takes time

that is linear in the number of components. In addition, lost
information can be restored at later stages. In this paper,
we have presented the formulation of mixture models with
the assumption that the different features (word counts) of
the read are independent of each other. We outline the EM
algorithm below.

3.3 Parameter Estimation
To initialize the estimation algorithm, we randomly assign

each read to a cluster m. The posterior probability qi,m is
set to 1, if read i is assigned to cluster m and 0 otherwise.
With the initial posterior probabilities, a Maximization-step
(M-step) is derived to obtain the initial parameters. The EM
iterations then follow as below.

Expectation Step: We estimate the posterior probabil-
ity qi,m of read xi belonging to speciesm. By Bayes theorem,
we have,

p(yi = m|xi,Θ) =
αm.p(xi|λm)∑M
k=1 αk.p(xi|λk)

= qi,m

qi,m ∝ αm.
p∏
j=1

φ(xij |λmj) subject to

M∑
m=1

qi,m = 1 (3)

Maximization Step: The M-step uses qi,m to compute the
expectation of complete data log likelihood,

Q(Θ(t+1),Θ(t))

= Ep(Y |X,Θ)[log p(X,Y|Θ)]

=

M∑
m=1

N∑
i=1

p(yi = m|xi,Θ
(t)). log(p(xi, yi = m|Θ(t+1)))

=

M∑
m=1

N∑
i=1

(
qi,m. log(αm.p(xi|λm))

)
We also take into account the constraint, which requires that
αm’s sum to 1 by adding a Langrange multiplier.

Q(Θ(t+1),Θ(t)) =

M∑
m=1

N∑
i=1

(
qi,m. log(αm.p(xi|λm))

)
+ β(

M∑
m=1

αm − 1)

We maximize the above expression wrt. the parameters,

Θ(t+1) = arg maxΘ Q(Θ(t+1),Θ(t))

and update the parameters,

α(t+1)
m =

∑N
i=1 qi,m

N

λ
(t+1)
mj =

∑N
i=1 qi,m.xij∑N
i=1 qi,m

(4)

Finally, these two steps are repeated as necessary. Each
iteration is guaranteed to increase the log-likelihood and the
algorithm is guaranteed to converge to a local maximum of
the likelihood function.

3.4 Word Grouping
Higher order words are known to be more discriminative

than shorter ones[32]. With the increase in length of the
word, there are two major consequences that need to be
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Figure 2: Illustration of a Two-way Poisson Mixture Model for Metagenomic Data. Each bin/cluster rep-
resents a species and is modeled as a distribution of words comprising it. Each word follows a different
distribution. However, not all words in a class have significantly different parameters. Therefore, the words
can be divided into groups and words within the same group can be constrained to have identical parameters.

addressed. Firstly, the distribution of words tends to Pois-
son and not Gaussian (by law of rare numbers), see Fig-
ure 1. Secondly, the length of the read vector grows expo-
nentially (e.g, for l = 10, 4l ≈ 106 ). With increase in di-
mensions, many words will tend to have similar distributions
and hence, can be clustered together into a “word group”.
At the same time, the number of distinct words in any read
is usually substantially smaller than the number of dimen-
sions. That is, the feature matrix becomes high-dimensional
and sparse. Hence, the model may fail to predict the true
feature distribution of different components. Therefore, di-
mension reduction becomes necessary before estimating the
components in the model. However, reduction of the num-
ber of words using feature selection cannot be too aggressive,
otherwise the clustering accuracy will suffer.

In this paper, we handle the above challenge by “word
grouping”. A supervised two-way Poisson Mixture Model
with word grouping was originally proposed by Li et al. for
simultaneous document classification[19]. Such a two-way
clustering involves simultaneous clustering of reads as well
as of words. The clusters means are regularized by divid-
ing the words into groups and constraining the parameters
for the words within the same group to be identical. The
grouping of the words is not pre-determined, but optimized
as part of the model estimation. This implies that for every
group, only one statistic for all the words in this group is
needed to cluster reads. For instance, in Figure 1, we can
observe the three distinct groups that different distributions
of pentamers fall into. Therefore, words following similar
distributions can be clustered together into a “word group”.

We extend our formulation to an equivalent two-way unsu-
pervised Poisson mixture model in order to simultaneously
cluster word features and classify reads and derive an Expec-
tation Maximization algorithm to estimate its parameters.
Figure 2 depicts the paradigm for two-way mixture model
of reads. Note that we make a distinction on the use of
“cluster” to refer to binning of reads belonging to the same
species and “group” to refer to binning of words within read
in a cluster.

Recall that the genome signature is similar between closely
related species and dissimilar between non-related species.

The parameter constraint implies that words have the same
distribution within each cluster. Therefore, we can assume
that within each cluster, words in different reads have equal
Poisson parameters, while for reads in different clusters,
words may follow different Poisson distributions. For sim-
plicity, we assume that all clusters have the same number of
word groups.

Let l ∈ 1, ..., L denote the word groups. We define a group
assignment function c(m, j) ∈ 1, 2, ..., L, which denotes the
group to which word wj belongs in class m. Words in the
same word group will have the identical parameters, i.e.
λmk = λmj = θm,l, if c(m, k) = c(m, j). The group as-
signments of the words vary from cluster to cluster. Let the
number of words in group l of class m be ηml. The likelihood
of xi is now:

p(xi|λm) =

p∏
j=1

p(xij |λmj) =

p∏
j=1

p(xij |θm,c(m,j)) (5)

Now, we can perform clustering using no more than ML
dimensions. Word grouping leads to dimension reduction in
this precise sense.

We can derive an EM algorithm similar to the one out-
lined above to estimate the Poisson parameters θm,l where
m ∈ 1, ...,M, l ∈ 1, ..., L, the group assignment function
c(m, j) ∈ 1, ..., L, where m ∈ 1, ...,M, j ∈ 1, ..., p and the
prior mixture components αm, for m ∈ 1, ...,M . We initial-
ize by setting each value of the group assignment function
c(m, j) randomly to a number in 1, ..., L. We start with the
same word group partition for all the clusters, i.e. c(m, j)’s
are initially identical over m. We update the parameters as
given below:

α(t+1)
m =

∑N
i=1 qi,m

N

θ
(t+1)
m,l =

∑N
i=1 qi,m.

∑
j∈l xij

ηml
∑N
i=1 qi,m

where c(m, j) = l (6)

Once θ
(t+1)
ml is fixed, the word cluster index c(t+1))(m, j) can
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be found by doing a linear search over all components:

c(t+1)(m, j) = argmax
l

∑
i=1

qi,m(xij log θ
(t+1)
m,l − θ

(t+1)
m,l ) (7)

4. RESULTS
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Figure 3: GMM stands for the multi-dimensional
Gaussian mixture model (without word grouping).
The top figure compares the performance of the
three methods on 8 datasets (X-axis shows the abun-
dance ratio of the datasets and the species contained
in it.). The bottom figure plots the δ∗ values for the
corresponding datasets. The X-axis shows the cor-
responding read lengths. Here, the δ∗ (measured on
50-kb contigs) ranges from 34 to 340, with 34 cor-
responding to “closely similar species” and 340 to
“very distant species”.

4.1 Simulated metagenomes
The algorithm has been implemented in Matlab and C.

The space and time complexity scale linearly with the num-
ber of reads and species. Space complexity scales quadrat-
ically with the number of dimensions in the search space.
Our method converged for all the cases we tested and was
robust to the choice of initial conditions.

Metagenomics being a relatively new field, lacks stan-
dard datasets for the purpose of testing clustering algo-
rithms[21]. As the “true solution” for sequence data gen-
erated from most metagenomic studies is still unknown, we

focused on synthetic datasets for benchmarking. We also
apply our method to the actual Acid Mine Drainage dataset
to identify the dominant species. In order to test the ac-
curacy of our proposed method, we used Metasim to sim-
ulate synthetic metagenomes[14]. Metasim takes as input
the sequencing technology to be used (Sanger, 454, Exact),
a set of known genomes, length of the reads and an abun-
dance/coverage profile which determines the relative abun-
dance of each genome in the simulated dataset. The genomes
used for generating the synthetic metagenomes were down-
loaded from National Center of Biotechnology Information
(NCBI). We generated datasets with reads of lengths be-
tween50 and 500 bp and various abundance ratios. In the
first part of this section, we demonstrate the performance of
the multi-dimensional Gaussian mixture model on several
datasets. A default word length of 2 is used. Additionally,
as the number of dimensions is relatively small, we do not
perform word grouping. In the following section, we describe
the results using the two-way Poisson mixture model with
a word length of 5. The method has been implemented for
word lengths from 2 to 9. In order to calculate the clustering
accuracy, we assign each cluster to the source species that
is most frequent in the cluster. Accuracy is given by the
percentage of total correct read assignments.

The number of species in each dataset is supplied as an
input. Determining the number of clusters from a statistical
perspective is a difficult problem and has been addressed by
[34]. Previously, 16s/18s rDNA have been used for phylo-
typing and assessing species diversity using a rarefraction
curve[10]. Tools such as MetaPhyler and TreePhyler can
be used for making an educated guess of the number of
species[20, 30]. Estimating species diversity is still an ac-
tive area of research and we do not address it in this paper.

Experiments in the 1960s and 1970s have shown that the
dinucleotide relative abundance in a genome is a remark-
ably stable property[15, 29]. Closely related organisms dis-
play more similar dinucleotide composition than do distant
organisms[16]. In [6], the authors proposed a measure of in-
tergenomic difference between two sequences f and g, called
the average dinucleotide relative abundance,

δ∗(f, g) =
1

16

∑
X,Y

|ρ∗XY (f)− ρ∗XY (g)|

where ρ∗XY (f) =
f∗XY
f∗Y f

∗
Y

and f∗X denotes the frequency of X in f. (8)

They compared the signatures of different genomes to pro-
vide a measure of intergenomic differences. In order to assess
the robustness of our proposed method, we tested it across
datasets representative of δ∗ values ranging from 34 to 340.
In general, lower δ∗ values correspond to “closely related
species” and higher values correspond to “distant species”.
We observed a positive correlation between the intergenomic
difference and the accuracy of our method, as also noted in
[18].

In Figure 3, we compare the accuracy of our proposed
multi-dimensional Gaussian model with two other unsuper-
vised composition-based methods LikelyBin[18] and Scimm[17]
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Table 2: Performance of Poisson mixture model on datasets for various values of L and word length of 5.
Here, N.W.G stands for no word grouping. The maximum accuracy achieved is in bold. Each dataset contains
50,000 reads of length 500 bp.

Species L = 5 L = 10 L = 30 L = 50 N.W.G
B. Anthracis CI chromosome, B. Halodurans C-125 90.61 91.53 50.31 91.2 50.32
H. pylori 26695, S. pneumoniae 70585 98.6 98.79 98. 73 98.71 98.76
B. Subtilis subsp. spizizenii str., L. Lactis subsp. 89.96 90.34 90.62 90.53 50.47

Table 1: Performance of Gaussian Mixture Model
(without word grouping) for datasets containing
more than 2 species, at various abundances on reads
of length 500 bp. AR stands for Abundance Ratio

Species AR #reads Accuracy(%)
T. Thermophilis 1 50000 87.51
A. Vinelandii 3
N. Meningitidis 2
E. Coli 536 1 50000 97.01
S. Acidocaldarius 2
H. Salinarium R1 2
C. Jejuni RM1221 3 60000 96.61
H. Salinarium R1 2
E. Coli 1
P. Horikoshii OT3 3
S. Erythraea 1 60000 90.28
M. Thermoautotrophicum 1
B. Burgdorferi ZS7 1
E. Coli 536 1
B. Burgdorferi ZS7 1 75000 85.04
C. Jejuni RM1221 1
E. Coli 536 1
H. Salinarum R1 1
P. Horikoshii OT3 1

Table 3: Comparison of performance of Gaussian
mixture model (GMM) with 2-way Poisson mixture
model (PMM) for datasets with low δ∗ values. Each
dataset contains 50,000 reads of length 500 bp.

Species δ∗ GMM PMM
M. Leprae, P. Putida 74 75.25 85.24
B. Subtilis , L. Lactis 86 86.23 90.62
H. Pylori , S. Pneumoniae 148 53.48 98.76
H. Salinarum, R. Sphaeroides 153 94.63 98.51
M. Jannaschii, S. Aureus 164 50.0 97.75

Table 4: Performance of Poisson Mixture Model
(without word grouping) on datasets across vari-
ous taxonomic ranks. Each dataset contains 50,000
reads of length 500 bp. AR stands for Coverage
Ratio

Species AR Rank Accuracy
(%)

M. Hyopneumoniae, M. Mycoides 3:2 Genus 95.73
M. Avium, M. Leprae 3:4 Genus 94.22
A. Vinelandii, C. Japonicus 1:1 Family 92.81
M. Leprae, S. Erythraea 1:1 Order 95.58
B. Pertussis, N. Gonorrhoeae 1:2 Class 97.52
A. Parvulum, S. Erythraea 5:1 Class 99.64
R. Prowazekii, S. Meliloti 3:1 Class 99.91
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Figure 4: Dependence of performance on read
lengths in the 2-species dataset. Datasets with low
δ∗ values (100-150) were chosen, we varied the read
length from 50 to 1000 bp.

on several datasets. Default parameters are used for these
algorithms. We varied the read length between 200 to 500
bp, δ∗ values from 60 to 300 and the abundance ratio up
to 1:5. Note that the distribution of dimers tends to a
Gaussian. As the number of dimensions is relatively small
(42 = 16), the algorithm performs well without word group-
ing. Our method outperforms LikelyBin on almost all in-
stances and performs as well or better than Scimm on most
instances. Another point worth noting from the figure is
that our method’s error rate is bounded by 10% for datasets
with read length as short as 200 bp.

We analyzed the accuracy and applicability of our method
on binning reads from low complexity communities, contain-
ing 3-5 species (see Table 1). With the increase in number
of species, there was a slight degradation in performance,
though the accuracy was consistently above 85%. This is
in agreement with the results from the 2 species dataset,
considering that the total coverage of each species is much
lower in a multi-species dataset (Reads from B. Burgdorferi
form only 6% of the 5th dataset).

Next, we evaluated the robustness of our method to changes
in the abundance ratio between species and the length of
the reads. We simulated three sets of metagenomes with
two species each, at different abundance ratios. We var-
ied the abundance ratio from 10:1 to 1:10 in stages, for the
two species. From Figure 4, we note that there was only
a slight drop in performance for extreme abundance ratios.
Therefore, the proposed method is suited for binning rel-
atively rare species as well. It is noteworthy to point out
that estimates are good at all abundances. In order to test
the usefulness of the method for analyzing data produced by
the current NGS technologies (especially Solexa and SOLiD)
that generate short reads, we tested three datasets of vary-
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Figure 5: Dependence of performance on Coverage
ratio in the 2-species dataset. Datasets with low
δ∗ values (100-150) and read length of 500 bp were
chosen.

ing δ∗ values for read lengths between 50 bp to 1000 bp. As
expected, the performance of the algorithm improves with
the increase in read length. With the decrease in read length
from 1000 bp to 50 bp, the drop in accuracy of our method
is bounded by 15 %.

4.2 2-Way Poisson Mixture Model
Recall that with the increase in the length of the words

and the simultaneous increase in the number of dimensions,
the distribution of the words tends to a Poisson and word
grouping becomes necessary. In this section, we present the
clustering results obtained by estimating the two-way Pois-
son mixture model with different number of word groups L.
We noticed that the variation in classification accuracy was
more prominent for lower values of L. Therefore, in Table 2,
we report the results for values of L < 50 for a 2 species
dataset. If word grouping is not performed, then cluster-
ing based on mixture model is essentially the Naive Bayes
algorithm with each dimension modeled by a Poisson distri-
bution (last column of Table 2). From the results, we can
infer that word grouping resulted in considerable increase
in accuracy compared to the Naive Bayes algorithm. That
is, the characteristic vectors are of a much lower dimen-
sion with L � p. Also, a high clustering accuracy can be
achieved using no more than ML dimensions, significantly
smaller than the original dimension, 1024. Note that it is
difficult to know a priori, the exact value of L that yields
the best clustering. However, among the values we tested,
lower values of L provided a higher accuracy.

In Table 3, we compare the performance of our 2-way
Poisson mixture model with Gaussian mixture model for
datasets with low δ∗ values. In real situations, it is difficult
to know beforehand, the most discerning order of the word
to use. However, from our experiments, we can infer that
higher-order word-based models, in general, tend to be more
discriminatory than those based on lower order words. If
it is known a priori that lower order words (of length 2-3)
are more discriminatory in the dataset, then we recommend
using a Gaussian mixture model. For other datasets, we use
a Poisson mixture model.

Our method’s accuracy in classifying reads from the datasets
composed of species across various taxonomic ranks is re-

ported in Table 4, we used the Poisson mixture model with-
out word grouping. The error rates are bounded by 10% on
all datasets. We can infer that the accuracy is mostly corre-
lated to the phylogenetic distances between the species. For
example, reads from datasets containing species with taxo-
nomic differences at the level of class were classified with a
very high accuracy.

4.3 Real metagenome: Acid Mine Drainage
(AMD) Dataset

The ultimate goal of binning methods is to cluster reads
in a real metagenome, by their species of origin. Clustering
in real situations is error-prone and affects our final esti-
mates of species abundance. Moreover, evaluating cluster-
ing methods on real metagenomes can be problematic as
the true taxonomic composition of the data is mostly un-
known. However, the composition of Acid Mine Drainage
metagenome has been substantially characterized and we
used this dataset to evaluate the performance of our pro-
posed method[35]. The AMD microbial community is re-
ported to consist of two dominant populations ( Ferroplasma
sp. Type II and Leptospirillum sp. Group II) and three other
less abundant ones (Ferroplasma acidarmanus Type I, Lep-
tospirillum sp. Group III and Thermoplasmatales archaeon
GpI). We downloaded the reads, as well as the scaffolds as-
sembled from the reads for the 5 species of the actual AMD
dataset, from NCBI. Only 58% of the AMD reads can be
mapped back to the assembled scaffolds using BLAST[36].
Therefore, in order to compute the accuracy of our method,
we simulated a metagenome with reads sampled from the
downloaded scaffolds. The simulated AMD dataset con-
sisted of 110,000 reads of average length 732 bp (average
read length in the actual AMD dataset) from the 5 species,
in the ratio 4:4:1:1:1. We characterized the dataset in two
stages. Notice that the dataset contains reads with two dis-
tinct abundance levels. Therefore, we can simplify the prob-
lem by first separating the reads into two bins based on their
abundance. In the first stage, the reads were grouped into
two bins, using Abundance Bin, with a resulting accuracy
of 93.3%. The bins corresponding to the abundance levels
of 4 and 1 had a cluster purity of 93.2% and 98.2% respec-
tively. In the next stage, we used the reads from each of
the bins output by Abundance Bin, as an input to our pro-
posed 2-way Poisson mixture model, to further classify the
reads by their species of origin. We used a word length of
5. Our method clustered the reads from the bin containing
dominant species into two clusters corresponding to Ferro-
plasma sp. Type II and Leptospirillum sp. Group II, with
an accuracy of 96.88% (with L = 10). The other bin con-
sisted of very few reads from the remaining three species
Ferroplasma acidarmanus Type I, Leptospirillum sp. Group
III and Thermoplasmatales archaeon GpI. Our method clus-
tered the reads from this bin into three clusters, with an ac-
curacy of 70.34% (with L = 10). This decrease in accuracy
can be attributed to the low bin count.

5. DISCUSSION
In this paper, we formulated an unsupervised two-way

multi-species, multi-dimensional mixture model to represent
reads from a metagenome. We used the proposed model to
cluster metagenomic reads by their species of origin and to
characterize the abundance of each species. The distribu-
tion of word counts along a genome can be approximated
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as a Gaussian for shorter, frequent words and as a Poisson
for longer words that are rare. Therefore, we use a multi-
dimensional mixture of Gaussians or Poissons to model the
reads from each bin. An additional reason to use these dis-
tributions is their flexibility, stability and ease of param-
eter estimation. Our method is an unsupervised method
that does not require any training data. This is critical for
success as most metagenomic datasets contain reads from
unexplored phyla which cannot be labeled into one of the
existing classes. Our probabilistic approach can be used to
identify reads which belong to more than one species and oc-
clude the cluster boundaries. Such reads should be further
investigated to identify the presence of conserved regions.

Note that our proposed method is primarily a composition-
based method that seeks to distinguish between genomes
based on their characteristic DNA compositional pattern.
Therefore, it cannot distinguish between genomes unless their
DNA compositions are sufficiently divergent (see Figure 3,
dataset with B. Burgdorferi, C. Jejuni). It is unlikely that
our method will be able to accurately distinguish between
strains of the same species. For such datasets, genome signa-
ture alone is insufficient for inferring taxonomic relationships
reliably. Methods such as Abundance Bin which separate
reads based on abundance are likely to perform better.

Note that the 2-way Poisson mixture model was originally
proposed for classification of documents. In this work, we
demonstrate the relevance and applicability of such a general
statistical framework for modeling metagenome reads. We
have illustrated that the proposed method can accurately
classify reads from low to medium complexity datasets into
taxon-specific bins, based on genome signatures.

Our framework complements the existing similarity-based
and abundance-based methods and hence, can be combined
with such methods to obtain a better performance. We
intend to develop such hybrid methods in the future that
can tackle the problem of classifying sequences in complex
metagenomic communities.
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ABSTRACT 
We develop a novel knowledge-based Bayesian network (KBBN) 
that models our knowledge of the Mycobacterium tuberculosis 
complex (MTBC) obtained from expert-defined rules and large 
DNA fingerprint databases to classify strains of MTBC into fifty-
one genetic sublineages. The model uses two high-throughput 
biomarkers:  spacer oligonucleotide types (spoligotypes) and 
mycobacterial interspersed repetitive units (MIRU) types to 
represent strains of MTBC, since these are routinely gathered 
from MTBC isolates of tuberculosis (TB) patients.  KBBN 
provides an elegant and simple way to incorporate existing widely 
accepted visual rules for MTBC sublineages into a classifier 
designed to capture known properties of the MTBC biomarkers.   
Unlike prior knowledge-based SVM approaches which require 
rules expressed as polyhedral sets, KBBN directly incorporates 
the rules without any modification.  Computational results show 
that KBBN achieves much higher accuracy than methods based 
purely on rules, and than Bayesian networks trained on biomarker 
data alone.  
 
Categories and Subject Descriptors 
I.2.6 [Artificial Intelligence]: Learning; I.5.1 [Pattern 

Recognition]: Models - statistical; J.3 [Computer Application]: 
Life and Medical Sciences. 

General Terms 
Design, Experimentation, Verification. 

 

 

Keywords 
Tuberculosis, Bayesian Networks, sublineages, spoligotype, 
multiple interspersed repetitive units 

1. INTRODUCTION 
    One-third of the world is infected with tuberculosis (TB). 
Molecular epidemiology now plays a crucial role in the tracking 
and control of TB. DNA fingerprinting methods have made it 
possible to distinguish between cases of recent transmission of TB 
and reactivations of latent infections. This has enabled the 
tracking of transmission routes and the timely identification of 
outbreaks. Thus, knowledge about the genotype of prevailing 
strains has revolutionized traditional approaches in the 
epidemiology of TB. Moreover, the predominance of certain 
strains or groups of strains in certain host populations has clearly 
been observed [1, 2]. Studies of the genetic and biogeographic 
diversity of the Mycobacterium tuberculosis complex (MTBC) 
have revealed differences in the virulence, immunogenicity, and 
drug-resistance of strains [3-5]. This has consequences in the 
development of control measures for TB. Analysis of the 
population structure also provides insights into the evolutionary 
scenario of MTBC. 
    Phylogeographic lineages and sublineages have been defined 
based on genetic similarities between strains and observed 
associations between groups of similar MTBC genotypes with 
host populations [2, 6-8]. A variety of molecular techniques 
including the analysis of phylogenetically informative single 
nucleotide polymorphisms (SNPs) and long sequence 
polymorphisms (LSPs) are used to genotype MTBC strains. 
Classification based on SNPs and LSPs is considered to be the 
gold standard [2, 9-11].  However, studies of such variations in 
DNA sequences of MTBC strains are not performed frequently for 
public health purposes. Spacer oligonucleotide typing 
(spoligotyping) and mycobacterial interspersed repetitive units - 
variable number of tandem repeats  (MIRU) typing are two 
polymerase chain reaction (PCR)-based DNA fingerprinting 
methods routinely used in the United States for genotyping all 
identified culture-positive TB cases. Spoligotyping is based on the 
polymorphisms found in the direct repeat (DR) region of the 
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mycobacterial chromosome, while MIRU typing is based on the 
number of tandem repeats present at 12 to 24 identified loci 
distributed across the MTBC genome [12]. Large databases of 
spoligotypes have been collected, the most significant being 
SpolDB4  comprising 39295 strains observed worldwide [6]. 
These strains have been assigned sublineage labels using a mixed 
expert-based and bioinformatical approach derived from visual 
rules.  
    The visual rules are based on the identification of characteristic 
deletions of one or more adjacent spacers. Certain inferred 
mutations (deletions of blocks of adjacent spacers) in progenitor 
strains are considered to be lineage-defining. These deletions are 
conserved in all descendent strains since studies have shown that 
the mechanism of evolution observed in the DR region involves 
loss of spacers, and spacers are rarely gained [13]. Additionally, 
the existence of these sublineages have been independently 
verified by clustering based on spoligotype and MIRU types of 
strains [14, 15]. Therefore, while it has been established that 
strains of TB belong to distinct sublineages, the definitions of 
these sublineages based on spoligotypes are not clear. The visual 
rules for a sublineage are generalizations of spoligotype patterns 
that belong to that sublineage. However, directly applying visual 
rules to spoligotype patterns can lead to multiple assignments of 
sublineage labels since spoligotype patterns may match patterns 
prescribed by more than one rule, and sometimes spoligotype 
patterns do not exactly match the patterns specified by any rule. 
This is an inherent limitation of a rule-based system – wherein 
rules need to be broad enough to capture general patterns, but 
narrow enough to delineate classes. Additionally, spoligotyping is 
based on polymorphisms in a single locus, the DR region, and 
therefore has the potential for convergent evolution. Relying on 
specific subsequences within the spoligotypes for the study of 
genetic diversity is hence error-prone.  
    This paper presents a hierarchical probabilistic graphical 
model, the knowledge-based Bayesian network (KBBN), that 
encodes the knowledge of MTBC obtained from expert-defined 
rules and large databases of DNA fingerprint data to classify 
strains of MTBC into sublineages. Expert knowledge is modeled 
in the top level of variables representing the rules. The middle 
level variables represent the class and the lower level represents 
various MTBC biomarkers – spoligotypes and MIRU types. These 
variables model the known properties of spoligotypes and MIRU 
repeats, as well as their mechanisms of mutation. The structure of 
the KBBN allows the knowledge base captured in the visual rules 
to be easily and simply incorporated into the learning method, 
while overcoming the limitations of using only specific deletions 
as specified by visual rules to decide the sublineage. Moreover, 
the incorporation of advice provides additional benefits in 
performance. The reasoning for any decision made by the KBBN 
is evident to users; the probability gives a quantitative estimate of 
the confidence. 
    Other approaches to incorporating advice in the form of rules 
has been shown to improve discriminative learning models of 
MTBC major lineages and other problems [16].   However, those 
methods are limited to rules expressed in less-intuitive polyhedral 
form. The proposed knowledge-based Bayesian network method 
allows the existing visual rules to be incorporated with no 
modification resulting in improved classification of sublineages 
over the predictions made with the visual rules or Bayesian 
Networks alone. Also unlike visual rules, the flexibility offered by 
the KBBN enables it to handle sublineages with no known rules.   

2. BACKGROUND 

2.1 DNA fingerprinting 
    Two frequently used DNA fingerprinting methods for the 
genotyping of MTBC strains are spoligotyping and MIRU typing. 
Because of their portable data format and reproducibility, these 
two fingerprinting methods have become the standard for 
individual strain identification for the purpose of TB control and 
tracking. Isolates from almost every TB patient in the United 
States are genotyped by these two methods.  This has enabled the 
creation of large reference databases. We describe the two 
techniques here briefly, and mention key properties that were 
exploited in the modeling of variables for the design of the 
Bayesian network.  
 
2.1.1 Spoligotyping 
    Spoligotyping is a PCR-based reverse hybridization technique 
that exploits polymorphisms in the DR region to distinguish 
between strains [17]. The DR region contains 36-bp repeats 
interspersed with up to 43 non-repetitive 31-41 bp length 
sequences called spacers. The spoligotype of a strain is 
represented as a 43-bit long binary string, with a 0 representing 
absence and 1 representing presence of a spacer sequence. A key 
fact about the evolution of spoligotypes is that once a spacer is 
lost, it is extremely unlikely to be regained. It is hypothesized that 
spoligotypes evolve by deletion of a single or multiple contiguous 
direct repeats (DRs), whereas insertion of DRs is very unlikely. 
[13, 18].  
 
2.1.2 MIRU – Variable Number of Tandem Repeat 
(VNTR) Typing 
    MIRU-VNTR typing is a VNTR analysis bacterial typing 
scheme that provides a high-throughput reproducible method for 
molecular typing of MTBC. MIRU is a 46-100 bp DNA sequence 
dispersed within the intergenic regions of the MTBC genome as 
tandem repeats. MIRU typing is based on the number of repeats 
observed at certain identified polymorphic loci [19]. These loci 
are dispersed throughout the MTBC genome and are 
independent. The degree of discrimination between strains 
depends on the number of loci used. Twelve loci of MIRU are 
used in this study: MIRU locus 2677/MIRU24, and the following 
set of loci henceforth referenced as MIRU1: 154/MIRU02, 
580/MIRU04, 960/MIRU10, 1644/MIRU16, 2059/MIRU20, 
2531/MIRU23, 2996/MIRU26, 3007/MIRU27, 3192/MIRU31, 
4348/MIRU39, and 802/MIRU40. MIRU typing has higher 
discriminatory power than spoligotypes, therefore especially when 
used in conjunction with spoligotypes, MIRU typing provides a 
powerful method for identification of strains [20].  

2.2 Bayesian Networks 
    A Bayesian network (BN) is created to predict the 51 
sublineages. A BN is a graphical representation of a probability 
distribution. Formally speaking, a BN is a directed acyclic graph 

)E,N(G  consisting of a set of nodes  Nx|xX ii   to 
represent the variables and a set of directed links to connect pairs 
of nodes. Each node has a conditional probability distribution that 
quantifies the probabilistic relation between the node and its 
parents such that for a network of k nodes:   
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Therefore, one can compute the full joint probability distribution 
from the information in the network. In other words, a well- 
represented Bayesian network can capture the complete nature of 
the relationship between a set of variables.  

3. PRIOR BAYESIAN NETWORKS 
    SPOTCLUST  was the first generative model used for analysis 
of MTBC sublineages [15]. SPOTCLUST uses mixture models 
based on spoligotypes to identify strain families of MTBC. The 
SPOTCLUST Bayesian Network models the asymmetric 
evolution of spacers using a Bayesian Network with “hidden 
parents” [15]. The hidden parents of a lineage generate the 
members of the lineage. They capture evolution of spoligotypes 
without generating the full phylogeny. A spacer in the hidden 
parent may be lost with small probability. A spacer that is absent 
in the parent is almost never gained. The design models the 
evolution mechanism of the DR region, allowing the Bayesian 
network to capture the deletions that are known to characterize 
spoligotype lineages. The hidden parent technique of 
SPOTCLUST is used for the spoligotype parts of the KBBN 
model.  
    The Conformal Bayesian Network (CBN),  shown in Figure 1, 
is another generative model for analysis of both spoligotype and 
MIRU type data for MTBC strains [21, 22]. CBN captures 
domain knowledge about the properties of spoligotypes and 
MIRU and uses this information to classify MTBC strain 
genotyping data into major lineages. The value of locus MIRU24 
generates the lineage, which in turn, determines the number of 
repeats in the remaining MIRU loci. Thus, patterns in the 
occurrences of repeats at each locus for each lineage are captured. 
The lineage also generates the hidden parents of the lineage which 
in turn generate the spoligotype spacers. CBN reflects the known 
mechanisms of evolution of the spoligotypes and MIRU. With  
rare exceptions, ancestral strains have 2 or more repeats at 
MIRU24. Thus the top-level variable, M24, indicates whether 
MIRU24 is less than two (indicating modern lineages with high 
probability) or at least two (indicating ancestral lineages with high 
probability).  
    We tried using CBN to classify MTBC genotyping data into 
sublineages. But using the single rule: MIRU24 ≥ 2→ancestral, 
as in the original CBN was not enough to generate a good model.  
KBBN grew out of the effort to incorporate all of the visual rules 
available from SpolDB4  [6], the Fourth International 
Spoligotyping Database. 

 

 

4. VISUAL RULES 
    The SpolDB4 visual rules for MTBC sublineages are based on 
spoligotype patterns. Forty-eight visual rules are given in [6]. A 
sample of these rules is presented in Figure 2. Each line 
corresponds to a rule. The underlined portions of the spoligotype 
must  match exactly while the portions not underlined can take 
any value. Note that in [6], the rules are expressed using the 
octal coding of spoligotypes; here we express them in binary for 
simplicity. While these rules establish characteristic patterns for 
sublineages of MTBC, they are not exclusive and in some cases 
overlap.  In practice, a precedence or order is introduced over the  

 
Figure 1. The Conformal Bayesian network uses a 

single rule based on the number of repeats at the 

MIRU24 locus as the first-level of a hierarchical 

Bayesian network. It uses the 43 spacers as features. 

The shaded nodes refer to hidden variables that model 

the fact that spacers are lost but rarely gained.  In 

addition, the number of repeats at MIRU loci may be 

used. The nodes pointed to with dotted lines are not 

used for prediction. CBN uses a rule based on the value 

of locus MIRU24 to predict the major lineage with high 

accuracy. 

 

 
Figure 2. Visual rules for four sublineages LAM2, LAM5, LAM9, and T1 from SpolDB4 knowledge base of rules. The 

rule column represents characteristic patterns specified by the visual rules as underlined subsequences in the spoligotype 

patterns. All of these rules fire for the spoligotype 1101111111110111111100001111111100001111111, while three of the 

rules fire for 1111111111110011111100001111111100001111111. 
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rules using expert knowledge so that unambiguous sublineage 
predictions are generated. However, this precedence has not 
been published for sublineages and is up to the individual user of 
the rules. The precedence reported here was crafted by the 
authors by trial and error to achieve good overall results. 
Another complication is that some SpolDB4 sublineages have no 
associated rules. 
    Visual rules with precedence have been established for six 
major MTBC lineages [23]. A prior online knowledge-based 
support vector machine (SVM) approach combined these visual 
rules and precedence into a set of rules expressed in polyhedral 
form [16]. The method produced a high accuracy SVM using 
much less data. However, this elegant work has several practical 
limitations that we sought to overcome in this study.  First, 
expressing rules and precedence as polyhedral rules can be 
challenging for a large number of rules.   Second, the method 
works best with linear SVMs and linear SVMs do not capture the 
underlying complexity of the biomarkers and their mechanism of 
evolution. This can be overcome by using nonlinear SVMs (3 
degree polynomial kernels work very well) but then incorporating 
the polyhedral rules becomes even more challenging.  Third, the 
complexity of training increases with the introduction of rules.  
Thus, the proposed design of the KBBN has the following salient 
features: 

 Incorporates rules easily without modification, and 
without imposing precedence. 

 Models known properties of biomarkers and their 
mutation mechanisms. 

 Provides an efficient training method for classes with 
and without rules. 

 Achieves high prediction accuracy. 
 

5. KNOWLEDGE-BASED BAYESIAN   

      NETWORK  
    The Knowledge-Based Bayesian Network (KBBN) represented 
in Figure 3 is a novel hierarchical Bayesian network probability 
model for sublineage classification of MTBC. KBBN captures 
domain knowledge about the properties of spoligotype and MIRU 
and incorporates additional information provided by SpolDB4 
rules to predict the class with high accuracy. The corresponding 
probability density function for the model, shown in Figure 3, is: 
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where the random variable C represents the sublineage class, the 
random variable }|{  jSS j          with }43,...,1{  
represents the spoligotype spacers, the random variable 

1}|{ MIRUiMM i   
represents the MIRU loci as 

indexed by their locus number, and 
finally }46,...,1{}|{  kRR k  represents the set of 
binary rules indicating whether or not each specific rule is fired. 
All the variables are assumed to follow a binomial or multinomial 
distribution.  
    As in [21], each MIRU locus except MIRU04 is modeled as a 
multinomial distribution with possible values 0, 1…8, and ≥ 9.  
MIRU04 can take on some additional values.   Since the 
proportions of different classes are not equal and some copy 
numbers do not occur, we used Dirichlet smoothing with non-

uniform priors. The reader can consult the description of CBN in 
[21] for full details of these portions of the model.  
    For spoligotypes, we followed the SPOTCLUST model [15]. It 
captures the fact that spacers are lost but almost never gained, by 
introducing a variable for the unobserved hidden parent (Hj) and 
for each spacer , both of which follow a binomial distribution. 
Given a 43-dimensional spoligotype S and its spacer position j, 

 if spacer is present, and if spacer is absent.  The 
probabilities of the spacer given the parent ) are assumed 
to be known. As in [21], we considered the probability of losing a 
spacer as 10-1 and probability of gaining a spacer equal to 10-7. 
    The KBBN assumes that the MIRU loci and the spoligotype 
hidden parents are conditionally independent given the 
sublineage. The MIRU loci are scattered throughout the 
chromosome of MTBC in locations away from the DR locus used 
for spoligotyping. Thus, the assumptions of independence 
between the MIRU loci, and between MIRU and spoligotype, are 
well supported biologically. The conditional independence 
assumption of spacers is a model simplification previously made 
in the SPOTCLUST BN model [15]. This conditional 
independence of the biomarkers in the BN model enables KBBN 
to conform to the set of available biomarkers without any 
expensive missing value computations. A spoligotype-only model 
can be created by simply dropping the MIRU1 variables. None of 
the genotyping variables in the BN are treated as unobserved 
except for the hidden parent spacers (which are always 
unobserved).   
    Using Bayes‟ rule, one can predict the sublineage for new data 
by determining the sublineage with maximum probability: 
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Figure 1. The KBBN uses multiple rules based on the 

presence of characteristic deletions at the first-level of a 

hierarchical Bayesian network. As with the CBN, it uses the 

43 spoligotype spacers and/or number of repeats at MIRU 

loci as features. The shaded nodes refer to hidden variables 

that model the fact that spacers are lost but rarely gained.  

The dotted lines indicate that the MIRU1 variables can be 

dropped to create a spoligotype-only model.   
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6. EXPERIMENTAL RESULTS 
    We compared the performance of several variations of KBBN 
against five alternative methods.  We constructed KBBN using 
spoligotype+MIRU data and spoligotype alone.  Since 
determining the precedence of rules can be challenging, we 
implemented KBBN with overlapping rules (without precedence) 
and with precedence-imposed rules.  
    The five other methods are: precedence-imposed rules, rules 
without precedence, nonlinear SVM trained on 
spoligotype+MIRU, nonlinear SVM trained on spoligotype alone, 
and SPOTCLUST (a spoligotype-only BN with hidden parents).   
For SVM, the Weka package for multiclass SVM was used to 
construct the model [24]. The data was preprocessed by mapping 
the spoligotypes to -1,1 and  normalizing the MIRU. The C 
parameter was selected by cross–validation. Ten-fold cross-
validation of the training set parameters was used to select the 
degree of a polynomial kernel. Third degree polynomial kernels 
were found to work best over alternative kernels including Radial 
Basis Function (RBF) and linear kernels. In prior studies not 
reported here, we found that 3-degree polynomials perform best 
for SVM so we restrict presentation of results to that kernel.  
SPOTCLUST has proved to be one of the best of the non-
knowledge BN that we tried so it was chosen as the base-line BN 
method.    
    The predictive accuracy of each model was measured by 10-
fold stratified cross validation. The 10-fold training and testing 
sets were designed to be disjoint with respect to spoligotype and 
MIRU.   This ensures there are at least ten unique genotypes 
(Spoligotype-MIRU pairs) in each sublineage considered.  For 
methods using only spoligotype,  the accuracy and F-measures are 
naturally slightly higher since the train and test sets may be 
overlapping.   
 
6.1 Datasets 
    Two datasets were combined for use in this study. The first, 
CDC, was the data collected by the Centers for Disease Control, 
United States (CDC) as part of routine TB surveillance in the 
United States from 2004-09 consisting of 31,482 MTBC isolates 
genotyped by spoligotyping and 12-loci MIRU typing. The 
second dataset was the SpolDB4 dataset available in the online 
supplement of Brudely et al, 2006 [6] consisting of 1939 distinct 
spoligotypes labeled with 62 SpolDB4 sublineages. KBBN was 
trained on a dataset of 6778 records, each corresponding to a 
(spoligtype, MIRU, sublineage) triplet, obtained by joining the 
SpolDB4 and CDC datasets by spoligotype. In this study, every 
distinct MIRU and spoligotype pair is considered to be a unique 
genotype.  We dropped the classes for which there were fewer 
than 10 records and also the sublineages that do not commonly 
infect human beings (e.g. PINI1 and PINI2). To keep small 
classes, we combined MANU1, MANU2and MANU3 into one 
class of MANU, and also combined AFRI1 and AFRI3 into one 
class of AFRI_1_3. Overall, we ended up with 51 classes. Data 
was preprocessed by adding an array of 46 binary values, each 
representing a SpolDB4 rule applied to each record. The value of 
the rule was set to 1 if the rule was fired and zero otherwise. If 
precedence is imposed, only the rule with highest precedence 
fires, otherwise multiple rules may fire.  
 
 
 

6.2 Prediction Results 
    The average F-value estimated by 10-fold cross 
validation for the four KBBN variations and five alternative 
methods is provided in Table 1.  KBBN is better than or not 
significantly different from the alternatives.  Neither the purely 
rule-based methods nor BN without rules are satisfactory by 
themselves. Rules without precedence perform poorly because no 
prediction is made when multiple rules fire.    Imposing 
precedence on the rules moves accuracy over 94% but still 
significantly below KBBN. The spoligotype-only BN method, 
SPOTCLUST, only achieves 82.3 % accuracy.  KBNN is very 
competitive with the best SVM methods, but offers additional 
advantages.   
    We also studied the out-of-sample prediction probability of 
each model for each sublineage and provided the prediction 
probability distribution map of each model per sublineage as 
shown in Figure 4.  Note, the two rule-based methods fail, 
because no rules exist for some sublineages, such as BEIJING-
LIKE, and rules with no precedence overlap. 
 

7. DISCUSSION  
    The KBBN benefits from both expert advice and large 
collections of DNA fingerprint data. It performs significantly 
better than the original SPOTCLUST Bayesian network trained 
using only spoligotypes. It also outperforms the „Rules-only‟ 
systems even after the incorporation of precedence. 
    Rule-based systems require the exact matching of spoligotypes 
with specified patterns. These specified patterns correspond to 
inferred mutation events (deletions of one or more adjacent 
spacers) that characterize sublineages. However, often 
spoligotypes match patterns prescribed by more than one rule, and 
are thus assigned multiple sublineage labels. The deletion of 
contiguous spacers is usually considered to be a single mutation 
event rather than the independent loss of spacers over time [13]. 
However, since spoligotyping is based on variations within a 
single locus, the DR region,  there is a potential for convergent 
evolution of spoligotype patterns [18]. This is often the reason 

Table 1. Comparison of F-values of KBBN, Rules, SVM, 

and SPOTCLUST based on out-of-sample 10-fold cross 

validation test results. Two sets of models were created 

for SVM and KBBN – one trained on spoligotype and 

MIRU and one trained on only spoligotype (*). The 

training and test folds are defined based on distinct 

spoligotype and MIRU types and are identical for all 

methods.  The slightly higher F-values of the (*) models 

can be explained by the fact that some spoligotypes were 

repeated in both train and test sets.  
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cited as a limitation of spoligotyping for population genetic 
analyses [25]. It is necessary to use all available evidence from the 
data that may indicate a sublineage, not just the presence of a few 
contiguous deletions such as in the visual rules.  The KBBN 
model is well-suited to this task because it incorporates the 
probability distributions of all spacers in addition to the presence 
of characteristic deletions specified by rules. The KBBN model is 
extensible to other biomarkers, such as SNPs and additional 
MIRU loci, as well as rules for these biomarkers, as observed in 
[21].  
    In contrast, rule-based systems incorporate precedence to 
mitigate the effect of multiple labels by checking for more 
stringent patterns first. This does improve the accuracy over a 
basic rule-based system without precedence, but completely 
excludes from consideration any other potential sublineage labels. 
Some spoligotype patterns do not exactly match the patterns 
specified by any rule. While probabilistic systems can handle such 
cases elegantly, these spoligotypes are typically assigned a “catch-
all” label by a rule-based system with precedence. Thus, a 
deterministic rule based system is prone to some 
misclassifications. 

    Other successful strategies to mimic the behavior of rule-based 
systems, while mitigating its disadvantages by allowing for 
variations in definitive patterns, include nearest neighbor 
approaches as in [26]. However, these require the definition of 
appropriate distance measures and it is difficult to capture the 
dependence in the deletion of adjacent spacers in a distance 
measure. Nearest neighbor methods also require a comparison 
with every instance in the database in real time, in contrast to 
Bayesian networks. 
    These results indicate that high classification accuracy can be 
achieved using less data by the incorporation of domain 
knowledge in the form of rules. In this regard, KBBN is consistent 
with approaches from other methods.  In [16], visual rules with 
precedence converted into polyhedral rules by experts led to better 
classification of MTBC major lineages by online SVM.   KBBN 
improves on these approaches by allowing rules to be applied 
with or without precedence with no modification. Previously, in 
[21], it was shown that including a single rule based on the 
number of repeats at the MIRU24 locus that distinguish between 
„modern‟ and „ancestral‟ strains leads to improved accuracy. 

 
Figure 2. The heatmap represents the average F-value for the 51 lineages as determined by the 5 models: 1) SPOTCLUST 

(BN using spoligotypes alone) 2) Rule-based system without precedence 3) Rule-based system with precedence 4) 

Precedence-based KBBN trained on spoligotypes and MIRU 5) KBBN with no precedence trained on spoligotypes and 

MIRU. The KBBN models have the best performance as observed from the dominance of white squares indicating high 

precision and recall as captured by average F-measure.   
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8. CONCLUSION AND FUTURE WORK 
    KBBN is a high accuracy classifier for 51 MTBC sublineages 
that outperforms methods based on rules or Bayesian networks 
trained on data alone, and meets or beats the performance of 
nonlinear SVM models.   As a general approach, KBBN has many 
attractive properties.  It allows any type of rules to be 
incorporated into a Bayesian Network with little increase in the 
model and training complexity.  Prior knowledge-based SVM 
required manipulation of the rules, models, data, and/or kernel 
[16, 27, 28]. In contrast to SVM, KBBN can produce 
explanations and probabilities of classes based on which rules 
were used and how they were affected by the rest of the KBBN.    
    KBBN can be readily extended to other learning tasks. It can 
perform unsupervised and semi-supervised learning by treating 
the class as unobserved for some training instances. This is an 
important property for TB sublineages since large unlabeled 
datasets exist and new lineages are being discovered.  
Incorporating patient characteristics into an unsupervised KBBN 
model can help it discover interesting host-pathogen groups.  
    In future work, we plan to evaluate KBBN as a general strategy 
for incorporating rules into Bayesian Networks on other domains 
and compare it with other strategies and knowledge-based 
learning methods. Also, we plan to create a more definitive 
KBBN model for MTBC sublineages based on the latest SITVIT 
sublineages, rules, and databases in conjunction with Institut 
Pasteur. The goal is to produce a publicly available web-based 
tool for sublineage classification to support TB control and 
research efforts. 
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ABSTRACT
NcRNAs play important roles in many biological processes.
Existing genome-scale ncRNA homology search tools iden-
tify ncRNAs in local sequence alignments generated by con-
ventional sequence comparison methods. However, some
types of ncRNA lack strong sequence conservation and tend
to be missed by conventional sequence comparison methods.

In this paper, we propose an ncRNA identification frame-
work that is complementary to existing sequence compar-
ison tools. By integrating a filtration step based on Ham-
ming distance and a local structural alignment program such
as FOLDALIGN, we can identify ncRNAs that lack strong
sequence conservation. We introduce a coding method by
which the Hamming-distance based filtration can easily dis-
tinguish transition from transversion, which show di!erent
frequency in functional ncRNAs. Our experiments demon-
strate that the carefully designed Hamming distance seed
can achieve better sensitivity in searching for poorly con-
served ncRNAs than conventional sequence comparison tools.

Categories and Subject Descriptors
H.4 [Information Systems Applications]: Miscellaneous

General Terms
Application

1. INTRODUCTION
Identifying non-coding RNAs (ncRNAs), which are tran-
scribed but not translated into protein, has drawn tremen-
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dous attention recently for two main reasons. First, besides
well-known functions in protein-synthesis, regulatory roles
of small ncRNAs have been revealed in gene regulation [2]
in a wide variety of species. Second, new members of anno-
tated ncRNA families or novel ncRNAs have been identified
due to advances of the next-generation sequencing technolo-
gies and RNA-seq. Understanding ncRNAs plays a key role
in elucidating the complexity of regulatory network of both
complicated and simple organisms.

The state-of-the-art methodology for ncRNA annotation is
based on comparative analysis, which searches for evolution-
arily conserved ncRNAs in related genomes or their tran-
scriptomes. Existing genome-scale ncRNA identification meth-
ods [19, 25, 18] first employ conventional sequence com-
parison tools such as BLAST [1] to locate an initial set of
alignments for further screening. Then, features such as sec-
ondary structure conservation, minimum free energy (MFE),
sequence conservation, GC content, base or basepair substi-
tution patterns etc. [25, 15] are employed to classify these
local alignments as putative ncRNAs, protein-coding genes,
and other genomic features. However, although BLAST-like
sequence comparison tools have been successfully used to
find protein-coding genes, segment duplications, and other
genomic features, they are not well suited for ncRNA search.
NcRNAs function through both their sequences and struc-
tures. Some types of ncRNA evolve faster in their sequences
than in their secondary structures and thus have low se-
quence conservation. For example, RNase P is highly struc-
tured and cannot be found by conventional sequence simi-
larity search tools [2]. Many lineage specific ncRNAs such
as Xist or Air have very low sequence conservation [17] and
pose hard cases for BLAST-like tools. Even some small ncR-
NAs such as tRNA have a wide range of sequence conser-
vation. Figure 1 shows the histogram of sequence similar-
ity between homologous tRNAs in the human and mouse
genomes. More than half of the homologous tRNAs have
similarity below 60%.

BLAST-like sequence comparison tools tend to miss these
ncRNAs for two reasons. First, genome-scale sequence com-
parison tools use the seed-and-extend scheme, where e"-
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Figure 1: The sequence similarity histogram of ho-
mologous tRNAs in the human and mouse genomes.
The X-axis is the sequence similarity. The Y-axis is
the number of homologous tRNA pairs. The se-
quences are obtained from the tRNA family in the
Rfam [8] database. For each human tRNA, we re-
port the highest sequence similarity.

cient exact matching for short seeds is used as the filtration
step to locate regions that are likely to be true homologs.
Full dynamic programming is only applied to regions around
seed hits. However, as the sequence similarity decreases, the
probability that homologous features contain a match to the
seed is also decreased fast. As a result, these ncRNAs will
be missed in the filtration step. In order to quantify how
the seeding heuristic in BLAST a!ects ncRNA homology
search, we extracted 3925 pairs of homologous ncRNAs from
the human and mouse genomes from Rfam 10 [8]. For each
pair of homologous ncRNAs, we test whether they match a
seed of di!erent length. The result is summarized in Fig-
ure 2. When we use the default seed size 11 in BLAST,
there are only 1755 (i.e. 45%) pairs of ncRNAs passing the
filtration step. We also tested the seed in BLASTZ on the
same data set. The sensitivity is 0.517. BLASTZ adopts
the optimal spaced seed (1110100110010101111) designed
by PattermHunter [16], but allows a transition mutation in
one of matching positions. Although spaced seeds [16, 4,
22] have been used to improve BLAST’s sensitivity, ncR-
NAs lack sequence signatures or characteristics such as the
triplet amino acid code for protein coding gene detection,
posing great challenges for seed design. The second prob-
lem of using BLAST-like tools for ncRNA identification is
that they do not incorporate structural similarity. Deriving
secondary structure on pure sequence alignment has limited
accuracy. Previous work [7] has shown that the final align-
ments generated by BLAST and structural alignment tools
such as FOLDALIGN [9, 10] can be quite di!erent.

In order to conduct ncRNA search e"ciently and accurately,
we propose a new approach that integrates a more sensitive
filtration step with a local structural alignment step for iden-
tifying homologous ncRNAs. The filtration step locates sub-
strings with Hamming distance smaller than a given thresh-
old. By carefully choosing the length and distance threshold
for Hamming distance, we can locate all regions within a
range of sequence similarity. In the second step, the regions
generated by filtration will be folded and aligned simultane-
ously to maximize both sequence and structural similarity.
NcRNAs that may be missed by pure sequence comparison
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Figure 2: The sensitivity of the BLAST seeds of dif-
ferent lengths on 3925 homologous ncRNAs between
human and mouse genomes. X-axis is the length of
seeds. Y-axis is the sensitivity.

tools have higher probability to be identified using the struc-
tural alignment programs.

We applied this approach to ncRNA homology search be-
tween intergenic regions in human and mouse genomes [24],
and between the Burkholderia cenocepacia J2315 genome
and the Ralstonia solanacearum genome [6]. We compared
our method with BLAST and QRNA [19]. The experimen-
tal results demonstrate that our approach is e"cient and is
more sensitive than conventional sequence alignment tools
for ncRNA search.

2. RELATED WORK
There are a number of ncRNA alignment tools that in-
corporate both sequence and structural similarity. How-
ever, most of them are based on global alignment, requiring
known starting and ending positions of ncRNAs. Identify-
ing ncRNAs in genomes or transcriptome data sets requires
local ncRNA alignment. FOLDALIGN [9, 10] is a highly
sensitive local structural alignment tool that can identify
ncRNAs with very low sequence similarity (<40%). Using
heuristics such as dynamic programming matrix pruning,
FOLDALIGN is faster than the accurate implementation of
the Sanko! algorithm [20]. However, it is still CPU-intensive
on large data sets. When it is applied for ncRNA search
between the intergenic regions of the human and mouse
genomes, FOLDALIGN took about 5 months on 70 2-GB-
RAM nodes in a linux cluster [24]. Thus, it is not practical
to directly apply FOLDALIGN to large sequence sets. Re-
cently, a posterior-probability based ncRNA local alignment
tool PLAST-ncRNA has been implemented [5]. However, it
is designed to align a relative short query sequence with
a long target sequence rather than between two genomes.
Thus, it cannot be directly applied to genome-scale ncRNA
search without manually dividing a long genome into nu-
merous small segments.

Because of the cost of structural alignment, existing genome-
scale ncRNA search tools [19, 25, 18] still rely on conven-
tional sequence alignment programs such as BLAST [1]. As
one of seeded alignment tools, BLAST relies on its seed-
ing heuristics to achieve e"ciency of local similarity search
between long genomes. Both the theoretical analysis and
empirical experiments [16, 23] have shown that choice of
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Figure 3: The framework of genome-scale ncRNA
search using HD seeds. In the first step, HD
seed hits (represented by diagonal lines) are iden-
tified. Then more sensitive but slower local struc-
tural alignment tools such as FOLDALIGN are ap-
plied in the region surrounding a seed hit. Subse-
quent analyisis can be conducted on the output of
FOLDALIGN.

the seeding heuristics a!ects the sensitivity of local align-
ments. While BLAST requires consecutive matching, Pat-
ternHunter [16] allows spaced seeds, which can incorporate
biological features of the underlying alignments. For ex-
ample, spaced seeds designed for coding regions allow a
mismatch following two exact matches, indicating the less
strictly specified base in a codon. However, it is much more
di"cult to design useful spaced seeds for ncRNA search be-
cause 1) ncRNAs do not preserve strong sequence character-
istics; 2) we lack enough training sequences for seed design.
A more advanced seed type than spaced seed distinguishes
transition and transversion as many functional genomic fea-
tures including ncRNAs show a higher frequency of tran-
sition than transversion [21, 23, 11]. This type of seed is
adopted by sequence comparison tool BLASTZ [21]. It uses
the optimal spaced seed designed by PatternHunter but al-
lows a transition mutation (A-G, G-A, C-T, or T-C) at any
one of the inspected positions in the seed.

In our work, we design a filtration strategy based on Ham-
ming distance. There are a number of existing implemen-
tations that search for substrings satisfying a pre-defined
Hamming distance threshold. For example, in the ungapped
short read mapping problem, short reads generated from
next-generation sequencing platforms are aligned to the ref-
erence genome by allowing a couple of mismatches. Tech-
niques such as neighborhood generation and the pigeon hole
theory have been applied to transform inexact match to ex-
act match in order to improve the search speed. Although
a number of e"cient read mapping programs [14, 13] exist,
they cannot be used as the filtration step in ncRNA search
because read mapping usually only allows a very small num-
ber of mismatches. In addition, they are specifically de-
signed to align a set of short reads with a long reference
genome.

3. METHODS
Hamming distance is the number of mismatches in two strings
of equal length. Based on Hamming distance, we define HD
seeds (Hamming distance seeds) as a 2-tuple <L, T>, where
L is the length of the seed and T is the threshold. A Ham-
ming seed <L, T> matches a pair of strings of equal length
L if the Hamming distance between two inputs is equal to
or less than T . According to the definition of Hamming dis-
tance, any pair of input strings of length L with sequence
similarity at least L!T

L can be matched by the HD seed
<L,T>. Thus, by choosing appropriate L and T, we can
use HD seed matching as the filtration step to locate possible
ncRNAs with low sequence conservation. Then we extend
the seed hit to both directions and apply a local structural
alignment method in the vicinity of the seed hit for more
sensitive ncRNA screening. The pipeline of this method is
illustrated in Figure 3.

In the remaining part of this section, we first describe the
coding system that can distinguish transition from transver-
sion in Hamming distance seeds. Then we present optimal
HD seed generation.

3.1 Design a coding system to distinguish tran-
sition from transversion

Transition mutations are less likely to result in amino acid
changes. Thus, it is expected that transitions are observed at
higher frequency than transversions in homologous protein-
coding genes. This fact has been adopted by sequence align-
ment tools such as BLASTZ to improve the performance of
homology search. Similar observations have been made in
homologous ncRNAs as well. In the score table RIBOSUM
designed by Klein and Eddy [12], transitions in both single
stranded regions and between base pairs have higher scores
than transversions. Higgs [11] reported that the substitution
rate between a base pair (such as AU) and its double transi-
tion base pair (such as GC) is significantly higher than other
mutations. Thus, it is desirable to distinguish transition
from transversion in our HD seeds. However, the Hamming
distance defined on DNA or RNA bases treat each mismatch
equally. In order to favor transition over transversion in HD
seeds, we formulate the following coding problem.

First, all bases are encoded by binary strings of equal length.
Let the length be s. For each base x, let x.code denote
the encoded binary string. Let the function D(x,y) be the
hamming distance of x.code and y.code, where x and y are
two bases. For bases A, C, G, T, we need to determine their
codes such that the following equations are satisfied:

D(A,G) == D(C, T );

D(A,C) > D(A,G);

D(A,C) == D(A, T )

== D(C,G)

== D(G,T ); (1)

Multiple codes exist. The shortest codes for the above prob-
lem are presented in Table 1. In the coded binary strings,
the distance of exact match is zero; the distance for transi-
tion is 2; the distance for transversion is 3. As a result, the
Hamming distance not only depends on the number of sub-
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Table 1: Converting bases into bits
Base Binary codes
A 1111
C 0001
G 1100

T(U) 0010
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Figure 4: Matching probabilities of HD seeds of
di!erent length L and threshold T in true ncRNA
homologs. To make points distinguishable, a large
number of seeds with matching probability close to
zero (i.e. low sensitivity) are not shown.

stitutions in a pair of input, but also the ratio of transition
to transversion. For example, string “CCCCC” has Ham-
ming distance 3 with both “CUCUU” and “CGCGG”. After
encoding, the corresponding bit strings have Hamming dis-
tance 6 and 9, respectively. Generally speaking, for two ge-
nomic sequences with equal length, if there are x1 matches,
x2 transitions, and x3 transversions, the HD distance is
2x2+3x3 on two binary strings with length 4#(x1+x2+x3).

3.2 Hamming distance seed design
To design an HD seed, we need to determine L and T to max-
imize its matching probability in ncRNA homologs while
keeping the matching probability to random sequences as
low as possible. Given a pair of true ncRNA homologs, the
probability that the input pair contains a match to the given
HD seed is proportional to the seed’s sensitivity. Given a
pair of random sequences, the probability that the input
pair contains a match to the given seed is proportional to the
seed’s false positive (FP) rate. Thus, computing the match-
ing probability allows us to compare performance of di!erent
seeds. As there are a large number of valid combinations of
L and T, an e"cient method is needed for the matching
probability computation. In this work, we use a simple i.i.d.
model to describe distributions of exact matches, transitions,
and transversions in a pair of sequences. The theoretical HD
seed matching probability can be e"ciently computed based
on the i.i.d. model.

The i.i.d. model M is defined as a 3-tuple <p1, p2, p3>,
where p1, p2, and p3 are the probabilities of exact match,
transition, and transversion, respectively. Thus, p1 + p2 +
p3 = 1.0. In order to compute the matching probability of
an HD seed <L, T>, we start with the probability that a
pair of sequences of length l contain x1 exact matches, x2
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Figure 5: Matching probabilities of HD seeds of
di!erent length L and threshold T in random se-
quences. To make points distinguishable, a large
number of seeds with matching probability close to
1 (i.e. high FP rate) are not shown.

transitions, and x3 transversions as follows:

PrM (x1, x2, x3) =

!
l
x1

"
px1
1

!
l $ x1

x2

"
px2
2 px3

3

=
l!

x1x2x3
px1
1 px2

2 px3
3 (2)

where l = x1 + x2 + x3. As we convert bases into binary
codes according to rules in Table 1 before applying HD seed
matching, the matching probability of an HD seed <L, T>
can be represented using PrM(x1, x2, x3) as below:

PrM(L, T ) =
#

x1+x2+x3=L/4; 2"x2+3"x3#T

PrM (x1, x2, x3)

(3)
For an HD seed <L,T>, there are multiple combinations of
x1, x2, and x3 satisfying the above equation. The matching
probability must sum over all combinations. In the above
equations, l is the number of bases in genomic sequences and
L is the number of bits after coding.

The choice of L and T heavily depends on probabilities of
matching and transition in M. To compute matching prob-
abilities in true ncRNA homologs, we train M on pairwise
ncRNA alignments from seed families in Rfam version 10.
M = <0.68, 0.15, 0.16>. In order to compute HD seed
matching probability in random sequences, which indicates
the false positive rate, we assume that the four bases oc-
cur with the same probability. Thus, in the i.i.d. model
M$, p1 = 0.25, p2 = 0.25, and p3 = 0.5. By applying M
and M$ to Eqn. 3, we can use values of PrM(L, T ) and

PrM
!
(L, T ) to quantify the performance of HD seeds with

di!erent length and threshold. There are total 5551 di!er-
ent HD seeds with length smaller than 60 bases (i.e. 240
bits). After removing seeds which can incur FP rate near 1

or sensitivity near 0, we plot PrM(L, T ) and PrM
!
(L, T ) for

the remaining seeds in Figures 4 and 5. These two figures
illustrate how the seed length and threshold a!ect the seed’s
matching probabilities.

Based on the two figures, we determine L and T with the
best tradeo! between PrM(L, T ) and PrM

!
(L, T ). The cho-

sen seed is <200,55>, which is highlighted in Figures 4 and
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5. Its matching probability in true ncRNA homologs is 0.906
and its matching probability in random sequences is 1.45E-
07. The seed<200,55> represents a similarity 200!55

200 =72.5%
on coded bit strings. According to the coding table 1, for
genomic sequence of length 50 = 200/4, the seed <200,55>
allows 26 transition and 1 transversion mutation. This com-
bination gives the lowest DNA-level similarity 46% = (50$
26 $ 1)/50. Thus, this chosen seed is able to detect highly
structured ncRNAs which have very low sequence conserva-
tion.

3.3 Softwares for HD seed matching and local
structural alignment

There are a number of tools that can implement HD seed
matching. We chose a randomized algorithm LSH-ALL-
PAIRS [3], which is based on locality sensitivity hashing.
Although it is an approximation algorithm, it has achieved
high sensitivity in detecting DNA homologs with similarity
as low as 63%. More importantly, it is fast enough to ap-
ply to whole genomes even when the allowed substitutions
T increases.

For a pair of substrings that contain a match to the HD
seed, we apply FOLDALIGN [9] to conduct local structural
alignment. Thus, homologous ncRNAs with low sequence
similarity have a higher probability to be identified.

LSH-ALL-PAIRS and FOLDALIGN were downloaded from
the authors’ websites 1.

4. EXPERIMENTS AND RESULTS
For ncRNAs with high sequence similarity, BLAST and other
seeded alignment tools su"ce to identify them between re-
lated genomes. The goal of our tool is to provide comple-
mentary ncRNA identification method to conventional se-
quence comparison tools. In this section, we focus on testing
HD seeds’ ncRNA search performance in data sets with low
sequence conservation.

The focus of the first experiment is to search for putative
structural ncRNAs in genomic regions in human that could
not be aligned with mouse. Torarinsson et al. [24] directly
applied FOLDALIGN for ncRNA search in a set of inter-
genic regions in the two genomes. Structural ncRNAs with
high confidence are revealed. From the paper’s website, we
downloaded 1297 alignments, which have high probabilities
to be functional ncRNAs. These ncRNA pairs have low se-
quence similarity (48% on average) and a majority of them
cannot be aligned by BLAST. We apply BLAST, BlastZ,
and Hamming seeds to this data set and quantify their sen-
sitivity and false positive rate (FP rate). Sensitivity evalu-
ates the percentage of true homologs (i.e., 1297 alignments)
that can be aligned by these programs. FP rate evaluates
how many pairs of random sequences can be aligned by these
programs. In order to compute the FP rate, we generated
10,000 pairs of random sequences assuming each base has
the same probability. The sensitivity and FP rate are sum-
marized in Table 2. According to Table 2, HD seed has the
best sensitivity and also low FP rate. BlastZ has the higher
sensitivity than BLAST. This experiment shows that using

1LSH-ALL-PAIRS: http://www1.cse.wustl.edu/%jbuhler/pgt/;
FOLDALIGN: http://foldalign.ku.dk/index.html

Table 2: Comparison of Hamming seeds, BLAST,
and blastZ

HD seed BLAST BlastZ
sensitivity 0.6 0.07 0.17
FP rate 0.0009 0.0011 0.0054

Table 3: Comparison of the HD seed hits with pu-
tative ncRNAs reported by Coenye et al.

Putative HD seed Overlapped
ncRNAs hits

Chr1 78 162311 78
Chr2 116 14336 106
Chr3 19 2740 19

HD seeds to locate possible ncRNA homologs is more sensi-
tive than using conventional sequence comparison programs.

4.1 NcRNA search in the Burkholderia cenocepacia

J2315 genome
In the second experiment we focus on ncRNA identification
in the Burkholderia cenocepacia J2315 genome by comparing
it with the Ralstonia solanacearum genome. Burkholderia
cenocepacia is clinically important because they can cause
lung infections in cystic fibrosis (CF) patients [6]. There
are multiple members in Burkholderia cenocepacia. Coenye
et al. conducted ncRNA search by applying BLAST and
QRNA between B. cenocepacia strain J2315 and related
genomes including the Ralstonia solanacearum genome. As
BLAST can miss highly structured ncRNAs, we conducted a
complementary analysis using HD seeds and FOLDALIGN.
First, we downloaded the three chromosomes (accession IDs:
NC 011000, NC 011001, NC 011002) of the Burkholderia
cenocepacia J2315 genome from NCBI. Their sizes are 3,870,082
nt, 3,217,062 nt, and 875,977 nt, respectively. Similarly we
downloaded the Ralstonia solanacearum GMI1000 genome
(NC 003295) from NCBI. The single chromosome has length
3,716,413 nt. Using BLAST and QRNA, Coenye et al. [6]
reported 78, 116, and 19 putative ncRNAs on the three chro-
mosomes of J2315.

We first masked all low-complexity repeats and annotated
protein-coding genes in input sequences. Then we applied
our HD seed <200,55> and FOLDALIGN between the three
chromosomes and the genome of Ralstonia solanacearum.
Between every pair of input chromosomes, the total number
of possible match positions is bounded by the product of
the input sequences’ sizes. For example, for a seed of size 50
bases, there could be at most (3, 870, 082$49)#(3, 716, 413$
49) distinct seed matching places. Thus, in general, when
the sizes of input sequences increase, more seed hits are ex-
pected. The total number of seed hits and the ones that
overlap with reported putative ncRNAs by Coenye et al. are
summarized in Table 3. Our HD seed detected all putative
ncRNAs on chromosome 1 and 3. The HD seed missed 10
putative ncRNAs on chromosome 2 because they are either
masked as low-complexity repeats or heavily overlap with
existing coding regions. Thus the corresponding regions are
masked and will not be scanned by the HD seed. Previous
literature [24] on ncRNA search suggests that most ncRNAs
are in intergenic regions in bacterial genomes. It needs ex-
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Figure 6: The score distribution of FOLDALIGN
alignments on chromosome 1.
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Figure 7: The sequence identity distribution of
FOLDALIGN alignments on chromosome 1.

tensive investigation whether ncRNA genes overlap protein
coding genes in bacterial genomes.

For each intergenic seed hit with identity no more than 60%,
we extended it to left and right for 100 bases in each input.
Then local structural alignment was conducted between ex-
tended substrings using FOLDALIGN. As chromosome 2
and chromosome 3 are much larger than chromosome 3 and
may have more putative ncRNAs, we only present results
of FOLDALIGN on chromosome 1 and chromosome 2. All
programs run on a 128-node cluster, where each node con-
tains 2 dual-core AMD Opterons running at 2.2GHz with
8GB of memory. The running time of HD seed matching us-
ing LSH-ALL-PAIRS is 8250 and 6850 seconds for chromo-
some 1 and chromosome 2, respectively. The running time
of FOLDALIGN is 15 hours and 14 hours for chromosome 1
and chromosome 2, respectively.

For all FOLDALIGN output, we remove an alignment if
it satisfies one of the following conditions: 1) the align-
ment overlaps with adjacent protein-coding genes; 2) the
alignment score is smaller than 450; and 3) the alignment
length is smaller than 55. We apply the above constraints
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Figure 8: The length distribution of FOLDALIGN
alignments on chromosome 1.
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Figure 9: The score distribution of FOLDALIGN
alignments on chromosome 2.
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Figure 10: The identity distribution of
FOLDALIGN alignments on chromosome 2.
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Table 4: Properties of three putative ncRNAs on chromosome 1 of J2315. All of them are conserved in
R. solanacearum.

ID FOLDALIGN Start End identity p-value 5’ gene 3’ gene 5’ 3’
score distance distance

1 2591 3278580 3278849 0.52 0.022 BCAL2989 BCAL2990 50 53
2 2538 548365 548654 0.42 0 BCAL0496 BCAL0497 55 267
3 1792 3834502 3834660 0.46 0.3 BCAL3494 BCAL3495 125 85
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Figure 11: The length distribution of FOLDALIGN
alignments on chromosome 2.
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Figure 12: The predicted secondary structure for
putative ncRNA 1.

based on the observed properties of annotated ncRNAs. Af-
ter the filtration, we have 8112 and 6506 putative ncRNAs
in chromsome 1 and 2, respectively. For the putative ncR-
NAs, we plot their FOLDALIGN scores, sequence identity,
and alignment length for chromosome 1 and chromosome 2
from Figure 6 to Figure 11. The putative ncRNAs on chro-
mosome 1 have average FOLDALIGN score around 1000,
which is statistically significant according to the average
FOLDALIGN scores of random sequences. They are usu-
ally highly structured and have low sequence identity. Note
that although the lowest sequence identity allowed by our
chosen HD seed <200,55> is 46%, FOLDALIGN is applied
to bigger regions around each seed hit. As a local structural
alignment, FOLDALIGN can report highly structured align-
ments with very low sequence conservation. This is shown
in the identity distribution in Figures 7 and 10. Many of
the putative ncRNAs on chromosome 1 are longer than an-
notated small ncRNAs. This is consistent to previous ob-
servation that small ncRNAs tend to have better sequence
conservation than long ncRNAs [17].

According to the FOLDALIGN score distributions on ran-
dom sequences [9], the alignments on the two chromosomes
indicate strong sequence and structural conservation. Al-
though extensive experiments are needed to evaluate whether
they are functional ncRNAs, these alignments provide a
promising set of putative ncRNAs. Figures 12, 13, and
14 show the secondary structures of three putative ncRNAs.
Their properties including their positions, length, distance
to adjacent protein-coding genes etc. are presented in Ta-
ble 4.

5. CONCLUSIONS
Our experimental results show that using HD seed matching
is an e!ective and e"cient filtration step for genome-scale
ncRNA search. Compared to conventional sequence compar-
ison tools, HD seed matching is more sensitive in identify-
ing ncRNAs with low sequence conservation. By designing
a long HD seed, we can control the matching probability
to random sequences. Thus, integrating HD seed matching
and a sensitive local structural alignment tool provides a
complementary ncRNA search method to existing sequence
alignment-based implementations. Besides FOLDALIGN,
other local ncRNA structural alignment tools or classifica-
tion method that integrates more features can be applied to
further examine HD seed hits.

We plan to apply this method to ncRNA identification in
available transcriptome datasets. It has been reported that a
large portion of transcript reads generated by RNA-seq can-
not be mapped to annotated features such as protein-coding
genes. It is unknown whether those reads are from func-
tional ncRNAs. Our tool can be used to examine whether
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Figure 13: The predicted secondary structure for
putative ncRNA 2.
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the transcribed regions have structural conservation in re-
lated genomes when BLAST-like tools fail. We also plan
to integrate more biological features to remove hits that are
not likely to be ncRNAs.
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ABSTRACT
The module network method, a special type of Bayesian network
algorithms, has been proposed to infer transcription regulatory net-
works from gene expression data. In this method, a module rep-
resents a set of genes, which have similar expression prof les and
are regulated by same transcription factors. Compared to standard
Bayesian network algorithms, this design signif cantly reduces the
number of parameters to be learned, and consequently leads to
more accurate inferences. The process of learning module net-
works consists of two steps: f rst clustering genes into modules
and then inferring the regulation program (transcription factors) of
each module. Many algorithms have been designed to infer the
regulation program of a given gene module (i.e., the second step in
learning module networks), and these algorithms show very differ-
ent biases in detecting regulatory relationships. In this work, we
explore the possibility of integrating results from different algo-
rithms. The integration methods we select are union, intersection,
and weighted rank aggregation. The experiments in a yeast dataset
shows that the union and weighted rank aggregation methods pro-
duce more accurate predictions than those given by individual al-
gorithms, whereas the intersection method does not yield any im-
provement in the accuracy of predictions. In addition, somewhat
surprisingly, the union method, which has a lower computational
cost than rank aggregation, archives comparable results as given by
rank aggregation.

1. INTRODUCTION
There is a complex mechanism in cells that controls which genes

are expressed. Transcription factors, which are a special type of
proteins and capable of regulating the expression of other genes by
binding to their upstreams, play a crucial role in this mechanism.
Transcriptional regulatory relationships between transcription fac-
tors and their targets can be represented by a network, called a tran-
scription regulatory network, where each vertex denotes a gene and
each edge denotes a regulatory relationship.

Bayesian networks, a type of probabilistic graphical models [7],
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have been proposed to infer transcription regulatory networks from
gene expression data [5, 18]. Despite their success in learning reg-
ulatory networks, models inferred by Bayesian networks tend to
overf t the data because, in a gene expression dataset, the number
of variables is normally large compared to the number of samples.
To cope with this problem, Segal et al. [17] designed the module
network method, which is a special type of Bayesian network al-
gorithms. In this method, each module represents a set of variables
that share (1) a single variable or a set of variables as their parents
and (2) local distributions. Compared to standard Bayesian net-
work algorithms, this design signif cantly reduces the number of
parameters to be learned, and consequently leads to more accurate
inferences. The module network method has yielded promising re-
sults in learning regulatory networks [17, 10, 2].

Given a gene expression dataset and a list of candidate tran-
scription factors, the process of learning module networks con-
sists of two tasks: clustering genes into modules and inferring the
regulation program (transcription factors) of each module. Segal
et al. [17] designed an expectation-maximization-based [3] learn-
ing algorithm that alternates between these two tasks. Moreover,
Michoel et al. [8] separated these two tasks, where they grouped
genes into modules beforelearning the regulation program of each
module. Experimental results showed that the separation improves
the performance of the module network method in inferring regu-
latory networks.

Many techniques have been applied to infer the regulation pro-
gram of a given gene module, i.e., the second task in learning mod-
ule networks, such as logistic regression [8], t-statistics [16], Gibbs
sampler [15], and linear regression [1]. A common characteristic
of these methods is that they are able to calculate the conf dence
(i.e., regulatory score) for the assignment of a transcription factor
to a gene module, which is referred to as a regulator-module in-
teraction. Consequently, their results can be sorted into an ordered
list of regulator-module interactions according to their regulatory
scores. The higher the ranking of a regulator-module interaction
in the ordered list given by a method, the more conf dence this
method assigns to the interaction. In addition, since these meth-
ods resort to distinct techniques, they show very different biases
in detecting regulatory relationships. For example, in the nitro-
gen utilization module in yeast, LeMoNe [8] favors regulatory re-
lationships where transcription factors and genes are globally co-
expressed, while the LIMMA-based method [16] favors regulatory
relationships where transcription factors and genes are locally co-
expressed. This suggests that integrating results from different reg-
ulation program learning algorithms can be a promising direction
in better inferring regulatory networks.

In this work, we extend our previous work [16] by integrat-
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ing its results with those given by two other learning algorithms
[8, 1]. To the best of our knowledge, this is the f rst such an at-
tempt. The integration methods we select are union, intersection,
and weighted rank aggregation [12]. Experimental results indi-
cate that the union and weighted rank aggregation methods pro-
duce more accurate predictions than those given by individual al-
gorithms, whereas the intersection method does not yield any im-
provement in the accuracy of predictions.

The rest of this paper is organized as follows: Section 2 describes
the dataset, integration methods, and regulation program learning
algorithms studied in this work. Section 3 presents experimental
results. Section 4 summarizes the main results and discusses future
work.

2. SYSTEM AND METHOD

2.1 Data set and reference database
The yeast stress dataset [6] consists of 173 experimental condi-

tions and measures the response of yeast to various stresses. This
dataset has been used as a benchmark to validate the performance
of module network learning algorithms [17, 8].

In previous work [17, 9], 2355 differentially expressed genes in
the dataset were selected and these genes were clustered into 69
gene modules. In this work, we apply three algorithms [8, 1, 16]
to infer regulators of these modules using a list of 321 transcription
factors prepared by Segal et al. [17] as candidate transcription fac-
tors. Then, we integrate the results of these algorithms by methods
described in Section 2.2. The regulatory relationships recorded in
YEASTRACT [11] (released on Apr 27, 2009) are used as the ref-
erence database to validate results given by individual algorithms
and our integration methods.

2.2 Integration methods
We apply union, intersection, and weighted rank aggregation in-

tegration methods to integrate results from different regulation pro-
gram learning algorithms. The union and intersection methods are
straightforward. The former determines the ranking of a regulator-
module interaction using the highest ranking given by all candidate
learning algorithms. In contrast, the latter determines the ranking
of an interaction using the lowest ranking. For example, given a
regulator-module interaction, which is the 1st, 3rd and 5th items
in rankings given by three individual learning algorithms, respec-
tively, the union method assigns 1st as its ranking, while the inter-
section method assigns 5th as its ranking. After determining the
ranking of each interaction, these methods can each produce an or-
dered list of regulator-module interactions by sorting interactions
by their rankings.

In comparison, weighted rank aggregation method [12] is much
more computationally intensive than the union and intersection meth-
ods. Given a set of learning algorithms M , this integration algo-
rithm searches for a ordered list δ∗ that is simultaneously as close
as possible to the list produced by each algorithm in M . Let Lm =
{Am

1 , Am
2 , ..., Am

k } represents an ordered list of k regulator-module
interactions produced by the algorithm m. Let rm(A) denote the
rank of the interaction A under m. Finally, let m(i) (i = 1, 2, ..., k)
denote the p-value (weight) that algorithm m assigns to the inter-
action ranked at the ith position in the ordered list. This can be
represented by the following minimization problem:

δ
∗ = arg min Φ(δ) ,

where
Φ (δ) =

X

m∈M

d(δ,Lm) (1)

represents the sum of the distances between an ordered list δ and
the lists from all algorithms. The distance between δ and Lm is
determined by the weighted Spearman’s footrule distance:

d (δ, Lm) =
X

A∈Lm∪δ

˛

˛

˛
m

“

r
δ (A)

”

− m (rm (A))
˛

˛

˛
×

˛

˛

˛
r

δ (A) − r
m (A)

˛

˛

˛
.

We apply the cross-entropy Monte Carlo algorithm, implemented
in the R package RankAggreg [13], to search δ∗.

2.3 Regulation program learning algorithms
We select LeMoNe [8], Inferelator [1], and the LIMMA-based

method [16], as candidate regulation program learning algorithms.
In this subsection, we describe how to apply these algorithms to the
yeast stress dataset. In addition, in order to apply the weighted rank
aggregation to integrate their results, for each algorithm, we def ne
how to calculate the p-value for the assignment of a regulator to a
module.

2.3.1 LeMoNe
For each gene module in the yeast stress dataset, LeMoNe [8]

sampled 10 regression trees, and then calculated regulatory scores
for assigning transcription factors to this module based on these
trees. Regulatory scores of all regulator-module interactions were
downloaded from the supplementary website of [8].

We calculate the LeMoNe-based p-value for the assignment of
a regulator r to a module as follows. First, given a regression tree
T of this module, we def ne the p-value of the split with r and a
splitting value z at an internal node t in T (i.e., p-value(t)(r, z)) as
the probability of observing a split with a higher average prediction
probability than this split at the node t. The average prediction
probability of a split is def ned as in Equation 4 of [8]. Then, the
p-value for assigning r to t is def ned as:

p-value(t)(r) =
wt

|Z|

X

z∈Z

p-value(t)(r, z)

where wt is the number of experimental conditions in t divided by
the total number of conditions in the data, and Z represents the set
of possible splitting values for r in t. Furthermore, given a set of
regression trees F , the LeMoNe-based p-value for assigning r to
this module can be calculated as:

p-value(r) =
1

|F |

X

T∈F

X

t∈T

p-value(t)(r)

2.3.2 Inferelator
Inferelator [1] uses linear regression and variable selection to

identify transcription factors of gene modules. In each gene mod-
ule in the yeast stress dataset, we f t a linear model to the mean
of the module’s genes in each condition using the 321 candidate
transcription factors as predictor variables. The regulatory score
for assigning a regulator to the module is decided by the absolute
value of the regulator’s regression coeff cient in the f tted model.

The Inferelator-based p-value for the assignment of a regulatory
to a module is def ned as follows. First, we permute the values of
the expression value matrix from the row direction (gene). Sec-
ond, we apply Inferelator to the permuted dataset using the original
gene modules. Third, we f t the distribution of nonzero coeff cients
obtained from the permuted dataset by the Weibull distribution de-
f ned as:

pdf(x) =
k

λ

“

x

λ

”k−1

e
−(x/λ)k

(2)
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Figure 1: Probability density function of coefficients (regula-
tory scores) based on permuted data and the approximated fit
by the Weibull distribution

with k = 0.889 and λ = 0.015 (Figure 1). Last, we def ne the
Inferelator-based p-value for a regulator-module interaction with a
regulatory score S as the probability of observing a value more than
S from the Weibull distribution (Equation 2).

2.3.3 LIMMA-based method
In our previous [16], moderated t-statistics proposed in LIMMA

[19] were applied to infer transcription factors of gene modules.
For each gene module in the yeast dataset, ten condition clusterings
were sampled by a two-way clustering algorithm [9]. Then the
regulatory score for assigning a transcription factor to this module
was calculated by summing the transcription factor’s standardized
moderated t-statistics based on the sampled condition clusterings.

We next describe how to def ne the method’s p-value for the as-
signment of a transcription factor to a module. First, we gener-
ate ten random condition clusterings, each of which consisted of
two clusters. We then calculate the regulator score for each can-
didate transcription factor based on these randomly generated clus-
terings. Moreover, we record the regulatory score of a randomly se-
lected transcription factor. The above process is repeated to obtain
100,000 randomly generated regulatory scores. Last, the probabil-
ity density function of these random generated scores is approxi-
mated by the stretched exponentials [20] def ned as:

pdf(x) =



hmax exp [−br(x − xmax)cr ] for x ≥ xmax

hmax exp [−bl(xmax − x)cl ] for x < xmax

(3)
with hmax = 0.127, br = 0.024, bl = 0.083, cr = 2.45,
cl = 1.70 and xmax = −0.050. As shown in Figure 2, the approx-
imated f t is very close to the empirical distribution of the randomly
generated regulatory scores, so the p-value for a regulator-module
interaction with a regulatory score S can be def ned as the prob-
ability of observing a value more than S from the approximated
f t.
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Figure 2: Probability density function of randomly generated
regulatory scores and the approximated fit by the stretched ex-
ponentials

3. EXPERIMENTAL RESULTS AND DISCUS-
SION

3.1 Results of individual learning algorithms
We apply each regulation program learning algorithm described

in Section 2.3 to calculate the regulatory score for assigning a regu-
lator to a module. Then we sort all of its regulatory scores between
321 candidate transcription factors and 69 modules in the descend-
ing order. This leads to an ordered list of 22,149 regulator-module
interactions for each method.

In addition, for each regulator-module interaction, we use the
hypergeometric distribution to calculate the p-value of this inter-
action, using regulatory relationships in YEASTRACT as the ref-
erence database. This p-value is based on the number of genes
regulated by the regulator in the dataset, the number of genes regu-
lated by the regulator in the module, and the number of genes in the
module. Note that the p-values def ned in Section 2.3 are used as
weights by the weighted rank aggregation algorithm, while the p-
values based the hypergeometric distribution def ned here are used
to determine if regulator-module interactions are true positives.

Moreover, for a given ordered list of regulator-module interac-
tions, we def ne the precision of the top i items in this ordered list
as:

p(i) =
T (i)

i
, (4)

where T (i) denotes the number of interactions with p-values less
than 0.05 in the top i items (i.e., the number of true positives among
these i interactions).

In Figure 3, we show the precisions of the top i regulator-module
interactions (i = 1, 2, ..., 200) in the ordered lists obtained by
Inferelator, LeMoNe and the LIMMA-based method. When less
than 20 interactions are selected, the LIMMA-based method out-
performs the other two methods. However, Inferelator and LeMoNe
outperform the LIMMA-based method when the number of se-
lected interactions is in the range of 20 and 50. In addition, when
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Figure 3: Comparison of precisions of three candidate learning
algorithms
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Figure 4: Comparison of precisions given by the rank aggrega-
tion at k = 25, 50, 75, and 100

more than 50 interactions are selected, the three methods obtain
similar performance in the yeast dataset. Table 4 shows the top f fty
regulator-module interactions as given by LeMoNe, the LIMMA-
based method, and Inferelator, respectively.

3.2 Results for the weighted rank aggregation
The weighted rank aggregation method searches for a synthe-

sized list that is simultaneously as close as possible to the ordered
lists from LeMoNe, Inferelator, and the LIMMA-based method.
However, it is not feasible to directly apply this integration method
on a list with 22,149 interactions due to the extensive computational
workload. Hence, we resort to a tradeoff by integrating the top k

(k ≤ 22, 149) interactions in the ordered lists given by these algo-
rithms. This is, for a given ordered list and k, interactions ranked
lower than k (i.e., k + 1, k + 2, ..., 22, 149), are associated with
a same weight (p-value) of one. The larger k, the closer the list
produced by the rank aggregation is to the lists given by the three
candidate algorithms, but the rank aggregation costs more compu-
tation time. For example, it takes 12 and 48 hours for k = 75 and
k = 100 on a HP rackmount server with AMD Opteron processors
(x86, 64 bit, dual core) and 16 GB memory.

In order to select a proper value for k in the yeast dataset, we ap-

0.
0

0.
1

0.
2

0.
3

0.
4

0.
5

0.
6

0.
7

0.
8

0.
9

1.
0

0 10 20 30 40 50 60 70 80 90 100

BASELINE
Rank Aggreation
UNION
INTERSECTION

P
re

ci
si

on

Number of selected regulatory relationships

Figure 5: Comparison of precisions between integration meth-
odsand individual learning algorithms

ply the rank aggregation ten times for k = 25, 50, 75, 100, respec-
tively. For each k, this leads to 10 ordered lists, and we calculate
the average of the precisions of the top i (i = 1, 2, ..., k) interac-
tions in these ten lists. As shown in Figure 4, when k increases
from 25, to 50 and then to 75, the precisions obtained by the rank
aggregation method are improved, but the precisions at k = 75 and
k = 100 are about the same. This indicates that after k reaches 75,
considering more interactions from the ordered lists of the candi-
date algorithms can no longer improve the performance of the rank
aggregation method. Hence, k is set to 100 in our tests using the
yeast dataset.

3.3 Comparison of the performance between
integration methods and individual algo-
rithms

In this subsection, we compare the performance of integration
methods with individual algorithms. In order to make the compar-
ison clear, for a given i (i = 1, 2, ..., 100), we def ne the baseline
precision as that obtained by selecting the maximum of the preci-
sions of the top i interactions given by all individual algorithms.
That is, given a set of individual learning algorithms M , it is deter-
mined as:

p
∗(i) = max

m∈M
(pm(i)) ,

where pm(i) denotes the precision of top i interactions in the or-
dered list given by algorithm m (Equation 4). Note that base-
line precisions represent an upper optimistic bound that can not be
achieved by individual algorithms as we can only use one of them
at a time. Hence, even if the precisions obtained by an integration
method are only comparable to baseline precisions, it still shows
that this integration method yield a better overall performance than
those of individual algorithms.

As shown in Figure 5, for most i (i = 1, 2, ..., 100), the union
and rank aggregation methods generate better or similar results
compared to the baseline precisions. In addition, somewhat sur-
prisingly, the union method, which has a lower computational cost
than rank aggregation, archives comparable results as given by rank
aggregation. The f rst twenty interactions from union and rank ag-
gregation are shown in Tables 1 and 2, respectively.

On the other hand, we observe that baseline precisions are gen-
erally better than precisions given by the intersection method. The
intersection method sorts interactions by their lowest rankings from
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Table 1: Top twenty regulator-module interactions as given by the union method
Ranks from individual algorithms

rank Regulator-module p-value LIMMA LeMoNe Inferelator

1
DAL80-11∗ 3.47e-10 1 130 88

IME4-46 1.00e+00 48 1 2906
HAP1-13 1.00e+00 3076 169 1

4
HAP4-7∗ 1.67e-30 50 9 2

MET32-11∗ 1.21e-13 2 30 7
DAL80-51∗ 0.00e+00 4 2 10281

7
PHD1-36∗ 5.20e-03 3 342 5
HAP4-30 5.33e-02 23 3 32

MET32-27 1.00e+00 9680 3702 3

10 TOS8-24∗ 1.45e-02 49 4 111
GAT1-59 2.55e-03 802 5059 4

12 XBP1-10∗ 1.08e-02 59 5 602
DAL82-48 1.00e+00 5 49 7771

14
UGA3-11 2.35e-01 6 509 59
USV1-28 1.00e+00 190 6 10281
SKO1-57 1.00e+00 4663 10026 6

17 GAT1-11∗ 4.24e-05 34 7 28
ACA1-48 1.00e+00 7 1048 7773

19 PDR3-13 3.90e-01 12 8 10281
DAL80-40 1.00e+00 8 367 27

* records represent true positives

Table 2: Top twenty regulator-module interactions as given by the weighted rank aggregation method
Ranks from individual algorithms

rank Regulator-module p-value LIMMA LeMoNe Inferelator
1 HAP4-7∗ 1.67e-30 50 9 2
2 GAT1-11∗ 4.24e-05 34 7 28
3 MET28-11∗ 5.92e-10 27 24 16
4 HAP4-30 5.33e-02 23 3 32
5 MET32-11∗ 1.21e-13 2 30 7
6 DAL80-51 0.00e+00 4 2 10281
7 DAL81-6 6.67e-01 21 14 1193
8 PDR3-13 3.90e-01 12 8 10281
9 PHD1-36∗ 5.20e-03 3 342 5

10 IME4-46 1.00e+00 48 1 2906
11 TOS8-24∗ 1.45e-02 49 4 111
12 GAL80-41∗ 7.45e-09 7107 10 52
13 DAL81-55 4.17e-01 14 16 285
14 MET32-40∗ 1.00e-02 52 5329 37
15 CUP2-10∗ 1.12e-02 553 32 18
16 YAP5-51 1.00e+00 37 746 40
17 XBP1-10∗ 1.08e-02 59 5 602
18 YAP6-25 8.63e-02 26 26 5444
19 UGA3-40 1.00e+00 22 33 93
20 UGA3-11 2.35e-01 6 509 59

* records represent true positives

ACM-BCB 11 222



Table 3: Top twenty regulator-module interactions as given by the intersection method
Ranks from individual algorithms

rank Regulator-module p-value LIMMA LeMoNe Inferelator
1 MET28-11∗ 5.92e-10 27 24 16
2 MET32-11∗ 1.21e-13 2 30 7
3 HAP4-30 5.33e-02 23 3 32
4 GAT1-11∗ 4.24e-05 34 7 28
5 HAP4-7∗ 1.67e-30 50 9 2
6 OAF1-22 5.37e-02 73 45 87
7 UGA3-40 1.00e+00 22 33 93
8 TOS8-24∗ 1.45e-02 49 4 111
9 DAL80-11∗ 3.47e-10 1 130 88

10 GAL4-22∗ 7.44e-03 155 85 115
11 MET32-51 1.00e+00 28 224 113
12 RDS2-16 1.00e+00 219 125 273
13 YRR1-24∗ 4.06e-04 273 21 230
14 DAL81-55 4.17e-01 14 16 285
15 GZF3-11∗ 8.34e-04 31 188 297
16 TOS8-49 5.55e-02 87 308 85
17 SWI4-55 3.67e-01 39 63 310
18 DAL81-58 1.00e+00 199 310 190
19 BAS1-63 1.00e+00 33 88 312
20 IME4-3 4.52e-01 317 58 245

* records represent true positives

all candidate algorithms, so it tends to assign interactions with mod-
erate conf dences from all algorithms with high ranks. We spec-
ulate that this may have affected its performance. For example,
as shown in Table 3, its f rst 20 interactions include several that
are not highly ranked by any algorithm, such as the twelfth in-
teraction (RDS2 to module 16) ranked 219th, 125th and 273rd by
the LIMMA-based method, LeMoNe, and Inferelator, respectively;
and the eighteenth interaction (DAL81 to module 58) ranked as
199th, 310th and 190th by the LIMMA-based method, LeMoNe,
and Inferelator, respectively. These experimental results indicate
that we should be cautious to apply the intersection method to inte-
grate results from algorithms of different natures.

4. CONCLUSION AND FUTURE WORK
In this paper, we integrate results from three different module

network learning algorithms. The experiments on a yeast dataset
show that the union and weighted rank aggregation integration meth-
ods produce better precisions than those obtained by individual al-
gorithms.

An interesting extension of future work is to investigate if inte-
grating results from more algorithms can lead to even better perfor-
mance. The experiments in this work are conducted on a yeast
dataset, and results are validated by the regulatory relationships
recorded in YEASTRACT, which does not represent a complete
reference database of the regulatory network in yeast. Hence, an-
other direction for future work is to perform experiments on expres-
sion data from other species (e.g., Escherichia coli [4]) to verify if
results are consistent with those we obtained in the yeast dataset. In
addition, we are interested in performing experiments on synthetic
data (e.g., DREAM [14]), where complete reference networks are
available.
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ABSTRACT
The analysis of protein-chemical reactions on a large scale
is critical to understanding the complex interrelated mecha-
nisms that govern biological life at the cellular level. Chem-
ical proteomics is a new research area aimed at proteome-
wide screening of such chemical-protein interactions. In or-
der to model the diverse and complex chemical-protein in-
teraction space, recent work on local models has emerged.
Local models improve generalization by training a series of
independent models each localized to predict a single inter-
action. One limitation of this approach is that the localized
models are not tolerant to noise in the interaction labels,
which is a characteristic of much protein-chemical interac-
tion data.

This work proposes and evaluates a boosting framework
incorporating sample similarity to localize base models to
appropriate regions of the interaction space, thereby ensur-
ing that similar samples are given similar predictions and
providing a measure of tolerance to noise in the training
labels. The framework is described and compared to local
models and several other competing classification methods.
Chemical-protein interaction data sets are constructed from
publicly available data, and a series of cross-validation ex-
periments are performed in order to compare the noise tol-
erance, accuracy, sensitivity, and specificity of various meth-
ods.

Categories and Subject Descriptors
I.5.2 [Pattern Recognition]: Design Methodology—clas-
sifier design and evaluation

General Terms
Algorithms,Performance
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1. INTRODUCTION
Protein-chemical interaction (PCI) prediction for drug dis-

covery has been studied extensively by researchers for many
years[1, 13, 11]. There exist many relevant databases[32,
23, 19] as well as features[16, 30, 20, 29] and classifiers[1, 12,
25]. Computational methods for PCI are not competitive
with physical experiments in regards to prediction accuracy,
and traditionally play a supportive role in drug discovery
programs. With the availability of large structure and inter-
action databases, researchers are now aiming their compu-
tational tools at screening large molecular libraries against
proteins from entire organism genomes.

Current work on genome-wide protein-chemical interac-
tion prediction can be divided into two categories: those
that use a single global model to predict all interactions, and
those that use a series of individual, interaction specific mod-
els. Global prediction [12, 6, 25] utilizes samples that rep-
resent protein-chemical interaction pairs. All known inter-
acting and non-interacting pairs are used to train a machine
learning model to discriminate between the two classes. This
approach is straightforward for screening of interactions be-
tween chemical/proteins from one or two related chemo-
types/families. When the diversity of molecules and pro-
teins is greater however, such as in the case of genome-wide
screening, this approach becomes less attractive since the
probability is low that a single model will generalize between
interactions drawn from many different distributions.

Recently, a local models approach has emerged in response
to global models [2]. Local model approaches generate a
separate model to predict every protein-chemical interaction
independently. The interaction specific model could take a
variety of forms such as a docking simulation, or a machine
learner. The local model approach addresses the generaliza-
tion and accuracy issues mentioned regarding global models
above, but are still not satisfactory. While not limited by a
single model for all interactions, localized approaches do not
leverage the similarities between proteins and chemicals be-
yond their known interactions. This limitation means that
local models are sensitive to noise in the interaction labels,
especially when the known interaction labels are sparse. Un-
fortunately this case is common for protein-chemical inter-
action data and hence a new approach is required that uses
an ensemble of models, but leverages protein and chemical
similarity to share interaction label predictions.

The construction of a strong learner through the compo-
sition of many weak learners, known as ensemble learning,
is a well known strategy and has been studied by many re-
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searchers. There are, however, several unique challenges in
learning with protein-chemical interaction data. The first
consideration is the complexity of the protein-chemical in-
teraction space, with feature dimensionality in the hundreds
and thousands. Such high dimensionality can pose trouble
for even the best classifiers, and hence developing a method
that supports kernel similarity is key in order to avoid such
high dimensional contexts. Second, the interaction sample
space is often sparse, with the number of positive (interact-
ing) samples typically much less than the number of nega-
tive samples, and hence the ensemble of models must cover
this space evenly and with appropriate sensitivity to positive
samples. Finally, class distributions and boundary complex-
ity may change drastically throughout the sample space.

There are many possible approaches to such issues. One
way to address them is through multi-task learning or trans-
fer learning. In these approaches, several different but re-
lated data sets are required, making the segmentation of the
sample space a critical component. There is some natural
division in the chemical-protein interaction space by protein
families or chemical chemotypes, but there is no clear divi-
sion and either expert or automated partition is required.
Another approach is to use a classifier such as k-Nearest
Neighbor (kNN), which assumes from the start that similar
samples should be classified similarily. The issue with kNN
is that the prediction can become confused at class bound-
aries or overlapping areas, and performance depends on the
parameter k; and like other global models, the optimal pa-
rameterization in one region of protein-chemical interaction
space may not be optimal for other regions. Local regression
is a statistical technique that also assumes model locality,
but also suffers from a need for either uniform segmenta-
tion (which may not be optimal for model coverage) or ex-
pert segmentation. Additionally, local regression lacks the
ability to share information between models for improved
generalization.

Among the many ensemble learning methods available for
adaptation to address the challenges described above, Boost-
ing [9, 15] in particular has many similarities to the local
model approach. Boosting constructs a set of individual
models to make predictions targeting a specific subset of
samples, and the predictions are combined into an overall
model for all samples. The boosting algorithm is agnos-
tic to model used, and thus models utilizing kernels or re-
quirements are readily applied. Model coverage and sample
space segmentation is guided by explicitly targeting samples
that are currently misclassified. The base learners used are
adapted to specific regions of the sample space, but are still
combined into a weighted model for improved generalization.
Boosting differs from local models in that predictions from
each boosting model are used for classifying every unknown
interaction, while in local models the predictions from each
model are used for only a specific interaction. In boosting,
variation between specific models is controlled by adjusting
a weight distribution over the samples such that additional
models focus on samples that are poorly classified by previ-
ous models. Thus, while standard boosting draws on many
local models, it does not leverage any information regarding
similarities between local model samples.

This work proposes a method based on a modified boost-
ing algorithm that uses similarity between protein-chemical
interaction samples to build an ensemble classifier that is ac-
curate yet tolerant to noise in the interaction data. The pro-

posed method is evaluated using a series of chemical activ-
ity prediction experiments comparing it to competing meth-
ods. Chemical structure data, protein sequence data, as
well as chemical-protein interaction data sets are obtained
from publicly available repositories such as DrugBank[32]
and PubChem[23]. Data sets will be evaluated according
to characteristics such as class distribution, overlap, and lo-
cal similarity. Chemical features are generated using pub-
licly available software packages such as Frequent Subgraph
Mining[10] for structure features and Dragon [3] for physic-
ochemical property features. Feature selection using corre-
lation of information gain to filter features will be examined
as well. Additionally, usage of precomputed kernel func-
tions will be explored. Studies will be performed to com-
pare the usage of different features, selection methods, and
kernel functions according to their prediction accuracy. Ex-
periment execution and competing method implementations
are handled via the Weka software package implemented in
java. Results from prediction experiments will be evaluated
using cross-validation and compared according to the accu-
racy, sensitivity, and specificity of the predictions.

2. METHODS

2.1 Data Sources
We wanted to evaluate two aspects of our proposed method,

first its tolerance to noise in the interaction labels, and sec-
ond its general performance on global protein-chemical in-
teraction data found in public repositories. In the first case,
a high quality data set with known positive and negative in-
teractions is needed. The public repository data is not suit-
able because it may already contain amounts of noise in the
known interaction labels. The evaluation of Local Models
was performed using a gold standard data set [2], and for-
tunately the authors have made it available publicly. The
data consists of 4 categories of protein-chemical interaction
divided by the type of proteins targeted: nuclear receptors,
g-protein coupled receptors, ion channels, and enzymes. The
authors have also made the features they used in evaluat-
ing Local Models available in the form of similarity matrices
making a direct comparison to their approach a possibility.
Unfortunately, the similarity matrices are available only for
within-set proteins and chemicals, and so a comparison us-
ing interactions across sets is not possible. These data sets
are therefore not ideal for genome-wide protein-chemical in-
teraction prediction, but nevertheless are needed to evaluate
noise tolerance.

For the second case, there are many publicly available
data sources from which to retrieve a) chemical structures,
b) protein sequences, c) protein-chemical interactions. Ta-
ble 1 lists three relevant, high profile databases. Chemi-
cal structures are readily available through the PubChem
[23] database which contains over 37 million chemical com-
pounds with characterized structures. PubChem also con-
tains protein-chemical interaction data in the form of over
1600 bioassay screens. The NCBI Entrez Protein database
[4] contains over 1 million protein sequence records. The
DrugBank database [32] is smaller, but contains records for
both protein sequences (about 2,500 entries) and chemical
structures (nearly 4,800 entries), as well as interactions.

We constructed a known protein-chemical interaction net-
work using publicly available chemical-protein binding data.
The DrugBank [32] database contains structures for over
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Table 1: Protein, Chemical, and Interaction
Databases.

Database Content
PubChem chem. structures, substances, bioassays

NCBI Entrez many NCBI genomic/proteomic databases
DrugBank chem. structures, target seqs., interactions

1350 FDA-approved small molecules and sequences for over
2500 drug target proteins, with 3% of the interaction space
known to be positive. The NCBI Entrez database [4] pro-
vides (among other diverse data) protein sequences in nu-
cleotide and amino acid format.

Protein and chemical features for both experimental stud-
ies were extracted as frequent patterns, subgraphs in the
case of chemical structures, and k-mers in the case of pro-
tein sequences. The most frequent protein and chemical pat-
tern features were selected for inclusion in our models. This
was done in order to reduce the complexity of the feature
space by eliminating infrequently occurring patterns. Fre-
quent subgraph features for chemicals will be mined using
Fast Frequent Subgraph Mining [10]. Protein sequence k-
mer features [27] were extracted from known protein amino-
acid sequences and filtered by frequency.

2.2 Interaction Modeling
Interaction prediction finds natural applications in many

fields. In bioinformatics, protein-protein and protein-chemical
interaction prediction have been well studied [1, 13, 11]. In
social network analysis, interaction prediction is also known
as the link discovery or pairwise classification [20] prob-
lem. Problems studied in this area include co-author pre-
diction [7, 17, 22] and web-site link prediction [34]. Broader
areas with link prediction applications include predicting
query-document links in information retrieval [26], user-item
recommendations in collaborative filtering [24], and links
among database records with the same identity (record link-
age) [31]. In this work we focus on protein-chemical interac-
tion prediction and the fusion of heterogenous protein and
chemical features.

Recently there has been a number of efforts investigating
genome-wide chemical-protein interaction, beginning with
initial work on global mapping of the interaction space [21]
and efforts to apply existing docking [5] and support vector
machine [18] technologies. More sophisticated kernel meth-
ods were later applied [11, 18], and the interaction prediction
problem was also formalized as link prediction on a bipartite
graph [33, 2]. Recent work has focused on visualization of
different protein/chemical data sets in order to understand
their overlap, but has not discounted the predictive abilities
of such models [28].

2.3 Ensemble Methods
Some of the most recent work in genome-wide protein

chemical interaction prediction has focused on ensemble meth-
ods built from local models that make predictions about a
small region of interaction space. This approach is well mo-
tivated, since it is unlikely that a single model can generalize
to make predictions regarding many diverse protein families
and chemotypes. There are several issues with this current
work on interaction prediction, and the research proposed in

this section aims to address each of these issues. Boosting is
proposed as a generable ensemble learning framework, un-
der which two modifications are proposed: 1) adjust sample
reweighting based on sample similarity as well as misclassi-
fication, and 2) weight model predictions based on sample
similarity as well, so that models make predictions only for
samples most similar to previous samples that were correctly
classified. This section first explores the connection between
local models and boosting, then outlines the technical details
required to modify boosting for the genome-wide interaction
prediction setting.

2.3.1 Local Models and Boosting
The approach proposed in [2] using local models strongly

resembles the use of ensemble methods in which a number
of weakly performing classifiers are organized in such a way
that their predictions can be combined into a strongly per-
forming classifier. In the previous approach, a local model
for each unknown protein-chemical interaction is built using
only known samples that share a protein or chemical with
the unknown interaction. This method is analogous to an
ensemble approach where each model makes a prediction for
only a single sample, and is built using only the most rele-
vant data to that sample. For genome-wide protein-chemical
interaction prediction, local models are useful because the
chemical-protein interaction space is large and built from
a diverse number of protein families as well as chemotypes.
Partitioning that space into more homogenous segments and
building specialized models for each segment is a much more
reasonable approach than attempting to build a single model
to make predictions predictions across all interactions. The
drawback of using local models is that each model is too
specialized, and broader similarities between samples are ig-
nored during both learning and prediction. Further, known
ensemble learning approaches have not been explored in this
context.

Boosting is a well known ensemble learning framework
that is usable with many types of classifiers, and which can
be robust to overtraining and provide high generalization
ability. The basic boosting algorithm, following AdaBoost
[8] is as follows:

• Given data (x1, y1), ..., (xn, yn) with xi ∈ X, yi ∈ Y =
{−1,+1}.

• First, initialize sample weights wi =
1

n
, i = 1, ..., n.

• For t = 1, ..., T :

1. Fit a classifier Gt(x) : X → {−1,+1} to the train-
ing data with weights wi.

2. Compute the sample-weighted error:

errt =

n∑

i=1

wiI [yi 6= Gt(xi)] (1)

3. Compute the classifier weight, using errt as com-
puted in the previous step:

αt =
1

2
log

1− errt
errt

(2)

4. Finally, update the sample weights:

wi ←
wi exp(αtI [yi 6= Gt(xi)])

Zt

(3)
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where Zt is a normalization factor.

• These steps are repeated until some termination crite-
ria or a total number of iterations T is reached. The
final classifier is output as:

G(x) = sign(

T∑

t=1

αtGt(x)) (4)

Boosting works by constructing a series of models, each
weighted so that it favors accurate predictions regarding
samples that have been misclassified by previous samples.
The final predictions are then made by a voting arrangement
where each model contributes a vote weighted by itś overall
prediction accuracy. Here the similarity between boosting
and local models can be seen, in that they both rely on a
series of specialized models that each make predictions favor-
ing only specific samples. The difference between boosting
and local models is that boosting incorporates all individual
model predictions into an overall set of predictions, while
local models do not weight samples in response to misclassi-
fication rates. The drawback to boosting is that is does not
pay attention to sample similarity when computing sample
weights, and also does not restrict model predictions to only
the relevant samples.

2.4 Similarity Boosting

2.4.1 Similarity-based Sample Weighting
In order to modify boosting to take advantage of sample

similarity, the sample weighting step must be modified to
incorporate similarity alongside miss classification. By av-
eraging the sample weights according to similarity, the effect
of misclassified samples is reduced. Given n samples, let K
be the n by n matrix of normalized sample similarities such
that K(i, j) is the similarity between samples i and j, where
0 ≤ K(i, j) ≤ 1 and K is symmetric, with K(i, j) = 1 in-
dicating strong similarity and K(i, j) = 0 indicating weak
similarity. The sample weight update equation can then be
redefined as:

w′

i ←

∑n

j=1
K(xi, xj) w

′

j

Zt

exp(−αtI [yi 6= Gt(xi)]) (5)

So that w′

i is the similarity-weighted sum of all sample
weights, and Z-t is a normalization factor. Note that when
K is the identity matrix the equation for w′

i reduces to the
previous reweighting equation for wi.

The choice of K can be made arbitrarily, computed, or
learned. In the case where samples are known to be orga-
nized into discrete groups C1, ..., Cm, and K can be chosen
so that for each Ci and a pair of samples (a, b), K(a, b) = 1
if a, b are members of Ci and zero otherwise, with each a, b
belong to only one Ci. In this case each sample in the group
will be weighted the same.

If explicit feature vectors for samples are available, the
similarity matrix K can be computed according to a dis-
tance metric such as Euclidean distance, or they are not
available a similarity function such as a kernel function can
be used. Using different similarity/kernel functions will em-
bed samples into different vector spaces and hence induce
different sample weightings.

2.4.2 Similarity-based Prediction Weighting
The boosting equation for building the final classifier uses

a weighted sum of the local classifiers, but not only does
each classifier contribute equally to each prediction, but each
classifier is also weighted by its global accuracy on the entire
data set. Both of these cases contradict the intuition that
each local model is specialized for a subset of samples and
thus should make predictions regarding only those samples.

Like the modifications to boosting for sample weighting,
modifying the boosting prediction function uses a matrix
K of similarities between samples, 0 ≤ K(i, j) ≤ 1 and
K(i, j) = K(j, i), for all i, j = 1, ..., n. A kernel K(x, xi)
between some unknown sample x and previous samples xi

is also required. The loss function terms can be redefined
to parameterize errt and αt so that the final classifier G(x)
incorporates the similarity between a new sample x and pre-
viously well classified samples:

err′t(x) =
n∑

i=1

K(x, xi) wi I [yi 6= Gt(xi)] (6)

α′

t(x) =
1

2
ln

1− err′t(x)

err′t(x)
(7)

G′(x) = sign(
T∑

t=1

α′

t(x)Gt(x))) (8)

where the term err′t(x) weights model predictions to fa-
vor models that perform well on samples most similar to the
unknown sample x. The normal loss function is weighted by
the similarity term K(x, xk) in order to minimize the contri-
bution of samples that are dissimilar to x. Note that when
K(x, xk) = 1 for all k = 1, ..., n, this equation reduces to the
original errt. The wi here is the same wi from the original
equations, computed during the last boosting iteration.

Of course the choice of K here directly determines the
prediction outcomes, and again K could be chosen arbitrar-
ily to enforce known sample relationships, computed from
sample features, or learned in a continuous process. Differ-
ent problem settings necessitate different choices for K, but
this work is particularly interested in the genome-wide in-
teraction prediction problem. While this interaction space is
quite diverse, the samples within it are organized somewhat
regularly. A great deal of work has taken place categorizing
both chemicals and proteins, and such information could be
used to construct a K that directly respects these categories.
This will, however, likely yield a somewhat artificial model
with limited generalization beyond those strict categories.
A more adaptive approach would be to encode category in-
formation into the sample features and use a feature vec-
tor distance metric to compute K. In this way the natural
similarity between samples will be combined with a priori
intuitions about protein families and molecule chemotypes.

3. RESULTS
The proposed SimBoost method for genome-wide chemical-

protein interaction prediction will be compared to compet-
ing methods and evaluated according to prediction accuracy,
precision, and recall. SimBoost is also compared to Local
Models in terms of tolerance to noise in the interaction data.
This section discusses the relevant data sources, evaluation
metrics, and competing methods. Experimental results are
presented as well.
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Table 2: Number of total, positive and negative sam-
ples in each data set.

Data Set # Samples # Positives # Negatives
Nuc. Receptors 1404 90 1314

GPCRs 21185 635 20550
Ion Channels 42840 1476 41364
Enzymes 295480 2926 292554

3.1 Data Sets
This section describes the characteristics of the data sets

used to evaluate general classification performance, as well
as tolerance to interaction label noise.

3.1.1 Noise Tolerance Data Sets
In order to measure the tolerance of the SimBoost and

Local Model classifiers to noise in the training labels, a gold
standard data set of high quality with known positive and
negative interactions is required. The authors of Local Mod-
els evaluated their method on such a collection of data [2]
and have made this data set available along with the pro-
tein and chemical similarities used in their evaluation stud-
ies. In order to compare our method to Local Models we
have elected to use this data as well. The data is not ideal
for an overall evaluation since it is divided into 4 distinct
classes of interactions involving enzymes, nuclear receptors,
g-protein coupled receptors (GPCRs) and ion channels. The
sizes and characteristics of these data sets are given in ta-
ble 2. Chemical compounds for this data were taken from
the DRUG and COMPOUND areas of the KEGG LIGAND
database [14] and protein amino acid sequences were taken
from the KEGG GENES database. Chemical similarity was
determined using graph alignment and the protein similar-
ities determined using sequence alignment. Further details
regarding data are available in the Local Models paper.

It is evident that the interaction space is very sparse, that
is, very few positive interactions compared to negative inter-
actions. Many classifiers are dependent on the class balance
of a data set, and given sparse data can easily devolve into
a trivial classifier predicting all samples as members of the
dominant class. To combat this difficulty, some classifier
parameters can be tuned to avoid this behavior. The pa-
rameter tuning process often requires another level of cross-
validation, and hence can be time consuming to find the best
parameters to ensure a fair comparison between methods.
In order to avoid the complications that a class bias intro-
duce, we have randomly sampled a set of negatives equal to
the number of positives. This random selection was done 5
times generating 5 subsets of each data set, each with a dif-
ferent random selection of negative protein-chemical pairs.
In order to measure tolerance to noise, the interaction labels
for each of the data subsets were set randomly in increasing
amounts ranging from 0% (no noise) to 100% (all labels are
random) in increments of 10%, for 11 total experiments for
each subset. Each of the data subsets was divided into half
for training, and the other half for testing, and various levels
of noise was introduced into the training data, creating 11
experimental results for each of the 5 subsets in each data
set. The results are averaged over the 5 random subsets at
each noise level, for all four data sets and both methods.

3.1.2 General Performance Data Sets

Table 3: Number of samples and features of each
data set.

Index # Samples # Features
1 100 100
2 150 100
3 150 150
4 200 100
5 200 200
6 300 150
7 300 300
8 400 100
9 400 150
10 400 200

In order to evaluate interaction prediction on some typi-
cal interaction data, we have randomly sampled a number of
interactions from the DrugBank[32] repository and assem-
bled them into several data sets. A number of sets ranging
from 100-400 samples and 100-200 features were collected
and the general performance of SimBoost and related meth-
ods was evaluated. In each dataset, a balanced number of
positive and negative samples were randomly selected. Be-
cause Drugbank offers only a list of known positive interac-
tions and does not provide a list of known negative inter-
actions, a set of synthetic negative samples was created by
first selecting protein-chemical pairs known to interact, and
then substituting another protein/chemical for the original
one, such that feature similarity between them is low.

For each dataset, we created 10 randomized trials. For
each trial, 10-fold cross-validation was used to evaluate each
method’s performance, requiring 10 experiments each with
one 10% segment of the data used for testing with the re-
maining 90% used for training. This or a total of 100 sets
experimental results per method per data set, which are av-
eraged into the final measures of accuracy, sensitivity, and
specificity. For classifiers requiring parameter optimization,
such as SVM, internal 5-fold cross-validation on the train-
ing data is used to select the best parameter. Details on
parameter selection for various methods are given below.

Features were extracted using the training data during
each experiment. For chemicals, frequent subgraph features[10]
were generated, and frequent k-mers were generated for pro-
teins. In these experiments, k = 4 was used to generate
the k-mers, which were then filtered by frequency. The fre-
quency threshold for both subgraphs and k-mers was chosen
so that the desired number of features was obtained, as well
as a balanced number of protein/chemical features. For in-
stance, if 200 features is desired, a frequency threshold would
be chosen such that 100 frequent subgraphs were obtained
as well as 100 frequent k-mers. SimBoost and SVM both
use a linear kernel to compute similarity between samples
based on these features.

Tables 3 and 4 show the number of samples and features
in each data set, as well as the number of unique proteins
and chemicals.

3.2 Experimental Protocols
In order to establish the utility of SimBoost on protein-

chemical interaction data, a series of interaction prediction
data sets were constructed as described above. Experimen-
tal evaluation of this data was performed using the Weka
software. The SimBoost and Local Models methods were
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Table 4: Number of unique chemicals and proteins
in each data set.

Index # Unique Chem. # Unqiue Prot.
1 36 28
2 45 34
3 52 43
4 49 37
5 76 60
6 64 51
7 113 80
8 48 40
9 70 52
10 87 65

implemented as Weka modules in Java and compared to
other Weka implementations of competing methods. This
section discusses some details on experimental methodology
regarding parameter selection for various classifiers, evalua-
tion metrics, and competing methods.

3.2.1 Parameter Evaluation
SimBoost is dependent on two parameters, in addition to

the features/kernels selected: the base learner used, and the
number of iterations/models. A good starting base learner
would be näıve Bayes, due to its lack of a parameter that will
need tuning and strong theoretical performance, but other
base learners will be evaluated as well. The parameter that
controls number of iterations/models will have significant
impact on performance as well, and a range of values should
be evaluated on a number of data set sizes in order to es-
tablish a correlation between the number of data samples
and number of models needed to effectively discriminate be-
tween samples. For SimBoost and AdaBoost, the number
of iterations was fixed at 10, and both used näıve Bayes
as the base classifier. The näıve Bayes method has no pa-
rameters to optimize. For the SVM parameter selection, as
mentioned above, within each experimental cross-validation
fold, a smaller internal 5-fold cross-validation experiment
was performed to select the best C parameter.

3.2.2 Evaluation Metrics
For the general performance studies, comparisons will be

made primarily on the basis of: interaction prediction ac-
curacy, sensitivity, and specificity. These statistics will be
recorded and averaged over all cross-validation trials in these
experiments. Accuracy is defined as (TP + TN)/S where
TP is number of true positives, TN is number of true nega-
tives and S is the total number of testing samples. Precision
(TP/(TP + FP )) and recall (TP/(TP + FN)) are defined
also in terms of FP , number of false positives and FN , the
number of false negatives.

For the label noise tolerance studies, accuracy will be re-
ported as well.

3.2.3 Comparison Methods
For general performance comparisons, the proposed Sim-

Boost method will be compared to several competing meth-
ods. First, it will be compared to the typical boosting algo-
rithm as a baseline comparison. It will also be compared to
a single-model (non-ensemble) version of the base classifier
used. Finally, SimBoost is compared to popular global clas-
sifiers such as SVM, as well as the local classifiers proposed

in previous work [2].
The noise tolerance of SimBoost will be evaluated in com-

parison to the Local Models, using the same data set as
well as similarity kernel used by the Local Models authors
in their evaluation.

3.3 Label Noise Tolerance Results
The following tables show the performance of SimBoost

and Local Models for the gold standard data sets, as the
amount of noise in the interaction labels is increased.

For the Nuclear Receptor data set, the results are ambigu-
ous as the accuracy and AUC are unstable as the amount
of label noise is increased. This effect may be due to the
very small size of the data set. The second, larger data
set with GPCRs is much more clean and stable, showing
a clear deterioration of the Local Models approach as la-
bel noise is introduced. This is contrasted with a very slow
decline in the performance of the SimBoost method, which
has strong performance up to 70 and 80% label noise. Both
methods perform around 50% accuracy when the amount of
noise is increased to 100%, as expected. The results for the
Ion Channel data set are not as clear as the GPCR results,
largely because the performance for Local Models starts off
much lower and so the decline in performance as noise is
introduced is not as steep. The results for the Enzyme data
is a mix between those from the other data sets. The accu-
racy for Local Models is lower than SimBoost, and declines
accordingly, while the accuracy for SimBoost declines rela-
tively slowly while most of the noise is introduced, and then
drops sharply at the highest levels of label noise.

Figure 1: Prediction accuracy for Nuclear Receptor
data in response to training label noise.

Table 5 shows the performance of SimBoost, Local Mod-
els, and several other methods at the highest level of training
label noise tested, 90%. Showing that in all cases, the ac-
curacy for SimBoost is the best. It is notable that on two
of that data sets, SimBoost is able to achieve 70% accuracy
when 90% of the training data labels are noise.

3.4 General Performance Results
The following tables and figures present results for exper-

iments comparing the general performance of SimBoost to a
variety of competing methods. Table 6 presents a compari-
son of classification accuracy for each of the methods across
the ten datasets.

The results obtained show that the SimBoost method is
significantly better than AdaBoost at the 1% level in 6 of the
10 datasets, and significant at the 10% level for one more.
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Figure 2: Prediction accuracy for GPCR data in
response to training label noise.

Figure 3: Prediction accuracy for Ion Channel data
in response to training label noise.

Significance was determined using 2-way ANOVA. SimBoost
is also more accurate than näıve Bayes at the 1% level in 9
of the datasets, and worse in one. Finally SimBoost claims
a higher accuracy than SVM with a 1% confidence level for
6 of the data sets, and is worse than SVM in two of the sets.

Results for precision are similar to those for accuracy, al-
though compared to AdaBoost, SimBoost is has significantly
better precision for only 4 of the sets at 1% and one set at
10%. In the other cases, SimBoost is better but not signifi-
cantly so. Again, SimBoost is significantly better than näıve
Bayes at the 1% level for 9 of the 10 data sets. Compared
to SVM, SimBoost is significantly better in 6 of the datasets
at 1% and one set at 10%; SVM has better precision in two
of the data sets.

The results for comparing methods in terms of recall are
somewhat different than for accuracy and precision. Sim-
Boost is significantly better than AdaBoost in 8 of the datasets,
all at the 1% level, and worse in only two. Näıve Bayes,

Table 5: Accuracy of several methods at 90% train-
ing label noise. Best result for each data set is
marked in bold.

Set SimBst AdaBst SVM Loc.Model
Nuc. Receptor 61.112 55.554 56.222 52.89

GPCR 72.18 61.304 57.01 55.516
Ion Channel 57.55 54.796 53.588 52.58
Enzyme 70.80 59.07 51.47 47.60

Figure 4: Prediction accuracy for Enzyme data in
response to training label noise.

Table 6: Accuracy for 10 drugbank datasets com-
paring SimBoost to competing methods, along with
average accuracy for each method. Results marked
in bold are the best for each data set.
Set SimBst AdaBst Nai.Bayes SVM Loc.Model
1 65.3 57.1 61.1 60.0 61.2
2 59.9 54.8 58.8 54.9 58.2
3 59.9 54.6 57.3 56.4 56.3
4 61.1 59.7 58.1 58.9 59.4
5 59.7 56.7 58.1 56.3 56.5
6 57.5 55.5 56.4 57.3 56.2
7 58.1 57.3 57.3 53.3 56.4
8 57.5 56.4 56.6 57.3 56.9
9 57.1 56.1 57.2 58.3 57.0
10 58.5 57.9 56.2 58.6 56.9

Avg. 59.5 56.6 57.7 57.2 57.5

however, was better than SimBoost in recall for all data
sets. The results for SVM are somewhat mixed: SimBoost
is again better in 4 of the data sets at 1% significance, and
better in another data set at the 5% level, although Sim-
Boost is worse for three of the data sets.

Overall, p-values generated by performing 2-way ANOVA
across all datasets indicates that the SimBoost method is
better than compared methods with greater than 99% con-
fidence (p-values were less than 10−10).

4. DISCUSSION
SimBoost is a method for genome-wide protein-chemical

interaction prediction that utilizes protein and chemical sim-
ilarity to reduce the model’s sensitivity to mislabeled train-
ing samples. This method has been evaluated in a number
of protein-chemical interaction experiments and compared
to competing methods.

The results gathered show that in the protein-chemical
interaction cases evaluated, the SimBoost approach to in-
teraction prediction provides a degree of tolerance to noise
in the interaction labels that is not found in local model ap-
proaches. Overall, the SimBoost method shows competitive
performance on a range of data sets. It’s performance on
the gold-standard data sets indicate that it is also tolerant
to noise in the data class labels, a situation common in real
world data sets.

One choice that deserves comment is the base classifier
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Table 7: Precision for 10 drugbank datasets compar-
ing SimBoost to competing methods, with averages
for each method. Results marked in bold are the
best for each data set.
Set SimBst AdaBst Nai.Bayes SVM Loc.Model
1 66.6 58.6 60.8 60.7 60.7
2 62.1 55.0 59.7 55.6 58.7
3 61.6 55.7 58.1 57.3 57.0
4 61.9 60.3 57.4 59.2 58.7
5 60.0 56.6 57.6 56.4 56.4
6 57.2 55.7 55.7 57.4 55.7
7 58.1 57.5 56.5 52.9 55.7
8 57.6 56.9 56.2 56.6 56.6
9 56.9 55.8 56.7 58.6 56.7
10 59.0 58.2 56.0 58.9 56.6

Avg. 60.1 57.0 57.4 57.3 57.2

Table 8: Recall for 10 drugbank datasets comparing
SimBoost to competing methods, with averages for
each method. Results marked in bold are the best
for each data set.
Set SimBst AdaBst Nai.Bayes SVM Loc.Model
1 65.6 53.0 67.4 58.8 63.0
2 55.9 52.0 58.9 55.7 61.4
3 58.6 51.1 60.5 55.2 61.1
4 58.7 59.8 63.9 61.4 64.3
5 61.0 55.3 64.2 54.7 62.6
6 61.3 53.6 65.9 56.0 63.4
7 60.0 53.9 63.8 51.7 62.7
8 60.5 54.5 63.5 62.1 62.7
9 56.7 59.4 62.0 56.6 59.9
10 58.8 56.8 61.1 59.6 61.9

Avg. 59.7 54.9 63.1 57.1 62.3

used for SimBoost and AdaBoost. Early experimentation
(not shown here) used a simple decision stump as the base
classifier, and for these experiments the difference between
SimBoost and AdaBoost was negligible, likely due to the
very simplistic nature of decision stump classifiers and the
relatively low number of models used. The need to use
a more sophisticated base classifier was clear and several
were tested. The results using typical classifiers (again, not
shown), however, were puzzling: with random forest, SVM,
and k-NN as the base classifier, the results were poor and
in some cases SimBoost and AdaBoost rendered exactly the
same results. The results when using a näıve Bayes classifier
were much better and show a clear contrast between Sim-
Boost and AdaBoost. There may be a couple good reasons
for this: first, näıve Bayes is able to incorporate the sam-
ple weights in a natural way, which is critical for SimBoost

Table 9: Number of data sets where SimBoost per-
forms significantly better (at the 5% confidence level
using ANOVA), for each comparison method and
statistical measure.
Statistic AdaBoost NäıveBayes SVM LocalModel
Accuracy 6 9 7 9
Precision 4 9 7 9
Recall 8 10 4 10

since it uses those weights to localize the base models (it is
possible due to Weka implementations that other base clas-
sifiers did not incorporate sample weights properly or at all);
second, it is a non-parametric model and hence required no
additional parameter tuning.

Acknowledgements
This work was supported by funding from grant P20 RR016475
from NIH NCRR.

5. REFERENCES
[1] A. Ben-Hur and W. S. Noble. Kernel methods for

predicting protein-protein interactions.
Bioinformatics, 21(Suppl 1):i38–i46, 2005.

[2] K. Bleakley and Y. Yamanishi. Supervised prediction
of drug target interactions using bipartite local
models. Bioinformatics, 25:2397–2403, 2009.

[3] DRAGON. http://www.talete.mi.it.

[4] N. Entrez. http://www.ncbi.nlm.nih.gov/Entrez/.

[5] Z. Gao, H. Li, H. Zhang, X. Liu, L. Kang, X. Luo,
W. Zhu, K. Chen, X. Wang, and H. Jiang. Pdtd: a
web-accessible protein database for drug target
identification. BMC Bioinformatics, 9(1):104, 2008.

[6] S. Gomez, W. Noble, and A. Rzhetsky. Learning to
predict protein-protein interactions from protein
sequences. Bioinformatics, 19(15):1875–1881, 2003.

[7] M. A. Hasan, V. Chaoji, S. Salem, and M. Zaki. Link
prediction using supervised learning. In In Proc. of
SDM 06 workshop on Link Analysis, Counterterrorism
and Security, 2006.

[8] T. Hastie, R. Tibshirani, and J. Friedman. The
Elements of Statistical Learning: Data Mining,
Inference, and Prediction. Springer-Verlag, 2001.

[9] T. Hertz, A. Bar-Hillel, and D. Weinshall. Boosting
margin based distance functions for clustering. In
Proc. of the International Conference on Machine
Learning, 2004.

[10] J. Huan, W. Wang, and J. Prins. Efficient mining of
frequent subgraph in the presence of isomorphism. In
Proceedings of the 3rd IEEE International Conference
on Data Mining (ICDM), pages 549–552, 2003.

[11] L. Jacob, B. Hoffmann, V. Stoven, and J.-P. Vert.
Virtual screening of gpcrs: an in silico chemogenomics
approach. Technical Report HAL-00220396, French
Center for Computational Biology, 2008.

[12] L. Jacob and J.-P. Vert. Protein-ligand interaction
prediction: an improved chemogenomics approach.
Bioinformatics, 24(19), 2008.

[13] F. JL, M. M, M. S, S. K, and S. R. Genome scale
enzyme-metabolite and drug-target interaction
predictions using the signature molecular descriptor.
Bioinformatics, 24(2):225–33, 2007.

[14] M. Kanehisa, S. Goto, M. Hattori, K. F.
Aoki-Kinoshita, M. Itoh, S. Kawashima, T. Katayama,
M. Araki, , and M. Hirakawa. From genomics to
chemical genomics: new developments in kegg. Nucleic
Acids Research, 34:D354–357, 2006.

[15] T. Kudo, E. Maeda, and Y. Matsumoto. An
application of boosting to graph classification. In
NIPS, 2004.

ACM-BCB 11 233



[16] C. Leslie, E. Eskin, and W. Noble. The spectrum
kernel: a string kernel for svm protein classification. In
Proceedings of the Pacific Symposium on
Biocomputing 2002, World Scientific, Singapore, 2002.

[17] D. Liben-Nowell and J. Kleinberg. The link prediction
problem for social networks. In In Proceedings of the
Twelfth Annual ACM International Conference on
Information and Knowledge Management, 2003.

[18] N. Nagamine and Y. Sakakibara. Statistical prediction
of protein chemical interactions based on chemical
structure and mass spectrometry data.
Bioinformatics, 23:2004–2012, 2007.

[19] Y. Okuno, J. Yang, K. Taneishi, H. Yabuuchi, and
G. Tsujimoto. GLIDA: GPCR-ligand database for
chemical genomic drug discovery. Nucleic Acids Res.,
2006(9).

[20] Oyama, Satoshi, Manning, and C. D. Using feature
conjunctions across examples for learning pairwise
classifiers. In 15th European Conference on Machine
Learning (ECML2004), 2004.

[21] G. V. Paolini, R. H. B. Shapland, W. P. van Hoorn,
J. S. Mason, and A. L. Hopkins. Global mapping of
pharmacological space. Nature Biotechnology,
24:805–815, 2006.

[22] A. Popescul and L. Ungar. Statistical relational
learning for link prediction. In In Proc. of the
Workshop on Learning Statistical Models from
Relational Data, 2003.

[23] Pubchem. http://pubchem.ncbi.nlm.nih.gov.

[24] P. Resnick, N. Iacovou, M. Suchak, B. P., and
J. Riedl. Grouplens: An open archetecture for
collaborative filtering of netnews. In ACM Conference
on Computer-Supported Cooperative Work, 1994.

[25] M. S, R. D, and F. JL. Predicting protein-protein

interactions using signature products. Bioinformatics,
21(2):218–226, 2005.

[26] G. Salton. Automatic Text Processing: The
Transformation, Analysis and Retrieval of Information
by Computer. Addison Wesley, Reading, MA, 1989.

[27] A. Smalter, J. Huan, and G. Lushington. Feature
selection in the feature tensor product space. In
Proceedings of the 9th IEEE International Conference
on Data Mining, 2009.

[28] H. Strombergsson and G. Kleywegt. A chemogenomics
view on protein-ligand spaces. BMC Bioinformatics,
10(Suppl 6):S13, 2009.

[29] S. W. Tamas Horvath, Thomas Gartner. Cyclic
pattern kernels for predictive graph mining.
Proceedings of the 10th ACM SIGKDD International
Conference on Knowledge Discovery and Data Mining,
2004.

[30] D. Tao, X. Li, X. Wu, W. Hu, and S. J. Maybank.
Supervised tensor learning. Journal of Knowledge and
Information Systems, 13, 2007.

[31] W. Winkler. Advanced methods for record linkage.
Technical report, 1994.

[32] D. S. Wishart, C. Knox, A. C. Guo, S. Shrivastava,
M. Hassanali, P. Stothard, Z. Chang, and J. Woolsey.
Drugbank: a comprehensive resource for in silico drug
discovery and exploratin. Nucleic Acids Res., 2006(1).

[33] Y. Yamanishi, M. Araki, A. Gutteridge, W. Honda,
and M. Kanehisa. Prediction of drug target interaction
networks from the integration of chemical and genomic
spaces. Bioinformatics, 24(13):i232–i240, 2008.

[34] J. Zhu, J. Hong, and J. Hughes. Using markov models
for web site link prediction. In in Proceedings of the
thirteenth ACM conference on Hypertext and
hypermedia, pages 169–170, 2002.

ACM-BCB 11 234



Using Compact Encodings for Path-based Computations 
on Pedigree Graphs 

Lei Yang, En Cheng, Z. Meral Özsoyoğlu 

Electrical Engineering and Computer Science Department 

Case Western Reserve University 

{lxy105, exc92, mxo2}@case.edu  

 

ABSTRACT 
With increasingly growing knowledge of genetics and rapid 
accumulation of genealogy information, pedigree data is 
becoming very important. Efficiently identifying all pedigree 
paths for an individual plays an important role in computing 
genealogical measurements such as inbreeding and kinship 
coefficients of individuals. In this paper, we propose a new 
compact path encoding scheme, and present an efficient scheme 
for identifying paths on large pedigrees to enable path-based 
computations on pedigree graphs. We also use inbreeding 
coefficient computation as an example to demonstrate the space 
and time efficiency of our method. Compact Path Encoding 
scheme for path manipulations is applicable to general directed 
acyclic graphs in general. We perform experiments for comparing 
the efficiency of our method with the previous methods for 
evaluating inbreeding coefficients on pedigree graphs with real 
and synthetic data sets. Experimental results demonstrate that the 
resulting scheme is more scalable and efficient than previous 
methods both in terms of time and space requirements.  

Categories and Subject Descriptors 
H.3.1 [Information Storage and Retrieval]: Content Analysis 
and Indexing – Indexing methods.  

General Terms 
Algorithms, Experimentation, Performance. 

Keywords 
Graph Encoding, Path Based Computations, Large Pedigree 
Graphs, , Inbreeding Coefficients. 

1. INTRODUCTION 
With the rapidly expanding field of medical genetics and genetic 
counseling, genealogy information is becoming increasingly 
abundant. In January 2009, the U.S. Department of Health and 
Human Services released an updated and improved version of the 
Surgeon General‟s Web-based family health history tool [1]. This 
Web-based tool makes it easy for users to record their family 
health history. Large extended human pedigrees are very 
informative for linkage analysis. Pedigrees including thousands of 
members in 10-20 generations are available from genetically 
isolated populations [2, 3].  
The Utah Population Database [4] with 1.6 million genealogy 

records is one of the large, heavily used pedigree data collections. 
The Jagelman Registries of Cleveland Clinic [5] is an example of 
a pedigree data collection which is heavily used by medical and 
genetic researchers for the analysis of hereditary structure and 
identifying risk factors for inherited colon cancer.  

Pedigrees are hierarchical structures showing hereditary 
relationships between individuals, and are typically represented as 
directed acyclic graphs (DAGs). In a pedigree graph, the set of 
paths to an individual from its ancestors is important for 
computing quantitative measures of the genetic relationship 
between individuals, such as inbreeding coefficients, kinship 
coefficients, and identity coefficients. For example, Wright‟s 
path-counting formula [28], for computing inbreeding coefficients 
requires all paths from a common ancestor to a given individual‟s 
parents. More specifically, the inbreeding coefficient of an 
individual is a function of the number and location of the common 
ancestors of both parents of this individual in the given pedigree. 
Efficient computation of inbreeding and kinship coefficients is 
important for large pedigrees, especially for real time applications 
such as genetic counseling.  The inbreeding coefficient of an 
individual is one of the parameters in calculating the cancer risk 
of an individual in hereditary cancers [6]. Inbreeding is also 
important for wildlife conservationists and purebred livestock. 
Inbreeding coefficients are calculated routinely for animals 
included in national genetic evaluations for yield traits [7], and 
animal selection [7]. With the rapidly accumulation of genealogy 
information, there is need for scalable computation schemes due 
to both the increasing volume of available pedigree data, and the 
increasing usage of pedigree data analysis in medical genetics for 
hereditary diseases. 

In this paper, we propose a compact encoding for pedigree graphs 
to be used for computation of inbreeding coefficients and other 
genetic measures utilizing path-counting formulas scalably and 
efficiently on large pedigrees. Our Compact Path Encoding for a 
directed acyclic graph (CPE) includes two parts: the first is called 
the Prefix-based Encoding for a Tree (PET), and the second part 
is the encoding for Non-Tree Edges (NTE). We use CPE of the 
nodes in the graph to construct paths from ancestors, and utilize 
the path information for computing inbreeding coefficients with 
path-counting formulas. We also present experimental results 
evaluating the performance of our method for calculating 
inbreeding coefficients. 

The main contributions of this paper are as follows: 
I) A compact path encoding scheme for pedigree graphs, and 

an efficient algorithm for constructing paths using node 
labels on large pedigrees.  

II) An efficient and scalable scheme for calculating inbreeding 
coefficients using compact path encoding on large 
pedigrees. 
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III) Experimental results demonstrating significant performance 
gains for calculating inbreeding coefficients as compared to 
other label-based schemes and traditional recursive 
algorithms. 

While we focus only on pedigree graphs in this paper, Compact 
Path Encoding Scheme and the algorithm for constructing paths 
using node labels is also applicable to other directed acyclic 
graphs for efficient path manipulation.  

2. PROBLEM STATEMENT 
Pedigree data is represented by a directed acyclic graph, where the 
nodes represent individuals, and directed edges represent parent-
child relationships. Given a pedigree graph, we can calculate 
many quantities of interest such as checking if an individual has 
inbreeding and computing the individual‟s inbreeding coefficient. 
The inbreeding coefficient of an individual is the probability that 
both copies of any given gene of the individual are received from 
the same ancestor. The inbreeding coefficient can be computed 
using Wright‟s path counting formula [28]. Given an individual n, 
Wright‟s formula for inbreeding coefficient Fn is: 

 
11 1    if  has inbreeding

2

0                                        otherwise

r s

A

A Pn

F n
F

    
   

     
 
 

  

where A is the common ancestor of the parents of n, and FA is the 
inbreeding coefficient for A, P is a  pair of paths that is not 
overlapping from the common ancestor A to the parents of n, r is 
the number of generations between n and A from the maternal 
side, and s is from the paternal side. The summation is performed 
over all common ancestors of the parents of n, and, for all non-
overlapping pairs of paths from the common ancestor to the 
parents.  
Given an individual n having father f and mother m, the 
inbreeding coefficient of n is equal to the kinship coefficient1 

between f and m. Thus, the inbreeding coefficient of n can also be 
computed using a recursive formula for computing kinship 
coefficients [8]. For applications requiring pedigree queries 
embedded into database queries, and pedigree data stored in a 
database, recursive methods for computing inbreeding coefficients 
tend not to be very scalable due to many database accesses. Path 
counting formulas on the other hand require efficiently identifying 
and manipulating paths.  
In this paper, we focus on a scalable scheme for encoding 
pedigree graphs and efficient algorithms using path counting 
formulas for computations on pedigree graphs. Pedigree 
computations where path counting formulas can be used 
efficiently include inbreeding coefficients, kinship and 
generalized kinship coefficients [29, 30], and identity coefficients 
which can be expressed as a linear combination of generalized 
kinship coefficients. Here, we use the computation of inbreeding 
coefficients as an example to demonstrate the efficiency of graph 
encoding scheme for path-based computations. The outline for 
inbreeding coefficients calculation using graph encoding 
(labeling) techniques by identifying paths is summarized in Figure 
2.1, where the paths to an individual n can be identified using the 
labels of the node in the pedigree graph corresponding to the 
individual.   

                                                                 
1 The kinship coefficient between f and m is the probability that a gene 

selected randomly from f and a gene selected randomly from the same 
autosomal locus of m is identical by descent. 

Algorithm Inbreeding Coefficient 
Input: Labels of n 
Output: Inbreeding coefficient of n 
1) Identify common ancestors of mother m and father f of n. 
2) For each common ancestor A 

a) Find the set of pairs of paths from A to m and f.  
b) Identify non-overlapping pairs of paths  

 c) Find the number of generations between the common ancestor and 
the individual for the non-overlapping pairs of paths.  

d) Compute the inbreeding coefficient for A. 
3) Compute the inbreeding coefficient of n 

Figure 2.1 Algorithm: Inbreeding Coefficient 

2.1 Graph Encoding/Labeling Schemes 
There are three families of labeling schemes [9], namely bit-
vector, prefix and interval. While very useful for answering 
queries requiring descendants, ancestors, siblings, etc., bit-vector 
[26] and interval-based schemes [10, 27] are not useful for 
identifying path information. Since in this paper we need to 
identify paths, we focus only on prefix-based schemes. 
Prefix-based schemes directly encode the parent of a node in a 
tree, as a prefix of its label using for instance a depth-first tree 
traversal.  Dewey labeling [11] is a prefix based labeling for trees.  
EGDL [13] is an extension of the Dewey labeling for DAGs. 
NodeCodes [12, 14] is a prefix based labeling scheme for directed 
graphs, also used to encode pedigree data and path based pedigree 
computations. Since Nodecodes labeling is closely related to the 
scheme used in this paper, next we discuss it in more detail. 

2.2 NodeCodes: A Prefix Based Encoding 
Nodecodes of a node is a set of labels each representing a path to 
the node from its ancestors. Given a pedigree graph, let r be the 
progenitor (i.e., the node with 0 in-degree)2. For each node u in 
the graph, the set of NodeCodes of u, denoted NC(u), are assigned 
using a breadth-first-search traversal starting from r as follows:  
1) If u is r then NC(r) contains only one element, the empty string. 
2) Otherwise, let u be a node with NC(u), and v0, v1, … vk be u‟s 
children in sibling order, then  for each x in NC(u), a code xi* is 
added to NC(vi), where 0  i  k, and * indicates the gender of the 
individual represented by node vi.  

Basically, each node is assigned labels which are sequences of 
integers and delimiters, the integers represent the sibling order, 
and the delimiters denote the gender of the node, as well as being 
used to determine the generations. We use „.‟, „,‟, and „;‟ to denote 
female, male or unknown respectively.  
Example 2.1: Consider the pedigree graph with NodeCodes as 
shown in Figure 2.2. There are 3 and 4 paths from the root s to 
individuals P5 and P6 respectively.  Elements of NC(P5) = 
{<0.0,0.0,>, <1,0,0.0,>, <1,1.0.0,>} each represents one of the 3 
paths from s to P5. The code <1,0,0.0,> in NC(P5) represents the 
path <s,P1,P2,P4,P5>. 
The basic steps for calculating the inbreeding coefficient of an 
individual n using NodeCodes include: 1) Find the NodeCodes of 
mother m and father f of individual n; 2) Identify common 
ancestors of m and f; 3) For each common ancestor A, identify 

                                                                 
2 For simplicity, we assume there is one progenitor, r, as the ancestor of all 

individuals in the pedigree. Otherwise, a virtual node r can be added to 
the pedigree graph and all progenitors can be made children of r. 
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non-overlapping pairs of paths from A to m and f, and compute the 
contribution to the inbreeding coefficients.  
Given an individual n, with mother m and father f, identifying 
common ancestors of m and f requires matching NC(m) with 
NC(f) having the longest common prefix for matching sets. Then, 
the longest common prefix is used to identify the non-overlapping 
pairs of paths; please see our earlier work [12, 14] for details. 

P0 P1

P2 P3

P4

P5

P1

P6

0. 1,

1,1.0.0,

1,0,

0.0,0.

1,0,0.

1,1.0.

1,2.

0.0,0.1.

1,0,0.1.

1,1.0.1.

0.0,0.0,

1,0,0.0,

1,1.0.0,

1,2.0,

0.0,0.1.0,

1,0,0.1.0,

1,1.0.1.0,

0.0,0.0,0,

1,0,0.0,0,

1,1.0.0,0,

S

Virtual 

source 

node 

 
Figure 2.2. A pedigree graph with NodeCodes 

Having one code for each path from an ancestor to the node is an 
advantage for Nodecodes in manipulating paths. For large 
pedigree graphs however, this is also the shortcoming of 
Nodecodes since the number of paths may increase significantly 
as pedigrees may have (undirected) cycles, and the number of 
NodeCodes for each node also increase, resulting the method to 
lose its scalability. 
Compact Encoding described below is similar to EGDL [13], and 
uses one code for each node representing all paths to the node 
from its ancestors.  The paths are generated from this code as 
needed, and hence resulting in significantly more compact 
representation of path information as compared to Nodecodes. 

3. COMPACT PATH ENCODING 
In compact encoding, each node has one code representing all 
paths to the node from its ancestors, instead of having one code 
for each of such paths as in NodeCodes. All relevant path 
information can then be effectively generated using only the 
information in the compact encoding of the node.   

Compact Path Encoding includes two parts: the first is the 
representation of the node in a prefix based labeling on a spanning 
tree of the graph where the unique progenitor, r, is the root. This 
part is the Prefix-based Encoding for Tree edges (or PET). Since 
there is a unique path from r to each node considering the edges 
of the spanning tree, each node in the graph has a unique PET 
code. We use NodeCodes for PET portion of the compact 
encoding. The second part is the encoding for Non-Tree Edges (or 
NTE) representing the list of non-tree edges in the paths from the 
root to the node. Since each node is uniquely represented by its 
PET code, each non-tree edge (u, v) is represented as (PET(u), 
PET(v)).   

Example 3.1: Consider the pedigree graph in Figure 3.1. Compact 
Encoding of node P5,  CPE(P5)=<0.0,0.0,#1, #0.0,#1,0.#0.0,0.>, 
where 0.0,0.0, is PET(P5) which is the NodeCodes of P5 w.r.t. the 
spanning tree.  (<1,>, <0.0,>) and (<1,0.>, <0.0,0.>) are the non-
tree edges, (P1, P2) and (P3, P4) in the paths from s to P5, where 
each edge (u, v) is represented as (PET(u), PET(v)). In the CPE 

code special symbols are used as delimiters. 
In the next section, Compact Path Encoding is explained with 
more details on the special delimiters that are used for path 
construction from the codes. 
3.1 Compact Path Encoding for DAGs 
Given a single-root DAG G, the first step is to find a Breadth-First 
tree T from G.  As a result, all edges in G are divided into tree 
edges and non-tree edges. After the Breadth-First tree T is found, 
the prefix-based encoding for a tree is performed on T.  Then, for 
each node v in G, we obtain the path-induced subgraph of v in G.  

Definition: The Path-induced Subgraph of v in G, denoted as 
PS(v), is the unique minimal

3 sub-digraph of G that contains all 
the paths in G from the root r to node v.   

For a pedigree graph, any non-founder node is defined as having 
(at most two) parent nodes. Given a non-founder node v with 
parents f and m, we use a recursive formula to obtain PS(v) 
according to PS(f) and PS(m).   

( ) ( ) ( )

( { , , }, {( , ), ( , )})

G G

fmv

fmv

PS v PS f PS m G

G V f m v E f v m v



  
 

where ∪G denotes a graph union operator, which  operates on 
both the sets of vertices and the sets of edges of two graphs.

 
To generate the CPE label of the node v in G, denoted as CPE(v), 
we need to obtain all non-tree edges of PS(v), denoted by NTE(v). 
We use the non-tree edges of NTE(f) and NTE(m) to obtain 
NTE(v). More specifically,  

( ) ( { }
( )

(
,

) )NTE v NTE f NTE

p

m e

e v




 

( , )p v denotes the non-tree edge4 from one parent p (either f or 
m) to v.  

For an edge ( )e NTE v , there are four cases: 

0 : ( , )
1: ( ) and ( )
2 : ( ) and ( )
3: ( ) and ( )

case e p v

case e NTE f e NTE m

case e NTE m e NTE f

case e NTE f e NTE m



 

 

 

 

Any edge e = (u, v) in G can be represented by a pair of PET(u) 
and PET(v). More specifically, the CPE encoding for a non-tree 
edge ( )e NTE v is represented as 

1 2

1 2

1 2

1 2

'$ ' ( )  '$ ' ( )  if 0
'* ' ( )  '* ' ( )  if 1

( )  
'#' ( )  '#' ( )  if 2
'& ' ( )  '& ' ( )  if 3

PET v PET v case

PET v PET v case
edgeCPE e

PET v PET v case

PET v PET v case

  


  


  
   

 

                                                                 
3 Minimal refers to the subgraph containing only the edges and vertices in 
the paths from root r to node v. 
4 Note that one of the two edges coming to a node v from its parents m and 
f must be a non-tree edge with respect to the spanning tree. 
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where {„$‟, „*‟ , „#‟, „&‟} denote PET delimiters. 
Finally, for a node v which has the non-tree edges {e1, e2 . . . eg} in 
PS(v), the CPE encoding for v is represented as 

1( )  ( ) ( )  . . .  ( )gCPE v PET v edgeCPE e edgeCPE e    .  

To improve space efficiency, we modify the labeling scheme for 
the edge belonging to case0. If ( ) and 0e NTE v e case  , the 
destination node of e must be v. Thus, we can use a special 
character „?‟ to replace PET(v).  

We model Pedigrees, Individuals, and Compact Path Encoding 
labels in our relational database with the following tables:  
Pedigree(PedigreeID, Name) 
Individual(IndividualID, PedigreeID, MotherID, FatherID, 
Gender, Name, DOB, DOD, etc.) 
CompactPathEncoding(PET, PedigreeID, NTE, IndividualID) 

CPE(P0): 0.
CPE(P1): 1,
CPE(P2): 0.0,$1,$0.0,
CPE(P3): 1,0.
CPE(P4): 0.0,0.$1,0.$0.0,0.*1,*0.0,
CPE(P5): 0.0,0.0,#1,#0.0,#1,0.#0.0,0.
CPE(P6): 1,1.$0.0,0.$1,1.#1,#0.0,#1,0.#0.0,0.
CPE(P7): 0.0,0.0,0,$1,1.$0.0,0.0,0,#0.0,0.#1,1.&1,&0.0,&1,0.&0.0,0.

{„.‟ , „,‟}  denotes female and male, respectively;
{„$‟,„*‟,„#‟,„&‟}denotes a node delimiting label. 
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Figure 3.1. A pedigree graph with Compact Path Encoding 

3.2 Generating CPE Labels 
Given a pedigree graph, the CPE labels can be generated by using 
a modified Breadth First Search (BFS). CPE encoding algorithm 
in Figure 3.2 starts from the founders and generate the CPE label 
for each node in the graph in breadth first order. During each 
iteration of the BFS, we make sure the parent node‟s CPE is 
finalized before finalizing the children node‟s CPE.  
During the process of updating every child of the currently visited 
individual, if a child has not been visited before, (i.e., the color of 
that child is white), the child inherits the non-tree edges of its 
parent and the color of the child is updated to gray. In the end, the 
child is pushed to the end of the queue. If the color of a child is 

gray, (i.e., this child has been visited before), the edge connecting 
the individual to this child must be a non-tree edge.  Therefore, 
the non-tree edge set of this child is the union of the non-tree edge 
set of itself and the non-tree edge set of its parent, plus the new 
non-tree edge.  After processing all the children of the current 
individual, we change the color of the individual to black, which 
means that this individual has been finalized. By enforcing the 
order of visiting individuals, we can avoid pushing the same 
individual into the queue for multiple times. Thus, the efficiency 
of encoding is improved. 

Algorithm CPE Encoding  
Input: A pedigree Graph I represented by Individual 
Output: CPE encoding of all individuals. 
1) For each individual i   I 

a) i.color  WHITE 
2) Founders  {i|i I and i doesn‟t have parents} 
3) For each i   Founders 

a) i.color  GRAY 
4) ENQUEUE(Q, Founders) 
5) While !Q.Empty 

a) indi  DEQUEUE(Q) 
b) If the color of either parent of indi is not BLACK 

i) ENQUEUE(Q, indi); 
ii) Continue; 

c) For each child   indi.Children 
i) If child.color == WHITE 

               child.color  GRAY 
  child.CPEchild.PET+ProcessGender(indi.NTE,NULL,indi.Gender) 

ENQUEUE(Q, child) 
ii) Else if child.color == GRAY 

           NewNontreeEdge  Delimiter + indi. PET + Delimiter + child. PET 
child.CPEchild.PET + ProcessGender(indi.NTE, child.NTE, 
indi.Gender) + NewNontreeEdge 

d) indi.color  BLACK 
 

Function ProcessGender  
Input:  Non-tree edges P of parent,  
            Non-tree edges C of current individual, 

Gender G of the parent 
Output: A string representing non-tree edges 
1) R  Empty String 
2) If C is NOT Null 

a) PList {(vs, vd)} P.Split(); 
b) CList {(vs, vd, Gender)} C.Split(); 
c) For each (vs, vd) in PList 
   i) If !CList.Cotains(vs, vd) 

          CList.Add(vs, vd, G.Symbol) 
     ii) Else 
          CList.SetGender((vs, vd), 'Both') 
d) R  CList.OutputString() 

3) Else 
a) List {(vs, vd)} P.Split(); 
b) For each (vs, vd)   List 

i) R += G.Symbol + vs + G.Symbol + vd 

4) Return R 
Figure 3.2. Algorithm: CPE Encoding 

Given a pedigree graph G = (V, E), CPE encoding and 
NodeCodes encoding have the same asymptotic time complexity, 
which can be expressed as O( | E | + | V | ) since every vertex and 
every edge needs to be explored a constant number of times.. 

4. PATH CONSTRUCTION 
Given an individual n and one of its ancestors p, the paths from p 
to n can be divided into two sets: tree paths and non-tree paths. A 
tree path only contains tree edges, while, a non-tree path has at 
least one non-tree edge. 
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Claim 1: If PET(p) is a prefix of PET(n), there is a tree-path from 
p to n. 
Proof: According to the PET encoding scheme for a tree T, if 
PET(p) is a prefix of PET(n), it means that p is an ancestor of n 
along the tree.  Therefore, we can conclude that there must be a 
path on the tree from p to n. 

Now, we leverage the property of the PET code to reconstruct the 
tree path from one ancestor node to a given node. To obtain all 
non-tree paths, we design a recursive procedure to find all the 
paths containing at least one non-tree edge.  The basic idea is to 
start with a node u in the path which contains a non-tree edge, and 
this node has an outgoing non-tree edge ending at v.  Then we  
decompose the finding path procedure into two parts, the path 
from the common ancestor to the node u and the path from v to 
the individual.  This way, we use the CPE code to recursively 
reconstruct all the non-tree paths.  Figure 4.1 is the algorithm. 

Algorithm FindPath  
Input: CPE(n) and PET(p) 
Output: All the paths from p to n 
1) PathSet  Empty set 
2)  Divide CPE(n) to PET(n) and List{( PET(vs), PET(vd))} 
3) If PET(p) is a prefix of PET(n) 

a) Extend a path p1 using PET(p) and PET(n) 
b) Add p1 to PathSet 

4) For (PET(vs), PET(vd)   List{( PET(vs), PET(vd))} 
a) If PET(p) is a prefix of PET(vs) 

i) Extend a path p2 using PET(p) and PET(vs) 
ii) R = FindPath(CPE(n), PET(vd)) 

iii) For each path  pi   R   
     Connect p2 and (vs, vd) to pi, and add the path to PathSet 

5) Return PathSet 

Figure 4.1. Algorithm: FindPath 

Example 4.1: Let‟s take the node P6 in Figure 3.1 as an example 
and show how to use FindPath algorithm in Figure 4.1 to find all 
paths from P1 to P6.   

PET(P1) 1, 
CPE(P6) 1,1.$0.0,0.$1,1.#1, #0.0, #1,0. #0.0,0. 
PET(P6) 1,1. 
( PET(vs) → PET(vd)) {0.0,0.→1,1.}, {1,→0.0,}, {1,0.→ 0.0,0.} 

According to step 3, PET(P1) is a prefix of PET(P6), thus there is 
a tree path from P1 to P6. 

Then, we process all non-tree edges. For the edge represented by 
{0.0,0.→1,1.}, PET(P1) is not a prefix of the string „0.0,0.‟ , so 
we skip this edge. For the edge represented by {1,→0.0,}, PET(P1) 
is a prefix of „1,‟ (actually, PET(P1) is „1,‟), but the tree path p2 
for this edge is NULL. Then, we recursively find the paths from 
„0.0,‟ (corresponding to node P2) to P6. 

PET(P2) 0.0, 
CPE(P6) 1,1.$0.0,0.$1,1.#1, #0.0, #1,0. #0.0,0. 
PET(P6) 1,1. 
( PET(vs) → PET(vd)) {0.0,0.→1,1.}, {1,→0.0,}, {1,0.→ 0.0,0.} 

In terms of finding the paths from node P2 to P6, PET(P2) is not a 
prefix of PET(P6), so there is not a tree-path. But, for the non-tree 
edge represented by {0.0,0.→1,1.}, PET(P2) is a prefix of „0.0,0.‟, 

so there is a tree path from P2  to „0.0,0.‟, following by a non-tree 
edge from„0.0,0.‟ to P6. Thus, we obtain a non-tree path from P2 
to P6 (represented as 0.0,→0.0,0.→1,1.). Once the recursion is 
done, we have a non-tree path from P1 to P6 (represented as 1,→
0.0,→0.0,0.→1,1.) which is obtained in according to the non-tree 
edge{1,→0.0,}. 

Similarly, we process the non-tree edge {1,0.→0.0,0.}, and obtain 
a non-tree path from P1 to P6 (represented as 1,→1,0.→0.0,0.→
1,1.). Totally, we have obtained three paths from P1 to P6. 

p1 1,→ 1,1. 
p2 1,→0.0,→0.0,0.→1,1. 
p3 1,→1,0.→0.0,0.→1,1. 

Similarly, we obtain two paths from P1 to P5. 

q1 1,→0.0,→0.0,0.→ 0.0,0.0, 
q2 1,→1,0.→0.0,0.→ 0.0,0.0, 

 

5. INBREEDING COEFFICIENTS 

CALCULATION 
After obtaining the CPE label for each node in pedigree graphs, 
we use Wright‟s formula [28] presented in section 2 to calculate 
inbreeding coefficients. For the inbreeding coefficient of an 
individual, Wright‟s Formula, requires identifying: parents of the 
individual, common ancestors of parents, and non-overlapping 
pairs of paths from these common ancestors to both parents. 
Definition: Let {p1, p2} be a pair of paths from a common 
ancestor c to mother m and father f of an individual. The pair {p1, 
p2} is non-overlapping if c is the only node in common to p1 and 
p2. Otherwise, the pair of paths {p1, p2} is overlapping, and the 
nodes in common to paths p1 and p2 other than c are called the 
crossover nodes, which are also common ancestors for m and f. 

5.1 Identifying Father and Mother 
Given an individual n, which is not the root, with CPE(n), we first 
identify the PET of the father and mother from CPE(n).  Since 
one node can only have at most two incoming edges in a pedigree 
graph, we have the following claim.  
Claim 2: If an individual only has one parent, then there must be a 
tree edge connecting the individual and its parent. Otherwise, 
(individual has two parents) the edges connecting the individual to 
its parents must be one tree edge and one non-tree edge. 
Claim 2 is utilized in the algorithm shown in Figure 5.1 which  
outlines  identifying the PET for mother and father of an 
individual efficiently. 

Algorithm Identify PET of Father & Mother 
Input: CPE(n) of an individual n 
Output: PET of the individual n‟s Father and Mother 
1) Get the PET (n) of n from CPE (n)  
2) pos = index of the 2nd to last gender delimiter in PET(n) 
3) s1= PET(n).substring(0, pos) 
4) If CPE (n) contains other chars besides PET(n), 

a) Locate PET(n) in edgeCPE 
b) Fetch the PET encoding before PET(n) as s2 

5) Return s1 and s2 (if possible) 
Figure 5.1. Algorithm: Identify PET of Father and Mother 
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Example 5.1: Let‟s take the node P7 in Figure 3.1 as an example 
and show how to illustrate the algorithm to find the parents of P7.   

 7 :  
0.0,0.0,0,$1,1.$0.0,0.0,0,#0.0,0.#1,1.&1,&0.0,&1,0.&0.0,0.
CPE P

 

In the first step, we get the PET(P7), which is „0.0,0.0,0,‟.  And 
we obtain the position of the 2nd to last gender delimiter in 
PET(P7), and we will get the substring of PET(P7) which ends 
with the 2nd to last gender delimiter in PET(P7). As a result, we 
have „0.0,0.0,‟ which is the PET label for node P5.   

In the second step, we check CPE(P7) and found CPE(P7) does 
contain other symbols, then we try to locate PET(P7) in this string.  
According to the claim above, we can conclude that there will be 
only one appearance of this PET(P7) in this string.  Next, we fetch 
the PET label before PET(P7), which is „1,1.‟ and this is the PET 
label for node P6.  Thus, both the PET codes for the mother and 
father of node P7 are obtained. 

After obtaining the father and mother‟s PET, we need to obtain 
the non-tree edges for the father and mother from CPE(n), 
respectively . According to the different types of PET label 
delimiters, (i.e. {„$‟, „*‟, „#‟, „&‟}), we can easily identify the 
non-tree edges inherited from the father and the non-tree edges 
inherited from the mother. Figure 5.2 shows the algorithm. 

Algorithm Identify Non-tree Edges of Father & Mother 
Input: CPE(n) of an individual n 
Output: Non-tree Edges of Father & Mother 
1) Set NTE(f) = null and NTE(m)=null 
2) Obtain all non-tree edges, NTE(n),  from CPE(n)   

3) For each edge  e   NTE(n),   
a) If the PET label delimiter is „*‟, then add e to NTE(f) 
b) If the PET label delimiter is „#‟, then add e to NTE(m) 
c) If the PET  label delimiter is „&‟, then add e to NTE(f) and 

NTE(m) 
4) Return NTE(f) and  NTE(m) 

Figure 5.2. Algorithm: Identify Non-tree Edges of Father and Mother  

Example 5.2: For node P7, all non-tree edges for node P7, 
NTE(P7) are represented as  

0 1 2

3

= $1,1.$0.0,0.0,0,  = #0.0,0.#1,1.   = &1,&0.0,
= &1,0.&0.0,0.

e e e

e

 

We obtain NTE(P5) ={e2, e3} and NTE(P6) ={e1, e2, e3}. 

Then, we use a generic PET label delimiter „%‟ to construct 
CPE(f) and CPE(m). The resulting CPE labels are capable for 
identifying common ancestor and corresponding paths from each 
common ancestor to f and m. Thus, we can get the CPE code of P5 
and P6. 

CPE(P5) 0.0,0.0,%1,%0.0,%1,0.%0.0,0. 
CPE(P6) 1,1.%0.0,0.%1,1.%1,%0.0,%1,0.%0.0,0. 

 

5.2 Identifying Common Ancestors 
For an individual n having parents f and m, we can use CPE(f) and 
CPE(m) to obtain all the common ancestors of f and m.  
Claim 3: Given an individual n, CPE(n) contains all the PET of 
n‟s ancestors. 

Proof: According to the encoding scheme of CPE, CPE(n) 
contains all the paths information from the virtual root node r to n.  
All ancestors of the individual must lie on some paths from root r 
to the individual.  For each node there is a unique PET label, so 
we can return the PET labels of the common ancestors. Therefore, 
using CPE(n) we could get all the ancestors of n. 

Definition: A prefix of a             is a string  ̂  
     , where m n . 

Definition: A unique set of prefixes of CPE(f) is obtained as 
follows:  
1) Prefix(CPE(f)) = empty 
2) Obtain PET(f) and a List of {( PET(vs), PET(vd))} from CPE(f) 
3) Get unique prefixes of PET(f) and PET(vk)   List{( PET(vs), 

PET(vd))} , and add them to Prefix(CPE(f)) 
4) Return Prefix(CPE(f)) 

The algorithm for finding common ancestors of f and m is shown 
in Figure 5.3. 

Algorithm Identify Common Ancestors 
Input: CPEs of the mother f and father m 
Output: PET codes of Common Ancestors 
1) Get Prefix(CPE(f)) 
2) Get Prefix(CPE(m)) 
3) Get the intersection of Prefix(CPE(f)) and Prefix(CPE(m)) as I 
4) Return I 

Figure 5.3. Algorithm: Identify Common Ancestors 

Example 5.3: Now, we can get all unique prefixes of CPE(P5) 
and CPE(P6).  The following table is the final result. 

Prefix(CPE(P5)) 1, 0. 0.0, 1,0. 0.0,0. 0.0,0.0, 
Prefix(CPE(P6)) 1, 0. 0.0, 1.0. 0.0,0. 1,1. 

In the third step, we intersect these two sets and get the common 
ancestors, which are 

1, 0. 0.0, 1,0. 0.0,0. 

These are the PET codes of the common ancestors.  Using these 
unique PET codes, we can identify the common ancestors, which 
are 

Individual  n P1 P0 P2 P3 P4 
PET(n) 1, 0. 0.0, 1,0. 0.0,0. 

As we can see from Figure 3.1, the above result shows all the 
common ancestors of P5 and P6. 

5.3 Finding Path-Pairs 
Given an individual n having father f and mother m, we use the 
algorithm named Identify Common Ancestors in Figure 5.3 to 
obtain all ancestors of f and m. Then, we use the path finder to re-
construct all the non-overlapping pairs of paths which are from a 
specific common ancestor A to the father f and mother m based on 

PET(A), CPE(f), and CPE(m).   The outline of Path-Pairs Finder is 
shown in Figure 5.4. 
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Algorithm Path-Pairs Finder 
Input: PET(A) , CPE(f),  CPE(m)  
Output: All non-overlapping path-pairs from A to f and m 
1) R1 = FindPath (CPE (f), PET(A)) 
2) R2 = FindPath (CPE (m), PET(A)) 
3) R = Eliminate-Overlapping(R1 , R2) 
4) Return R 

Figure 5.4. Algorithm: Path-Pairs Finder 

5.3.1 Finding Paths for Multiple Ancestors 
When the father f and mother m have more than one ancestor, we 
use memorization technique to solve the path finding problem 
regarding all ancestors. More specifically, once we have finished 
finding all the paths from one common ancestor to f (or m), we 
will store all these paths for future usage.  The next time we meet 
the same ancestor, we can get all the paths without calculating 
them again. 

5.3.2 Identifying Non-overlapping Path-Pairs 
After we get the two sets of the paths, we can use all common 
ancestor of the father f and mother m to build an inverted index 
for these paths.  The keys of the inverted index are the PETs of 
the common ancestors, and the elements are the paths ID 
containing the corresponding common ancestor.  

Algorithm Eliminate-Overlapping 
Input: two sets of paths S1 and S2; 
            a list of common ancestors, denoted as List(A). 
Output: non-overlapping path-pairs 
1) Build Inverted Index I using List(A) 
2) N1  size of S1, N2  size of S2 
3) Initialize an N1* N2 matrix M 
4) For each key k in I 

a) P  I.GetElements(k) 
b) Divide P to Pf 

5and Pm
6 

c) For each pair of paths (pi   Pf , pj   Pm)  
i) Mark (pi, pj) in M as false 

5) For each pair (i, j) in N1* N2 
a)  If M(i, j) is true 

i) Output (pi, pj) as a valid pair 
Figure 5.5. Algorithm Eliminate-Overlapping 

Example 5.4: For the paths {p1, p2, p3, q1, q2} in example 4.1, we 
can build the following index using all the common ancestors for 
P5 to P6 . The common ancestors are listed as follows. 

Individual  n P1 P0 P2 P3 P4 
PET(n)  1, 0. 0.0, 1,0. 0.0,0. 

The inverted index is as follows: 

1, p1, p2, p3, q1, q2 
0.0, p2, q1 
1,0. p3, q2 
0.0,0. p2, p3, q1, q2 

Using the above inverted index, and we propose the algorithm in 
Figure 5.5 to eliminate the overlapping paths.  

                                                                 
5 Pf denotes the set of paths from one common ancestor to father f. 
6 Pm denotes the set of paths from one common ancestor to mother m. 

After applying the algorithm in Figure 5.5 to eliminate the 
overlapping paths, we can get the following table for the matrix 
M. 

 p1  p2 p3 
q1 True False False 
q2 True False False 

Thus, the non-overlapping pairs of paths are {p1, q1} and {p1, q2}. 
After obtaining all non-overlapping path-pairs for the ancestor P1, 
we follow Step 2.c) and 2.d) in the Inbreeding Coefficient 
algorithm in Figure 2.1 to obtain the node P1‟s contribution to the 
node P7‟s inbreeding coefficient. 

5.4 Complexity Analysis 
Let k be an average number of PETs in the CPE of one individual 
whose inbreeding coefficient is being calculated, and s is the 
length of the longest PET among these PETs. Then, the 
identifying parents step takes O(k) time.  The common ancestors 
of parents are obtained by getting the intersection of the unique 
prefix sets of mother and father.  To get the unique prefix set of 
one parent, we process the PETs one by one.  Thus, it may take as 
long as O(s*k*log(s*k)) for one parent.  We can maintain the 
prefix set as sorted, in such case the intersection of these two sets 
only takes O(s*k) operations.  Let n be the number of paths from 
the root to that individual.  Identification of the non-overlapping 
pairs of paths could take as much as O(n2) time.  Therefore, the 
total time complexity for calculating the inbreeding coefficient for 
one individual is O(k) + O(s*k*log(s*k)) + O(n2) = 
O(s*k*log(s*k)+n2). 

For calculating the inbreeding coefficient for multiple individuals, 
we can use the property that siblings share exactly the same 
inbreeding coefficient to prune repeated calculation.  Suppose we 
want to calculate the average inbreeding coefficient for a set of t 
individuals, and the average number of children of each pair of 
parents is m. Then the total time complexity could be 
O((s*k*log(s*k)+n2)*t/m). 

6. EXPERIMENTS 
In this section we show the effectiveness of our CPE for 
inbreeding query evaluation by comparing the NodeCodes-based 
computation [12,14] and traditional iterative method used in 
existing systems [15, 16].  

6.1 Experimental Data 
The Cleveland Clinic‟s (CCF) Familial Polyposis Registry [5], 
which we used as our real data set, is the largest inherited 
colorectal cancer registry in the United State and the second 
largest in the world. The Polyposis Registry captures complex 
pedigree and clinical data such as demographic characteristics, 
pedigree relations, distribution of polyps, cancer sites, surgical 
procedures, and medical treatments. Our real dataset consists of 
654 pedigrees containing 8345 individuals. The largest one 
consisted of 118 individuals spanning 8 generations. The 2nd 
largest one consisted of 115 individuals spanning 7 generations. 
There are 32 pedigrees having average inbreeding coefficients 
larger than 0. The size of these pedigrees ranges from 7 to 118. 
The average inbreeding coefficient of these 32 pedigrees ranges 
from 0.0015 to 0.0417.  

In order to test the scalability of our approach for calculating 
inbreeding coefficients on large pedigrees, we used a population 
simulator implemented in [12] to generate arbitrarily large 
pedigrees. The population simulator is based on the algorithm for 
generating populations with overlapping generations in Chapter 4 
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of [17] along with the parameters given in appendix B of [22] to 
model the relatively isolated Finnish Kainuu subpopulation and its 
growth during the years 1500-2000.  An overview of the 
generation algorithm was presented in [12]. The parameters 
include: starting/ending year, initial population size, initial age 
distribution, marriage probability, maximum age at pregnancy, 
expected number of children by time period, immigration rate, 
and probability of death by time period and age group.   

For our synthetic data, large pedigrees were generated by running 
the simulator from the year 1500 with an initial population 30, and 
immigration rates from 0.005 to 0.01, while the maximum number 
of individuals to generate was raised from 1000 to 10,000. For 
each parameter setting (pedigree size and immigration rate), we 
chose 3 different random seeds to generate three pedigrees, and 
obtain the average number of founders and average inbreeding 
coefficient for each setting. In this paper, we use average 
inbreeding coefficient as one of the characterizations for pedigree 
data. 

Table 6.1. Average Inbreeding Coefficient for synthetic pedigrees 

having different immigration rate and size  

Pedigree 
Size 

Immigration 
Rate 

# of 
Founders 

Average Inbreeding 
Coefficient 

1000 0.005 196 0.0032986 
0.01 270 0.0022222 

2500 0.005 404 0.0035005 
0.01 606 0.0015536 

5000 

0.003 554 0.0044207 
0.005 736 0.0030604 
0.007 921 0.0021039 
0.008 994 0.0014392 
0.01 1145 0.0009371 

10000 0.005 1409 0.00022236 
0.01 2226 0.0006543 

The average inbreeding coefficient is 0.03 for the Dunker 
population in Pennsylvania and 0.04 for islanders on Tristan da 
Cunha [20]. The average inbreeding coefficient is 0.00210 for 
Norwegian 19th century data [21]. The average inbreeding 
coefficient for 435777 Utah Mormons in [19] is 0.000106. 

6.2 Experimental Setup 
We tested the effectiveness of our method using C# 2010 and 
SQLServer 2008.  We implemented CPE and NodeCode labeling 
algorithms and used strings to store CPE and NodeCodes with the 
sibling numbers encoded in a base-64 representation.  All queries 
were run on cold cache and the test machine was a 3.20GHZ 
Intel(R) Xeon with 6GB ram running Windows Server 2008 R2.  
We compared the execution time required to calculate inbreeding 
coefficients by the recursive method, the path-counting method 
using NodeCodes, and the path-counting method using CPE. We 
analyzed the effects of pedigree size (# individuals) and the 
average inbreeding coefficient value. We refer to the recursive 
method as InbreedingIter, we refer to the path-counting method 
using NodeCodes as InbreedingNC, and we refer to the path-
counting method using CPE as InbreedingCPE.  

6.3 Experiments on Real Data 
The Cleveland Clinic‟s (CCF) Familial Polyposis Registry [5] is 
used as our real data set.  Among 654 real pedigrees, only two 
pedigrees have more than 115 individuals and no pedigrees in the 
76-114 range. Therefore, the two largest real pedigrees are used 
for average space efficiency comparison. For one individual, the 

average length of CPE is 15.67 bytes, while the average length of 
NodeCodes is 15.84 bytes. Since the real pedigrees are very small, 
CPE achieves small improvement over NodeCodes. In the next 
section, we use synthetic data to demonstrate that the space 
improvement from CPE grows as the pedigree size grows. 

Then, the two largest real pedigrees are used for average 
computation efficiency performance comparison, and the results 
are shown in Table 6.2. 

Table 6.2. Time cost results on real data 

 InbreedingCPE InbreedingNC InbreedingIter 

Average Time (ms) 0.61 1.35 1.33 

As can be seen, InbreedingCPE method performs best for the two 
largest real pedigrees among three methods.  

6.4 Experiments on Synthetic Data 
In this section, we demonstrate the scalability and efficiency of 
CPE with respect to space cost and computation cost on synthetic 
data. 

In the first experiment, we used two different immigration rates 
(0.005, 0.01) to generate pedigrees for each of the different 
pedigree sizes. In terms of space efficiency, we compared the total 
length of CPE with NodeCodes. Figure 6.1 shows the effect of 
pedigree size on the space cost improvement of CPE over 
NodeCodes. The improvement of CPE grew increasingly larger as 
the pedigree size increased, from a comparable amount 5.00% on 
the smallest pedigree to 47.59% on the largest pedigree when the 
immigration rate is 0.005. 

 
Figure 6.1 Effect of pedigree size on the space cost improvement of 

CPE over NodeCodes 

In the 2nd experiment, 5 pedigrees (size 5000) having different 
inbreeding coefficients which were generated by setting different 
immigration rates (0.003, 0.005, 0.007, 0.008, 0.01) were selected 
for comparing the total length of CPE with NodeCodes. Figure6.2 
shows the effect of inbreeding coefficients on the space cost 
improvement of CPE over NodeCodes. The improvement of CPE 
grew increasingly larger as the inbreeding coefficients increased, 
from a comparable amount 12.49% on the pedigree having 
average inbreeding 0.00079371 to 46.57% on the pedigree having 
average inbreeding 0.0044207.  
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Figure 6.2 Effect of inbreeding coefficient on the space cost 

improvement of CPE over NodeCodes 
In order to see how the performance improvement of CPE scales 
with the pedigree size, we used two different immigration rates 
(0.005, 0.01) to generate pedigrees for each of the different 
pedigree sizes. The results shown in Figures 6.3 and 6.4 are the 
average performance for running the experiment three times with 
three different pedigrees for each parameter. 

 
Figure 6.3 Effect of pedigree size on performance improvement of 

CPE over Iterative method 

As shown in Figure 6.3, the improvement of InbreedingCPE over 
InbreedingIter is over 95% for all pedigree sizes. 

 
Figure 6.4 Effect of pedigree size on performance improvement of 

CPE over NodeCodes method 

Figure 6.4 shows the percentage improvement of InbreedingCPE 
over InbreedingNC with respect to increasing pedigree size.  
Performance gains of CPE are larger as the pedigree size 
increased, ranging from a comparable amount 84.67% on the 
smallest pedigree to 97.64% on the larger pedigrees when the 
immigration rate is 0.005.  

In the last experiment, 5 pedigrees (size 5000) having different 
inbreeding coefficients were selected for demonstrating the effect 
of inbreeding coefficients on the computation improvement of 
CPE over NodeCodes. Figure 6.5 shows the effect of inbreeding 
coefficients on the time cost improvement of CPE over 
NodeCodes.  

 
Figure 6.5 Effect of inbreeding coefficient on the performance 

improvement of CPE over NodeCodes method 

As shown in Figure 6.5, the computation efficiency improvement 
of InbreedingCPE over InbreedingNC grows increasingly larger 
as the inbreeding coefficients increase, and it is over 90% even for 
the smallest inbreeding coefficient tested. 

7. FURTHER IMPROVEMENTS 
To reduce the space cost of labels for a graph, one possible 
solution is to compact the graph itself with smaller number of 
nodes edges. For pedigree data, instead of using nodes to 
represent individuals, we can compact families, i.e., parents and 
their children, as nodes in the pedigree graph. The directed edges 
in this graph between nodes representing families, represent 
relationships between families. That is, there is an edge between 
two nodes if there is a shared individual between the two families 
(e.g. a child in one family may be the parent in another family).  
Such a representation of pedigrees, using family nodes is used in 
[14], and shows a significant improvement over NodeCodes in 
terms of space and time requirements for path-based computations 
over large pedigrees. Utilizing CPE together with Family-level 
representation of pedigree graphs for the computation of 
inbreeding coefficients, and other path-based computations on 
large pedigrees will make the scalability and the performance 
efficiency of CPE based computation even more pronounced.  

8. OTHER RELATED WORK 
There are also a few other commercial and academic software 
packages for calculating inbreeding coefficients, including 
FSpeed [15], LaoTzu‟s Animal Register [16], Cyrillic [23]. One 
of the most popular commercial packages is Cyrillic 2.1, which 
can calculate inbreeding and crossovers from phenotype data, but 
provides no support for structure-based querying and only 
supports pedigrees of up to 10,000 individuals.  Cyrillic 3 
supports larger pedigrees, but simply uses MENDEL [24] for 
pedigree analysis such as inbreeding, which uses a technique that 
is known to only work for calculating inbreeding of small to 
medium-sized pedigrees [18]. Another popular commercial 
pedigree software product is Progeny [25]. As compared to 
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NodeCodes [12], CPE is a more compact encoding, and instead of 
keeping one code for each path to a node, it constructs the paths as 
needed from one compact code of the node. As compared to 
Extended Greedy for DAGs (EGDL) [13] the encoding for CPE is 
more compact, and it is tailored for applications for large 
pedigrees. Using PET delimiters for CPE, the non-tree edges 
inherited via paternal and maternal paths to an individual can be 
distinguished efficiently.  

9. CONCLUSIONS 
We have proposed a new compact path encoding (CPE) scheme 
for pedigree graphs for efficient evaluation of path based 
computations on pedigree data.  The compact path encoding is 
also applicable to other DAGs in general. We used computation of 
inbreeding coefficients of an individual using Wright‟s path 
counting formula to demonstrate the effectiveness and the 
efficiency of CPE. We have presented algorithms to generate all 
paths to an individual from its ancestors from the CPE code of the 
node corresponding to the individual, as well as algorithms to 
identify common ancestors, overlapping paths, etc.  We also 
implemented and tested our method using both real and synthetic 
data of various sizes to test scalability. Experimental results show 
that the use of CPE for inbreeding coefficients calculation 
performs significantly better than Nodecodes and iterative method 
both in terms of time and space requirements.  Our future work 
includes (i) further improvements on compact encodings, and (ii) 
developing scalable methods for calculating inbreeding 
coefficients and other genetic computational problems including 
generalized kinship and identity coefficients, using compact 
encodings and path-counting formulas. 
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ABSTRACT
In this paper, we propose a new algorithm for predicting low en-
ergy barrier folding pathways between conformational secondary
structures of a single RNA molecule. Most existing heuristic al-
gorithms guide the construction of folding pathways by free ener-
gies of intermediate structures in the next move during the folding.
However due to the size and ruggedness of RNA energy landscape,
energy-guided search can become trapped in local optima. Here,
we propose an algorithm that guides the construction of folding
pathways through the formation and destruction of RNA stacks.
Guiding the construction of folding pathways by coarse grained
movements of RNA stacks can help reduce the search space and
make it easier to jump out of local optima. RNAEAPath is able
to f nd lower energy barrier folding pathways between secondary
structures of conformational switches and outperforms the exist-
ing heuristic algorithms in most test cases. The source code of
RNAEAPath and associated supplementary data are available at
http://genome.ucf.edu/RNAEAPath.

Categories and Subject Descriptors
H.4 [LIFE AND MEDICAL SCIENCES ]: Biology and Genetics;
I.2.8 [ARTIFICIAL INTELLIGENCE ]: Problem Solving, Con-
trol Methods, and Search—Heuristic methods

General Terms
Algorithm, Theory

Keywords
Conformational secondary structure, RNA folding pathway, RNA
energy barrier, evolutionary algorithm

1. INTRODUCTION
RNA molecules play critical roles in the cell. The secondary

structures of RNA molecules have been extensively studied be-
cause they provide insights into the functionality of RNAs. Native
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(functional) RNA secondary structures are usually thermodynam-
ically stable and many of them are also the minimum free energy
(MFE) structures. Nevertheless, at times, RNA molecules may fold
into alternative secondary structures in order to participate in cer-
tain biological processes. For example, the SV-11 RNA folds into
a metastable conformational structure and acts as a template for
its own replication using Qβ replicase [3, 4]. Further, RNA con-
formational switches can transform between alternative secondary
structures dynamically in response to various environmental stim-
uli (such as heat shock and cold shock) [6, 16, 24, 25], and carry
out RNA-mediated biological activities, such as switching on or
off downstream gene translation activities [22, 29, 37], regulating
RNA splicing via multiple-state splicesomal conformations [32],
and regulating the life cycles of virus [31].

The conformational transformations between alternative struc-
tures involve the folding of an RNA molecule into a series of se-
quential adjacent intermediate structures [18]. RNA folding path-
ways provide valuable information for understanding the catalytic
and regulatory functions of RNAs (such as hok/sok of plasmid
R1 [14]). RNA folding pathways may also impact subsequence
biological events (such as formation of tertiary structures). Further-
more, prediction algorithms can help the design of RNA switches
by providing prescribed structural alternatives.

In this paper, we present a new approach, RNAEAPath, for com-
puting near optimal direct or indirect folding pathways between
two secondary structures of an RNA molecule. We guide the search
for low energy barrier folding pathways by integrating a variety
of strategies for simulating the formation and destruction of RNA
stacks in a f exible framework. Benchmark tests on conforma-
tional switches show that RNAEAPath produces lower energy bar-
rier folding pathways and outperforms the existing heuristic ap-
proaches in most test cases.

1.1 Preliminary
Consider an RNA sequence as a string x = x1 · · ·xn of n let-

ters over alphabet Σ = {A, U, G, C}. A pair of complementary
nucleotides xi and xj , can form hydrogen bonds and interact with
each other, denoted by xi · xj . In this paper, we only consider
the canonical base pairings (A · U and G · C) and the wobble base
pairing (G · U). A secondary structureS of the RNA sequence x

is a set of disjoint paired bases (i, j), where 1 ≤ i < j ≤ n. S

may be represented by a length n string of dots and brackets, where
dots represent unpaired bases and brackets represent paired bases.
An RNA structure can comprise of stackswhich are lists of con-
secutive base pairs ({(i, j), (i + 1, j − 1), . . . , (i + w, j − w)}
such that xi · xj , . . . , xi+w · xj−w), and unstacking base pairs. A
secondary structure is pseudoknottedif it contains two base pairs
(i, j) and (i′, j′) with i < i′ < j < j′. In this paper, we only con-
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sider pseudoknot-free structures. A base pair is compatible with a
secondary structure if the base pair can be added to the structure
without leading to a pseudoknotted structure or pairing a base with
more than one partner. A stack is compatible with S if each base
pair in the stack is either in S or is compatible with S.

The free energy of a secondary structure S is denoted by E(S).
The set of neighboring structuresof S consists of all structures that
differ from S by an addition or deletion of exactly one base pair.
For two secondary structures A and B, the distancebetween A and
B is the number of base pairs in A not in B plus the number of
base pairs in B not in A (i.e. |(A − B) ∪ (B − A)|). A fold-
ing pathwayfrom A to B is a sequence of intermediate structures
A = S0, . . . , Sm = B such that for all 0 ≤ i < m, intermediate
structure Si+1 is a neighboring structure of Si. A folding pathway
is direct if the intermediate structures contain only base pairs in A

and B (i.e. Si ⊆ A ∪ B for 1 ≤ i < m) and otherwise is indirect.
The saddle pointof a pathway is an intermediate structure with the
highest energy, and the energy barrierof a pathway is the energy
difference between its saddle point and the initial structure. Since
the folding of RNA structures is thermodynamically-driven and
tends to avoid high-energy intermediate structures, current compu-
tational methods aim to f nd RNA folding pathways with the lowest
energy barriers.

1.2 Previous studies
A lot of research has been done on predicting low energy bar-

rier folding pathways. Morgan and Higgs proposed a greedy al-
gorithm that employs the Nussinov model [27, 28] for computing
direct folding pathways with minimum energy barrier. They also
described a heuristic that samples low energy structures from the
partition function and glues them together by direct pathways [23].
The Nussinov model is simple and easy to implement, in which
base stacking and loop entropies have no energetic contributions.
Based on this model, Thachuk et al. [34] developed an exact algo-
rithm, PathwayHunter, which exploits elegant properties of bipar-
tite graphs for f nding the globally optimal direct pathways. How-
ever, the Nussinov model is not as accurate as the Turner energy
model [21, 35] for approximating RNA thermodynamics. An ex-
act solution based on the Turner energy model is also available.
BARRIERS [9, 11], exactly computes the globally optimal folding
pathways between any two locally optimal secondary structures.
BARRIERS reads an energy sorted list of RNA secondary struc-
tural conformations produced by RNAsubopt [38] and is able to
compute both direct and indirect low energy barrier pathways.

Nevertheless, the above exact solutions are all exponential in
time, because the problem itself is NP-hard [20]. Many heuristic
algorithms have also been proposed following the seminal work of
Morgan and Higgs. Flamm et al. [10] used breadth-f rst search in
their heuristics (in Vienna RNA Package [15]) and kept the best k

candidates at each step to bound the search. Voss et al. [36] de-
vised a straightforward strategy for greedily searching direct path-
ways. Geis et al. [13] described a greedy heuristic to explore the
search space of direct pathways and they also integrated look ahead
techniques to diminish the search space. Recently, Dotu et al. [7]
developed RNATabuPath, a fast heuristic that employs a TABU
semi-greedy search to construct near optimal (both direct and in-
direct) folding trajectories. In addition, other heuristic approaches,
by splitting the pathways into shorter pathways and solving each
individually, have also been proposed [5, 17].

Many of the existing heuristic algorithms start from an initial
structure A, and, at each single step i, walk from the intermedi-
ate structure Si to one of its neighbors Si+1 until f nally the end
structure B is reached. The def nition of neighborhood relation-

ships as well as the f tness functions can be different. The fitness
functionof Si is usually def ned on the free energy of Si, or the dis-
tance from Si to B, or a function of both. In general, greedy algo-
rithms select the ‘best’ neighbor structure that has the best f tness.
In contrast, semi-greedy algorithms may select any one from the
top k structures for randomization. RNATabuPath, which is more
sophisticated and outperforms other methods [7], keeps a tabu list
for saving recently taken moves such that they can not be applied
in certain steps until being removed from the tabu list. In general,
during the construction of a folding pathway, these heuristic algo-
rithms select the next intermediate structures from a set of neigh-
boring structures that have the top lowest free energy or have the
top shortest distance to B (or the combination of both).

1.3 Motivations
However, using energy to guide the construction of folding path-

ways in the above-mentioned heuristic algorithms has its down-
sides. The RNA energy landscapes can be extremely large and
rugged [30, 31] and the ruggedness of RNA energy landscape may
cause the energy-guided search to become trapped in a local op-
timum. Similar to using structural rearrangements for modeling
RNA folding kinetics [26], we want to construct candidate fold-
ing pathways in a manner that make it easier to jump out of local
optima. It has been revealed that stacking base pairs contribute sig-
nif cantly to the stabilization of RNA secondary structures [33, 39].
The dominant RNA folding pathways involve the formation and
destruction of the stacks, and the cooperative formation of a stack
along with the partial melting of an incompatible stack [40]. In this
paper, we propose to guide the construction of pathways by the for-
mation and destruction of stacks (not by free energy or by distance
to the end structure). We still select the constructed folding path-
ways according to their energy barriers. Although the construction
of folding pathways is not driven by thermodynamics, the selec-
tion of folding pathways is based on energy barriers. Guiding the
construction of folding pathways by coarse grained movements of
RNA stacks may help reduce the search space and makes it easier
to jump out of local optima.

In the rest of this paper, Section 2 describes the representation of
folding pathways and the detailed strategies employed by RNAEA-
Path. Section 3 presents benchmarking results of RNAEAPath against
existing methods followed by concluding remarks in Section 4.

2. METHOD

2.1 Representation of RNA folding pathways
Given an initial structure A and an end structure B, we use a se-

quence of actionssuccessively applied to A, rather than a sequence
of intermediate structures, to represent a folding pathway from A

to B. Representing a pathway by an action chain can avoid cyclic
additions and deletions of base pairs and make it easy to simulate
the formation and deletion of RNA stacks. A similar representa-
tion has also been employed in the previous work of Thachuk et al.
[34].

We use two types of actions, addi,j and deli,j in the represen-
tation of RNA folding pathways. For an intermediate secondary
structure S of an RNA sequence x, the action addi,j denotes the
‘add’ition of base pair (i, j) to S (i.e. addi,j(S) = S ∪ {(i, j)})
and deli,j denotes the ‘del’etion of base pair (i, j) from S (i.e.
deli,j(S) = S − {(i, j)}). An action is direct if it concerns a base
pair in A∪B and indirect otherwise. The simplest direct pathways
from A to B concern sequential deletions of all base pairs in A−B

followed by additions of all base pairs in B − A.
Consider an example sequence x = GGGGAAAACCCCUUUU
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Structures Energy Actions
GGGGAAAACCCCUUUU (kcal/mol)

A ((((....)))).... -6.60 a1 del1,12

S1 .(((....)))..... -2.90 a2 del2,11

S2 ..((....))...... 0.40 a3 del3,10

S3 ...(....)....... 3.70 a4 del4,9

S4 ................ 0.00 a5 add8,13

S5 .......(....)... 5.50 a6 add7,14

S6 ......((....)).. 4.60 a7 add6,15

S7 .....(((....))). 3.70 a8 add5,16

B ....((((....)))) 2.80

Figure 1: A simple folding pathway that converts an RNA se-
quence from structure A to B. The leftmost column shows a
simple direct pathway from A to B, the center column shows
the free energies (in kcal/mol) of the intermediate structures,
and the rightmost column presents the action chaina1, . . . , a8

for this pathway.

with initial and f nal structures shown in Figure 1. This simple
pathway is obtained by f rst deleting all GC pairs from A until the
RNA is single stranded, and then adding all AU pairs until B is
obtained. Note that each intermediate structure Si differs from both
its successor and predecessor by exactly one base pair. The actions
in the example are all direct actions and the energy barrier is 5.50−
(−6.60) = 12.10 kcal/mol.

An addition action addi,j(S) conflicts withS if either xi or xj is
already paired in S, and it clashes withS if there exists a base pair
{(x′

i, x
′

j) ∈ S|i < i′ < j < j′ or i′ < i < j′ < j}. A deletion
action deli,j(S) conflicts withS if (xi, xj) /∈ S. An addition or
deletion action is valid and can be applied to S properlyif it neither
conf icts with nor clashes with S.

A pathway from A to B can be represented by an action chain,
which is a sequence of valid actions a1, . . . , am such that S0 = A,
St = at(St−1) for 1 ≤ t ≤ m and Sm = B. Note that an action
chain for A to B implies a sequence of valid actions that can be
successively applied to A without introducing conf icts or clashes
and produce B. We use the term “action chain” when the sequence
is certif ed to be valid, and the term “sequence of actions” if its
validity is not guaranteed.

This representation of a pathway p from A to B has the follow-
ing important properties. First, every folding pathway can be rep-
resented by a unique action chain and every action chain represents
a unique folding pathway (note that it is not necessarily true for a
sequence of actions). Second, rearranging the order of actions in p

results in a new sequence of actions which represents a new folding
pathway from A to B when it is valid. (It is an action chain that can
be successively applied to A properly and obtain B.) Third, intro-
ducing a pair of complementary actions (e.g. addi,j and deli,j) to
p results in a new sequence of actions which also represents a new
folding pathway from A to B if it is valid.

In RNAEAPath, folding pathways are represented in the form of
action chains, instead of a sequence of intermediate structures. This
representation makes the life cycle of a folding pathway transparent
to the algorithm and also makes it easier for us to simulate the co-
operative formation and destruction of RNA stacks by re-arranging
the order of actions or introducing multiple pairs of complementary
actions.

2.2 Predicting low energy barrier folding path-
ways

Given an RNA sequence x, an initial structure A and a f nal

Procedure: RNAEAPath(x, A,B)

1: ∆← |E(B)− E(A)|
2: k ← 0
3: Initialize P0 and sort individuals in it by energy barriers
4: OPT0 ← P0[1]
5: while !STOP(k, OPT, ∆) do
6: k← k + 1
7: Ok ← Pk−1[1 . . . ℓ1]
8: for all p ∈ Pk−1 do

9: T←
“

SY
y=1 My(p)

”

10: Ok ← Ok ∪ T[1 . . . ℓ2]
11: end for
12: OPTk = Ok[1]
13: Pk ← Ok[1 . . . ℓ3]
14: end while
15: return OPTk

Figure 2: Overview of RNAEAPath. In this procedure, the in-
put is an RNA sequencex with the start and end structures A

andB, and the output is the best folding pathway ink iterations
(OPTk). For notations, k is the number of iterations,P0 is the
initial population, and Pk is the folding pathway population of
the kth iteration. T contains all the offspring folding pathways
produced by applying mutation strategiesM1, . . . ,MY to each
pathway p in the (k − 1)st population. Ok is an ordered list of
offspring folding pathways of the kth generation, from which,
the population for the next iteration (Pk+1) is selected. Folding
pathways in Pk and Ok are sorted based on their fitness and
Pk[1 . . . ℓ] are the top ℓ best folding pathways inPk.

structure B, RNAEAPath computes a near optimal low energy bar-
rier folding pathway from A to B in an evolutionary algorithm
framework [8]. Figure 2 elucidates the overall paradigm for RNAEA-
Path. In this algorithm, the population of each generation is com-
prised of folding pathways ordered by their fitnesswhich will be
def ned in section 2.2.1. The functions My(p) are mutation strate-
gies, each of which takes in a pathway p and produces a set of
offspring pathways. These mutation strategies are central to the ef-
fectiveness of RNAEAPath and will be discussed in section 2.3. ℓ1,
ℓ2, ℓ3, MAX and γ are positive integer control parameters, and the
default values are shown in section 3.2.

The initial population of RNAEAPath, P0, is f lled with a set
of simple pathways described in Section 2.2.2. Then, the algo-
rithm goes through several iterations. Pk−1 is the population of the
k − 1st iteration. In the kth iteration, the algorithm produces Ok

(an ordered list of pathways) and Pk (the population of the kth it-
eration) from Pk−1. Ok stores the best ℓ1 pathways in Pk−1 and
the best ℓ2 pathways produced by each p ∈ Pk−1. More specif -
cally, each pathway p ∈ Pk−1 produces tk

y offsprings through ev-
ery mutation strategy My (1 ≤ y ≤ Y ). The resulting offsprings
produced by p are stored in a temporary list T, and the top ℓ2 path-
ways are added to Ok. Finally, the best solution of the kth iteration,
termed as OPTk, is the best pathway in Ok . And, Pk (the popula-
tion of the kth iteration) is composed of the best ℓ3 pathways of
Ok and will be used in the next iteration to produce Pk+1. This
helps keep the diversity of the population large, since Pk contains
at most ℓ2 offsprings produced by each p ∈ Pk−1, no matter how
many high-qualif ed offsprings are produced by each pathway. The
algorithm terminates when a stopping condition is met, and it re-
turns the best solution of the last iteration. Since Ok retains the
best ℓ1 pathways from Pk−1 in each iteration, the best one ever
encountered by the algorithm is retained in lists Ok and Pk, and
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Structures E(S) Structures E(S)
GGGGGGAAAAACCCCCC (kcal/mol) GGGGGGAAAAACCCCCC (kcal/mol)
................. 0 ................. 0
.....(.....)..... 3.7 (...............) 4.04
....((.....)).... 0.4 (.(...........).) 4.10
...(((.....)))... -2.9 (.(.(.......).).) 3.8
.(((((.....))))). -9.5 (((.((.....)).))) -5.0
((((((.....)))))) -12.0 ((((((.....)))))) -12.0

Figure 3: Two different folding pathways that form an identical
stack. Left: The stack is formed successively. Right: The stack
is constructed by random formation of base pairs. The right
pathway yields a higher energy barrier because the randomly
introduced base pairs form unpaired loop regions that result in
additional entropic penalties.

stored in OPTk. So, OPTk has no worse f tness when compared to
OPTk−1, and RNAEAPath always returns the best action chain it
ever discovered.

In the remaining of this section, we discuss details regarding
f tness evaluation, initialization of the population, stopping condi-
tions and mutation strategies of RNAEAPath.

2.2.1 Fitness of action chains
The order of folding pathways (valid action chains) is primarily

determined by their energy barriers. In case of a tie, the order is
determined by the average of energy differences between the ini-
tial structure A and intermediate structures. Note that lower ener-
gies are preferred in the previous two methods of ordering. If a tie
still exists, then shorter action chains are preferred. Action chains
are ordered arbitrarily if their relative order can not be determined
based on these three criteria.

2.2.2 The initial population of folding pathways
The initial population, P0, contains 4 simplepathways from A to

B formed by f rst deleting all base pairs in A−B and then adding
those in B−A, similar to the pathway shown in Figure 1. Although
we can also arrange base pair deletions and additions in an arbitrary
order, we tailor them in a manner that simulates successive degra-
dation and formation of RNA stacks. This is because random dele-
tions and additions of base pairs tend to form additional unpaired
loop regions that introduce entropic penalties (see Figure 3 for an
illustration). We can degrade or form each stack either from the
outmost base pair to the innermost base pair or vice verse. Usually,
it yields a lower energy barrier if we degrade a stack from the out-
most base pair to the innermost base pair and form a stack from the
innermost base pair to the outmost base pair. However, for the sake
of simplicity and generosity, we construct 4 simple pathways in P0,
which degrade all the stacks from the same direction and form all
the stacks from the same direction. These simple pathways consti-
tute a diversif ed and unbiased initial population for the algorithm
start from.

2.2.3 The number of offsprings produced by each mu-
tation strategy

In each generation, the expected total number of offsprings pro-
duced by each individual is a constant positive integer L. The num-
ber of offsprings that each individual produces using mutation strat-
egy My, (1 ≤ y ≤ Y ), in the kth generation, is denoted by ℓMy

k.
The value of ℓMy

k is determined adaptively according to the qual-
ity of the offsprings produced using My in the k − 1st iteration. If

My has a good performance in the previous generation, ℓMy

k grows
accordingly; otherwise, it decreases. (See supplementary data for
detailed descriptions.)

2.2.4 Stopping conditions
The algorithm terminates when (1) the current best solution achieves

the lowest possible value |E(B)−E(A)|, or (2) when no improve-
ment has been found over γ consecutive iterations (a plateau), or (3)
when MAX number of iterations have passed and successive iter-
ations do not discover better results. Note that the algorithm may
simulate further than MAX iterations if improvements are made
in the very last iteration and it stops immediately if no improve-
ment is made between successive iterations. More specif cally, the
algorithm stops when any of the following conditions is satisf ed:

1. the energy barrier of OPTk is equivalent to |E(B)−E(A)|.
2. k > γ and the f tness of OPTk is equivalent to that of OPTk−γ .
3. k ≥ MAX and the f tness of OPTk is equivalent to that of

OPTk−1.

2.3 Mutation strategies
In RNAEAPath, the mutation strategies employed to evolve fold-

ing pathways can be categorized into three types: (1) rearranging
the order of actions, (2) introducing indirect pathways and (3) for-
mation of a single stack or cooperative conversion of a pair of in-
compatible stacks. In this section, let M1, . . . ,MY denote the mu-
tation strategies and let p = a1, . . . , am denote the input pathway
A = S0, . . . , Sm = B. For each mutation strategy My(p), we
describe the process for generating one new pathway q using each
mutation strategy when given p.

2.3.1 Type1: reordering of actions
As described in Section 2.1, shuff ing the order of actions of the

input pathway p can result in a new pathway from A to B. In
RNAEAPath, two mutation strategies of this type are employed.
M1 changes the position of an arbitrary action, and M2 swaps the
positions of two arbitrary actions.

M1: Let Mt1,t2
1 (p) denote the sequence of actions obtained by

f rst removing an action at1 (1 ≤ t1 ≤ m) from p and then in-
serting it after at2 , for all t2 ∈ {0, . . . , t1 − 1, t1 + 1, . . . , m}.
Note that the resulting sequence of actions may not necessarily
be a valid action chain. For instance, in Figure 1, M

1,4
1 (p) =

a2, a3, a4, a1, a5, . . . , a8 and M

3,2
1 (p) = p are valid action chains,

while M

8,1
1 (p) = a1, a8, a2, . . . , a7 is not.

The procedure for computing M

t1,t2
1 (p) is described in the fol-

lowing.
1. Choose t1 uniformly at random from the interval [1, m].
2. Compute the interval [l, u], (t1 < l < u < m), where l is the

minimum and u is the maximum such that for all t2 ∈ [l, u]
and t2 6= t1, Mt1,t2

1 (p) is a valid action chain.
3. Choose t2 from the interval [l, u].

3.1. If at1 is an addition operation, for all l ≤ t < t′ ≤ u

and t 6= t′ 6= t1, the probability of choosing t is greater
than that of t′.

3.2. Otherwise (a deletion operation), for all l ≤ t < t′ ≤ u

and t 6= t′ 6= t1, the probability of choosing t is less
than that of t′

We do not choose t2 (t2 6= t1) uniformly at random in [l, u], in-
stead, we tend to place addition operations in the front part of p,
and deletion operations in the later part of p. This is because adding
base pairs early and deleting them late during the folding may help
stabilize the intermediate secondary structures. (Please see supple-
mentary data for the detailed description of the discrete probabil-
ity.)
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M2: Let Mt1,t2
2 (p) denote the sequence of actions obtained by

swapping at1 with at2 . If the resulting sequence of actions is a
valid action chain, let it be q; otherwise, restart the process. For
example, in Figure 1, M1,8

2 (p) is not a valid action chain, while
M

2,4
2 (p) = a1, a4, a3, a2, a5, . . . , a8 is. t1 and t2 are chosen uni-

formly at random from {(t1, t2) : 1 ≤ t1 < t2 ≤ m}.
Mutation strategies of type 1 provide methods for shuff ing the

order of actions of an input pathway and generating slightly dif-
ferent new pathways. However, these strategies are not capable of
introducing additional (indirect) base pairs, and the offsprings of a
direct pathway produced through type 1 strategies are also direct.
In the following, we will describe mutation strategies that are able
to construct indirect pathways from a direct pathway.

2.3.2 Type2: introducing indirect pathways by adding
a pair of complementary actions

Morgan and Higgs [23] pointed out that the optimal folding paths
are generally indirect pathways. This idea was further described by
Dotu et al. [7]. The temporary formation of base pairs, especially
those base pairs that do not belong to A∪B, may lower the energies
of intermediate structures and thus render better folding pathways.
Similarly, temporary deletion and reformation of a base pair also
can create an indirect pathway.

M3: Let M

t1,t2,+(i,j)
3 (p) denote the sequence of actions ob-

tained by introducing an addition action addi,j after at1 and its
complementary action deli,j after at2 . Let Mt1,t2,−(i,j)

3 (p) denote
the sequence of actions obtained by introducing a deletion action
deli,j after at1 and its complementary action addi,j after at2 . For
example, in Figure 1, M1,7,+(1,16)

3 (p) = a1, add1,16, a2, . . . , a7,
del1,16, a8. The procedures for computing M

t1,t2,+(i,j)
3 (p) and

M

t1,t2,−(i,j)
3 (p) are similar to each other. In the following, we

only describe the procedure for computing M

t1,t2,+(i,j)
3 (p).

1. Choose t1 uniformly at random from the interval [1, m], and
obtain the associated intermediate structure St1 .

2. Find a set of base pairs that neither conf ict with nor clash
with St1 and choose a base pair (i, j) uniformly at random
from the set.

3. Compute the interval [l, u], (t1 < l < u < m), where l is the
minimum and u is the maximum such that for all values t2 ∈

[l, u] the resulting sequence of actions of Mt1,t2,+(i,j)
3 (p) is

a valid action chain.
4. Choose t2 from the interval [l, u] with the probability of choos-

ing t greater than that of t′ for all t > t′. (This is because
(i, j) is not likely to be deleted soon after its formation.)

Mutation strategy M3 is capable of producing an indirect path-
way from a direct pathway. In addition, a proper combination of
multiple applications of M3 may result in a pathway which sim-
ulates the successive formation and deletion of a temporary stack
during the folding. Take the pathway p in Figure 1 as an example,
we can construct a pathway q that forms a temporary stack con-
sisting of all the GU base pairs via a multiple application of M3,
q = M

5,7,+(3,14)
3 (M

3,7,+(2,15)
3 (M

1,7,+(1,16)
3 (p))).

2.3.3 Type3: formation of a single stack or simulta-
neous formation and deletion of a pair of in-
compatible stacks

In this section, we will introduce mutation strategies for produc-
ing pathways that involve with formation and deletion of stacks.
To perform this type of strategies, we f rst need to f nd all possible
stacks in an RNA sequence x. We use the algorithm of Bafna et al.
[2] to f nd the set of all possible stacks with more than 3 consecu-
tive base pairs, and denote it by STA(x). There are two strategies

((((((((.........)))))))) ((((((((.........))))))))

(((((((...........))))))) (((((((...........)))))))

((((((.............)))))) (((((((.....(....))))))))

(((((...............))))) ((((((......(....).))))))

((((.................)))) ((((((.....((....))))))))

(((...................))) (((((......((....)).)))))

((.....................)) (((((.....(((....))))))))

(.......................) ((((......(((....))).))))

......................... ((((.....((((....))))))))

............(....)....... (((......((((....)))).)))

...........((....))...... (((.....(((((....))))))))

..........(((....)))..... ((......(((((....))))).))

.........((((....)))).... ((.....((((((....))))))))

........(((((....)))))... (......((((((....)))))).)

.......((((((....)))))).. .......((((((....))))))..

Figure 4: Two different folding pathways with the identical ini-
tial and final secondary structures. The left column: a simple
folding pathway destroys a stack completely before an incom-
patible stack is formed. The right column: a folding pathway
destructs a stack and forms an incompatible stack simultane-
ously.

in Type 3: formation of a single stack (M4) and simultaneous for-
mation and destruction of a pair of incompatible stacks (M5)

M4: Let Mt,h
4 (p) denote the sequence of actions obtained by

forcing the formation of a stack stackh ∈ STA after action at,
where stackh is compatible with St. The following describes the
procedure for computing M

t,h
4 (p).

1. Choose t uniformly at random from the interval [1, m], and
obtain the associated intermediate structure St.

2. Find a set of stacks that neither conf ict with nor clash with
St, and pick up a stack stackh uniformly at random from the
set.

3. Ensure that each base pair (i, j) in {stackh−St} is sequen-
tially (from the innermost base pair to the outmost base pair)
formed after at.
3.1. If an action addi,j appears in {at+1, . . . , am}, move it

up and place it after at using strategy M1.
3.2. Otherwise, introduce a pair of complementary actions

addi,j and deli,j to p after at using strategy M3.
We can introduce additional stacks that are compatible with St

using M4 by forcing a sequence of addition actions successively
forming base pairs in {stackh−St}, after at. For example, the red
stack in Figure 5 is constructed using M4.

M5: Let Mt,h
5 (p) denote the sequence of actions obtained by

forcing the formation of a stack stackh ∈ STA which is incom-
patible with St, after action at. Shown on the right side of Figure
4 is a folding pathway which simultaneously destructs and forms a
pair of incompatible stacks. Shown on the left side is a simple fold-
ing pathway which has exactly the same start and end structures,
while it folds into a single stranded structure during the folding.
Usually, the pathway on the right has lower energy barrier than the
one on the left because it never folds into a single stranded struc-
ture. The folding pathway on the right side of Figure 4 can be
introduced using strategy M5. And, the procedure for computing
M

t,h
5 (p) is as follows:
1. Choose an arbitrary deletion action at = deli,j from p, and

obtain the associated intermediate structure St.
2. Find a set of stacks which either conf icts with or clashes with

St, and choose a stack stackh uniformly at random from the
set.
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Table 1: Benchmarks of BARRIERS, PathwayHunter, Findpath, RNATabuPath, and RNAEAPath for predicting folding pathways
between conformational switches. Energy barriers (measured in kcal/mol) of the best folding pathways overn runs are shown.
Boldface numbers are the best energy barriers found by theheuristicalgorithms.

Instance BARRIERS PathwayHunter FindPath RNATabuPath RNAEAPath
(n=1000) (n=1) (n=5)

rb1 − − 24.04 24.04 23.2 22
rb2 − 10 8.2 7.25 6.5 6.5
rb3 − − 22.4 17.9 17.5 16.7
rb4 − − 16.9 16.9 16.9 16.9
rb5 − − 24.54 24.54 21.44 21.44
hok − − 28.5 29.66 20.7 20.1
SL 11.80 − 13 12.9 13.0 12.9
attenuator 8.3 − 8.7 8.6 8.7 8.5
s15 6.60 − 7.1 6.6 7.1 7.1
sbox leader − 7.9 5.2 5.2 5.2 5.2
thiM leader − − 16.13 14.84 12.3 12.3
ms2 − 11.6 6.6 6.6 6.6 6.6
HDV − 23.53 17.4 17.0 16.8 16.8
dsrA 8.0 − 8.3 8.2 8.0 8.0
ribD leader − − 10.71 9.5 9.5 9.5
amv − 12.2 5.8 5.8 5.74 5.74
alpha operon − 11.8 6.5 6.5 6.1 6.1
HIV-1 leader − 14.3 9.3 11.3 8.9 8.9

3. For each base pair (i′, j′) in {stackh−St} that is compatible
with St, place addi′,j′ to p after at using strategy M4.

4. For each base pair (i′, j′) in {stackh − St} that is incom-
patible with St,
4.1. Find all the base pairs (i∗, j∗) in St that are incompati-

ble with (i′, j′), and ensure that each base pair (i∗, j∗)
is deleted before the action addi′,j′ .

4.3. If a action deli∗,j∗ appears in {at+1, . . . , am}, move
it up before addi′,j′ using strategy M1.

4.4. Otherwise, introduce a pair of complementary actions
deli∗,j∗ and addi∗,j∗ using strategy M3.

Using M5, we can introduce the simultaneous formation of a stack
stackh, which is incompatible with St, and destruction of exis-
tent stacks (or base pairs) that hamper the formation of stackh.
Since cooperative formation and destruction of stacks may con-
tribute additional stacking energies for stabilizing the intermediate
structures, better folding pathways with lower energy barriers may
be rendered.

3. RESULTS

3.1 Benchmark tests
We benchmarked RNAEAPath against existing methods (BAR-

RIEERS [9, 11], PathwayHunter [34], Findpath [10], and RNATabu-
Path [7]) by predicting low energy barrier folding pathways be-
tween two designated RNA secondary structures of 18 conforma-
tional switches. All the conformational switches were taken from
the work of Dotu et. al [7]. Five of them are riboswitches, in-
cluding rb1, rb2, rb3, rb4, and rb5. The metastable structures of
these riboswitches have been experimentally determined by inline
probing [19, 37]. The thirteen remaining cases concern confor-
mational switches, including hok, SL (Spliced leader RNA), s15,
s-box leader, thiM leader, ms2, HDV, dsrA, ribD leader, amv, al-
pha operon and HIV-1 leader. Sequences of these conformational
switches can also be obtained from paRNAss web site [1], and
some of the metastable secondary structures were computationally
determined using RNAbor [12].

We summarize the results computed by PathwayHunter, the re-
sults computed by BARRIERS, the results computed by Findpath
(with the look ahead parameter k = 10), the best results over 1000
runs found by RNATabuPath, and the best results over 1 run and
5 runs found by RNAEAPath in Table 1 respectively. And we use
‘−’ to mark test cases that methods fail to apply to in the table.
For all methods, free energies of the intermediate structures of the
folding pathways (including PathwayHunter) are evaluated based
on the Turner model using RNAeval (with -d1 option) from the Vi-
enna RNA Package [15]. The default conf guration parameters of
RNAEAPath are as follows. MAX is 10, γ is 5, L is 100, ℓ1 is
10, ℓ2 is 5 and ℓ3 is 100. Due to the stochastic nature of the evolu-
tionary algorithm, we report the best energy barrier of RNAEAPath
found over both 1 run and 5 runs.

BARRIERS is the only exact solution that produces indirect path-
ways based on the Turner model. BARRIERS has already been
compared with existing heuristic algorithms on the same test cases
in the work of Dotu et al. [7]. We put the results of BARRIERS
in the table just for the sake of comparison. It has been pointed out
that BARRIERS gives provably globally optimal pathways in 4 out
of 18 cases (i.e. SL, attenuator, s15 and dsrA). BARRIERS can not
be directly applied to 5 cases because either the initial or the end
structure is not locally optimal (i.e. rb2, sbox leader, ms2, amv and
alpha operon), and can not converge in the remaining cases. Possi-
bly due to the fact that both the number of RNA secondary confor-
mations to consider and the computational resources required in-
crease exponentially with the growing length of the RNA sequence
and the growing range of energy barrier. PathwayHunter is an exact
algorithm capable of producing the optimal direct folding pathways
based on the Nussinov model. PathwayHunter can not be directly
applied to 10 cases, because it requires the pair of input structures
being able to form a ‘pairwise-optimal’ bipartite conf icting graph
(see the work of Thachuk et al. [34] for details). It is not surpris-
ing that the performance of the exact algorithm, PathwayHunter,
evaluated by free energy (in kcal/mol), is worse than the heuristic
algorithms. This is because PathwayHunter is optimized based on
the Nussinov model and only produces direct pathways, while the
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Figure 5: The near optimal indirect pathway between the two conformational secondary structures of the adenine riboswitch from
V. vulnificus (rb2) predicted RNAEAPath.

optimal direct pathways predicted based on the Nussinov model
may not be the optimal pathways (considering both direct and in-
direct pathways) based on the Turner model. All the remaining
three methods are heuristics capable of producing both direct and
indirect pathways based on the Turner model. Findpath produces
folding pathways very quickly, however it performs worse than
both RNATabuPath and RNAEAPath in most cases. RNATabuPath
performs better than Findpath, but produces less optimal pathways
than RNAEAPath. The energy barriers predicted by RNAEAPath
over 5 runs are exactly the same as RNATabuPath in 5 cases, worse
in 1 case, and better in all the remaining 12 cases.

Other heuristic algorithms (including a greedy algorithm of Voss
et al. [36], a semi-greedy modif cation of the greedy algorithm,
a greedy algorithm of Morgan, and Higgs [23] for predicting di-
rect pathways and a variant of the Morgan-Higgs greedy algorithm
capable of producing indirect pathways), that have been shown to
perform considerably worse than RNATabuPath [7], are not listed.

By analyzing the best folding pathways produced by RNAEAP-
ath, we found that most high-quality pathways involve the melting
of stacks in the initial structure, the (possibly simultaneous) con-
struction of stacks in the f nal structure, and the formation of aux-
iliary temporary stacks for obtaining folding pathways with lower
energy barriers. We may take the lowest energy barrier folding
pathway of rb2 found by RNAEAPath, shown in Figure 5, as an
example. Some of the stacks in the initial structure (in blue) are
gradually melting, while at the same time, an incompatible stack
(in green) is being formed. The stack colored in red is an auxil-
iary temporary stack introducing intermediate structures with lower
free energies. This example convinces us that the advantages of
RNAEAPath mainly come from employing mutation strategies that
guide the construction of folding pathways by the formation and

destruction of stacks and introducing additional stacking interac-
tions that are important for stabilizing the intermediate structures.
Detailed low energy barrier folding pathways for all the test cases
are available on RNAEAPath web site.

3.2 Control parameters and performance
In order to evaluate the performance of RNAEAPath with differ-

ent parameter conf gurations, we played with several other control
parameters, including ℓ1, the number of top offsprings preserved in
the next generation, varying from 1 to 16, ℓ3, the size of population
in each generation, varying from 80 to 120 and L, the total num-
ber of offsprings each individual is expected to produce, varying
from 80 to 120. The detailed results are shown in supplementary
data. In general, RNAEAPath produces pathways of roughly the
same quality for most test cases with different control parameters,
among which the default parameter setting is the best.

We explored the relationship between the performance of RNAEA-
Path and the number of generations completed by plotting energy
barriers of the best folding pathways produced by RNAEAPath
with the default parameters in each generation, as shown in Figure
6. In general, the energy barriers decrease dramatically in the f rst
one or two generations, and then the decrements slow down and
f nally plateau within 10 generations. For instance, in the case of
rb3, the predicted energy barriers of folding pathways in the initial
population is 27.3 kcal/mol. It decreases by 7.2 kcal/mol (24.9%)
through the f rst two generations and decreases by 2.5 kcal/mol
(9.2%) through the next three generations. Through all the remain-
ing generations, no further improvement is made.

We also evaluated the execution time for each run of RNAEA-
Path. All the tests were performed on a 32 bit PC with 2.4 GHz
Quad-processor and 3.2 GB memory, running Fedora 11. With the
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Figure 6: Energy barriers (in kcal/mol) of the best folding path-
ways of18 conformational switches by the end of each genera-
tion during a typical run of RNAEAPath using the default pa-
rameters.

default control parameters, RNAEAPath terminates in 1 minute in
the best case (rb4), 445 minutes in the worst case (hok), and 43
minutes on average. The detailed running times are shown in sup-
plementary data. We did not perform direct comparisons between
the running time of RNATabuPath and that of RNAEAPath, since
RNATabuPath is only accessible via web server.

4. CONCLUSION
In conclusion, we have presented a new algorithm, RNAEAPath,

for predicting low energy barrier folding pathways between confor-
mational structures. RNAEAPath guides the construction of fold-
ing pathways through the destruction and formation of RNA stacks
using various types of mutation strategies, and integrates them in
a well-established computational framework of evolutionary algo-
rithm. These mutation strategies can help reduce the search space
and make it easier to jump out of local optima. By analyzing the re-
sults, we conf rmed that most of the best folding pathways involve
the formation of auxiliary stacks, or involve the cooperative for-
mation and disruption of incompatible stacks. The benchmarking
results show that RNAEAPath outperforms the existing heuristics
on most test cases. We believe that this is because the construction
of folding pathways in RNAEAPath captures important biological
f ndings.
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ABSTRACT
Rapid advances in high-throughput molecular profiling such
as DNA microarrays have created unprecedented opportu-
nities to unravel the mechanisms that orchestrate the activ-
ities of genes and proteins in cells, where reconstruction of
condition-specific biological networks directly from data has
attracted great interest. In parallel, significant efforts have
also been made to manually curate molecular interactions
in cells, such as protein-protein interactions and biological
pathways, providing constantly accumulated rich domain
knowledge. Novel incorporation of biological prior knowl-
edge into network learning algorithms can effectively lever-
age domain knowledge and make data-driven inference more
robust and biologically relevant. However, biological prior
knowledge is neither condition-specific nor context-specific,
only serving as an aggregated source of partially-validated
evidence under diverse experimental conditions. Hence, di-
rect incorporation of imperfect and non-specific prior knowl-
edge in specific problems is prone to errors and may lead to
false positives. To address this challenge, we formulate the
inference of condition-specific network structures that incor-
porates relevant prior knowledge as a convex optimization
problem, and develop an efficient learning algorithm. We
also propose a sampling scheme to estimate the expected er-
ror rate due to “random” knowledge and develop a strategy

∗To whom correspondence should be addressed.

to manage such error in our algorithm that fully exploits
the benefit of prior knowledge while remaining robust to the
false positive edges in the knowledge. We test the proposed
method on two simulation data sets and demonstrate the
effectiveness of this method. The experimental results are
consistent with our theoretical analysis. Finally, we apply
our method to real ovarian cancer microarray data and ob-
tain biologically plausible results.

Categories and Subject Descriptors
I.2 [Artificial Intelligence]: Learning; G.1.6 [Optimization]:
Convex programming; J.3 [Life and Medical Sciences]:
biology and genetic

General Terms
Algorithm

Keywords
Graphical models, network structure learning, network struc-
tural change detection, convex optimization, biological net-
works

1. INTRODUCTION
Identifying the mechanisms that orchestrate the activi-

ties of genes and proteins in cells is one of the key goals
in systems biology studies. Biological networks are context-
specific and dynamic in nature, that is, under different con-
ditions, different regulatory components and mechanisms
are activated and accordingly the topology of the underlying
biological network changes [1]. The condition-specific bio-
logical networks and their topological changes provide great
insights into the underlying biology of how the organisms
adapt to different conditions or response to outside stimuli.
With the advances in high-throughput genomic technologies,
Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
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large amounts of genomic data demand effective computa-
tional methods to extract biological knowledge and insights.
Therefore, a data-driven learning algorithm for condition-
specific biological networks is of great interest.

In parallel, in the past decade, a lot of efforts have also
been made to manually curate molecular interactions in cells,
such as protein-protein interactions and biological pathways
[9], which can now be conveniently retrieved from relevant
biological databases. These biological databases summarize
existing knowledge and experimental evidence from multi-
ple sources under diverse conditions, and attempt to de-
lineate a more detailed picture of the interactome in the
cells. Such biological prior knowledge provides rich domain
knowledge to the biological network inference problem [13].
Compared with computational inference purely based on
data, proper incorporation of biological prior knowledge into
network learning algorithms can effectively leverage domain
knowledge and make the inference more biologically mean-
ingful. However, as biological prior knowledge is usually
aggregated from multiple sources and under diverse exper-
imental settings, direct incorporation of prior knowledge in
specific problems is prone to errors or may even lead to bi-
ased results.

To efficiently utilize prior knowledge in the network in-
ference while remaining robust to the false positive edges
in the knowledge, we here propose a biological prior knowl-
edge guided learning framework to infer condition-specific
biological network structures and their topological changes
under two different conditions. Several approaches have
been proposed previously to model biological networks using
gene expression data [11], such as probabilistic Boolean net-
works [16], state-space models [14], and probabilistic graph-
ical models [6, 7, 20]. In this paper, we also use graphical
models to represent condition-specific biological networks.
Two characteristics make graphical models very suitable for
representing biological networks: (1) the probabilistic na-
ture of graphical models automatically takes into account
the noise in the data and intrinsic uncertainties in the mod-
els, and (2) the graphical representations of the models natu-
rally visualize the relationships of genes, which can facilitate
new insights and motivate new biological hypotheses. Fur-
ther, several `1-regularization based graph structure learning
approaches have been proposed [15, 19]. The parsimonious
property of `1-norm leads to a sparse solution, which nat-
urally performs variable selection, and the convexity of the
`1-norm also makes it computationally tractable.

We formulate the problem of biological network structure
learning and topological change detection with prior knowl-
edge as a convex optimization problem, and derive an effi-
cient algorithm to solve it. Further, we propose a sampling
scheme to estimate the expected error rate caused by incor-
porating random knowledge, which has a maximum entropy
distribution over the edges given the number of edges spec-
ified in the knowledge. And by controlling this error rate
under the worst-case scenario, our method can efficiently
utilize prior knowledge in the network inference while re-
maining robust to the false positive edges in the knowledge.
We test the proposed method on synthetic data to demon-
strate the effectiveness of this method, and the simulation
results further corroborate our theoretical analysis. We also
apply this approach to ovarian cancer microarray data and
obtain biologically plausible results.

2. PROBLEM FORMULATION

2.1 Problem Statement
We represent the condition-specific biological networks as

graphs. Here we focus on condition-specific biological net-
work structure and their corresponding structural changes
under two conditions, which is a common experiment setting
in biomedical research, such as controlled experiments and
comparisons between two populations. Suppose there are
p nodes (genes) in the network of interest, and we denote
the vertex set as V . Let G1 = (V,E1) and G2 = (V,E2)
be the two undirected graphs under the two conditions. G1

and G2 have the same vertex set V , and condition-specific
edge sets E1 and E2. E1 and E2 are expected to have con-
siderable overlap, with only a small amount of edges being
different. Such edge changes are of particular interest, since
such rewiring may reveal pivotal information on how the
organisms response to different conditions.

Biological prior knowledge is collected from biological data-
bases such as KEGG pathway database and Human Protein
Reference Database. We denote the biological prior knowl-
edge as a knowledge graph GW = (V,EW), where the vertex
set V is the same set of nodes (genes) and edge set EW over
V is retrieved from biological databases as supported by the
existing knowledge or other experimental evidence.

We use a symmetric matrix W ∈ <p×p to represent the
prior knowledge, which is the adjacency matrix of GW. The
elements of W are either 1 or 0, with Wij = 1 indicat-
ing the existence of an edge between the ith gene and jth

gene (or their gene products) in the databases, where i, j =
1, 2, · · · , p, i 6= j.

The main task in this paper is to infer from data and prior
knowledge GW the condition-specific edge sets E1 and E2.

2.2 Convex Optimization Formulation
To take advantage of the prior knowledge in the structural

learning and avoid the potential bias introduced by knowl-
edge, we formulate the problem into a convex optimiza-
tion problem with sparsity constraints, and set the proper
weights to achieve both the effectiveness of utilizing the do-
main knowledge and the robustness to the false positives in
the knowledge.

We consider the p nodes in V as p random variables, and
denote them as X1, X2, · · · , Xp. Suppose there are N1 sam-
ples under condition 1 and N2 samples under condition 2.
Without loss of generality, we assume N1 = N2 = N . Un-
der the first condition, for variable Xi, we have observations

x
(1)
i = [x

(1)
1i , x

(1)
2i , · · · , x

(1)
Ni ]

T , i = 1, 2, · · · , p, while under the

second condition, we have x
(2)
i = [x

(2)
1i , x

(2)
2i , · · · , x

(2)
Ni ]

T , i =

1, 2, · · · , p. Further, let X(1) = [x
(1)
1 ,x

(1)
2 , · · · ,x(1)

p ] be the

data matrix under condition 1 and X(2) = [x
(2)
1 ,x

(2)
2 , · · · ,x(2)

p ]
be the data matrix under condition 2.

Denote

yi =

[
x

(1)
i

x
(2)
i

]
, (1)

X =

[
X(1) 0

0 X(2)

]
, (2)

ACM-BCB 11 255



and

βi =

[
β

(1)
i

β
(2)
i

]
= [β

(1)
1i , β

(1)
2i , · · · , β

(1)
pi , β

(2)
1i , β

(2)
2i , · · · , β

(2)
pi ]T . (3)

Following our previous work in [20], we formulate the
problem of learning structural changes between two condi-
tions as a convex optimization problem. Network structures
under two conditions as well as their changes are simulta-
neously obtained by solving the optimization problem for
each node (variable) Xi, i = 1, 2, · · · , p, with the objective
function

f(βi) =
1

2
‖yi −Xβi‖

2
2 + λ1

p∑
j=1

(1−Wjiθ)(|β(1)
ji |+ |β

(2)
ji |)

+ λ2‖β(1)
i − β

(2)
i ‖1. (4)

The solution is obtained by minimizing (4),

β̂i = arg min
βi

f(βi)

= arg min
β
(1)
i ,β

(2)
i

1

2
‖yi −Xβi‖

2
2

+ λ1

p∑
j=1

(1−Wjiθ)(|β(1)
ji |+ |β

(2)
ji |) + λ2‖β(1)

i − β
(2)
i ‖1

s.t. β
(1)
ii = 0, β

(2)
ii = 0. (5)

Remark 1: In (5), the structures of the graphical model
under two conditions are learned jointly. The first weighted
`1-regularization term leads to the identification of sparse

graph structure. The second `1-regularization term, λ2‖β(1)
i −

β
(2)
i ‖1, encourages sparse changes in the model structure

and parameters between two conditions, and thereby sup-
presses the structural and parametric inconsistencies due to
noise in the data and limited samples.

Remark 2: The prior knowledge is explicitly incorporated
into the formulation byWji and θ in the weighted `1-regulari-

zation term, λ1

∑p
j=1(1 − Wjiθ)(|β(1)

ji | + |β
(2)
ji |). θ is a `1

penalty relaxation parameter taking value in [0, 1), which
reduces the penalty on the edges with supporting evidence
in the prior knowledge while having no effects on edges with
no knowledge.

Remark 3: From a Bayesian perspective, as pointed out in

[17], the `1 penalty term ‖β(c)
i ‖1 is equivalent to independent

Laplace priors for the β
(c)
ji , j = 1, 2, ..., p, c = 1, 2, which

follow

pdf(β
(c)
ji ) =

1

2b
exp

(
−
−|β(c)

ji |
b

)
(6)

where b = 1
λ1(1−Wjiθ)

. Note that the Laplace distribution

with a larger b has a larger variance (2b2) and thus dis-
tributes less mass around zero and more mass in the two
tails. When supporting evidence for the edge between node
i and node j is present in the prior knowledge, a non-zero

θ adjusts the prior distribution for this edge (β
(c)
ji ) with a

larger b, and thereby makes this edge more likely be de-
tected.

Remark 4: It is straightforward to show that the objective
function (4) is non-differentiable, continuous, and convex.

The problem (5) can be solved efficiently by the block
coordinate descent algorithm proposed in Section 3.1. We
repeat this procedure to each node Xi, i = 1, 2, · · · , p. The

non-zero elements of β
(1)
i indicate the neighbors of the ith

node under the first condition and the non-zero elements of
β

(2)
i indicate the neighbors of the ith node under the second

condition. We use two condition-specific adjacency matrices
A(1) and A(2) to represent the edge sets E1 and E2 under
condition 1 and condition 2, respectively. Moreover, the
non-zero elements of A(1) −A(2) pinpoint the changed edge
sets between two conditions. In biological network modeling,
we are particularly interested in where and how the network
exhibits different topologies between two conditions. The
different connections between two conditions are highlighted
to indicate such changes.

2.3 Prior Knowledge Incorporation
The non-zero elements in W introduce knowledge to the

objective function (4), and θ determines to what degree the
knowledge will affect the inference. If there is no knowl-
edge supporting the connection between Xj and Xi, the `1

penalty for β
(c)
ji will remain unchanged and the inference of

the edge between Xj and Xi will be totally based on data.
On the other hand, if the connection between Xj and Xi is
present in the prior knowledge, θ will reduce the penalty ap-

plied to the corresponding β
(c)
ji . As a result, the connection

between Xj and Xi will more likely be detected.
We hope to limit the adverse effects caused by the spu-

rious edges in the prior knowledge, but we are unable to
assess such effects in real applications, since we do not know
the ground-truth. Instead, we control such adverse effects
incurred in the worst-case scenario. The worst-case scenario
of prior knowledge is that the knowledge is totally random.
In this case, the entropy of the knowledge distribution over
the edges is maximized and the information introduced to
the inference algorithm is minimal. Incorporated with such
random knowledge, the inference results will deviate from
the purely data driven result. Then, θ is carefully chosen so
that the expected deviation is controlled within acceptable
range in the worst-case scenario.

To estimate the deviation of network inference results in-
curred by incorporating prior knowledge, we use graph edit
distance as a measurement for the dissimilarity of two graphs
[3]. Let GX = (V,EX) denote the graph learned purely from
data, i.e. W = 0, and GX,WR,θ(V,EX,WR,θ) denote the
graph learned with prior knowledge. WR indicates that the
prior knowledge is “random”. Let d(GX, GX,WR,θ) denote
the graph edit distance between the original learned graph
and the one learned with knowledge. Further, let |EX| be
the number of edges in the graph GX.

We determine the degree of prior knowledge incorporation
by selecting the largest θ that controls the expected normal-
ized deviation, E[d(GX, GX,WR,θ)/|EX|], under an accept-
able threshold δ > 0:

θ̂ = max θ

s.t.
E[d(GX, GX,WR,θ)]

|EX|
≤ δ. (7)

We use a sampling-based algorithm to find the empirical
distribution of d(GX, GX,WR,θ) and estimate the solution to
problem (7), which we will discuss in detail in Section 3.4.
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3. ALGORITHMS
In this section we propose a block coordinate descent al-

gorithm to solve the optimization problem in (5), and derive
the corresponding closed-form solution for the sub-problem.
Then we introduce a sampling and estimation algorithm to
determine the degree of knowledge incorporation. Choice of
penalty parameters λ1 and λ2 is also discussed.

3.1 Block Coordinate Descent Algorithm
Although the optimization problems with `1-regularization

can be solved readily by existing convex optimization tech-
niques, a lot of efforts have been made to solve the problems
efficiently by exploiting the special structures of the prob-
lems. Recently, coordinate-wise descent algorithms have
been studied in Lasso related problems, such as Lasso, garotte
and elastic net [4]. It is shown in [5] with experiments that
a coordinate descent procedure for Lasso, graphical Lasso,
is 30-4000 times faster than competing methods, making it
a computationally attractive method.

We adopt this idea since in our formulation the penalty

term λ1

∑p
j=1(1−Wjiθ)(|β(1)

ji |+|β
(2)
ji |)+λ2‖β(1)

i −β
(2)
i ‖1 has

block-wise separability [18]. We propose a block coordinate
descent algorithm to solve the optimization problem (5) for
each node Xi, i = 1, 2, · · · , p.

The objective function (4) can be rewritten as

f(βi) =
1

2
‖yi −Xβi‖

2
2 + λ1

p∑
j=1

(1−Wjiθ)(|β(1)
ji |+ |β

(2)
ji |)

+ λ2

p∑
j=1

(|β(1)
ji − β

(2)
ji |). (8)

The non-differentiable part of f(βi) can be written as the

sum of p terms with non-overlapping members, (β
(1)
ji , β

(2)
ji ),

j = 1, 2, ..., p. Each (β
(1)
ji , β

(2)
ji ), j = 1, 2, ..., p, is a coordi-

nate block. This property is essential to guaranteeing the
convergence of the block coordinate descent algorithm.

The essence of the block coordinate descent algorithm is
“one-block-at-a-time”. At iteration r + 1, only one coor-

dinate block, (β
(1)
ji , β

(2)
ji ), is updated, with the remaining

(β
(1)
li , β

(2)
li ), l 6= j, fixed at their values at iteration r. Given

βri = [β
(1),r
1i , β

(1),r
2i , · · · , β(1),r

pi , β
(2),r
1i , β

(2),r
2i , · · · , β(2),r

pi ]T ,
(9)

at iteration r+1, the estimation is updated according to the
following sub-problem

βr+1
i = arg min

βi

f(βi)

s.t. β
(1)
li = β

(1),r
li ,

β
(2)
li = β

(2),r
li ,

for l = 1, 2, · · · , p, l 6= j. (10)

We use a cyclic rule to solve the sub-problem and update
parameter estimation iteratively, i.e., update parameter pair

(β
(1)
ji , β

(2)
ji ) at iteration r + 1, and j = ((r + 1) mod p) + 1.

The closed-form solution to the sub-problem is derived in
section 3.2.

We summarize the block coordinate descent optimization
procedure to solve problem (5) in Algorithm 1.

The convergence of Algorithm 1 is stated in the following
theorem.

Algorithm 1 Block coordinate descent algorithm to solve
problem (5)

Initialization: β0
i = [0, 0, ..., 0], r = 0

while βri is not converged do
j ← (r mod p) + 1
if j 6= i then

Let β
(1),r+1
li = β

(1),r
li , β

(2),r+1
li = β

(2),r
li , l 6= j

Solve the jth sub-problem using (13), (15), (16) and
(21)-(33) in section 3.2.

end if
r ← r + 1

end while

Theorem 1. The solution sequence generated by Algo-
rithm 1 is bounded and every cluster point is a solution of
problem (5).

Proof. As the objective function (4) is continuous and
convex, and the non-differential part of the objective func-
tion is block-wise separable. By applying Theorem 4.1 pro-
posed by [18], we have that the solution sequence generated
by Algorithm 1 is bounded and every cluster point is a so-
lution of problem (5).

3.2 Closed-form Solution to the Sub-problem
For notational simplicity, we can always normalize the

variables to mean 0 and unit length by location and scale
transformations,

N∑
k=1

x
(1)
ki = 0,

N∑
k=1

(x
(1)
ki )2 = 1,

N∑
k=1

x
(2)
ki = 0,

N∑
k=1

(x
(2)
ki )2 = 1, (11)

where i = 1, 2, · · · , p. Here we assume this normalization
step has already been performed. Additionally, the orthog-
onality between jth column of matrix X, xj and the (j+p)th

column of X, xj+p simplifies the derivation of closed-form
solutions to the sub-problems in each iterations of the block
coordinate descent.

Since β
(1)
li and β

(2)
li , l = 1, 2, · · · , p, l 6= j, are fixed during

iteration r + 1, we rewrite the objective function of (10) as

f̃(βi)

=
1

2
‖yi −

∑
l6=i,j

xlβ
(1),r
li −

∑
l6=i,j

x(p+l)β
(2),r
li

− xjβ(1)
ji − xp+jβ

(2)
ji ‖

2
2

+ λ1

∑
l6=i,j

(1−Wliθ)(|β(1),r
li |+ |β(2),r

li |)

+ λ2

∑
l6=i,j

(|β(1),r
li − β(2),r

li |)

+ λ1(1−Wjiθ)(|β(1)
ji |+ |β

(2)
ji |) + λ2(|β(1)

ji − β
(2)
ji |) (12)

Let

ỹi = yi −
∑
l6=i,j

xlβ
(1),r
li −

∑
l6=i,j

x(p+l)β
(2),r
li (13)
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Therefore, updating (β
(1)
ji , β

(2)
ji ) is equivalent to

(β
(1),r+1
ji , β

(2),r+1
ji )

= arg min
β
(1)
ji ,β

(2)
ji

f̃(βi)

= arg min
β
(1)
ji ,β

(2)
ji

1

2
‖ỹi − xjβ

(1)
ji − xp+jβ

(2)
ji ‖

2
2

+ λ1(1−Wjiθ)(|β(1)
ji |+ |β

(2)
ji |) + λ2(|β(1)

ji − β
(2)
ji |)

(14)

Denote

ρ1 = ỹi
T · xj , (15)

ρ2 = ỹi
T · xp+j . (16)

First, we examine a simple case, the solution, (β
(1)
ji , β

(2)
ji ),

satisfies 
β
(1)
ji > 0,

β
(2)
ji > 0,

β
(1)
ji < β

(2)
ji .

(17)

Take derivative of objective function (12), and we have

∂f̃

∂β
(1)
ji

= β
(1)
ji − ρ1 + λ1(1−Wjiθ)sgn(β

(1)
ji )

+ λ2sgn(β
(1)
ji − β

(2)
ji ), (18)

∂f̃

∂β
(2)
ji

= β
(2)
ji − ρ2 + λ1(1−Wjiθ)sgn(β

(2)
ji )

+ λ2sgn(β
(1)
ji − β

(2)
ji ), (19)

where sgn(·) is the sign function.
When ρ1 > λ1(1−Wjiθ)−λ2 and ρ2 > ρ1 + 2λ2, we have{

β
(1)
ji = ρ1 − λ1(1−Wjiθ) + λ2,

β
(2)
ji = ρ2 − λ1(1−Wjiθ)− λ2.

(20)

Similarly, we derive all closed-form solutions to problem
(10), depending on the values of ρ1, ρ2 with respect to λ1(1−
Wjiθ), λ2. The plane (ρ1, ρ2) is divided into 13 regions, as
shown in Figure 1.

Depending on the location of (ρ1, ρ2) in the plane, the
solutions to problem (10) are as follows.

If (ρ1, ρ2) is in region (0), then

β
(1)
ji = β

(2)
ji = 0. (21)

If (ρ1, ρ2) is in region (1), then

β
(1)
ji = β

(2)
ji =

1

2
(ρ1 + ρ2)− λ1(1−Wjiθ) (22)

If (ρ1, ρ2) is in region (2), then{
β
(1)
ji = ρ1 − λ1(1−Wjiθ) + λ2,

β
(2)
ji = ρ2 − λ1(1−Wjiθ)− λ2.

(23)

If (ρ1, ρ2) is in region (3), then{
β
(1)
ji = 0,

β
(2)
ji = ρ2 − λ1(1−Wjiθ)− λ2.

(24)

(0)

(1)(2)(3)(4)
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Figure 1: Solution regions of the sub-problem (10),
ω = 1−Wjiθ.

If (ρ1, ρ2) is in region (4), then{
β
(1)
ji = ρ1 + λ1(1−Wjiθ) + λ2,

β
(2)
ji = ρ2 − λ1(1−Wjiθ)− λ2.

(25)

If (ρ1, ρ2) is in region (5), then{
β
(1)
ji = ρ1 + λ1(1−Wjiθ) + λ2,

β
(2)
ji = 0.

(26)

If (ρ1, ρ2) is in region (6), then{
β
(1)
ji = ρ1 + λ1(1−Wjiθ) + λ2,

β
(2)
ji = ρ2 + λ1(1−Wjiθ)− λ2.

(27)

If (ρ1, ρ2) in region (7), then

β
(1)
ji = β

(2)
ji =

1

2
(ρ1 + ρ2) + λ1(1−Wjiθ). (28)

If (ρ1, ρ2) is in region (8), then{
β
(1)
ji = ρ1 + λ1(1−Wjiθ)− λ2,

β
(2)
ji = ρ2 + λ1(1−Wjiθ) + λ2.

(29)

If (ρ1, ρ2) is in region (9), then{
β
(1)
ji = 0,

β
(2)
ji = ρ2 + λ1(1−Wjiθ) + λ2.

(30)

If (ρ1, ρ2) is in region (10), then{
β
(1)
ji = ρ1 − λ1(1−Wjiθ)− λ2

β
(2)
ji = ρ2 + λ1(1−Wjiθ) + λ2.

(31)
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If (ρ1, ρ2) is in region (11), then{
β
(1)
ji = ρ1 − λ1(1−Wjiθ)− λ2

β
(2)
ji = 0.

(32)

If (ρ1, ρ2) is in region (12), then{
β
(1)
ji = ρ1 − λ1(1−Wjiθ)− λ2

β
(2)
ji = ρ2 − λ1(1−Wjiθ) + λ2.

(33)

3.3 Degree of Prior Knowledge Incorporation
We want to select a proper θ that efficiently utilizes the

information in the prior knowledge while remaining robust
to the spurious edges in the knowledge. We estimate the
expected normalized deviation under random knowledge by
a sampling algorithm, and solve (7) subsequently.

Given the number of edges specified in the prior knowl-
edge, M , M = 0, · · · , C2

p/2, we randomly sample M edges
over V as“random”prior knowledge to form a WR, and solve
the optimization problem (5) to learn the condition-specific
network with prior knowledge. The deviation of the net-
work with prior knowledge from the network inferred purely
based on data is calculated according the method introduced
in Section 2.3. By repeating this process B times (B is set
to 1000 in this paper), we can obtain the empirical distribu-
tion of this deviation. Based on this empirical distribution,
we use its average as an estimate of the expected deviation.
Starting from θ = 0, in each iteration, we increment θ with
a small amount ∆. We check the expected deviation under
the current θ to see if it exceeds the threshold δ. This pro-
cess is repeated with θ incremented at each iteration until
the inequality in (7) no longer holds or θ is larger than 1,
and then the θ in the second to last iteration is selected to
be the penalty relaxation parameter.

We summarize the steps above in Algorithm 2. This pro-
cedure is computationally intensive, and therefore the com-
putational efficiency of Algorithm 1 becomes indispensable
in the development of this approach.

Algorithm 2 Sampling and estimation method to solve
problem (7)

Inputs: ∆(= 0.01), δ(= 0.1), B(= 1000),M
Initialization: θ = 0, D = 0
Solve problem (5) with W = 0 using Algorithm 1, get
GX, |EX|
while d < δ and θ < 1 do

Let θ = θ + ∆
for i = 1 to B do

Let WR = 0
Sample M elements in the upper triangle of WR,
(aj , bj), j = 1, 2, · · · ,M
Let WR(aj , bj) = 1,WR(bj , aj) = 1
Solve problem (5) with WR using Algorithm 1, get
GWR

Calculate di = d(GX, GX,WR,θ)
Let D = D + di

end for
if D

B|EX|
> δ then

Break
end if

end while
Output: θ = θ −∆

3.4 Choice of Penalty Parameters
As we discussed previously, the first `1-regularization term,

λ1

∑p
j=1(1−Wjiθ)(|β(1)

ji |+ |β
(2)
ji |), leads to the identification

of sparse graph structures, and the second `1-regularization

term, λ2‖β(1)
i −β

(2)
i ‖1, suppresses the inconsistencies of the

network structures and parameters between two conditions.
For the first penalty term λ1, we consider the case with-

out prior knowledge W = 0 and λ2 = 0. In this case, the
problem (5) is equivalent to applying Lasso under two condi-
tions separately. The λ1 controls the sparsity of the learned
graph, and the Algorithm 1 in section 3.1 is reduced to a
coordinate descent algorithm, in which each sub-problem is
Lasso with two orthogonal predictors. The value of λ1 can be
determined easily via cross-validation. In our experiments,
we used 5-fold cross-validation.

The second parameter λ2 controls the sparsity of struc-
tural and parametric changes between two conditions. Un-
der the assumption of Gaussianity in samples, λ2 can be
determined using a heuristic approach proposed in [20]. At
a given significance level α, (e.g., α = 0.01 is used in section
4), λ2 can be calculated as

λ2 =
e2s − 1

2e2s + 2

(
1−

∑
i<l y

T
i xl · yTi xp+l

p(p− 1)/2

)
(34)

where s = Φ−1(1− α/2)/
√

(N − 3)/2.

4. EXPERIMENTAL RESULTS
We test the proposed approach on two simulated data

sets and a real data set from an ovarian cancer study. The
experiments on simulated data demonstrate the effective-
ness of the proposed method and corroborate the theoretical
analysis of our methods. Further, we apply our method to
an ovarian cancer data set, where we focus on the cell cycle
pathway and incorporate prior knowledge from KEGG path-
way database. The proposed method pinpoints several key
genes and condition-specific edges that could be implicated
in the pathogenesis of ovarian cancer.

4.1 Simulation Experiments
In the first simulation experiment, we create a Gaussian

network consisting of 12 nodes under two conditions. The
composite network of the two condition-specific networks is
shown in Figure 2(a). The black edges indicate the connec-
tions that exist under both conditions; the red edges indicate
the connections that only exist under condition 1; and the
green edges indicate the connections that only exist under
condition 2. Under each condition, 100 samples are simu-
lated from a multivariate Gaussian distribution.

Figure 2(b) is the network inference result without prior
knowledge. This purely data-driven approach is the same as
the method proposed in [20]. As illustrated in Figure 2(b),
the inference algorithm without prior knowledge missed four
edges under both conditions (black edges) and falsely de-
tected one edge under condition 2 (green edge), as marked
by x marks.

For the knowledge-guided network learning approach, we
use the nine black edges as prior knowledge. Therefore, the
number of edges in prior knowledge M is 9, and let δ = 0.1.
As shown in Figure 2(c), the newly proposed method with
prior knowledge significantly improved the network inference
results: the number of falsely missed edges decreased to 1;
and one edge under condition 2 was falsely detected.
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Figure 2: Network inference results in the first sim-
ulation experiment. (a) The ground-truth network
topology under two conditions; (b) Network infer-
ence result purely based on data; (c) Network infer-
ence result with prior knowledge.

In order to assess the robustness of our method when
false positive edges are present in prior knowledge and test
whether the proposed method can still efficiently utilize the
limited true knowledge contained to enhance the network
learning results, we examine the network inference error rate
as well as the precision and recall as the false positive rate
in the prior knowledge increases.

We construct a network with p = 100 nodes following the
approach used in [12], and then randomly modify 10% of the
edges to create two condition-specific networks with sparse
changes. The number of edges in prior knowledge M is set
to be the number of common edges in the two condition-
specific networks, and δ is set to 0.1. Starting from prior
knowledge without any false positive edges, we gradually
increase the false positive rate in prior knowledge until all
prior knowledge is false. At each given false positive rate in
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Figure 3: The influence of false positive rate in the
prior knowledge on the network inference error rate.

the prior knowledge, we randomly create 1000 sets of prior
knowledge, apply our method to each of them, and compared
each of the network inference results with the ground-truth.

To evaluate the ability of our method to recover the two
condition-specific network adjacency matrices, we count the
number of falsely missed and falsely detected edges in the
two learned networks, and divide it by the total number of
possible edges in two networks (which in this case is p(p−1))
as the error rate. The results of error rates are shown in
Figure 3.

In Figure 3, the brown circles indicate the error rates
of network inference results without prior knowledge [20],
which are not affected by the increase in the false positive
rate in the prior knowledge; the blue squares indicate the
average error rate of network inference results with prior
knowledge at different false positive rates in the prior knowl-
edge; and the box plot shows the 2nd, 25th, 50th, 75th and
98th percentile of the error rate at each false positive rate in
prior knowledge. We can see the error rate is substantially
smaller than that of purely data based result when all prior
knowledge is true. The average error rate increases as the
false positive rate in prior knowledge increases, but in most
cases it is still smaller than the error rate of purely data-
driven results. When all the prior knowledge is false, the
average error rate becomes bigger than that of the purely
data based result, but the increase in average error rate is
successfully controlled within the acceptable deviation rate
δ. This figure shows that the network inference result im-
proves significantly with our prior knowledge incorporation
scheme, even when the false positive rate in the prior knowl-
edge is relatively high.

We also analyze the precision and recall of the inference
results as the false positive rate in the prior knowledge in-
creases. Following the same plot symbols and colors, Figure
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Figure 4: The influence of false positive rate in the
prior knowledge on network inference precision.
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Figure 5: The influence of false positive rate in the
prior knowledge on network inference recall.

4 and Figure 5 show that how precision and recall of the
proposed approach change as the false positive rate in the
prior knowledge increases.

Precision measures the fraction of edges in the learned
composite network that are consistent with the ground-truth.
It reflects the robustness of our method to the false posi-

tive edges in prior knowledge. As Figure 4 shows, the false
positive rate in prior knowledge has limited effect on the
precision of the inference results. With more false positives
in the prior knowledge, the precision decreases but is still
quite high, close to the purely data based precision. This
observation supports our design of the method: to control
the false detection induced by the false positives in the prior
knowledge. At the point where the false positive rate in the
prior knowledge is 100%, the decrease of precision compared
with the purely data based result is bounded within δ.

Recall measures the fraction of ground-truth edges that
are successfully detected. It reflects the ability of our method
in efficiently utilizing the prior knowledge. Figure 5 shows
the recall decreases as the false positive rate in prior knowl-
edge increases. When the prior knowledge is 100% false, the
recall is the same with that of the purely data based result,
because in this case the prior knowledge brings in no use-
ful information and therefore the inference result does not
change. When the true positive edges are included in the
prior knowledge, the recall becomes higher than that of the
purely data based result because more edges are correctly de-
tected by harnessing the true knowledge. This result demon-
strates that our method can utilize the prior knowledge ef-
ficiently.

4.2 A Case Study on Ovarian Cancer Data Set
We then apply our methods to analyze an ovarian cancer

data set [2] to test the usefulness of our approach in bio-
logical studies. The data set contains gene expression pro-
files from normal ovarian surface epithelial cells and ovar-
ian carcinoma cells. There are 12 samples for each type.
Our method is applied to learn the cell-type-specific network
structure and its topological changes in the cell cycle path-
way with prior knowledge of the cell cycle pathway structure
retrieved from KEGG pathway database [9]. The network
learning result is shown in Figure 6.

In the cell cycle pathway, the gray edges indicate com-
mon connections shared by cancer and normal cells, and the
red and green edges indicate connections that only exist in
normal cells and cancer cells, respectively. The node color
indicates the fold change of gene expression level. The net-
work depicts the cellular interactions involved in the cell
cycle. As shown in Figure 6, TGFB1 is down-regulated in
cancer cells, and TP53 is up-regulated in cancer cells. It
is plausible that the connection between TGFB1 and TP53
emerged in cancer cells due to the crosstalk between TGF-β
signaling pathway and p53 signaling pathway. As a direct
support of this observation, in TGF-β signaling pathway, tu-
morigenesis inhibited the expression of TGFB1 [8] and TP53
is activated to cope with the pathological changes. In ad-
dition, both TGFB1 and CDKN2C serve in part as tumor
suppressors, so the disappearance of the connection between
TGFB1 and CDKN2C in cancer cells suggests that the loss
of their functions during tumorigenesis [10]. These differ-
ential edges between cancer and normal cells and the genes
involved in the network topological changes may shed lights
on the mechanisms of tumor initiation and progression, pro-
viding new hypotheses for further biological investigation.

5. CONCLUSIONS
In this paper, we formulated the problem of learning the

condition-specific network structure and topological changes
with prior knowledge as a convex optimization problem and
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Figure 6: Network identified in the cell cycle pathway using ovarian cancer data set, with prior knowledge from
KEGG pathway database. The gray edges indicate connections that exist in both cancer and normal cells;
the red edges indicate connections that only exist in normal cells; and the green edges indicate connections
that only exist in cancer cells. Node color indicates the gene expression fold change.

developed an efficient algorithm to solve it. Moreover, we
proposed a sampling scheme to estimate the expected error
rate caused by incorporating random knowledge, which has
a maximum entropy distribution over the edges given the
number of edges specified in the knowledge (the worst-case
scenario). And by controlling this expected error rate, our
method can efficiently utilize prior knowledge in the net-
work inference while remaining robust to the false positive
edges in the knowledge. We tested the proposed method on
two synthetic data sets to demonstrate the effectiveness of
this method, and the simulation results further corroborated
our theoretical analysis. Finally, we applied this approach
to ovarian cancer microarray data and obtained biologically
plausible results. In the future, we plan to incorporate more
types of biological prior information, e.g., the protein-DNA
binding information in ChIP-chip data and protein-protein
interaction data, and explore the possibilities of assessing
the quality of prior knowledge.
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ABSTRACT
Protein X-ray crystallography – the most popular method
for determining protein structures – remains a laborious
process requiring a great deal of manual crystallographer
effort to interpret low-quality protein images. Automat-
ing this process is critical in creating a high-throughput
protein-structure determination pipeline. Previously, our
group developed Acmi, a probabilistic framework for pro-
ducing protein-structure models from electron-density maps
produced via X-ray crystallography. Acmi uses a Markov
Random Field to model the 3D location of each non-hydrogen
atom in a protein. Calculating the best structure in this
model is intractable, so Acmi uses approximate inference
methods to estimate the optimal structure. While previous
results have shown Acmi to be the state-of-the-art method
on this task, its approximate inference algorithm remains
computationally expensive and susceptible to errors. In this
work, we develop Probabilistic Ensembles in Acmi (Pea), a
framework for leveraging multiple, independent runs of ap-
proximate inference to produce estimates of protein struc-
tures. Our results show statistically significant improve-
ments in the accuracy of inference resulting in more com-
plete and accurate protein structures. In addition, Pea pro-
vides a general framework for advanced approximate infer-
ence methods in complex problem domains.

Categories and Subject Descriptors
G.3 [Probability and Statistics]: Probabilistic algorithms;
J.3 [Life and Medical Sciences]: [Biology and genetics]

General Terms
Algorithms, Experimentation, Performance

Keywords
ensembles, statistical inference, protein-structure determi-
nation, computational biology
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1. INTRODUCTION
Over the past decade, the field of machine learning has

seen a large increase in the use and study of probabilistic
graphical models due to their ability to provide a compact
representation of complex, multidimensional problems [13].
Graphical models have applications in many areas, including
natural language processing, computer vision, gene regula-
tory network modeling, and medical diagnosis. Recently,
the complexity of problems posed in many domains, such as
statistical relational learning, has stressed the ability of al-
gorithms to reason in graphical models. New techniques for
inference are essential to meet the demands of these prob-
lems in an efficient and accurate manner.

One such application is our group’s work on Acmi (Auto-
mated Crystallographic Map Interpretation), a three-phase,
probabilistic method for determining protein structures from
electron-density maps [7, 8, 9, 20]. The task of determining
protein structures has been a central one to the biological
community, with recent years seeing significant investments
in structural-genomic initiatives[21]. X-ray crystallography,
a molecular-imaging technique, is at the core of many of
these initiatives as it is the most popular method for de-
termining protein structures. In creating a high-throughput
crystallography pipeline, however, the final step of construct-
ing an all-atom protein model from an electron-density map –
a three-dimensional image of a molecule produced as an in-
termediate product of X-ray crystallography – remains a ma-
jor bottleneck in need of automation. In difficult cases, this
can take months of manual effort by a crystallographer.

Previous results show that Acmi outperforms other auto-
mated density-map interpretation methods on difficult pro-
tein structures, producing complete and accurate protein
structures where other methods fail [7]. Acmi models the
probability of all possible configurations of a protein struc-
ture using a graphical model known as pairwise Markov ran-
dom field (MRF) [11]. Acmi’s MRF combines visual features
derived from the electron-density map with biochemical con-
straints in order to effectively identify the most probable
locations for each amino acid in the electron-density map.
Unfortunately, exact inference (i.e., finding the best protein
structure model) is computationally infeasible due to the
complexity of the MRF.Acmi, instead, employs approximate
inference techniques to produce a probability distribution for
each amino acid’s location in the density map. While Acmi
has shown promising results, its inference is not guaranteed
to arrive at the correct solution and, more importantly, is
computationally expensive. This limits Acmi’s ability to
produce sufficiently accurate solutions in many cases.
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(a) (b)

Figure 1: The last step in the protein X-ray crystal-
lography pipeline takes a) the electron-density map
(a 3D image) of the protein and finds b) the most
likely protein structure that explains the map. Here,
the electron density is contoured and the chemical
structure of the protein is designated with a stick
model showing all of the non-hydrogen atoms.

To overcome these limitations we propose Probabilistic
Ensembles in Acmi (Pea), a general framework for per-
forming approximate inference in complex domains. Pea
borrows the concept of ensemble learning methods from the
supervised machine learning literature [2, 6]. While tradi-
tional methods build a single model to estimate the underly-
ing true model to a problem, ensembles leverage a collection
of estimates to produce a more accurate solution. We extend
this idea to our task by performing multiple, independent
runs of approximate inference in Acmi to produce multiple
probability estimates of the protein’s locations. Our results
show Pea dramatically outperforms Acmi in both the qual-
ity of inference and accuracy of protein structures produced.
Section 2 provides background on protein structures and

automated interpretion of low-quality electron-density maps.
Section 3 details Acmi, our existing framework for determin-
ing protein structures, including a discussion of approximate
inference. Section 4 describes our proposed technique, Prob-
abilistic Ensembles in Acmi (Pea). Lastly, in Section 5, we
compare Pea to our previous work using a set of difficult
electron-density maps.

2. BACKGROUND

2.1 Protein X-Ray Crystallography
Amino acids form the building blocks of proteins, link-

ing end-to-end to form the linear protein sequence. This
sequence folds to form the three-dimensional protein struc-
ture. The main chain of atoms linking amino acids is known
as the backbone of the protein and the variably sized groups
hanging off of the backbone are called side chains. Amino
acids come in twenty different varieties, with each amino-
acid type having a unique side-chain molecule and the same
set of backbone atoms. All side chains connect to the back-
bone via the Cα atom – the central atom in an amino acid.
X-ray crystallography is the most popular wet-lab tech-

nique for determining protein structures, producing ∼88%
of protein structures in the Protein Data Bank [19]. The
final step in the X-ray crystallography process is taking an
electron-density map – a fuzzy, three-dimensional image of

a protein – and determining (or interpreting) the underlying
protein molecular model that produced the image. Figure 1
shows a sample density map and the resulting interpreta-
tion. Figure 1a is a contoured electron-density map, similar
to what a crystallographer would see at the beginning of
interpretation. In b) we see the resulting protein structure
with all non-hydrogen atoms in a stick representation. The
crystallographer’s task is: given a protein’s amino-acid se-
quence and an electron-density map of the protein, produce
the underlying protein structure.

Several factors make determining the protein structure a
difficult and time-consuming process, mainly by affecting
the quality of the electron-density map. The most signif-
icant factor is crystallographic resolution which describes
the highest spatial frequency terms used to assemble the
electron-density map. Resolution is measured in angstroms
(Å), with higher values indicating poorer-quality maps with
less detail. Another factor making automation difficult is
the phase problem; crystallographer’s can only estimate the
phases needed to calculate the electron-density map, reduc-
ing the interpretability of the image. Lastly, imperfections
in the crystal structure and the stochastic nature of protein
structure can create areas of distortion or smeared density
in the image that contain very little or unreliable features.

2.2 Automated Approaches
The most popular method for automated density-map in-

terpretation is ARP/wARP [15, 18], an algorithm which it-
eratively performs two steps. First, it fits atomic structure
to a density map and second, it refines (or improves) the
quality of the map so more structure can be identified on
the next iteration. ARP/wARP efficiently finds solutions in

maps with 2.7 Å resolution or better. Another approach,
Textal [12], uses rotation-invariant features derived from
regions of the density map to train two pattern-recognition
algorithms: Capra, a neural-network classifier for identi-
fying Cα locations and Lookup for matching side-chain
templates to a region of the density map around a Cα. A
third algorithm, Resolve [22], uses a top-down procedure in
which secondary-structure elements are located in the map
as starting points for building large segments of the pro-
tein structure. Using a large library of protein fragments,
Resolve first extends these secondary-structure elements
before attempting to connect them with loop elements. A
recent method, Buccaneer [4], takes a similar approach as
Textal but utilizes orientation-based features. Buccaneer
currently only performs a backbone trace, and thus does not
provide a complete protein model. Textal, Resolve, and
Buccaneer have successfully interpreted density maps up
to 3.2 Å in quality.

3. AUTOMATED CRYSTALLOGRAPHIC
MAP INTERPRETATION

In previous work, our group developed Acmi (Automated
Crystallographic Map Interpretation) [7, 8, 9, 20], a proba-
bilistic method for determining protein structures from low-
quality electron-density maps (∼3 to 4 Å resolution). This
section provides an overview of our existing framework.

3.1 ACMI Overview
Figure 2 provides an overview of Acmi and its three-phase

process. At the heart of Acmi is a probabilistic model known
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Figure 2: The three-phase ACMI pipeline. Given
an electron-density map and amino-acid sequence,
Phase 1 performs a local-match search indepen-
dently for each amino acid. Phase 2 combines these
local-search results with global constraints to cre-
ate posterior probabilities of each amino acid’s loca-
tion. Finally, Phase 3 uses these marginals to sample
physically feasible, all-atom protein structures. The
upper box in Phase 2 shows a portion of a Markov
Random Field for an example protein sequence.

as a pairwise Markov Random Field (MRF) [11]. An MRF
is an undirected graphical model that defines a probabil-
ity distribution on a graph. MRF’s compactly represent a
full-joint probability by factorizing the complex, large joint-
probability into smaller factors. Vertices (or nodes) in an
MRF are associated with random variables, and edges en-
force pairwise constraints on those variables. In our task,
Acmi seeks to probabilistically represent all possible struc-
tures of a protein in a compact manner. Given an electron-
density map and the linear amino-acid sequence of a protein,
Acmi constructs a graph where each vertex describes the lo-
cation, u⃗i, of the Cα atom for the amino acid at position i
in the sequence. Edges exist between every two amino acids
in the sequence and model the interactions between the pair
of connected amino acids. A sample MRF is show in the
upper Phase 2 box in Figure 2.
Formally, Acmi’s pairwise Markov Random Field model

G = (V,E) consists of vertices i ∈ V connected by undi-
rected edges (i, j) ∈ E. We define the full-joint probability
of all amino-acid locations, U, as

P (U|M) =
∏
i∈V

ψi(u⃗i|M)×
∏

(i,j)∈E

ψi,j(u⃗i, u⃗j). (1)

The first term, ψi(u⃗i|M), is associated with vertex i and
is known as the observation potential function. It can be
thought of as prior probability on the location of an amino
acid given the map, M, and ignoring all other amino acids
in the protein. Acmi calculates this function in Phase 1.
Briefly, Acmi looks up instances of amino acid i in a database
of previously solved structures1 to serve as templates (i.e.,
potential configurations) for amino acid i. Each returned
instance is compared to the density map at each grid point,
with the maximum correlation coefficient across all rotations
being stored [9].

The second term, ψi,j(u⃗i, u⃗j), is associated with edges.
This function represents one of two conformation potentials
which define pairwise chemical constraints on the protein
structure. Edges between neighboring amino acids in the
linear sequence (i.e., |i−j| = 1) are represented by the adja-
cency potential, which encodes the constraint that adjacent
amino acids must maintain an approximate 3.8 Å spacing
as well as proper angles2. Edges between non-neighboring
amino acids (i.e., |i−j| > 1) contain an occupancy potential,
reflecting the constraint that no two amino acids can occupy
the same space.

Given this MRF, we construct a three-phase pipeline (Fig-
ure 2) to calculate the most probable protein structure for a
given protein sequence and electron-density map. As men-
tioned, Phase 1 estimates the observation potential, or the
probable location of each amino acid in the density map in-
dependent of information about other amino acids. Phase
2 then takes these results and combines them with chem-
ical constraints using the MRF outlined above. Inference
on the MRF distributes the evidence and produces a pos-
terior marginal probability of each amino acid’s location in
the electron-density map. Phase 3 uses these probabilities
to sample physically-feasible, all-atom (i.e., side chain and
backbone atoms) protein structures.

Acmi owes much of its success to two distinguishing prop-
erties. First, Acmi simultaneously ties local feature detec-
tion in the density map with global biochemical constraints
to infer possible locations of amino acids. Second, while
other techniques represent an amino acid with a small set
possible locations, Acmi represents each amino acid’s loca-
tion probabilistically; that is, each possible location in the
electron-density map is considered with certain weight. This
allows the algorithm to overcome poor, early decisions while
also allowing weaker evidence to persist and possibly be uti-
lized in later stages.

3.2 Inference in ACMI
The model in Equation 1 represents the full-joint proba-

bility distribution over all possible locations for each amino
acid in the target protein. Calculating this probability ex-
actly, however, is intractable due to the cyclical nature and
large size of Acmi’s graph. Acmi, instead, employs loopy be-
lief propagation (BP) [16, 17], a fast approximate-inference
algorithm, to calculate an approximate marginal probability
distribution for the location of each amino acid’s Cα atom.
This task takes place as Phase 2 in the Acmi pipeline.

Belief propagation calculates marginal probabilities by uti-
lizing an iterative, local message-passing scheme to prop-

1Acmi uses a non-redundant subset of the Protein Data
Bank (PDB) [24].
2Bond and angle distributions are obtained from protein
structures in the Protein Data Bank (PDB).
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Figure 3: A sample message being sent in ACMI’s
belief-propagation algorithm. In a) we show the por-
tion of interest in the protein’s MRF. In b) we show
the current state of beliefs and the calculated mes-
sage to be sent from lysine (amino acid 31 in the se-
quence) to leucine (32). Finally, c) shows leucine’s
updated belief after receiving the message, which
has boosted the confidence in one of the original four
peaks. For simplicity, these distributions represent
probabilities on a 2-dimensional plane.

agate information across a graphical model [17]. Here, a
marginal probability represents the posterior probability of
a single amino acid’s location, incorporating all available in-
formation. While converging to the exact solution is not
guaranteed in cyclical graphs such as Acmi, belief propaga-
tion tends to produce good approximations in practice [16].
A message from amino acid i to amino acid j states, “Based
on my current belief in my location, you should be here (with
weight).”
Formally, BP, at iteration n for vertex i, computes an

estimate of p̂ni (u⃗i), amino acid i’s belief:

p̂ni (u⃗i) = ψi(u⃗i|M)×
∏

k∈Γ(i)

mn
k→i(u⃗i) (2)

where Γ(i) is the set of vertices connected to vertex i. Mes-
sages from amino acid i to amino acid j are calculated by a
convolution of the edge potential ψi,j(u⃗i, u⃗j) (i.e., adjacency
potential or occupancy potential) with amino acid i’s belief

mn
i→j(u⃗j) =

∫
EDM

ψi,j(u⃗i, u⃗j)×
p̂ni (u⃗i)

mn−1
j→i (u⃗i)

du⃗i. (3)

The convolution occurs over the entire distribution, denoted
EDM (for Electron-Density Map). The denominator inside
the integral removes the influence of the previous message
sent across the edge.
A sample iteration of message passing is shown in Fig-

ure 3. This process continues iteratively, one amino acid at
a time, until all amino acids converge to a stable solution,
or some stopping criteria is met. The belief after the final
iteration becomes the posterior probability of each amino
acid’s location and is fed as input to Phase 3.

Figure 4: Ensemble learning methods for super-
vised learning. Multiple algorithms construct mod-
els based on the training data. The resulting mod-
els are combined to produce a more comprehensive,
composite model.

4. METHODS
As mentioned in Section 3.1, Acmi’s Phase 2 utilizes an

approximate inference technique known as loopy belief prop-
agation (BP) to calculate the location of each amino acid
in the protein sequence. Empirically, Acmi’s Phase 2 rarely
converges to a solution and while Acmi performs well on dif-
ficult proteins, results indicate that there are shortcomings
in the inference process [7, 20]. This section discusses the
major contribution of this paper: a new technique for im-
proving Acmi’s performance using a statistical ensemble of
approximate inference solutions. Section 4.1 introduces the
concept of ensemble learning methods from the supervised
machine learning literature and related ideas in probabilistic
inference. Section 4.2 presents our technique, Probabilistic
Ensembles in Acmi (Pea), in a modified Acmi framework.
Lastly, Section 4.3 presents the methodology for experiments
we used to evaluate our proposed technique.

4.1 Ensemble Learning Overview
Ensemble learning methods come primarily from the su-

pervised machine learning community. The goal of super-
vised learning is to develop a model (or classifier) with high
predictive performance on future instances of a problem.
Traditional learning methods involve a search through a hy-

pothesis space that returns a single-best model, f̂(x), to
estimate the underlying (but unknown) true function, f(x).
Ensemble learning methods, illustrated in Figure 4, aim to
develop a collection of models, f̂1(x), f̂2(x), ..., f̂N (x), that,
in aggregate, produce a classifier with better performance
than any single constituent model. Empirical evaluations of
ensemble learning methods (or ensembles) show that such
methods outperform the best individual constituent models
under two conditions [2, 6, 14]. First, the ensemble must be
diverse. A lack of diversity means each model will produce
the same answer to a given instance and thus the collective
performance will mirror individual performance. Second,
the individual members must be at least weakly accurate;
that is, performing better than random guessing.

There are two primary design choices in developing an
ensemble learning method. First, the learner must generate
models that meet the two criteria above i.e., the learner must
generate diverse, accurate models. The machine learning
literature contains a variety of techniques for accomplishing
this, including the popular methods bagging and boosting.
Second, the learner must aggregate the decisions (or pre-
dictions) of each model. This is often accomplished with
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Algorithm 1: Probabilistic Ensembles in ACMI (PEA)

input : amino-acid sequence Seq of length N ,
electron-density map of protein M,
number of ensemble components C,
inference protocol for each component protocolc

output: Protein structure U = (u1, u2, . . . , uN ) where
ui is the coordinates of amino acid i

// Calculate vector of observation potentials, Ψ(U)
for i = 1 . . . N do

ψi(u⃗i)← Phase1(Seq,M)
end

// Generate ensemble of posterior probabilities, P
for c = 1 . . . C do

P̂c ← Phase2(Seq,Ψ(U), protocolc)
end

// Sample all-atom protein structure
U← Phase3(Seq,P)

majority voting, where each model gets a weighted or un-
weighted “vote” on the answer to a query instance.
While most work on ensembles is on supervised machine

learning problems, we are interested in structured-prediction
problems such as Acmi. Rather than classification, our
task involves performing inference to estimate the proba-
bility densities of several unknown and connected variables
(e.g., amino-acid locations). Weiss et al. [25] proposed Struc-
tural Ensemble Cascades (SEC), an iterative, hierarchical
method for structured prediction problems. Their model
learns a sequence of coarse-to-fine models to filter possible
output locations in a vision task (e.g., tracking human pose
across frames of video). Ensembles are used in inference,
where an intractable graph is converted to a set of tractable
(i.e., tree-structured) graphs. Wainwright et al. [23] took a
similar approach to the problem of intractable inference by
decomposing the graph into a set of overlapping, tractable
models. These techniques, however, tie parameter learn-
ing between the tractable models, imposing an expensive
increase in inference time. SEC loosens this contraint since
it is not needed for the filtering task.

4.2 Probabilistic Ensembles in ACMI
With the well-documented success of ensemble methods

in classification tasks, we seek to extend the idea of aggre-
gating multiple estimates to probabilistic graphical models.
As discussed in the previous section, current efforts in the
area rely on simplifying the structure of an intractable graph
to create a collection of tractable problems [23, 25]. These
techniques, however, do not easily extend to the graph in
Acmi, which is fully connected and thus difficult to convert
to the necessary number of tree-structured graphs. In ad-
dition, previous work in Acmi introduced an approximation
that exploited redundancies in messages passing to dramat-
ically reduce the complexity of inference [8]. Converting
Acmi to a tree-structured graph loses the gains from this
approximation as well as important information encoded in
edges. Thus, we are interested in a solution that boosts the
accuracy of inference, not that tractability.
We propose Probabilistic Ensembles inAcmi (Pea), shown

in Figure 5 and Algorithm 1. Pea is a framework for gen-
erating and combining multiple approximate inference solu-
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Figure 5: Probabilistic Ensembles in ACMI (PEA).
Phase 1 is the same as in the ACMI framework (Fig-
ure 2). Phase 2 performs C independent inference
runs, each with a unique protocol. This results in a
set of C marginal probabilities for each amino acid’s
location. Phase 3 aggregates the set of marginal
probabilities to produce a protein structure.

tions to create more accurate protein structures. As with
ensemble learning methods in classification, there are two
major design components to address. In Section 4.2.1, we
discuss how Pea generates a diverse set of solutions (i.e.,
ensemble components). In Section 4.2.2, we describe our
framework for aggregating these solutions to produce a pro-
tein structure. Both of these components modify the ex-
isting Acmi framework (Figure 2). Specifically, generating
diverse solutions amends the inference process in Phase 2
and combining the solutions takes place in structure sam-
pling of Phase 3.

4.2.1 Generating Ensemble Components
From Section 3.1, Equation 1 calculates P (U |M) – the

probability distribution over all possible protein structures
given the density map. Since this calculation is intractable,
Phase 2 of Acmi produces p̂i, the approximate marginal
probability of amino acid i’s location for each amino acid
in the protein sequence. Rather than performing inference
once, our proposed framework, Pea, performs several in-
dependent runs of inference. As shown in Figure 5, each
run (C in total) uses a unique protocol and outputs its own
marginal probability distribution for each amino acid’s lo-
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Figure 6: ACMI’s Phase 3 sampling step for amino
acid i. In a) Phase 3 samples M possible new lo-
cations, uim . In b) these locations are weighted by
their agreement with the Phase 2 probability, p̂i. In
c) one location is chosen from the weighted distri-
bution to be amino acid i’s location, ui.

cation. Phase 2, in total, produces a matrix of probabil-
ity distributions P = (P̂1, P̂2, . . . , P̂C) where each ensemble

component c produces P̂c = (p̂1c , p̂2c , . . . , p̂ic). Here, p̂ic
represents the probability of amino acid i’s location in the
density map according component c of the ensemble.
As mentioned in Section 4.1, a desired property of an en-

semble is that the individual components are diverse. For-
tunately, Elidan et al. [10] showed the choice of a message-
passing protocol (i.e., what order to send and receive mes-
sages between nodes) has a large effect on the outcome of be-
lief propagation, particularly in complex, loopy graphs such
as Acmi. We previously examined the effect of using vari-
ous message-passing schedules on Acmi’s performance and
found that this decision choice has a significant impact on
the final solution of Phase 2 [20]. Section 4.3 provides exam-
ple message-schedules for generating ensemble components
in Pea.

4.2.2 Aggregating Ensemble Components
In DiMaio et al. [7], we developed Phase 3 of Acmi which

utilizes particle filtering [1], a sampling algorithm, to gener-
ate all-atom protein structures given the posterior marginal
probabilities from Phase 2. Briefly, Phase 3 is an itera-
tive process which sequentially grows a protein structure
one amino acid at a time3. Figure 6 shows how, at a given
iteration, Phase 3 samples the location, ui, of amino acid
i. Phase 3 first samples M potential locations for the new
amino acid based on the location of already placed amino
acids in the sequence and a distribution of known angles
and distances between neighboring amino acids (i.e., the ad-
jacency potential function ψadj(ui−1, ui) from Section 3.1).
Next, Phase 3 assigns a weight, wm, to each sampled es-

3Phase 3 maintains multiple estimates (or particles) during
the sampling process and uses separate steps to sample back-
bone and side-chain atoms. For simplicity, we only consider
one particle’s backbone placement in this description.

timate, uim , correlated with the likelihood of amino acid i
being in that location. This is calculated from the Phase 2
posterior marginal probabilities:

wm ∝ p̂i(uim). (4)

Lastly, Phase 3 chooses one of the M samples as its predic-
tion for amino acid i’s location in the structure. The sample
is chosen with probability proportional to wm.

In Pea, we must adjust Phase 3 to deal with the exis-
tence of multiple Phase 2 posterior probabilities for each
amino acid. We propose several functions for combining
these probabilities into a single weight measurement. First,
we look at the average score over all ensemble components
using a mixture model:

wm ∝
∑
c

πc · p̂ic(uim) (5)

where πc is the mixture weight, representing the confidence
that component c provides the correct distribution.4 The av-
erage score should perform well if the true location tends to
have a high score across all runs of inference while false pos-
itives are uncorrelated between runs. False positives would
be smoothed out and consistent peaks would maintain high
probabilities. Conversely, strong divergences between mod-
els would smooth away most information. Another proposed
weight function is to instead take the maximum score for a
given location across all components:

wm ∝ max
c
p̂ic(uim). (6)

In difficult sections of a protein, it is very likely that most
models will miss the correct location since there is very lit-
tle evidence. Given multiple estimates, it is more likely that
one model found the correct answer. Using the maximum
score allows Phase 3 to capture the correct location in this
situation, although it may also over-emphasize false posi-
tives. Lastly, we consider using a subsampling approach
where Phase 3 will randomly select one of the ensemble com-
ponents to score the location:

c ∼ U [1, C]

wm ∝ p̂ic(uim)
(7)

where U [1, C] returns an integer between 1 and C with
uniform weight. Alternatively, c could be drawn from a
weighted distribution based on πc in Equation 5. This tech-
nique fits intuitively into the sampling framework of particle
filtering where multiple structure estimates exist to explore
several different paths to the end state.

4.3 Experimental Methodology
In Section 5, we compare the performance of our origi-

nal Acmi framework from DiMaio et al. [7] to our proposed
algorithm, Pea. Previous results show Acmi is the state-
of-the-art technique for low-quality protein images, thus re-
lated approaches are not compared in this paper. We use a
set of ten experimentally-phased electron-density maps de-
scribed in DiMaio et al. [7] for validation. This data was
provided by the Center for Eukaryotic Structural Genomics
(CESG) at UW–Madison. The maps were initially phased
using either the Solve [22] or Sharp [5] packages, with non-
crystallographic symmetry averaging used to improve the

4πc can be set by various measures, such as entropy or prior
knowledge. We use uniform weights in our experiments.
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map quality where possible. Based on the electron density
quality, expert crystallographers selected these maps as the
“most difficult” from a larger data set of twenty maps. These
structures have been previously solved and deposited to the
PDB, enabling a direct comparison with the correct model5.
However, all ten required a great deal of human effort to
build the final atomic model.
Phase 1 (performing an independent search for local fea-

tures) is the same for both algorithms, meaning Phase 2
for both the original Acmi and proposed Pea algorithms
begin with the same input. For the experiments in Sec-
tions 5.1 and 5.2, we consider 3 variations of Acmi’s belief-
propagation protocol for Phase 2:

• ORIG, the original protocol of Acmi which is run for
40 iterations per amino acid in a round-robin fashion
starting with amino acid 1, proceeding left to right,
and then reversing at the end of each pass.
• EXT, an extended version of the original protocol go-

ing for 160 iterations.
• BEST, the top-performing individual version of Acmi

from the four protocols considered for Pea (see below).

The BEST protocol provides an overly optimistic estimate of
Acmi to see how Pea performs as an ensemble relative to its
individual components. For Pea, we generate an ensemble
of size 4 with each component having its own protocol:

• Protocol 1 is the same as ORIG above.
• Protocol 2 starts halfway through the sequence.
• Protocol 3 is like ORIG, but runs for 20 iterations
• Protocol 4 employs guided belief propagation [20].

For the learning curve in Section 5.3, 50 protocols were
generated. All were based on the standard, round-robin
schedule and executed for 40 iterations. Each varies in the
starting location and the direction of the first iteration with
half going left to right and the other half going right to left.
Phase 3 experiments in Section 5.2 were run with 100 par-

ticles (see DiMaio et al. [7] for details). For the aggregators
in Section 4.2.2, our shown results reflect a uniform mix-
ture weight. We considered a weight based on the entropy
of the distributions, but the results were statistically equiv-
alent to using a uniform weight. We determine statistical
significance using a paired t-test.

5. RESULTS
Using the methodology described in Section 4.3, we com-

pare the performance of our new approach of using Proba-
bilistic Ensembles in Acmi (Pea) against the original Acmi
algorithm [7]. We compare the results across a set of ten
difficult protein structures. These solutions were previously
solved utilizing significant human effort. Since Phase 1 re-
mains unchanged between the two algorithms, we do not
detail the results of generating the observation potentials.
Section 5.1 first assesses the quality of approximate infer-
ence by comparing the accuracy of the Phase 2 outputs by
the two approaches. In Section 5.2, we feed these Phase 2
probabilities to Phase 3 to measure the accuracy of the all-
atom protein structure models produced by Pea and Acmi.
Lastly, Section 5.3 shows how the accuracy of Pea changes
as the number of ensemble components increases.

5Test-set solutions were removed from Acmi’s fragment li-
brary to blind all methods from the true result.

5.1 Approximate Inference
Our first experiment assesses the quality of approximate

inference solutions produced in Phase 2 for both Acmi and
Pea by examining the accuracy of posterior marginal prob-
abilities. In this experiment, Acmi and Pea use the same
Phase 1 outputs to run their respective Phase 2 algorithms
and halt before executing Phase 3. Pea runs Phase 2 with
four ensemble components using the protocols specified in
Section 4.3. We consider the maximum score aggregator
from Equation 6 and the average score aggregator from Equa-
tion 5 (MAX and AVG, respectively). The sampling algo-
rithm from Equation 7 performs aggregation as a step in
Phase 3 and cannot be compared here. For Acmi, we test
the original, round-robin protocol (ORIG), an extended run
of inference (i.e., 160 iterations) in Acmi (EXT), and the
best-performing individual component of Pea (BEST).

Figures 7a and 7b show the results of running these tech-
niques on a set of difficult protein images. Figure 7a shows
the percentile rank which represents how highly ranked the
correct solution (i.e., location from the deposited structure
in the PDB) is in the posterior marginal probabilities. To
calculate the percentile for a given amino acid, we sort all of
the probabilities in the posterior from highest to lowest and
then calculate the percent of locations lower than the true
location. The optimal score of 100 means the true location
had the highest probability value in the map. In Figure 7b,
the negative log-likelihood is the probability value for the
true location, transformed as a negative-log score. Here, we
desire lower values as they indicate higher probabilities. In
both figures, one column represents the average score across
all 10 test-set proteins and across all amino acids in those
proteins. Columns are color coded based on whether they
are instance of Acmi (light green) or Pea (dark red).

Both figures show that the ensemble method, Pea, dras-
tically outperforms the existing, single inference version of
Acmi across all protocols. Both the maximum and average
aggregators obtain scores in the 89th percentile compared
to the original Acmi protocol which averages scores in the
66th percentile. This implies that, on average, there are
three times as many false positives in Acmi versus Pea.
The negative log-likelihoods tell a similar story; the proba-
bility scores improve by over three orders of magnitude by
using ensembles. The results for the best individual com-
ponent of Pea are only slightly better than standard Acmi,
showing that Pea benefits from combining multiple, good
models rather than from generating one very good model.
The extended run of standard Acmi shows minor improve-
ments as well, but comes nowhere near the performance of
Pea, showing that the gains of our ensemble method can-
not be explained away by an increase in CPU resources. In
fact, the results of all pairwise differences between the Pea
variations and the three Acmi variations are statistically sig-
nificantly at scores of p < 0.01 for both metrics in Figure 7
based on a paired t-test.

5.2 Protein Structures
While the previous results indicate our ensemble tech-

nique improves the accuracy of approximate inference proba-
bilities, biochemists are more interested in the actual protein
structures produced. As a follow-up experiment, we used
the marginal probabilities from Section 5.1 as the input for
Phase 3 of the Acmi and Pea algorithms, respectively, to
produce all-atom protein structures for all 10 of our test-set
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Figure 7: Accuracy of inference solutions. In a) percentile rank of the true solution’s probability. A higher
percentile means the algorithm puts the true location of an amino acid closer to the top of a list of sorted
probabilities. In b) the negative log-likelihood of the true solution. Lower scores mean a higher probability
value for the correct answer. In both, columns are the average score over all amino acids in all test-set
proteins. Dark (red) bars represent variations of PEA, while light (green) bars represent variations of ACMI.
An * denotes a statistically significant difference with ORIG at p < 0.01.

proteins. We use the completeness and correctness of the
resulting protein structures to compare our proposed aggre-
gators for Pea against Acmi.
Figure 8a shows the averaged results of our experiments.

The first three pairs of columns represent, respectively, the
maximum (MAX), average (AVG), and sampling (SAMP)
aggregators for Pea presented in Section 4.2.2. The fourth
pair of columns represent the originalAcmi protocol. Within
each pair, the first column represents the correctness of the
predicted protein structure – that is, what percentage of
amino acids predicted were within 2 Å of their corresponding
true-solution location. This is similar to the precision met-
ric used in information retrieval. The second column repre-
sents the completeness of the predictions – what percent of
amino acids available in the PDB solution were accurately
predicted (within 2 Å). This is akin to a recall metric. Each
column represents an average over all ten test proteins. The
top performer across both metrics was Pea using the aver-
aging function to aggregate ensemble components. On aver-
age, 90.3% of its predicted amino-acid locations were correct
(compared to 79.3% for the original Acmi algorithm) while
completing 84.3% of the real structure (78.6% for Acmi).
Importantly, all three Pea methods outperform Acmi in
both correctness and completeness measures.
Figure 8b provides a closer comparison of Pea versus

Acmi. Here, each datapoint represents the results of one
protein in our test set. The x-axis value is the accuracy of
the original Acmi algorithm and the y-axis is the accuracy
of Pea using the average aggregator. To assess accuracy, we
use an F -measure to combine the correctness and complete-
ness metrics from Figure 8a. The F -measure is commonly
used in the information retrieval community to balance both
the need for high precision and high recall. Here, we use the
traditional F1 metric, which is the harmonic mean of cor-
rectness and completeness:

F1 = 2 · correctness · completeness
correctness+ completeness

(8)

The line represents equivalent performance, and the shaded
region represents values where Pea outperforms ACMI. In
every test case, Pea performs better than or equal to Acmi
in the F1 metric, affirming the results from Figure 8a. The
largest improvement comes in the most difficult test case,
with the F1-score improving from 0.25 to 0.66. This corre-
sponds to an extra 41 percentage points of the true structure
being built and 42 percentage points of extra predictions be-
ing correct. Overall, Pea shows substantial improvement in
6 of the 10 proteins with equal performance in the other 4,
although these values are not statistically significant. The
variance in overall performance is not correlated with either
the size of the protein or image, but indicative of the range
in image quality in our test set.

Figure 8b only considers the average aggregator for Pea
since it performed better than the alternative options. As
hypothesized in Section 4.2.2, the averaging aggregator’s
main advantage is that it can smooth away “noisy” prob-
abilities. That is, as seen in Figure 7, Acmi’s individual
inference runs contain many incorrect locations (i.e., false
positives) with higher probabilities than the correct solution.
This makes it more difficult for Phase 3 to find the correct
location for the structure during sampling. If an ensemble
produces diverse solutions, however, than the “noisy” loca-
tions should be independent between runs. When averaged
together, these incorrect peaks are smoothed away since they
are low in probability in most components, and the signal
from the true location will be boosted since its signal is
detected by multiple inference runs. Thus, while each indi-
vidual run produces moderate results, the average together
reveals only a handful of possible solutions. The maximum
aggregator and sampling aggregator also produced improved
inference probabilities, but did not translate into the same
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Figure 8: Protein-structure prediction accuracy. In a) correctness (light blue) specifies the percent of pre-

dicted structure within 2 Å of the true answer, averaged over all proteins. Completeness (dark red) is the

percent of the true structure a method predicted within 2 Å. ORIG is the standard ACMI algorithm and
MAX, AVG, and SAMP are variations of PEA. An * indicates statistically significant difference compared to
ORIG at p < 0.05. In b) we show a detailed comparison of F1-scores for ACMI (x-axis) and PEA using the
averaging aggregator (y-axis). F1 is the harmonic mean between the correctness (precision) and completeness
(recall) metrics. Each point represents one protein and the shaded region indicates better scores for PEA.

level of improvement in structure quality as the averaging
aggregator. It is difficult to pinpoint the exact reason, but
the areas of major difference happened to be in regions of the
map with this least amount of signal, implying the averaging
aggregator handles noise the best.

5.3 Ensemble Learning Curve
As a last experiment, we consider how the size of an en-

semble effects the accuracy of inference in Pea. Due to
resource limitations, we could not run larger ensembles sizes
for the previous experiments. Instead, for the seven smallest
test-set proteins, we generated ensembles with various num-
ber of components, ranging from 1 to 50. We assessed each
using percentile scores as described for Figure 7a. Figure 9
shows the learning curve for seven of our test-set proteins
as the number of ensemble components increases (the values
past 30 are not shown since no change occurred). Pea uses
the mixture-model average aggregator to combine posteri-
ors. The light, dashed lines represent the inference results
for one test-set protein while the thick, black line represents
the average performance across the seven proteins. As the
figure shows, Pea gains accuracy from adding more compo-
nents, making its largest leap in performance with the first
10 ensemble components before seeing very little improve-
ment after 20 component ensembles.

6. CONCLUSIONS AND FUTURE WORK
While Acmi was previously shown to outperform other

automated density-map interpretation methods in building
all-atom protein structures in low quality electron-density
maps [7], performing approximate inference in Acmi’s model
is an expensive process in need of advanced inference meth-
ods. In this work, we developed a new approximate inference
method based on the concept of ensemble learning meth-
ods from the supervised machine learning community. Our

Figure 9: Learning curve for ensemble inference.
Each dashed line represents one protein’s percentile
scores for Phase 2 posteriors as the number of en-
semble components increases. The solid black line
represents the average learning curve.

new framework, Probabilistic Ensembles in Acmi (Pea), ex-
ecutes several independent runs of inference to provide mul-
tiple, diverse solutions to the problem. We suggest several
protocols for generating unique solutions for each component
of the ensemble as well as different techniques for aggregat-
ing these models to produce a single, accurate prediction of
the protein structure.

Our results show Pea provides improved performance on
a test-set of 10 difficult protein images. This improvement is
seen in the accuracy of the inference process, where the prob-
ability distributions from Pea were statistically significantly
better in terms of both percentile rank and probability value
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assigned to the correct location of each amino acid. The re-
sults show that this improvement could not be explained
by either extra CPU resources or by using the single-best
component of Pea. More importantly, Pea’s improved in-
ference translates into more complete and correct protein
structures. In the future, we seek to test Acmi on a larger
set of proteins, including membrane proteins which present
many difficulties for crystallographers [3].
While we presented ensembles of approximate inference

solutions for the task of protein-structure determination, our
method can generally be applied to difficult inference prob-
lems where the complexity of probabilistic graphical models
limits the accuracy of current methods. In future work, we
look to find such applications, and to provide an in-depth
comparison to related inference techniques that rely on sim-
plifying the graph structure [23].
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ABSTRACT
Although the problem of aligning metabolic networks has been
considered in the past, the running time and space complexity of
these solutions has so far limited their use to moderately sized
networks. In this paper, we address the problem of aligning two
metabolic networks, particularly when both of them are too large to
be dealt with using existing methods. We develop a generic frame-
work that can be used with any existing method to significantly
improve the scale of the networks that can be aligned in practical
time. Our framework has three major phases, namely the compres-
sion phase, the alignment phase and the refinement phase. For the
first phase, we develop an algorithm which transforms the given
networks to a compressed domain where they are summarized us-
ing fewer nodes, termed supernodes, and interactions. In the sec-
ond phase, we carry out the alignment in the compressed domain
using an existing method as our base algorithm. This alignment re-
sults in supernode mappings in the compressed domain, each of
which are smaller instances of network alignment. In the third
phase, we solve each of the instances using the base alignment algo-
rithm to refine the alignment results. Our experiments demonstrate
that this method can reduce the sizes of metabolic networks by al-
most half at each compression level. For the overall framework, we
demonstrate how well it increases the performance of an existing
alignment method. We observe that we can align twice or more as
large networks using the same amount of resources with our frame-
work compared to a recent method for network alignment, namely
SubMAP. Our results also suggest that the alignment obtained by
only one level of compression captures the original alignment re-
sults with very high accuracy.

1. INTRODUCTION
Biological networks encapsulate important information about the
roles of different biochemical entities and the interactions between
them. Depending on the types of entities and interactions, these
networks are segregated into different types, where each network
type encompasses a particular set of biological processes. Protein-
protein interaction (PPI) networks comprise binding relationships
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between two or more proteins to carry out specific cellular func-
tions such as signal transduction. Regulatory networks consist of
interactions between genes and other DNA segments through their
protein or RNA products to control the expression rates of the net-
work elements. Metabolic networks represent sets of chemical re-
actions that are catalyzed by enzymes to transform a set of metabo-
lites into others to maintain the stability of a cell and to meet its
particular needs. Analyzing these networks is essential in order
to comprehend the machinery of a cell and to reveal evolutionary
differences between different cells and organisms.

An essential type of analysis is the comparative analysis which
aims at identifying functionally similar parts shared among differ-
ent organisms. This is often achieved through alignment of the
networks of these organisms. Analogous to sequence alignment
which identifies conserved sequences, network alignment reveals
connectivity patterns that are conserved among two or more organ-
isms. A number of studies have been done to systematically align
different types of biological networks [1–8, 12–17]. For metabolic
networks, Pinter et al. [20] devised an algorithm that aligns query
networks with specific topologies by using a graph theoretic ap-
proach. Recently, some of us developed an algorithm that com-
bines both topological features and homological similarity of pair-
wise molecules to align metabolic networks [2]. We also proposed
a method, SubMAP [1, 3], that incorporates subnetwork mappings
in metabolic network alignment. A similar method, IsoRank [21],
has been applied to find the alignments of PPI networks. Iso-
RankN [17] extended this algorithm to work for multiple networks
and to allow many-to-many mappings of proteins.

Comparative analysis is important particulary for large metabolic
networks. Identification of the conserved patterns among metabolic
networks across species provide insights for metabolic reconstruc-
tion of newly sequenced genome [9], orthology detection [21], drug
target identification [22] and identification of enzyme clusters and
missing enzymes [10, 18]. However, aligning large scale networks
is a computationally challenging problem due to the underlying
subgraph isomorphism problem that has to be solved to find the
alignment that maximizes the similarity between the query net-
works. All of the methods we mentioned above either restrict the
query topologies and/or their sizes. Even under these conditions,
the running times and memory utilization of these methods can still
be prohibitive for large query networks. For instance, the method of
Pinter et al. [20] took around one minute per alignment on a dataset
with only small size networks ranging from 2 to 41 nodes. Our ear-
lier method, SubMAP has no limitations on the query topologies
and allows mappings of node sets that are connected (i.e., subnet-
works). However, allowing subnetworks comes at a cost of increas-
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the alignment of larger scale networks especially when subnetwork
mappings are allowed.

In this paper, we develop a scalable compression technique that sig-
nificantly improves on the resource utilization of existing network
alignment algorithms. We devise a method that uses this compres-
sion technique to first reduce the size of the input metabolic net-
works by a desired factor. In other words, we transform the query
networks from their original domains (i.e., non-compressed) to a
compressed domain by applying a user specified level of compres-
sion. Throughout the rest of the paper, we will refer to this phase as
compression phase. A single node in a compressed domain corre-
sponds to a set of connected nodes and the edges between them in
the original domain. Next, we carry out the alignment in the com-
pressed domain by using an existing network alignment algorithm.
Here we use SubMAP as our base alignment method, however, our
framework can be used with other alignment methods as well since
the performance gain is an inherent property of compression for
any choice of the base algorithm. We perform the initial alignment
of query networks in a compressed domain. Once the networks are
aligned in this domain, we next consider each individual mapping
of supernodes, uncompress them and re-align using the base algo-
rithm again. We name this phase as the refinement phase.

Figure 1 ..................

We can best describe the intuition behind this method on a simple
example. Let P=(V ,E) and P̄=(V̄ ,Ē) be two metabolic networks
where V , V̄ represent the set of nodes that correspond to reac-
tion sets of the networks and E, Ē denote the sets of edges that
correspond to neighborhood relations between reactions of the net-

work. If the directed edge eij ∈ E then the reaction represented
by vi has at least one output compound that is an input compound
for vj . Throughout the rest of the paper we will use this notation
and the reaction-based representation of the metabolic networks.
Now, for the purpose of our example assume n = |V | = 64 and
m = |V̄ | = 32. Also, assume that the base alignment algorithm
we use has a time complexity and space utilization that is quadratic
in terms of n and m (i.e., O(n2m2)). Assuming the constant fac-
tor is 1 in big-oh notation, we can say the base algorithm takes 224

(i.e., 642322) units of running time and memory space. Given a
compression factor c our algorithm first attempts to reduce the size
of the input networks to b n

2c
c and bm

2c
c and then does the align-

ment in this compressed domain. With using our method, we can
expect the alignment in the compressed domain to use 22c (i.e.,
2c2c) times lesser amount of running time and memory compared
to the base alignment method. If we use c = 3 for our example, we
achieve a 64 times improvement in the efficiency of base method.

For small compression factors (i.e., c � n and c � m), on the
average, alignment with c + 1 will be 4 times faster than c. Triv-
ial questions at this point are: (1) Whether we can always com-
press the networks by a desired factor? (2) Can we formulate the
optimal compression factor as a function of the sizes of the query
networks? (3) What is the complexity and running time of the com-
pression phase and the refinement phase? (4) What happens when
c is not small compared to network sizes? (5) How much accuracy
we are sacrificing in order to achieve this performance gain? In
the rest of the paper we will address this questions in detail. At this
point, it is important to notice the potential for leveraging the align-
ment of larger scale networks by the framework we are proposing.
The actual performance gain for an alignment will depend on the
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the alignment of larger scale networks especially when subnetwork
mappings are allowed.

In this paper, we develop a scalable compression technique that sig-
nificantly improves on the resource utilization of existing network
alignment algorithms. We devise a method that uses this compres-
sion technique to first reduce the size of the input metabolic net-
works by a desired factor. In other words, we transform the query
networks from their original domains (i.e., non-compressed) to a
compressed domain by applying a user specified level of compres-
sion. Throughout the rest of the paper, we will refer to this phase as
compression phase. A single node in a compressed domain corre-
sponds to a set of connected nodes and the edges between them in
the original domain. Next, we carry out the alignment in the com-
pressed domain by using an existing network alignment algorithm.
Here we use SubMAP as our base alignment method, however, our
framework can be used with other alignment methods as well since
the performance gain is an inherent property of compression for
any choice of the base algorithm. We perform the initial alignment
of query networks in a compressed domain. Once the networks are
aligned in this domain, we next consider each individual mapping
of supernodes, uncompress them and re-align using the base algo-
rithm again. We name this phase as the refinement phase.
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We can best describe the intuition behind this method on a simple
example. Let P=(V ,E) and P̄=(V̄ ,Ē) be two metabolic networks
where V , V̄ represent the set of nodes that correspond to reac-
tion sets of the networks and E, Ē denote the sets of edges that
correspond to neighborhood relations between reactions of the net-

work. If the directed edge eij ∈ E then the reaction represented
by vi has at least one output compound that is an input compound
for vj . Throughout the rest of the paper we will use this notation
and the reaction-based representation of the metabolic networks.
Now, for the purpose of our example assume n = |V | = 64 and
m = |V̄ | = 32. Also, assume that the base alignment algorithm
we use has a time complexity and space utilization that is quadratic
in terms of n and m (i.e., O(n2m2)). Assuming the constant fac-
tor is 1 in big-oh notation, we can say the base algorithm takes 224

(i.e., 642322) units of running time and memory space. Given a
compression factor c our algorithm first attempts to reduce the size
of the input networks to b n

2c
c and bm

2c
c and then does the align-

ment in this compressed domain. With using our method, we can
expect the alignment in the compressed domain to use 22c (i.e.,
2c2c) times lesser amount of running time and memory compared
to the base alignment method. If we use c = 3 for our example, we
achieve a 64 times improvement in the efficiency of base method.

For small compression factors (i.e., c � n and c � m), on the
average, alignment with c + 1 will be 4 times faster than c. Triv-
ial questions at this point are: (1) Whether we can always com-
press the networks by a desired factor? (2) Can we formulate the
optimal compression factor as a function of the sizes of the query
networks? (3) What is the complexity and running time of the com-
pression phase and the refinement phase? (4) What happens when
c is not small compared to network sizes? (5) How much accuracy
we are sacrificing in order to achieve this performance gain? In
the rest of the paper we will address this questions in detail. At this
point, it is important to notice the potential for leveraging the align-
ment of larger scale networks by the framework we are proposing.
The actual performance gain for an alignment will depend on the
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the alignment of larger scale networks especially when subnetwork
mappings are allowed.

In this paper, we develop a scalable compression technique that sig-
nificantly improves on the resource utilization of existing network
alignment algorithms. We devise a method that uses this compres-
sion technique to first reduce the size of the input metabolic net-
works by a desired factor. In other words, we transform the query
networks from their original domains (i.e., non-compressed) to a
compressed domain by applying a user specified level of compres-
sion. Throughout the rest of the paper, we will refer to this phase as
compression phase. A single node in a compressed domain corre-
sponds to a set of connected nodes and the edges between them in
the original domain. Next, we carry out the alignment in the com-
pressed domain by using an existing network alignment algorithm.
Here we use SubMAP as our base alignment method, however, our
framework can be used with other alignment methods as well since
the performance gain is an inherent property of compression for
any choice of the base algorithm. We perform the initial alignment
of query networks in a compressed domain. Once the networks are
aligned in this domain, we next consider each individual mapping
of supernodes, uncompress them and re-align using the base algo-
rithm again. We name this phase as the refinement phase.
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We can best describe the intuition behind this method on a simple
example. Let P=(V ,E) and P̄=(V̄ ,Ē) be two metabolic networks
where V , V̄ represent the set of nodes that correspond to reac-
tion sets of the networks and E, Ē denote the sets of edges that
correspond to neighborhood relations between reactions of the net-
work. If the directed edge eij ∈ E then the reaction represented
by vi has at least one output compound that is an input compound
for vj . Throughout the rest of the paper we will use this notation
and the reaction-based representation of the metabolic networks.
Now, for the purpose of our example assume n = |V | = 64 and
m = |V̄ | = 32. Also, assume that the base alignment algorithm
we use has a time complexity and space utilization that is quadratic

in terms of n and m (i.e., O(n2m2)). Assuming the constant fac-
tor is 1 in big-oh notation, we can say the base algorithm takes 224

(i.e., 642322) units of running time and memory space. Given a
compression factor c our algorithm first attempts to reduce the size
of the input networks to b n

2c
c and bm

2c
c and then does the align-

ment in this compressed domain. With using our method, we can
expect the alignment in the compressed domain to use 22c (i.e.,
2c2c) times lesser amount of running time and memory compared
to the base alignment method. If we use c = 3 for our example, we
achieve a 64 times improvement in the efficiency of base method.

For small compression factors (i.e., c � n and c � m), on the
average, alignment with c + 1 will be 4 times faster than c. Triv-
ial questions at this point are: (1) Whether we can always com-
press the networks by a desired factor? (2) Can we formulate the
optimal compression factor as a function of the sizes of the query
networks? (3) What is the complexity and running time of the com-
pression phase and the refinement phase? (4) What happens when
c is not small compared to network sizes? (5) How much accuracy
we are sacrificing in order to achieve this performance gain? In
the rest of the paper we will address this questions in detail. At this
point, it is important to notice the potential for leveraging the align-
ment of larger scale networks by the framework we are proposing.
The actual performance gain for an alignment will depend on the
topologies of the query networks, the running time complexity of
the base alignment method and the compression factor we use.

• Our experiments show this and that..

• The following summarizes our technical contributions..

• The rest of the paper is organized as follows.

2. COMPRESSION METHOD
In this section, we outline the methods we use in order to com-
press the query networks. First, we describe a greedy method that
selects a minimum degree vertex from the network to do a compres-
sion. Then, we analyze how the randomized version of this greedy
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Figure 1: Aligning two metabolic networks with and without compression. Top figures (a-c) illustrate the steps of alignment without compression. Bottom
figures (d-g) demonstrate different phases of alignment with compression using our framework. (a) Two hypothetical metabolic networks with 5 and 4 reactions
respectively. Directed edges represent the neighborhood relations between the reactions. (b) Support matrix of size 20×20 needed for the alignment if compression is
not used. We only show the non-zero entries of a single row that corresponds to topological support given by b − b′ mapping to possible mappings of its backward and
forward neighbors. Five such mappings supported equally are denoted by 1

5 s in the matrix, namely a−a′ mapping for the backward neighbors and c−c′, c−d′, d−c′

and d − d′ mappings for the forward neighbors. (c) The resulting reaction mappings of alignment without compression. (d) Query networks shown in (a) in compressed
domain after one level of compression. (e) Support matrix of size 6×6 needed for the alignment with compression. We only show the entries for the mappings supported
by the a, b − a′, b′ mapping. (f) The resulting mappings from the alignment in compressed domain. (g) The resulting reaction mappings after refinement phase of our
framework.

ing running time that is inherent due to the fact that the number of
all connected subnetworks up to a given size can be exponential in
the size of the network. For a network of size 70 and subnetwork
sizes up to 3, SubMAP takes around 2 minutes and 200 MBs of
memory on the average per alignment with a database of 50 net-
works with sizes ranging from 2 to 57. Therefore, improving the
running time and memory utilization of these methods is necessary
to leverage the alignment of larger scale networks especially when
subnetwork mappings are allowed.

In this paper, we develop a framework that significantly improves
the scale of the networks that can be aligned using existing algo-
rithms. Our framework has three major phases, namely the com-
pression phase, the alignment phase and the refinement phase. For
the first phase, we develop a compression method that reduces the
size of the input metabolic networks by a desired rate. In other
words, we transform the query networks from their original do-
mains (see Figure 1(a)) to a compressed domain (see Figure 1(d)).
A single node in compressed domain corresponds to a set of con-
nected nodes and the edges between them in the original domain.
We call each node in the compressed network a supernode. For
instance, Figure 1(d) depicts the compressed networks of the two
input networks in Figure 1(a) when each supernode is allowed to
contain up to two nodes (i.e., only one level of compression is al-
lowed). In the second phase, we carry out the alignment in the
compressed domain by using an existing network alignment algo-
rithm. Here we use SubMAP as our base alignment method. It is
worth noting that, our framework can be used with other alignment
methods as well since the performance gain is an inherent prop-
erty of compression for any base alignment algorithm as long as
the query networks can be compressed. Once the compressed net-
works are aligned, we next consider each mapping of supernodes

found by the first phase individually. Each such mapping suggests
a smaller instance of network alignment. Figure 1(f) demonstrates
this where two such instances exist. For each of these mappings,
we solve the alignment problem using the base algorithm. At the
end of this refinement phase, the final alignments of reactions are
extracted (see Figure 1(g)).

We can best describe the need for our framework on an example.
Figure 1 illustrates the difference between aligning two metabolic
networks in compressed domain versus aligning them in the origi-
nal domain without compression. If we use a base alignment algo-
rithm such as SubMAP or IsoRank, the time and space complex-
ity of the algorithm is determined by the size of a data structure,
named support matrix. Conceptually, this data structure governs
the topological similarities between every pair of reaction tuples.
Each reaction tuple contains one reaction from each of the two
query metabolic networks. A detailed description of this matrix
can be found in previous articles describing the IsoRank [21] and
SubMAP methods [3]. The size of this support matrix is quadratic
in terms of both n and m (i.e., O(n2m2)) for IsoRank and for
SubMAP when only subnetworks of size one are allowed. Fig-
ures 1(b) and 1(e) illustrate the support matrices required for align-
ment starting from the networks shown in Figure 1(a) and 1(d) re-
spectively. As a result of compression by only one level, the size
of the matrix we need to create, drops to 6×6 from 20×20 which
translates into more than a factor of 10 improvement in the perfor-
mance of the base method.

Notice that when we compress the network more (i.e., increase
the number of compression levels), the compressed network gets
smaller in terms of the number of nodes. As a result, we can align
the compressed networks faster. However, this comes at the price

2

ACM-BCB 11 275



of two drawbacks both due to the fact that each supernode tends to
contain many nodes from the original domain. First, once we find
a mapping for the supernodes in the compressed domain, we still
need to align the nodes of each supernode pair. For example, after
mapping the supernodes (a, b) and (a′, b′) shown in Figure 1(f),
we need to align the two subnetworks induces by these two supern-
odes. Thus as the size of the supernodes grow (i.e., as we compress
for more levels), the size of the smaller problem instances grow as
well and resource utilization bottleneck shifts from the alignment
phase to refinement phase. Second, when we use compression the
resulting alignment may not be the same as the one found by the
original algorithm. For example, one out of four mappings in Fig-
ure 1(g) (i.e., e − c′) is different than the results of the base algo-
rithm shown in Figure 1(c) (i.e., e− e′). We calculate the accuracy
as the correlation of the scores calculated for each possible map-
ping found by our framework in the compressed domain with the
scores for these mapping in the original domain found by the base
method. Bigger compression rates generally mean less similarity
between the results of the two methods (i.e., less accuracy).

Several key questions follow from these observations.

1. How far is our compression method from an optimal com-
pression that produces the compressed network with the min-
imum number of nodes?

2. What is the right amount of compression? That is, when
does compression minimize the running time of our overall
framework?

3. How does compression affect the alignment accuracy with
respect to the base network alignment method?

In the rest of the paper we address each of these questions in detail.

Our experiments on metabolic networks extracted from KEGG path-
way database [19] demonstrate that our compression method re-
duces the number of vertices and edges by almost half at each level
of compression (Section 4.1). As a result of this reduction, we ob-
serve significant amount of improvement in running time and mem-
ory utilization of our earlier alignment algorithm SubMAP (Sec-
tion 4.2). Lastly, we analyze the accuracy of our framework as
compared to the base alignment algorithm. The results suggest that
the alignment obtained by only one level of compression captures
the original alignment results with very high accuracy and the ac-
curacy decreases with further levels of compression (Section 4.3).

In summary, our technical contributions are:

- We devise an efficient framework for the network alignment
problem that employs a scalable compression method which
shrinks the given networks while respecting their topology.

- We prove the optimality of our compression method under
certain conditions and provide a bound on how much our
compression results can deviate from the optimal solution in
the worst case.

- We provide a mathematical formulation that serves as a guide-
line to select an optimal number of compression levels de-
pending on the input characteristics of the alignment.

The organization of the rest of this paper is as follows. Section 2
presents the method we propose for compressing the networks.
Section 3 describes the remaining phases of our framework that
performs the alignment in compressed domain and analyzes its
complexity. We report our experimental results on a set of metabolic
networks in Section 4. Section 5 briefly concludes the paper.

P = (V , E), P̄ = (V̄ , Ē) Query metabolic networks
V , V̄ Sets of all reactions of the query networks
ri ∈ V , r̄j ∈ V̄ Reactions of the query networks
n = |V |, m = |V̄ | Sizes of the query networks
c, 2c Compression level and compression rate
P c = (V c, Ec) P after c levels of compression
Ci = (V̂i, Êi) A connected component of network P
N(va), deg(va) The set of neighbors and degree of node va
|va| Number of reactions that are contained in va
vab A supernode containing the nodes va and vb
k Parameter for the largest subnetwork size
Rk , R̄k Sets of all subnetworks of size at most k
Ri, R̄j Subnetworks of the query networks
Nk , Mk Numbers of all subnetworks of size at most k

Table 1: Commonly used symbols in this paper.

2. COMPRESSION PHASE
In this section, we describe the method we develop to compress
the query networks. Before going into detail, it is important to state
that we are using a reaction-based model for representing metabolic
networks throughout this paper. Formally, we represent a metabolic
network with P = (V , E) where V is the set of all reactions of the
network and E is the set of directed edges between them. An edge
eij ∈ E exists if and only if the reaction vi has at least one output
compound which is an input for the reaction vj . In the following,
we first describe our compression method (Section 2.1). We use the
shorthand notation MDS (minimum degree selection) to refer to
this method in the rest of the paper. We, then, prove the optimality
of MDS under certain conditions and provide an upper bound for
the number of compressions that can be missed by this method with
respect to the optimal compression (Section 2.2).

2.1 Minimum Degree Selection (MDS) Method
Let P = (V ,E) be the reaction-based representation of a metabolic
network and c denote the user specified parameter for the desired
level of compression. For x = 1, ..., c, we denote the compressed
form of P after x compression levels with P x = (V x, Ex). To
simplify our notation, we assume that P 0 = P . We construct P x

from P x−1 for each x = 1, ..., c. Each v ∈ V x is either a node
from V x−1 or a supernode that contains two nodes of V x−1. In
summary, we construct V x from V x−1 in a number of consecutive
steps. At each step, we choose a pair of connected nodes in V x−1

that are not compressed in earlier steps of the current compression
level. We then merge this node pair into a supernode and add it to
V x. We repeat these steps until there is no such node pair in V x−1.
Assume that the number of such steps is t for compression level x.
We denote the state of the network after the ith step during the xth
level of compression as P xi =(V xi ,Exi ) (Figure 2(b)). Note that,
V xt =V x and V xi ⊆ V x−1 ∪ V x for each i= 1, ..., t as the nodes of
V xi are either singleton nodes from V x−1 or supernodes from V x.

We are now ready to discuss how we compress P x−1 to get P x. We
define the degree of a non-compressed node v in a given network
as deg(v) = indeg(v) + outdeg(v), where indeg(v) (outdeg(v))
denotes the number of incoming edges from (out-going edges to)
non-compressed nodes in the network. We say that two nodes in a
network are neighbors if they are connected by at least one edge.
We denote the set of neighbors of a node v with N(v). We start
the compression by initializing V x0 = V x−1, Ex0 = Ex−1. Then,
while there exists a non-compressed node with degree greater than
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Figure 2: One compression step of the MDS method on a hypothetical
metabolic network P . Small circles represent reactions and big circles rep-
resent supernodes that result from earlier steps of compression. A solid arrow
represents an edge between two non-compressed nodes in the current compres-
sion level. A dashed arrow denotes an edge between a supernode and another
node in the network. While calculating the degrees of the non-compressed nodes,
only the solid arrows are taken into account. (a) The state of network P during
compression level x before the ith intermediate step (i.e., Px

i−1). The node with
the minimum degree is denoted with va and its first neighbor is denoted with vb.
(b) The state of this network after the ith compression step (i.e., Px

i ). We denote
the node resulted from the compression at this step with vab.

zero at the current state of the network, say P xi−1, we apply the
next step, the ith step, of compression to obtain P xi from P xi−1.
Figure 2 depicts the states of an example network before (Fig. 2(a))
and after (Fig. 2(b)) the ith step of compression. We start the ith
step by selecting a node with minimum positive degree among the
nodes in V xi−1. If there are more than one such node, we select the
first one among them. In our example in Figure 2(a), the node with
minimum degree is unique and is shown by va. We use the term
minimum degree as a shorthand for minimum positive degree to
exclude singleton nodes. This way we ensure that deg(va) > 0 and
N(va) is non-empty. We select one such neighbor from N(va),
say vb. The only node in N(va) in Figure 2(a) is denoted with
vb. We, then, merge va with vb to form the supernode vab = {va,
vb}. Figure 2(b) illustrates this newly created node vab. This is the
only compression to be done at the ith compression step. Next, we
create the new node set as V xi = V xi−1 ∪ {vab} − {va, vb}. For
creating the edge set Exi , we initialize it to Exi−1 and remove all
the incoming and out-going edges of va and vb from it. Then, we
insert an incoming edge to vab from each node in V xi−1 − {va, vb},
which has an out-going edge to either va or vb in the previous edge
set Exi−1. We insert out-going edges from vab to other nodes in a
similar manner. Figure 2 illustrates the changes in the edge set after
creating vab. Notice that for each i = 1, ..., t, the set V xi contains
a mixture of nodes and supernodes. After each such step, the size
of the network decreases by one and the number of edges of the
new network decreases at least by one. For instance in Figure 2,
the number of nodes dropped from five to four and the number of
edges dropped from six to five. The compression of P x−1 to get
P x continues by applying another compression step until there are
no more non-compressed nodes with positive degree.

The discussion above describes the intermediate compression steps
of the MDS method to perform a single level of compression on a
given network. Given a compression level c, for each level x = 1,
..., c, we apply the same compression steps on P x−1 = (V x−1,
Ex−1) by initially treating P x−1 as a non-compressed network
with no supernodes. As a result of this process, after finishing
the xth level of compression, the actual number of reactions that
each node of V x can contain is assure to be in the interval [1, 2x].
The limitation on the number of reactions in each node allows the
MDS method to respect and highly preserve the initial topology
of the query networks. This is very important for the alignment as

it makes significant use of the network topologies. Additionally,
the bound on the number of reactions in each supernode translates
to a uniform compression for both networks which limits the sizes
of the smaller alignment problems we can encounter in the refine-
ment phase (see Section 3.3). This allows us to keep under control
the complexity and the running time of the refinement phase of our
alignment framework.

2.2 Optimality Analysis for MDS
In the previous section, we described in detail the compression
method (MDS) we use in our framework. Ideally, it is prefer-
able to compress the given network as much as possible at each
compression level. This is because smaller network size often im-
plies smaller time and memory usage for the alignment. We say
that a compression is optimal if the resulting compressed network
contains the smallest number of nodes among all possible com-
pressions with the restriction that each non-compressed node can
be merged with at most one other non-compressed node at each
compression level. We name the hypothetical optimal compres-
sion method that can achieve the best possible compression rate as
OPT . In the rest of this section, we analyze the optimality of our
MDS method under different conditions. We first consider each
connected component of the input network that will be compressed
separately and then integrate their results to generalize our analysis
for networks with arbitrary topologies.

We start by introducing the notation we use in this section to han-
dle networks with more than one connected components. Let P
be a metabolic network with r connected components. We denote
these components by C1 = (V̂1, Ê1), C2 = (V̂2, Ê2), ..., Cr =
(V̂r , Êr) such that P = (

⋃r
j=1 V̂j ,

⋃r
j=1 Êj). Let C = (V̂ , Ê)

be an arbitrary component of P and ∗x represent the compressed
form of C after x levels of compression using either the MDS
method or OPT that achieves the optimal compression. We use
∗ (star) as a generic symbol to avoid introducing new symbols for
each compressed component in places where only their sizes are of
relevance. We use MDS(C, ∗x), OPT (C, ∗x) to denote the to-
tal number of compression steps performed to transform C into its
compressed form after x levels of compression by using the corre-
sponding methods. Recall that each compression step reduces the
network size by one. Thus, the bigger these values (MDS(C, ∗x)
and OPT (C, ∗x)) the better they are in terms of compression rate.
The first and second arguments in this notation can be any state of
a connected component or a network at any point during the com-
pression. For instance, OPT (Cxi , ∗x) denotes the number of com-
pression steps taken by OPT starting from (i + 1)th intermediate
step of the xth level until the xth level of compression is completed.

In the following, we first prove that the MDS method makes an
optimal choice in terms of which two nodes to compress at each
compression step if there exists a node with degree one in the cur-
rent state for a given component. We, then, show that if no node
with degree one exists at a compression step taken by MDS can
increase the size of the compressed component by at most one as
compared to the one found by OPT . Finally, by aggregating the
results from each component, for a given metabolic network P and
a compression level c, we develop an upper bound on the size of the
compressed networks obtained byMDS with respect to the size of
network that can be obtained by the optimal method.

LEMMA 1. Let C = (V̂ , Ê) denote a connected component of
a given metabolic network P . Let Cxi = (V̂ xi , Êxi ) denote the state
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of C after the ith step of the xth compression level. If there exists a
node in V̂ xi with degree one, then the compression step taken by the
MDS method to create the next state Cxi+1 is optimal. Formally,

OPT (Cxi , ∗x) = 1 +OPT (Cxi+1, ∗x) (1)

Proof: Omitted.

LEMMA 2. Let C = (V̂ , Ê) denote a connected component of
a given metabolic network P . Let Cxi = (V̂ xi , Êxi ) denote the state
of C after the ith step of the xth compression level. If the node with
minimum degree in V̂ xi has degree greater than one, then the com-
pression step taken byMDS to create the next state Cxi+1 can lead
to a network that has size at most one larger than the compressed
network that is obtained from the state Cxi by OPT . Formally,

OPT (Cxi , ∗x) ≤ 2 +OPT (Cxi+1, ∗x) (2)

Proof: Omitted.

Using lemmas 1 and 2, Theorem 1 develops an upper bound on the
number of compression that can be missed by MDS with respect
to the optimal compression.

THEOREM 1. (OPTIMALITY BOUND FOR MDS) Let P be a
metabolic network with r connected components C1 = (V̂1, Ê1),
..., Cr = (V̂r , Êr) such that P =

⋃r
j=1 Cj and c be a positive

integer given as the desired number of compression levels. Let C
= (V̂ , Ê) denote an arbitrary connected component of P . Also,
let s represent the number of intermediate steps for which no non-
compressed nodes with degree one is found during the compression
from P to P c by the MDS method.

Then, each of the following statements hold:

1. OPT (Cx−1, ∗x) ≤ 2 MDS(Cx−1, ∗x) for x = 1, ..., c.

2. OPT (P, ∗c) ≤ s + MDS(P, ∗c)

3. OPT (P, ∗c) ≤ min{ 2 MDS(P, ∗c), s + MDS(P, ∗c) }.

Proof: Omitted.

Another way of interpreting Theorem 1 is to transform it to an up-
per bound on the size of the compressed network generated by
MDS in terms of the one that can be obtained by OPT . By
carrying out this transformation, we answer the first question we
pointed out in the introduction which is “How far is our compres-
sion method from the optimal compression?”. We do this as fol-
lows. Let P be a network of size n. Given compression level
c, let us represent the number of compressions steps of the OPT
method with θ = OPT (P, ∗c). Also, let nOPT and nMDS denote
the sizes of the compressed networks obtained by the OPT and
MDS methods respectively. By the bound given in Theorem 1, we
know that MDS(P, ∗c) >= d θ

2
e. Therefore, we can write nOPT

= n− θ and nMDS ≤ n − d θ2 e. Also, we know by definition that
θ ≤∑c

x=1 b n2x c. Using this inequality, we get:

nOPT ≥ n−
c∑

x=1

b n
2x
c , nMDS ≤ n− d

c∑
x=1

b n

2x+1
ce (3)

If we examine the ratio nMDS
nOPT

, for c = 1 we get nMDS
nOPT

≤ 3
2

for
arbitrary n (details omitted). This demonstrates that after one level
of compression, the size of the compressed network found by our
method is at most 1.5 times the size of the optimal network. For

x = 1, 2, ..., c, this ratio is proportional with (1.5)x. We can also
use the bound on number of compression steps given in the second
statement of Theorem 1 to gather a similar upper bound on the size
of the compressed network found by MDS. The tighter of these
two upper bounds on the network size can be calculated during the
execution of theMDS method and reported as an indicator of how
much room is left for improving the compression.

3. ALIGNMENT FRAMEWORK
We described the first phase, namely the compression phase in de-
tail in Section 2. Here, we first summarize the base alignment
method, SubMAP [3], we use in our framework in Section 3.1.
Then, we explain the two remaining phases of our framework, namely
the alignment phase and the refinement phase. The alignment phase
follows the compression phase and utilizes the base method to find
an alignment in compressed domain (Section 3.2). The refinement
phase applies the base method on the mappings found in previous
phase to further refine the alignment results (Section 3.3). After
describing all the phases, we analyze the complexity of each phase
and combine them to obtain the complexity of the entire frame-
work (Section 3.4). Last, we provide a guideline for selecting the
compression level that is expected to give the best performance
gain reached by our framework with respect to the base alignment
method (Section 3.5).

3.1 Overview of SubMAP
Here, we take a small detour and explain SubMAP, a recent method
for aligning metabolic networks when they are not compressed. We
pick SubMAP method for its high accuracy and biological rele-
vance as it considers subnetworks of the given networks during the
alignment. A subnetwork of a network is a subset of the reactions
of that network such that the induced undirected graph of this sub-
set is connected. Given two metabolic networks P = (V , E) and
P̄ = (V̄ , Ē) and a positive integer k, SubMAP aims to find a set of
mappings between the reactions of P and P̄ with the largest sim-
ilarity score, such that: (i) Each reaction in P (P̄ ) can map to a
subnetwork of P̄ (P ) with at most k reactions (ii) Each reaction of
P and P̄ can appear in at most one mapping.

The first step of SubMAP is to create the set of all possible sub-
networks of size at most k for each query network. We denote the
number of these subnetworks for P and P̄ with Nk and Mk re-
spectively. The second step of SubMAP is to calculate pairwise
similarities between each pair of these subnetworks one from P
and one from P̄ . We refer the reader to Ay et al. [3] for the de-
tails of the pairwise similarity score. The step that dominates the
time and space complexity of SubMAP is the third step. The aim
of this step is to create a similarity score that combines pairwise
similarities with the topological similarity of the networks. A data
structure named the support matrix is created for this purpose. The
size of this matrix is quadratic in terms of the number of subnet-
works of both query networks. In other words, the support matrix
requires O(Nk

2Mk
2) space. This complexity is very important as

it is the dominating factor in the overall time and space complexity
of SubMAP. The next two steps of the algorithm are to combine
topological similarity with pairwise node similarities and to extract
the alignment as a set of subnetwork mappings of P and P̄ .

3.2 Alignment Phase
The SubMAP method described above aligns the networks P =
(V , E) and P̄ = (V̄ , Ē) in their original form. Our framework
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first compresses each of these networks to reduce their sizes and
then aligns the compressed networks instead of P and P̄ . In this
section, we explain how we align the compressed networks P c and
P̄ c that are in the compressed domain of level c using SubMAP
with a given parameter k.

Let us first consider P c = (V c, Ec). Each node va in V c is a
supernode of the reactions in V . Also, by the working of our com-
pression method, we know that each supernode va contains at most
2c reactions. An edge from the node va to the node vb exists in
Ec if and only if at least one reaction in va has an edge to one
reaction in vb in E. The same arguments hold for the other net-
work P̄ c as well. To align these compressed networks, we consider
their nodes, which are supernodes of reactions, as if they are the
reactions of the metabolic networks P c and P̄ c. This way, we can
directly apply SubMAP to align these networks. As far as the oper-
ation of the SubMAP method is concerned, this is no different than
aligning two networks that are identical to these networks but are
in the original domain. The difference is in the interpretation of the
intermediate steps and the form of the mappings found by the align-
ment. For instance, for the first step of SubMAP, we enumerate
the reaction subnetworks of size at most k in the original domain,
whereas in the compressed domain we enumerate the subnetworks
of supernodes where each supernode can contain more than one re-
action and the number of such supernodes in one subnetwork is at
most k. Similarly, we calculate the pairwise similarity, the support
matrix and the conflict graph for the subnetworks of supernodes
(i.e., nodes of V c) instead of subnetworks of reactions (i.e., nodes
of V ). The resulting alignment gives us a set of mappings between
the subnetworks of P c and P̄ c. We can think of these mappings
as a high level view of the alignment between the networks P and
P̄ . For instance, from Figure 1(f) one can immediately see that the
resulting alignment will map node a either to node a′ or node b′

and that these are the only options for node a which is imposed by
the higher level supernode mapping (a, b−a′b′). In the next phase,
we consider each of these supernode mappings as smaller instances
of the alignment problem and solve them to obtain a more refined
alignment of P and P̄ .

3.3 Refinement Phase
Each mapping found by the alignment phase is a subnetwork pair
where one is from P c and the other is from P̄ c. The mappings
found by SubMAP can have up to k nodes in one subnetwork and
only one node in the other. If we denote a subnetwork of P c with
Rci and a subnetwork of P̄ c with R̄cj , the resulting mappings of the
alignment phase will be in the form (Rci , R̄

c
j). We can assume,

without loss of generality, for this specific pair that Rci contains
up to k nodes of P c and R̄cj contains a single node of P̄ c. Each
node contained in either of these subnetworks is a supernode that
contains either one node or two nodes and an edge between them
in the previous level of compression, namely the (c − 1)th level.
For both Rci and R̄cj , we decompress their nodes by one level by
retrieving the connectivity between these nodes in the (c − 1)th
compression level that was encapsulated in the cth level. This de-
compression results in at most 2k nodes from (c − 1)th level for
Rci and at most 2 nodes from (c−1)th level for R̄cj . We then recur-
sively align these smaller networks generated from Rci and R̄cj by
using SubMAP until the original domain (i.e., c = 0) is reached.
At the (c − x)th recursive step, the sizes of two networks to be
aligned can be at most k 2x for one network and 2x for the other.

Figure 1(f) illustrates this on a concrete example. The network on

the left has two supernodes (i.e., (a, b) and (e, d)) each containing
two nodes with an edge between them and one supernode (i.e., (c))
which contains only one node from the previous level of compres-
sion. The one on the right has two supernodes with two nodes in
each. To understand how decompression by one level works, we
can focus on the supernode mapping (e, d) - (c′, d′) which is found
in compression level one. We can think of decompression as re-
moving the circles that surround these supernodes to get back the
connectivity within their nodes in the previous compression level.
In our case, this leads to the small networks d→ e and c′→ d′. We
align these small networks recursively using SubMAP and report
their final alignment in only one recursive call since the compres-
sion level is only one for this case. Also, since k = 1 is used for
the ease of this example, the sizes of the networks, in terms of the
nodes in original domain, on each side are at most 2 for the recur-
sive call from c = 1 as can be seen from Figure 1(f) (i.e., k 2c =
2c = 2 for k = c = 1).

3.4 Complexity Analysis
Having finished the discussion of all the three phases, now we can
analyze the overall complexity of our framework. We start from the
first phase which is compression of the input networks P and P̄ by
c levels. We first calculate the complexity of the first compression
level for the network P with size n. At each compression step,
MDS first searches for a minimum degree node. Once it finds
this node, it picks one of its neighbor nodes and merges these two
nodes. After this merging, it updates the degrees of all the neigh-
bors of each of the merged nodes. The first two of these operations
take O(log n) time if proper data structures are used and the last
one can take O(n) in the worst case. Since the size of network P
is n, there can be at most bn

2
c compression steps during the first

level of compression. Hence, the complexity of the compression
for the first level is O(n2). Since the input sizes of this level is
larger than all the next levels, we can safely assume that each of
these next levels also take O(n2) and the complexity of compres-
sion by c levels is therefore O(cn2). Even though this is not a tight
bound, it is sufficient at this point for the complexity of the next
two phases will dominate it. Since we compress both networks, the
overall complexity for the compression phase is:

O(c(n2 +m2)). (4)

For the analysis of the next phases, we make two assumptions both
of which are supported by experimental evidence on the topologi-
cal properties of metabolic networks. Our first assumption is that
at each level of compression our method reduces the network size
by half. In other words, if the sizes of our query networks are n
and m, then the sizes of the compressed networks after c levels by
the MDS method are nMDS = d n

2c
e and mMDS = dm

2c
e respec-

tively. This is mainly because metabolic networks contain many
nodes with low degrees [11]. Our experiments on a large dataset of
networks summarized in Table 2 supports this as well. The second
assumption is that the number of subnetworks is a constant multiple
of the network size for small k values. In other words, NMDS =
α(k) n and MMDS = β(k) m where α(k) and β(k) are functions
of k but are independent of n and m respectively. Our earlier anal-
ysis in Ay et al. [3] demonstrated that the number of subnetworks
for k = 3, which is the largest k value we use here, is in the order
of 5|V | for a large set of metabolic networks.

We are now ready to analyze the complexity of the second phase
which is the alignment phase. By the first assumption, we know
that the sizes of P c and P̄ c are nMDS = d n

2c
e andmMDS = dm

2c
e
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respectively. By the second, we have the number of subnetworks
of these networks as NMDS = α(k) n and MMDS = β(k) m
for a given k. Also, we know that the complexity of SubMAP is
quadratic in terms of NMDS and MMDS from Section 3.1. There-
fore, the complexity of the second phase is:

O(
α(k)2β(k)2n2m2

24c
). (5)

The complexity of the refinement phase has two factors in it. The
first one is the number of mappings found by the alignment phase.
Since we know that SubMAP allows each node of both networks to
be reported in at most one mapping, we have a trivial upper bound
on the number of possible mappings in terms of n and m. The
biggest number of mappings is reported when all the subnetworks
of both networks are singletons. In this case, the number of re-
ported mappings is the minimum of n and m. We can assume
without loss of generality that n < m and hence this number is
O(n). The second factor is the sizes of each of these O(n) smaller
alignment problems that needs to be solved by SubMAP again to
refine the mapping results. As we discussed in Section 3.3, the
sizes of the networks created by decompressing the mapped sub-
networks by one level are at most k 2c on one side and at most 2c

on the other. The number of subnetworks that can be created from
these networks are α(k) k 2c and β(k) 2c for the corresponding
sides. Therefore, each mapping can be refined by decompressing
and applying SubMAP which is O(α(k)2 k2 22c β(k)2 22c). We
do this refinement forO(n) times in the worst case, hence the com-
plexity of the refinement phase is:

O(α(k)2β(k)2nk224c). (6)

Combining the results of Equations 4, 5 and 6, we can see that the
overall complexity of our method is determined by the second or
the third phase depending on the value of c. For small values of c
and k such as 1, 2 and 3, the second phase dominates the overall
complexity. Larger values of c results in a costlier refinement phase
and a less expensive alignment phase. Very large values of k imply
exponentially many subnetworks in which case the above complex-
ity analysis would not hold and the alignment problem may become
intractable with or without compression.

3.5 How Much Should We Compress?
In this section, we provide a guideline for selecting a value for com-
pression level c that results in the minimum running time, among
other possible values, for our framework to align the query net-
works with for a given k. We make extensive use of the complex-
ity results found in Section 3.4 in the proof of the below theorem
which formulates the optimal c for a given k value and the two
query networks with sizes n and m. This theorem answers the
question “What is the right amount of compression that we need to
use in order to minimize the running time of our framework?”.

THEOREM 2. (OPTIMAL LEVEL OF COMPRESSION) Let P =
(V , E), P̄ = (V̄ , Ē) be two metabolic networks with sizes n and
m respectively, and k be a given positive integer. Assume without
loss of generality that n < m. Then, the compression level c that
gives the optimal compression is:

c =
log2(nm2k−2)

8
. (7)

Proof: Omitted.

The value obtained from the above discussion is not necessarily
a real number. We suggest using the nearest integer to this value

as the number of compression levels in our alignment. Next, we
want to give a few examples for to see what Theorem 2 implies
in practice. Assume we have two networks with sizes n = 20,
m = 20 and we want to align them using our framework for k = 2.
Plugging these number in Equation 7, we get:

c =
log2(2000)

8
=

log2(10.966)

8
∼= 1.37

If we round this to the nearest integer, the Equation 7 suggests that
we use only one level of compression for this alignment problem.
We can carry the calculations similarly for another set of inputs
n = m = 80 and k = 2 which gives around 2.15, suggesting
2 levels of compression is likely to provide the best running time
improvement for this instance.

4. EXPERIMENTAL RESULTS
In this section, we experimentally evaluate the performance of our
framework. First, we measure the compression rates achieved for
different values of c. We, also, compare the compression rates of
the MDS method that selects the first node with minimum de-
gree at each step with the rates obtained from a number of different
compressions obtained by randomizing this node selection (Sec-
tion 4.1). Then, we analyze the gain in running time and memory
utilization achieved by our framework for different values of c and
k (Section 4.2). Last, we examine the accuracy of the alignments
found by our framework. We measure the accuracy in terms of the
Pearson’s correlation coefficient between the scores of mappings
resulted from alignment in compressed domain and the ones re-
sulted without compressing the networks (Section 4.3).

Dataset: We use the metabolic networks from the KEGG pathway
database [19]. We downloaded all metabolic networks with at least
10 reactions for 20 different organisms. This resulted in 620 net-
works in total with sizes ranging from 10 to 97. In order to obtain
larger networks, we combined all the metabolic networks belong-
ing to carbohydrate metabolism for each organism into one larger
network for 10 of these organisms. Similarly, we combined the
networks of cofactor and vitamins metabolism of each of these 10
organisms. The sizes of these 20 combined networks range from
59 to 279 reactions. In total, our dataset contains 640 metabolic
networks that have sizes in the interval [10, 279].

Implementation and system details: We implemented our com-
pression and alignment algorithms in C++. We ran all the experi-
ments on a desktop computer running Ubuntu 10.10 with 4 GB of
RAM and two 2.66 GHz processors.

4.1 Evaluation of Compression Rates
The efficiency of our alignment framework depends on how much
the query metabolic networks can be compressed. For this reason,
in this experiment, we measure the number of nodes and edges of
the networks in our dataset before and after compressing them. Re-
call that the MDS method selects the first node from the list of
nodes with minimum degree at each intermediate step and com-
presses it with its first neighbor from the list of its neighbors. In
order to evaluate stability of our compression method, for each net-
work in our dataset we generated a number of different compressed
networks by randomizing the minimum degree selection step of our
method. In the following, we examine how much compression we
achieve by the MDS method and discuss its stability.

Table 2 summarizes the compression rates achieved by our method
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Table 2: Summary of compression rates for all the networks in our
dataset. We create six intervals according to number of reactions in these net-
works. Each row, corresponding to one such interval, shows the average number
of nodes and edges before compression (i.e., c=0) and after compression of dif-
ferent levels (i.e., c = 1, 2, 3) both by the MDS method (top entries with no
cell color) and by its randomized version averaged over 10 different runs (bottom
entries with gray cell color).

Network size Average Number of Nodes Average Number of Edges
intervals c=0 c=1 c=2 c=3 c=0 c=1 c=2 c=3

[10, 20) 14.05 8.85 6.37 5.25 18.37 9.22 4.80 1.95
8.86 6.43 5.17 9.21 4.85 2.18

[20,40) 26.74 15.91 10.55 8.10 46.32 25.83 15.44 6.82
15.91 10.72 8.05 25.83 15.66 7.72

[40,60) 47.95 30.81 21.64 17.67 76.76 45.07 32.00 20.24
30.80 21.76 16.99 44.91 33.18 21.52

[60,80) 69.90 40.10 26.00 19.50 198.30 113.70 74.40 45.90
40.16 26.15 18.89 113.96 75.84 48.41

[80,100) 88.25 47.75 27.75 19.88 309.00 165.63 98.13 59.63
47.79 27.69 19.36 165.83 99.38 56.83

[100,100+) 173.44 98.44 61.31 47.44 1619.88 930.81 515.44 248.19
98.32 61.33 45.51 924.46 518.18 276.47

All 26.66 16.06 10.83 8.56 78.82 44.22 25.46 12.48
16.07 10.94 8.39 44.05 25.75 13.72

for networks of different sizes. We divide all the metabolic net-
works in our dataset into six groups according to the number of
their reactions (i.e., network size). The first column in Table 2 lists
the network size intervals we used for each group. Each row of
this table shows the number of nodes and edges averaged over all
the networks in this group before and after compression. The two
columns with c = 0 correspond to the average number of nodes
and edges of the networks with no compression respectively. For
c ∈ {1, 2, 3}, we split each row corresponding to an interval into
two. The upper part denotes the average node and edge numbers for
the compressed network if the MDS method is used. The lower
part with gray cell color represents the numbers gathered when we
introduce randomization in the node selection. That is at for com-
pression step at which there are more than one nodes with mini-
mum degree, we select one node among them randomly and we
repeat this process 10 times to obtain different compressions. Each
value with gray cell color in Table 2 denotes the average of the
corresponding value over these 10 different runs of compression.

One conclusion that can be drawn from Table 2 is that indepen-
dent of the network size, our compression method performs well
in practice. On the average, with only one level of compression
we achieve network sizes that are 62%, 68% and 77% of the net-
work size in the previous compression level for c = 1, 2 and 3.
In other words, our method compresses the entire dataset down to
62%, 42% and 33% of the sizes of original networks for c = 1,
2 and 3 respectively. These compression values suggest that our
framework has great potential in scaling the network alignment to
large metabolic networks. As an example, consider the row cor-
responding to interval [80, 100) in Table 2. We see that instead
of aligning a network with 88 nodes and 309 edges, we can apply
three levels of compression first and do the alignment with a signif-
icantly smaller network with only 20 nodes and 60 edges. Another
observation is that, we get the most of the reduction in network size
after the first compression level. That is, our method compresses
the networks aggressively for c = 1 and achieves 62% compres-
sion rate which is close to the half of the size of the networks. As
we increase the value of c, the actual rate of compression at one
level reduces.

Another result of this experimental setup is that the MDS method
is stable. In other words, it is not affected by the choice of the node
to compress as long as that node is selected from among the nodes

with minimum degree. Focusing on the row corresponding to inter-
val [80, 100), we can observe that all of the differences for c = 1,
2, 3 are less than one for both the number of nodes and the number
of edges. Some other rows have slightly bigger differences (e.g.,
the row corresponding to interval [100, 100+]), however, none of
them are significant. From the results of this experiment, we con-
clude that our compression method is stable and it serves as an
efficient first phase of our alignment framework since it achieves
good compression rates on a large dataset of metabolic networks.

4.2 Evaluation of Running Time and Memory
Utilization

In order to understand the capabilities and limitations of our frame-
work, we examine its performance in terms of its running time and
memory utilization on a set of networks from our dataset that is
extracted from KEGG. We used different combinations of k and c
values as well as different networks with sizes from a broad spec-
trum. When the value of c is equal to zero, the alignment is car-
ried out completely by a single application of SubMAP without any
compression. This provides us a mechanism to measure how much
performance gain is achieved by our compression based framework
with respect to SubMAP that uses no compression.

To measure the change in resource utilization for different values
of k, c and the network sizes, we generated a large number of align-
ments between the networks in our dataset. We create a query set
by selecting networks of varying sizes from the interval [20, 279].
We also select 10 networks with sizes very close to multiples of ten
starting from 10 to 100 as our database set. The average network
size of this set is 55, which is greater than double the average size
for the overall dataset (26.66). For each query network we run an
alignment with all the networks in the database set for each k value,
c value combination. We have twelve combinations in total for k =
1, 2, 3 and c = 0, 1, 2, 3.

Figure 3(a) illustrates the average running time of our framework
for query networks with increasing number of reactions when k =
1 is used for each alignment. We plot all the results for all four dif-
ferent compression values and also draw the fitting curves to better
illustrate the trend in the increase of running time. We can observe
from the figure that each additional compression level improves the
running time over the previous one for all query sizes when k = 1.
We obtain the largest gain in running time by only one level of
compression for the first level. This is expected considering that
the first level of compression achieved the largest compression rate
as shown in Table 2. The second compression level improves the
running time by a smaller factor compared to the first and by a
larger factor compared to the third level. For k = 1 we were able to
plot all the points for all c values as the running time for even the
largest query network (i.e., size 279) with no-compression (i.e., c
= 0) is still practical, around 100 seconds.

Figure 3(b) is created similar to Figure 3(a) but k = 2 is used in-
stead. We observed that most of the alignments in the original do-
main c = 0 did not finish in less than a cutoff time which we set
as one hour. This is because the number of subnetworks increased
significantly when the value of k is increased to two. Therefore,
we did not plot the running time values for c = 0. To simplify
the figure, we also omitted the plot for c = 1 as it is very similar
to the results for c = 2. We make the decision of whether or not
to plot a point by looking at the percentage of alignment queries
that completed before the cutoff time. If out of ten possible align-
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ments for a specific query network, at least eight (i.e., 80%) are
completed before the cutoff, then we plot the running time for this
query size and for the corresponding c value in our figure. Focusing
on a specific network size in Figure 3(b), we can observe signifi-
cant decrease in running time due to compression by three levels
instead of two. For instance if we look at the network size that is
closest to 200, the average running time of a query is around 20
minutes for c = 2 and it drops to almost 2 minutes when c = 3.
Additionally, the points that are omitted from the Figure 3(b) due
to the one hour cutoff time suggest that by using the correct amount
of compression, our framework makes it possible to align networks
that could not be aligned with the base method which is SubMAP
in our case. We believe this is an important step in leveraging larger
scale network alignments for they provide a more complete picture
of functional similarities and evolutionary differences between the
metabolic networks of two or more organisms.

We omit the details and figures for the memory utilization due to
the space constraints. We mention briefly that on the average the
memory required for alignments in compressed domain is around
30% of that needed for alignment with no compression using the
SubMAP method. Therefore, our framework demonstrates a great
potential in overall to provide significant improvement in both the
running time and the memory utilization of the base alignment
method. This allows us to align large networks that could not be
aligned by existing methods by utilizing the same hardware.

4.3 Accuracy of the Alignment Results
We conclude our experimental results by answering the last ques-
tion that remained unanswered among the questions we asked in
the introduction. “How does compression affect the alignment ac-
curacy?” In order to answer this, we calculate a correlation be-
tween the scores of each possible mapping in compressed domain
and the scores that we obtain for these mappings from the original
SubMAP method. We consider the scores of each possible sub-
network mapping of compressed nodes found by our framework.
Since the mappings found by SubMAP are not of the same form
with the mappings in compressed domain, we calculate a score
value for each mapping in compressed domain by using the scores
of the mappings found by SubMAP. This way, we get two sets of
score values one from SubMAP one from our framework for the
same set of mappings. We calculate the Pearson’s correlation co-
efficient between these two sets of scores as an indicator of the
similarity between the results of the two methods.

Before looking at the correlation values we found, it is important
to describe how we calculate a score for a mapping in compressed
domain from the mappings of SubMAP. Let P 1 and P̄ 1 denote
the one level compressed forms of two metabolic networks. Let
(v1- {v̄1, v̄2}) denote a mapping in compressed domain where v1
is a subnetwork of P 1 and {v̄1, v̄2} is a subnetwork of P̄ 1. Also,
let v1 = {r1, r2}, v̄1 = {r̄1, r̄2} and v̄2 = {r̄3}. We know the
edge that maps these two subnetworks has a mapping score in the
compressed domain and let us denote it by |e1| for c = 1. We
want to compute a mapping score, say |e|, for (v1- {v̄1, v̄2}) from
the mappings in original domain that is comparable to |e1|. This
subnetwork mapping in compressed domain contains six possible
mappings in the original, namely (r1, r̄1), (r1, r̄2), (r1, r̄3), (r2, r̄1),
(r2, r̄2) and (r2, r̄3). Let us denote the scores of these mappings
in the original domain by |ei| for i = 1, 2, ...,6 respective to their
ordering. Then, we compute the mapping score |e| as 1

6

∑6
i=1 ei. It

is important to note that, this score is a conservative choice among
other possible scoring options. This is because the average can
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Figure 3: The average running time of our framework when each query net-
work is aligned with all the networks in the selected database set (a) when k =

1 and (b) when k = 2. x-axis is the network size in terms of the number of re-
actions. c = 0 denote the alignments performed with no compression. c = 1, 2,
3 denote the results of our framework that compresses both the query and the
database networks by c levels before aligning them.

include mapping scores of subnetworks with very low similarities
from the original domain of SubMAP. This can underestimate the
correct mapping score of |e| and hence degrade the correlation of
compressed domain and original domain mapping scores. Overall,
for each mapping in compressed domain with a score |ec| and we
calculate the corresponding score |e| in the original domain using
this average score.

Table 3 summarizes the correlation values found from a total of
3600 alignments. For each of the nine combinations of k = 1, 2, 3
and c = 1, 2, 3, we ran 400 alignments in the compressed domain
and calculated the correlation of each with the alignment that has
the same k value but is in the original domain (i.e., c = 0). Ta-
ble 3 shows the average correlation values of these 400 alignments
for each k value, c value combination. The first column indicates
that the alignment found by using only one compression level is
highly similar to the alignment using the base method. Combining
this with the running time gain in Figure 3(a) for c = 1, we can
strongly argue that compression by one level not only provides sig-
nificant improvement in running time but also accurately captures
very high percent of the original alignment results. The accuracy
measured in terms of correlation drops to 0.57 on the average when
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Table 3: Correlation of the mapping scores found by SubMAP and by
our framework.

k/c 1 2 3 Average
1 0.89 0.56 0.53 0.66
2 0.85 0.58 0.50 0.64
3 0.84 0.57 0.49 0.64

Average 0.86 0.57 0.51 0.65

we perform the second level of compression and to 0.51 for the
third level. These results suggest that we can almost always use
one level of compression to benefit from a high performance gain
without losing much accuracy in terms of the alignment results. For
c = 2 and c = 3, even though the accuracy of their results are sig-
nificantly better than random, they should be used with caution if
the accuracy of the alignment is the main concern.

5. CONCLUSION
In this paper, we considered the problem of aligning two metabolic
networks particularly when both of them are too large to be dealt
with using existing methods. To solve this problem, we developed
a framework that scales the size of the metabolic networks that ex-
isting methods can align significantly. Our framework is generic
as it can be used to improve the scalability of any existing network
alignment method. It has three major phases, namely the compres-
sion phase, the alignment phase and the refinement phase. For the
first phase, we developed an algorithm which transforms the given
metabolic networks to a compressed domain where they are sum-
marized using much fewer nodes, termed supernodes, and interac-
tions. In the second phase, we carried out the alignment in the com-
pressed domain using an existing method, SubMAP for this paper,
as the base alignment algorithm. In the refinement phase, we con-
sidered each individual mapping of supernodes one by one. Each
such mapping corresponds to a smaller instance of network align-
ment. For each of these mappings, we solved the alignment prob-
lem using SubMAP as our base method. Our experiments on the
metabolic networks extracted from the KEGG pathway database
demonstrate that our compression method reduces the number of
reactions by almost half at each level of compression. As a re-
sult of this compression, we observe that SubMAP coupled with
our framework can align twice or more as large networks as its
original version can using the same amount of resources. Our re-
sults also suggested that the alignment obtained by only one level
of compression benefits from a significant performance gain while
capturing the original alignment results with very high accuracy.
We believe that this paper takes an important step in scaling the
metabolic network alignment problem to real sized networks, and
thus, it will have great impact on making the existing computational
network alignment methods useful for domain scientists.
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ABSTRACT
In biological network analysis, the goal of the target identifi-
cation problem is to predict molecule to inhibit (or activate)
to achieve optimum efficacy and safety for a disease treat-
ment. A related problem is the target prioritization prob-
lem which predicts a subset of molecules in a given disease-
related network which contains successful drug targets with
highest probability. Sensitivity analysis prioritizes targets
in a dynamic network model using principled criteria, but
fails to penalize off-target effects, and does not scale for
large networks. We describe Pani (Putative TArget Nodes
PrIoritization), a novel method that prunes and ranks the
possible target nodes by exploiting concentration-time pro-
files and network structure (topological) information. Pani

and two sensitivity analysis methods were applied to three
signaling networks, mapk-pi3k; myosin light chain (mlc) phos-
phorylation and sea urchin endomesoderm gene regulatory
network which are implicated for example in ovarian cancer;
atrial fibrillation and deformed embryos. Predicted targets
were compared against the molecules known to be targeted
by drugs in clinical use for the respective diseases. Pani is
orders of magnitude faster and prioritizes the majority of
known targets higher than both sensitivity methods. This
highlights a potential disagreement between absolute math-
ematical sensitivity and our intuition of influence. We con-
clude that empirical, structural methods like Pani, which
demand almost no run time, offer benefits not available from
quantitative simulation and sensitivity analysis.

Categories and Subject Descriptors
J.3 [Life and Medical Sciences]: [biology and genetics]

Keywords
drug target prioritization, profile shape similarity, target
downstream effect, putative target score, algorithm
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1. INTRODUCTION
The emergence of new technologies facilitating integration

of various drug development approaches led to an increase
in customized [21] designs for high-throughput experiments,
creating demand for computational automation to assist in
the selection of molecule sets for multiplex assays. A puta-
tive target node in a signaling network is a protein that when
perturbed is able to achieve desirable efficacy and safety in
terms of regulation of a particular output node. Informally,
an output node is a protein that is either involved in biologi-
cal processes (e.g., proliferation) which may be deregulated,
resulting in manifestation of a disease (e.g., cancer) or be of
interest due to its physiological role in the disease. Regu-
lation of the output node provides a means to restore nor-
malcy to the diseased network [12]. This paper proposes a
novel approach to select molecules that have high probability
as drug targets. First, we formalize “target prioritization”,
the problem of choosing a set of putative target molecules
for further study (Section 3). Next, in Section 4 we present
a fast and novel algorithm called Pani (Putative TArget
Nodes PrIoritization), which uses network information and
simple empirical scores to prioritize and rank biologically
relevant target molecules in signaling networks.

Pani is a generic algorithm applicable to any biological
signaling network. The algorithm Pani prunes the candi-
date nodes (nodes being considered for analysis) based on a
reachability rule and prioritizes nodes using a score based on
profile shape similarity distance (pssd), target downstream
effect (tde) and bridging centrality (bc) [14]. Putative tar-
get nodes are nodes with high ranking score. In Section 5, we
evaluate the performance of Pani by comparing it against
two state-of-the-art global sensitivity analysis (gsa)-based
techniques (multi-parametric sensitivity analysis (mpsa) [34]
and sobol [27]) run on three signaling networks. Instead of
defining success according to the internal logic of the orig-
inal networks, the goal is to agree with empirical outcome:
namely, to predict the set of molecules that is actually tar-
geted by drugs given to human patients. Our study shows
that Pani is orders of magnitude faster and can identify a
majority of targets in these networks whereas many of these
targets are ignored by mpsa [34] and sobol [27]. Finally,
extrapolating trends from the results suggests some insights
and possible reasons why empirical outcome of disease is not
addressed well by sensitivity analysis.
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Symbols Description
Vmeta Set of meta nodes {vmeta:1, vmeta:2, · · · , vmeta:i} where

vmeta:i is the i
th strongly connected component (scc).

ζu Concentration-time profile {ςu[1], ςu[2], · · · , ςu[i]} of node u

where ςu[i] is the value at time point i.
dtw(ζu, ζv) Dynamic time warping (dtw) distance between ζu and ζv.
ρu,v Probability of perturbing node v when node u is perturbed.
θu Degree of node u.
Φv Set of profile shape similarity distances (pssd)

{Φ(u1,v),Φ(u2,v), · · · ,Φ(ui,v)} with respect to v where
Φ(ui,v) is the pssd value between ζui

and ζv.
Υ Set of target downstream effect (tde) {Υu1

,Υu2
, · · · ,Υui

}
where Υui

is the tde value of node ui.
Λ Set of bridging centrality (bc) {Λu1

,Λu2
, · · · ,Λui

} where
Λui

is the bc value of node ui.
ΨX Ranked list {ψX:u1

, ψX:u2
, · · · , ψX:ui

} based on property X
where ψX:ui

is the rank of node ui. Node u1 will be assigned
a higher rank than u2 (ψX:u1

< ψX:u2
) if Xu1

> Xu2
.

ωX Scalar weight factor associated to property X.
T Set of nodes {t1, t2, · · · , ti} such that there exists a path from

each node ti ∈ T to the output node.

Table 1: Notations.

2. RELATED WORK
Sensitivity analysis [13, 34] has been frequently proposed

for target identification and its goal is to rank parameters ac-
cording to the effect of a particular parameter perturbation
(e.g., a kinetic rate constant change) on the output node.
Since the parameter values of a real biological network vary
depending on genetics, cellular environment and cell type,
gsa-based methods are deemed more appropriate as they
measure the effect on the output node when all parameters
are varied simultaneously [34].

Although gsa-based methods can identify sensitive pa-
rameters, they have several limitations. They are compu-
tationally expensive, require large number of simulations;
ignore off-target effects; and may miss “insensitive” nodes
that may be important drug targets. gsa-based approaches
typically create many sets of simulation data using some ran-
dom samplers and then use some statistical measures on the
simulation results to determine which parameters should be
ranked higher. In contrast, pani prunes“irrelevant”nodes to
reduce computational cost, then ranks the nodes by comput-
ing an aggregate score that is based on certain structural and
kinetic properties of the network, instead of using sensitivity
and focussing solely on the kinetic aspect of the network.

3. TARGET PRIORITIZATION PROBLEM
In this section, we introduce the terminologies and prob-

lem that we address in this paper. The key notations used in
this paper are summarized in Table 1. In order to validate
our results, we choose signaling networks that have been
well-studied for the roles their nodes play when targeted
with relevant drugs for a specific disease. They are mapk-
pi3k [9], mlc phosphorylation [23], and endomesoderm [18]
networks, which are implicated in ovarian cancer, atrial fib-
rillation, and gastrulation phase of embryonic development,
respectively. In the sequel, we shall use the heregulin (hrg)-
induced mapk-pi3k signaling network in [9] as a running ex-
ample. Phosphorylated erk (erkpp) is selected as the output
node due to its role in ovarian cancer [29]. Details of the ordi-
nary differential equation (ode) model (biomd0000000146)
in [9] can be found in Biomodels.net [19].

3.1 Profile Shape Similarity Distance (PSSD)
In signaling networks, signal responses to perturbation are

typically measured in terms of phosphoprotein concentra-

tions dynamics [17] represented as concentration-time pro-
files. In signaling networks, profiles with variable time de-
lays are common since reactions occur at different and non-
uniform rates [1]. Hence, compared to Euclidean distance
measure, dynamic time warping (dtw) distance (non-linear
measure), allows a more intuitive alignment between profiles
[16] and is more suitable for biological time series data [1].

Definition 1. Given two discrete time series ζu and ζv,
the dynamic time warping distance between them is de-
fined recursively as:

dtw(ζu, ζv) = ξ(First(ζu), F irst(ζv)) +

Min






dtw(ζu, Rest(ζv))

dtw(Rest(ζu), ζv)

dtw(Rest(ζu), Rest(ζv))

where First(ζu) = {ςu[1]}, Rest(ζu) = {ςu[2], ςu[3], · · · , ςu[n]},

ξ(ςu[i], ςv[j]) = (ςu[i] − ςv[j])
2 and ςu[i] is the value of ζu at

time point i [16].

Although dtw distance is robust to time warping, it can
miss similar profiles that have undergone y-axis warping [16]
due to signals amplification or attenuation [2] and inversely
similar profiles which are common for inhibitors [28] in sig-
naling networks. In order to address these limitations, the
profiles are Z-normalized to minimize the effects of y-axis
warping; and dtw distances are computed for both the origi-
nal profile (ζu) and the inversely similar profile (ζ′u), of which
the smaller distance is selected as the pssd (Φ(u,v)).

Definition 2. Given a concentration-time profile ζu hav-
ing n time points, denoted as ζu = {ςu[0], · · · , ςu[n]}, let m be
the median value of ζu. The corresponding inverted profile

is denoted as ζ′u = {ς ′u[0], · · · , ς
′

u[n]} where ς ′u[i] = 2×m−ςu[i].

Definition 3. Given a signaling network H = (VH , EH),
let ζu, ζv be the Z-normalized concentration-time profiles of
u, v ∈ VH . The profile shape similarity distance of u
with respect to v is defined as:

Φ(u,v) = Min(dtw(ζu, ζv),dtw(ζ′u, ζv))

3.2 Target Downstream Effect (TDE)
Perturbations of nodes downstream of the target node is

one of the contributing factors of off-target effects for drugs
[20]. The target downstream effect of a node v assesses this
risk based on the probability of perturbing a downstream
node w and the likelihood of w causing off-target effects.
Node w is downstream of v if there exists a path from v

to w. The probability of perturbing a downstream node
depends on the likelihood of the existence of a path from
v to w (path probability). Hence, it can be calculated by
assigning suitable edge weights using edge confidence score
in protein-protein interaction (ppi) databases [30] and then
multiplying the weights of all edges in the path. If there are
multiple paths from v to w, the overall probability can be
computed as the maximum of all paths’ probabilities. The
likelihood of a downstream node causing off-target effect is
dependent on the degree of the node since high degree nodes
are more likely to be involved in essential ppis [11].

Definition 4. Given H = (VH , EH), let W be the set of
downstream nodes of v ∈ VH \W . Let ρv,w be the probability
of perturbing w ∈ W when target node v is perturbed and θw
be the degree of w. The target downstream effect of v is
defined as Υv =

∑
w∈W (ρv,w × θw).

ACM-BCB 11 285



3.3 Bridging Centrality (BC)
The bridging centrality identifies bridging nodes (nodes

with high bridging centrality value) which are located be-
tween functional modules in the signaling network and me-
diate signal flow between the modules [14]. Compared to hub
nodes (nodes with high degree), bridging nodes are more ef-
fective drug targets with fewer off-target effects [14]. The
bridging centrality of a node is the product of two ranks,
namely, the inverses of betweenness centrality [3] and bridg-
ing coefficient [14], since bridging nodes have higher between-
ness centrality and bridging coefficient than other nodes [14]
and the ranking function used in this paper assigns higher
rank to larger value. The betweenness centrality of a node v

is Ωv =
∑

s6=v 6=t∈V

σst(v)

σst
where σst is the number of short-

est paths from node s to node t and σst(v) is the number
of shortest paths from s to t passing through v [3]. The
bridging coefficient of a node v is Γv = 1

θv

∑
i∈Nv ,θi>1

ηi
θi−1

where θv is the degree of v, Nv is the set of neighbors of v,
and ηi is the number of outgoing edges of node i ∈ Nv [14].

Definition 5. Given the inverses of betweenness centrality
rank (Ψ 1

Γ:v

) and bridging coefficient rank (Ψ 1

Ω:v

) of node v,

its bridging centrality is defined as Λv = Ψ 1

Γ:v

×Ψ 1

Ω:v

.

3.4 Putative Target Prioritization
The above three properties are used to determine if a

node is a putative target node. A putative target node must
promise better output node regulation (better efficacy) and
reduced off-target effects than other nodes, which means
smaller pssd, smaller tde, and larger bc values. Hence, pu-
tative targets prioritization is equivalent to a rank aggrega-
tion problem [24] with nodes ranked based on each property
and the rankings aggregated into a combined score (puta-
tive target score). Nodes having top scores are called puta-
tive target nodes and prioritized over other nodes. We use
the weighted-sum approach to aggregate the rank. This al-
lows poor performance in one criterion to be compensated
by good performance in other criteria, resulting in approx-
imate ranking and hence, approximate prioritization. As
we shall see in Section 5, this approximate prioritization is
good enough as it can prioritize majority of the known drug
targets over other nodes.

Definition 6. Given a signaling network H = (VH , EH)
and an output node vo ∈ VH , let Φvo be the pssd property
evaluated with respect to vo, Υ and Λ be the tde and bc

properties, respectively. Let ωc be the weight associated with
property c ∈ C = {Φvo ,Υ,

1

Λ
} and Ψc:v be the rank of node

v ∈ VH , based on property c and normalized to a range of [0
1]. Then, the putative target score of a node v is defined
as scorev,C =

∑
c∈C(ωc ×Ψc:v) where

∑
c∈C ωc = 1.

Definition 7. Given a signaling network H = (VH , EH)
and an output node vo ∈ VH , the goal of the putative tar-

gets prioritization problem is to rank the nodes using the
putative target score (Ψscore) such that top ranking nodes
are prioritized as putative targets.

The weights ωΦvo
, ωΥ and ω 1

Λ

affect the putative target

score and hence the decision of whether a node is a puta-
tive target. Interestingly, among the entire range of weights
(ωc) we tested, the minimum number of top ranking targets
(MinNode) required to identify at least 75% of the relevant

known drug targets in [26] is 19 and 72 for the mapk-pi3k
and mlc phosphorylation networks, respectively. The size of
the networks are 36 and 105, respectively. Further, we note
that the impact of ωc on the ranking result reduces with
increasing network size. When ωc varies in the range [0.1
– 0.9], the Spearman ranking coefficients are in the ranges
[0.45 – 1] and [0.8 – 1], respectively for the mapk-pi3k and
the endomesoderm network (622 nodes). Due to space con-
straints, the effects of using different weights are described
in [5]. In the sequel, we assign ωΦvo

= 0.4, ωΥ = 0.3 and
ω 1

Λ

= 0.3.

4. THE ALGORITHM PANI
The algorithm consists of two phases which we shall elab-

orate in turn. Due to space constraints, the pseudocode and
the time and space complexities are given in [5].

Phase 1: Target Pruning. There are four subphases:
bipartite graph conversion, directed acyclic graph (dag) con-
version, dag indexing and reachability-based pruning. The
first two subphases preprocess the input hypergraph into a
dag which has a consistent topological ordering, making in-
dexing of the dag easier subsequently. The hypergraph is
converted into its corresponding bipartite graph using [7].
Then, the sccs are identified in the graph using [31] and
replaced with corresponding meta nodes vmeta:i using [32]
to form the dag. We index the dag using [4] to facilitate
efficient evaluation of node reachability (reachability-based
pruning) which reduces target search space.

Phase 2: Target Prioritization. In this phase, the set
of pruned nodes T (filtered from Phase 1) is prioritized based
on their pssd, tde and bc. The concentration-time profiles
used to compute the pssdmay be obtained from experiments
or in silico simulations of biological models. In this paper,
we use the latter approach. For instance, the mapk-pi3k
ode model [9] was simulated in Copasi using parameters:
{duration=1800 seconds, intervals=6 seconds}1. Table 2
reports the normalized ranks of nodes for pssd, tde and the
inverse of bc, denoted as ΨΦerkpp

, ΨΥ and Ψ 1

Λ

, respectively.

5. EXPERIMENTAL RESULTS
Pani is implemented in Java jdk 1.6. In this section, we

present the experiments conducted to evaluate its perfor-
mance and report some of the results obtained. More de-
tailed results are available in [5]. We compare Pani against
mpsa [34] and sobol [27]. The sbml-sat tool [35] is used to
perform mpsa and sobol analysis2. We use three real-world
signaling networks as our dataset, namely mapk-pi3k [9], mlc
phosphorylation [23], and endomesoderm [18]. Due to space
constraints, we will focus mainly on the results related to
mapk-pi3k network here. We run all experiments on an Intel
1.86ghz dual core processor machine with 2gb ram, running
Microsoft Windows xp. For the mapk-pi3k network, we set
|ζ| = 300, ωΦvo

= 0.4, ωΥ = 0.3 and ω 1

Λ

= 0.3. We set

ρv,w = 1 since the network is very well-studied.
Execution times. Table 3 reports the execution times of

the three methods on three networks of increasing size. The

1
The actual cpu time required for the simulation is about 1 second us-

ing a 32-bit operating system with 2gb ram and a dual core processor
at 1.86GHz. The simulation time is unrelated to the duration param-
eter which intuitively, corresponds to the range of ζ and is related to
|ζ| ( duration

interval
= |ζ|).

2
sbml-sat was obtained from http://sysbio.molgen.mpg.de/sbml-sat/

and the default number of simulations set to 2000 and 10000 for mpsa

and sobol, respectively.
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ΨP Node ΨΦvo
ΨΥ Ψ 1

Λ

ΨM ΨS

Kinase

1 erkpp
♭ 34 16 21 32 32

2 Aktpip†♭ 28 13 24 35 35

4 erkp
♭ 21 17 19 33 33

5 rp†♭ 33 5 26 27 27

6 rhrg2
♭ 32 4 27 25 25

8 Aktpip3†♭ 16 12 28 36 36

9 Aktpipp†♭ 27 13 9 34 34

10 Raf⋆†♭ 13 11 30 19 19

11 mekpp†♭ 17 14 16 30 30

12 pi3k
⋆†♭ 22 3 29 29 29

13 mek
♭ 20 10 18 3 3

14 mekp
♭ 19 13 10 31 31

15 erk
♭ 18 16 5 1 1

ΨP Node ΨΦvo
ΨΥ Ψ 1

Λ

ΨM ΨS

Kinase

16 Raf†♭ 14 9 22 9 9

17 pi3k
♭ 25 2 21 13 12

18 rpi3k
⋆♭ 31 3 11 23 23

19 Akt 29 9 2 14 11
20 rhrg 26 3 17 26 26
23 rpi3k 24 3 8 24 24
27 E 12 8 3 7 6
35 R 3 1 2 11 5
Phospholipid

3 pip3
♭ 23 11 31 28 28

7 pi
♭ 30 9 20 6 14

GTPase
21 Rasgtp 5 7 32 18 18
25 Rasgdp 6 6 15 8 13

ΨP Node ΨΦvo
ΨΥ Ψ 1

Λ

ΨM ΨS

Phosphastase
22 mkp3 12 15 4 10 8
29 pp2a 12 8 1 12 7
Adaptor molecule
24 Shgs 7 4 25 17 17
28 Shc 4 2 23 2 2
32 gs 9 3 7 4 4
34 ShP 1 2 12 16 16
Tyrosine kinase receptor:adaptor molecule
complex
26 RShgs 11 3 14 22 22
30 RShc 8 3 13 20 20
31 RShP 10 3 6 21 21
Others
33 internalization 15 1 3 15 15
36 hrg 2 1 2 5 10

Table 2: Prioritization result with ERKPP as output node (vo). Nodes marked with †and ♭ are known ovarian
cancer drug targets in [26] and PANI-identified putative target nodes, respectively. ΨP , ΨM and ΨS denote
the rankings based on PANI, MPSA and SOBOL, respectively.

Network
|VH |

Execution Time |τmpsa|

|τPani|

|τsobol|

|τPani|(H = (VH , EH)) τPani τmpsa τsobol
mapk-pi3k network [9] 36 ∼6sec ∼18min ∼3hrs 180 1800
mlc phosphorylation 105 ∼11sec ∼2hr ∼21hrs 654.55 6872.73
network [23]
Endomesoderm network [18] 622 ∼251sec - - - -

Table 3: Execution times of various approaches.

sbml-sat tool encounters segmentation violation error for
the endomesoderm network whereas Pani takes around 251
sec. Observe that Pani is at least two orders of magnitude
faster than mpsa and sobol.

Quality and relevance of results. We validate the
quality of the results by the minimum number of top scor-
ing nodes needed for identifying all the relevant known drug
targets in [26] (MinNode); the top-3 drug target classes in
terms of their average putative target score; and biological
relevance of potential drug targets identified by Pani, mpsa
and sobol. The quality of predicted targets can be evalu-
ated empirically by comparing them against the known tar-
gets of drugs that are chosen for trials in human. We define
the reference set of “good quality” targets as ovarian cancer
drugs in [26] whose therapeutic effect is associated to regu-
lation of erk since erkpp upregulation has been implicated
in cancer [29] and [9] is based on Chinese hamster ovary cell.
Details of the curation steps and drug targets are in [5].

The MinNode is 16, 36 and 36 for Pani, mpsa, and sobol

(Table 2), respectively. Paired t-test analysis on the ranks
of known drug targets shows that Pani ranks drug targets
higher than mpsa and sobol (p < 0.01). Receiver Oper-
ating Characteristic (roc) analysis reveals that Pani (area
under the curve (auc)=0.853) identifies known drug targets
better than sobol (auc=0.246) and mpsa (auc=0.246). In
68 out of 100 random prioritization trials, Pani also ranks
drug targets higher based on paired t-test statistics (p <

0.05). Hence, Pani is able to identify known ovarian can-
cer drug targets using much fewer top scoring nodes and
tends to prioritize known drug targets better than mpsa,
sobol and random prioritization. From Table 2, we note
that Pani’s top-3 drug target classes are phospholipids, ki-
nases and gtpases while mpsa’s and sobol’s are adaptor
molecules, phosphatases and other classes. Protein kinases
are recognized as important drug targets [6]. Although
phospholipids, phosphatases and gtpases are generally not
considered good drug targets, they have been seriously con-
sidered recently [10,22,25]. Pani identifies classes with rel-
evance as drug targets which are distinct from mpsa and

sobol. When we examine the biological relevance of nodes

having significantly different ranks (rank difference of |T |

2

or more) based on Pani, mpsa and sobol, we find that
they have high biological relevance as potential ovarian can-
cer drug targets [8, 33]. We also note that the set of nodes
ranked high in Pani, but low in mpsa or sobol contains
mainly known drug targets while the set of nodes ranked
high in mpsa or sobol, but low in Pani contains some tar-
gets whose efficacy may be dependent on the expression level
of other proteins [33].

Remark. We note that gsa-based approaches tend to pri-
oritize nodes with long pathways to the output (such as re-
ceptors) whereas Pani tends to choose targets with short
pathways. The high sensitivity of concentration levels of
downstream protein to that of upstream initiating proteins
is mathematically correct due to amplifying effect of the sig-
nal transduction cascade provided that there is no influences
on molecules in the cascade which would disrupt signal prop-
agation [15]. Hence, Pani may have done well because of its
bias towards short signaling distances which relies on fewer
biochemical/pathway assumptions and creates less vulner-
ability to a larger number of unforeseen effects. Although
signaling distance can prioritize known drug targets (experi-
mental results in [5]), its low granularity (assigning multiple
nodes to the same rank) limits its usage in networks with
large scc.

Summary of other experimental results. First, ag-
gregate ranking tends to perform better than individual rank-
ing. For mapk-pi3k network, the auc are 0.853, 0.701, 0.763
and 0.833 for Pani, pssd, tde, and bc, respectively. Sec-
ond, the execution time of Pani increases with profile length
|ζ| when |ζ| varies in the range [10–1000]. We observe that
|ζ| = 100 is sufficient for reliable analysis since the correla-
tion cofficients of the ranks at |ζ| ≥ 100 are ∼ 100%. Third,
as mentioned in Section 3.4, varying the weights ωc for the
properties in the range [0.1 – 0.9] did not affect the ranking
results significantly. Finally, selecting output nodes with no
outlinks results in larger |T | which varies linearly with ex-
ecution time; and selecting output nodes in the same scc

produces closer rank correlation coefficient and more similar
prioritization results. The choice of output nodes affects the
decision of whether a candidate is pruned and the candidate
node’s pssd value. Hence, output nodes in the same scc

have similar reachability property and are likely to share
similar pssd, suggesting that protein post-translational pro-
files in the same scc for signaling networks are highly cor-
related. Interested readers may refer to [5] for details.
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6. CONCLUSIONS AND FUTURE WORK
In this paper, we propose Pani, a novel algorithm for se-

lecting a set of putative target nodes from a signaling net-
work and validation on several networks reveals it to be
faster and more effective than gsa-based methods. Poor
gsa performance may be because the sensitivity criterion
seeks high-magnitude correlations, while Pani seeks robust
correlations with few off-target effects. We note the unex-
pected trend of Pani ranking more actual clinical targets
higher than mathematically rigorous gsa-based approaches.
Hence, this work constitutes anecdotal evidence that heuris-
tic common sense is still needed and useful for bridging the
gap between the analysis of quantitative models, and the
medical reasons why we build these models.

Future extension of this work includes producing more
curated datasets of drug targets of additional diseases to
facilitate improved statistical evaluation of target prioriti-
zation methods; extending Pani to handle multiple output
nodes since a disease may be due to dysfunctions in various
points instead of a single point of the networks; extend-
ing the dimensionality of the trigger, the concentration-time
profiles and the shape similarity distance measure to han-
dle models built around a variable dose input (e.g., bistable
models); integrating heuristics from Pani such as filtering
out molecules that are very poor by off-target criteria into
gsa-based approaches. A potentially useful application of
Pani is analysis of incomplete signaling networks with miss-
ing rate constants which gsa-based methods cannot per-
form. Proteomic methods such as silac are now providing
an explosive increase of concentration-time profile for this
purpose, but in the event that no rate parameters and in-
complete concentrations are available, Pani can perform a
partial analysis with concentration-time profiles of a partial
set of nodes, and identify putative target nodes from within
this partial set.
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ABSTRACT 
Comparing the binding sites of proteins is effective for predicting 
protein functions based on their structure information. However, it 
is still very challenging to predict the binding ligands from the 
atomic structures of protein binding sites. In this study, we 
designed a new algorithm based on the iterative closest point 
(ICP) algorithm. Our algorithm aims to find the maximum number 
of atoms that can be superposed between two protein binding 
sites, where any pair of matched superposed atoms has a distance 
smaller than a given threshold. The search starts from similar 
tetrahedra between two binding sites obtained from 3D Delaunay 
triangulation and uses the Hungarian algorithm to find additional 
matched atoms. We show that our method finds more matched 
atoms than a leading method. For benchmark data, we use the 
Tanimoto Index as a similarity measure and the nearest neighbor 
classifier to achieve a classification performance comparable to 
the best methods in the literature among those that provide both 
the common atom set and atom correspondences. 

Categories and Subject Descriptors 
J.3 [LIFE AND MEDICAL SCIENCES]: Biology and genetics  

General Terms 
Algorithms. 

Keywords 
protein function prediction, protein binding site matching, protein 
surface matching, structure genomics, functional genomics.  

1.  INTRODUCTION 
Since protein structures determine their functions, structural 
genomic projects have aimed to solve representatives in each 
protein family [1-3]. The solved structures are used to predict the 
structures, and subsequently the functions, of those homologous 
proteins. At the same time, as many as 26% of all structures 
deposited to the protein data bank (PDB)[4] have unknown or 
putative function [5]. As such, function prediction using structural 
information is important for obtaining well-annotated genomes. 

A common hypothesis is that proteins with similar functions 
should have binding sites with similar shape and chemical 
properties. Many studies have compared the putative binding site 
of a target protein of unknown function with those of known 
function to infer the function of the target protein. These studies 
can be roughly divided into those using only structure information 
[6-25] and those also using sequence/evolutionary information 
[26-29,34]. Among the former, they can be further divided into 
those based on point clouds [6-10] and those based on shapes of 
binding sites [17-19, 30] or shape-based descriptors [11-16]. 

Many of these algorithms represent binding sites as point clouds. 
SPASM and RIGOR [20], Jess [21], Cavbase [36], and eF-site 
[22] search for common structural motifs or templates. SitesBase 
[24], MultiBind [9] and TESS [6] use geometric hashing [32] to 
match protein surfaces and binding sites. Westkamp et. al [10] 
combine clique detection and geometric hashing. These methods 
produce correspondences between the atoms/residues of two sites, 
which are used to calculate similarity using rigid superposition. 

Other methods use shape information for binding site comparison 
without using atom correspondences. Hoffmann et al introduced 
the sup-CK methods that utilize global information from binding 
sites to align them based upon their principal axes [30] and uses a 
Gaussian convolution kernel to calculate similarity. Sael et. al. 
developed 3D Zernike descriptors to characterize and compare 
protein surfaces [11]. Xiong et al used feature vectors based on 
distance of groups of atoms on binding sites [16]. 

The assessment of the statistical significance of similarity also 
plays an important role in function inference. To avoid the 
drawbacks of RMSD as a measure based on rigid superposition, 
other similarity measures such as the Tanimoto index [36, 37] and 
the Poisson index [38] have been used in binding site comparison.  

Kahraman et al (2007) found that pockets binding to the same 
ligand show greater variation in their shapes than can be 
accounted for by the conformational variability of the ligand [13]. 
They suggest that geometrical complementarity in general is not 
sufficient to drive molecular recognition.  

In this paper, we developed a method based on the iterative 
closest point (ICP) algorithm [39] for comparing binding sites of 
proteins using atom-level representation. Our algorithm starts 
from a multitude of initial local alignments derived from 3D 
Delaunay triangulations and the iterative procedure uses the 
Hungarian algorithm to find additional matched atoms. It aims to 
find the maximum number of superposable atoms between two 
binding sites where distance between any pair of matched 
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superposed atoms is smaller than a given threshold. Our method 
was tested on the Kahraman benchmark data [13] with good 
performance. 

2.  METHODOLOGY 
Our approach is to treat the atoms of ligand binding sites as point 
clouds with corresponding labels specifying the chemical 
properties of the atoms. We refer to a subset of atoms that can be 
matched between two binding sites as a common atom set (CAS), 
and the largest of such sets as the maximum common atom set 
(MCAS). Many past studies based on point clouds have used 
similar criteria. We compare the binding sites represented by the 
point clouds to find the MCAS between pairs of binding sites. In 
this study, we aim to answer the following questions: (1) Can our 
algorithm find solutions comparable to or better than other 
existing methods in terms of finding MCAS? (2) How can the 
CAS found by our method be used to predict the binding ligands 
of proteins and what kind of accuracy can be achieved?  

ICP is a standard technique used for alignment and registration for 
point clouds [39, 40]. ICP aligns and registers an unlabeled set of 
points p to a model set X by iteratively alternating between 
registration and alignment steps. Registration is obtained by 
finding the closest point   y ∈ X  to each point p! ∈ p , resulting in 
the corresponding set Y.  The point clouds are aligned by finding 
the optimal rotation matrix and translation vector that superposes 
p onto Y.  These two steps are repeated until the change in mean 
square error between p and Y falls beneath a desired threshold. 

However, ICP cannot be directly applied for this problem. Since 
the algorithm is deterministic, the results depend greatly on the 
initial alignment so ICP may land on a far from optimal solution. 
Besl and McKay (1992) solve this problem by considering a large 
number of initial rotation states while superposing the centers of 
mass of two clouds, which may not provide good initial matching. 
Additionally, ICP does not guarantee unique correspondence 
between atoms, as registration is performed pointwise and does 
not consider labels on the points.  In this application, unique 
correspondences and the use of chemical labels are needed. The 
atoms types used as chemical labels here is shown in Table 1. 

Table 1. Atom types used for obtaining correspondence 
Label Atom Type 
1 carbonyl C 
2 aliphatic C CA, Other sp3 C, Disulfide bond S, Met S, 

Cys S 
3 aromatic C 
4 O, acceptor Backbone and carbonyl O in Asn and Gln, 

carboxyl O in Asp and Glu 
5 O, donor and acceptor hydroxyl O in Ser, Thr and Tyr 
6 N, donor backbone N except proline N, TRP side chain 

NE1, GLN NE2, ASN ND2, ARG NE NE1 NE2, LYS 
NZ 

7 N, donor and acceptor HIS side chain NE1 NE2 
8 H and polar H 
 

To address the dependence of global alignment on the initial state, 
we propose to solve a problem of local alignment first and build to 
a set of global solutions.  Our procedure is described as follows: 

1. Delaunay triangulation. For each protein, we compute the 3-
dimensional Delaunay triangulation to obtain a set of tetrahedra 
with labeled atoms as vertices.  The two sets of tetrahedra are 

compared pair-wise to obtain similar pairs that act as seeds that 
act as potential initial alignments for the matching process. 

2. Comparison of tetrahedra from two binding sites. These 
inter-protein tetrahedral pairs are first checked for identical 
chemical composition.  For those pairs with matching labels, we 
check the structural similarity of the tetrahedra using the Distance 
Root Mean Square Deviation (dRMSD), which is given by: 

dRMSD(A,B) = 1
4(3)
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A ! lij

B 2

j=1
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"
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A ! lij
B 2

j=i+1

4

"
i=1

4

"
  

where !!"!   and !!"!  
are the lengths of the edge from atom i to atom j 

of the tetrahedron from, respectively, protein A and protein B.  
The proportional equivalent allows for simpler relationships to 
other quantities and can be used only because the formulae differ 
only by the same constant for all pairs.At this stage, dRMSD is 
used in place of RMSD,to save on computational cost.  The only 
pairs considered further are those with dRMSD values less than a 
1.5 times a chosen RMSD cutoff value (1.25 Ǻ).  This cutoff was 
chosen based upon the relationship between RMSD values and 
corresponding dRMSD values for a number of superpositions. 

In many cases, the chemical composition for a tetrahedral pairing 
may lead to the possibility of multiple potential alignments.  This 
occurs if there are multiple atoms of the same type within a 
tetrahedron.  For example, if the tetrahedron consists of three 
carbon atoms and one oxygen atom, there are 6 possible 
alignments of the tetrahedra.  In such instances, all possible 
alignments must be initially considered.  All the tetrahedra in the 
two binding sites are compared and their dRMSDs are sorted.  

3. Iterative alignment. Once all pairs of tetrahedral seeds are 
obtained and sorted, the process of checking for additional 
matched atoms begins.  For each seed pairing, one tetrahedron is 
held in a fixed position and the other is superposed onto it, 
yielding an optimal translation vector v that aligns the centers of 
mass for the seeds and rotation matrix R, which are then applied 
to the moving protein, resulting in a rigid transformation that 
aligns the sites at the location of the seed pairing. The translation 
vector is given by ! = !! − !! , where!!and !!  are, respectively, 
the centers of mass for the coordinates of point clouds A and B. 
Let ! = !!!!! = !Σ!. The optimal rotation matrix is ! = !!! .. 

If the RMSD from this superposition is less than the chosen cutoff 
value of 1.25 Ǻ  and detR = 1, then additional matched atoms are 
searched for.  It is necessary to calculate the RMSD so as to solve 
the multiple solution problem discussed above. The restriction on 
the determinant of R ensures that it is a true rotation matrix and 
not a rotation-reflection matrix. 

Upon alignment, for each atom of the moving protein, we search 
for an atom with the same type from the fixed protein with a 
distance smaller than a threshold called the search radius (SR). It 
does not suffice to consider each atom from the fixed protein 
separately since doing so could lead multiple fixed atoms sharing 
matches.  For a given alignment, the solution to this matching 
problem under locality and label restrictions is provided by the 
Hungarian algorithm [41-43], which finds at most one unique 
match for each atom in the fixed protein. We tested several 
reasonable values of SR on a benchmark dataset (see Results).  

After matches are found for a seed pair, we refine the alignment 
of the sites by expanding the seed to include all of the matched 
atoms for that alignment. The optimal translation vector and 
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rotation matrix are recalculated as above and additional additional 
matches are searched for.  The refining and searching process 
repeats for a given seed pair until no additional matches are found. 

At completion, the number of matched atoms is recorded.  This 
iterative process is repeated for each pairs of tetrahedral seeds, 
except for those alignments resulting in few atoms being matched.  
However, multiple tetrahedral pairings may result in the same 
superposition of the sites.  In order to avoid needless repetition in 
such cases, if a CAS includes all of the atoms from a remaining 
tetrahedral pair, then that pair is removed from consideration.   

Upon completion of the above procedure, the optimal 
superposition is taken to be that which results in the largest CAS.  
In case of multiple MCAS, we take the optimal configuration to 
be that with the smallest RMSD.  Accordingly, a list of the 
matched atoms in corresponding order is also obtained. 

3.  RESULTS 
3.1 Data Set 
In order to assess the performance of the algorithm, we perform 
classification of binding ligand using the benchmark data set 
compiled by Kahraman et al (2007), which consists of 100 active 
sites that are grouped according to 10 binding ligands. These 
ligands have varying amounts of flexibility. AMP, AND, EST, 
GLC, and PO4 are rigid; ATP, FMN, and HEM are moderately 
flexible; FAD and NAD are highly flexible.  The ligands also vary 
in size, from PO4 as the smallest to FAD as the largest.  The 
active sites included in the set are provided in Table 2.  Our goal 
is to correctly determine to which ligand a given active site binds. 

Table 2. The binding sites included in the Kahraman set 
Ligand PDB IDs for the Proteins 
AMP 12as, 1amu, 1c0a, 1ct9, 1jp4, 1kht, 1qb8, 1tb7, 8gpb 
ATP 1a0i, 1a49, 1ayl, 1b8a, 1dv2, 1dy3, 1e2q, 1e8x, 1esq, 

1gn8, 1kvk, 1o9t, 1rdq, 1tid 
FAD 1cqx, 1e8g, 1evi, 1h69, 1hsk, 1jqi, 1jr8, 1k87, 1pox, 

3grs 
FMN 1dnl, 1f5v, 1ja1, 1mvl, 1p4c, 1p4m 
GLC 1bdg, 1cq1, 1k1w, 1nf5, 2gbp 
HEM 1d0c, 1d7c,1dk0, 1eqg, 1ew0, 1gwe, 1iqc, 1naz, 1np4, 

1po5, 1pp9, 1qhu, 1qla, 1qpa, 1sox, 2cpo 
NAD 1ej2, 1hex, 1ib0, 1jq5, 1mew, 1mi3, 1o04, 1og3, 1qax, 

1rlz, 1s7g, 1t2d, 1tox, 2a5f, 2npx 
PO4 1a6q, 1b8o, 1brw, 1cqj, 1d1q, 1dak, 1e9g, 1ejd, 1euc, 

1ew2, 1fbt, 1gyp, 1h6l, 1ho5, 1l5w, 1l7m, 1lby, 1lyv, 
1qf5, 1tco 

AND 1e3r, 1j99 
EST 1fds, 1lhu, 1qkt 

3.2  Identification of the MCAS 
We first verify whether the method can successfully find good 
solutions for the CAS from two binding sites. Although a proof 
that the obtained solution is optimal is difficult to provide, we 
have compared our matching result with SitesBase, on several 
pairs of binding sites. While a large-scale comparison to SitesBase 
is not currently possible because the programs are not readily 
available, we present a detailed example of one case, comparing 
results for binding sites consisting of all atoms within 5 Ǻ of the 
ligand molecule and provide a quick summary for a second 
example. 

We consider the ATP binding sites of 1ayl and 1e2q, which are 
found in both the Kahraman set and the SitesBase set. SitesBase 
found a common atom set of size 38, whereas our method found a 
common atom set of size 59.  Table 3 displays those atom 
correspondences for which the methods did not agree. 

Table 3.  Atoms from ATP sites not found by both methods. 

 1ayl.ATP 1e2q.ATP 
SitesBase 

1e2q.ATP 
Us 

37 CA 254  CA 19 
41 CD 254  CD 19 
58 C 256  C 21 
59 CB 256  CG2 21 
60 OG1 256  OG1 21 
61 CG2 256  CB 21 
78 CE 288  CG 16 
98 CA 441 C 180  
99 C 441  C 180 

100 O 441  O 180 
108 NE 449 NE 143 NH2 143 
110 NH1 449  NE 143 
111 NH2 449  NH1 143 
119 C 450  C 182 
120 O 182  O 182 
126 N 451  N 183 
127 CA 451  CA 183 
128 C 451  C 183 
129 O 451  O 183 
131 N 452  N 184 
132 CA 452  CA 184 
135 CB 452  CB 184 
136 CG1 452  CG1 184 
139 CB 455  CG2 187 
142 CG2 455  CB 187 

 
The methods agreed on all but 25 atoms. We found 23 matched 
atoms in the ATP site of 1e2q that SitesBase did not, while it 
found only 1 that we did not.  Atoms C180 and NE 143 of the 
ATP site of 1e2q were found to match to different atoms from the 
ATP site of 1ayl due to differences in matching procedure.   

One such difference is our use of the Hungarian algorithm, which 
can result in apparent shifts in correspondence in comparison.  We 
likely did not find a match for the CA 441 atom of 1ayl due to the 
iterative aligning of our algorithm.  While CA 441 may have been 
included in the initial CAS, it may have been dropped from the set 
because we allow for the common atom set to change freely 
during the iterative alignment process.  At completion, the C 180 
atom of 1e2q was instead matched to atom C 441. 

To further show how the maximum common atom sets from our 
algorithm compare to those of SitesBase, we consider a second 
example. The top ranked match on SitesBase for the AMP binding 
site of protein 1ct9 is the APC site of protein 1q19. SitesBase 
found 46 atoms in common between these two sites, whereas our 
method found 59. Our method finds identical correspondence for 
37 of the atom pairs, while finding additional common atoms.  
Similarly to the previous case, a number of shifts are also present 
and SitesBase finds one pair that our method does not. 

For these examples, the binding ligands are either identical or are 
structurally similar.  For such cases, it is expected that alignment 
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methods should find very similar CAS, where one set may be a 
subset of another, if they are indeed finding common structures. 
Both methods found similar matches for these examples, but we 
were able to identify additional matches, suggesting that our 
approach is able to find a more optimal CAS for similar binding 
sites. For these comparisons, we used a SR of 2.5 Ǻ, which puts 
an upper bound for the resulting RMSD at 2.5 Ǻ.  

3.3 Classification of Ligand Binding Sites 
We compared our results to those of the sup-CK approach and 
MultiBind, both of which were tested on Kahraman data set by 
Hoffmann et al [30]. To properly compare to these studies, a 
binding site is now taken to consist of those atoms within 5.3 Ǻ of 
the specified ligand. The Sup-CK method does not consider atom 
correspondence, so we do not compare to this method here.  
However, Sup-TI determines atom correspondence at the 
completion of the correspondence-free alignment and uses the 
Tanimoto Index (TI) to determine similarity.  The TI for sites A 
and B is defined as: !" !,! = !!"/(!! + !! − !!") where 
!!and!!are, respectively, the number of atoms in sites A and B 
and !!"  is the number of atoms common to sites A and B. 
MultiBind utilizes geometric hashing and uses a scoring method 
based upon the number of matched residues. 

To compare to these methods, performance is measured using 
classification error (CE) for a double leave-one-out cross 
validation method with k-nearest neighbor classification, as 
described in [30]. In this scheme, a classification is considered to 
be correct only if the predicted ligand exactly matches the actual 
binding ligand.  Ligand similarity is not taken into account.  A 
summary of CE for the methods compared is provided in Table 4. 
The difference in CE between our method with TI as a similarity 
measure (IN-TI) and Sup-TI and MultiBind is negligible, 
suggesting that IN-TI compares well to these approaches when 
only a subset of matched atoms are considered in classification. 

Table 4. Results of k-nearest neighbor classification for the 
Kahraman data set using various classifiers 
Method Classification Error 

IN-TI 0.43 
IN-TI + RMSD4 0.43 
IN-TI + HydProp 0.36 

RMSD4 0.71 
HydProp 0.64 
Sup-TI 0.42 

MultiBind 0.42 
 

We also consider some additional similarity measures.  RMSD is 
commonly used to measure structural similarity, but, just as the TI 
standardizes !!", it is also desirable to standardize this. To do so, 
we use the normalized RMSD of Carugo and Pongor [44]: 
!"#$! !,! = !"#$(!,!)/(1 + ln !!"/4).We also consider 
the proportion of hydrophobic atoms present in the active sites, 
HydProp(A, B), defined as the square difference between the 
proportions of hydrophobic atoms for sites A and B. 

The performance of linear combinations of IN-TI with these 
features is also provided in Table 4. As shown, the optimal linear 
combination of RMSD4 and IN-TI does not improve performance, 
suggesting that RMSD is not useful for binding site classification.  
The CE for the optimal linear combination of IN-TI and HydProp 
is comparable to the Sup-CK methods. 

3.4 Effect of Search Radius and the Number of 
Nearest Neighbors 
To select the optimal SR, we performed all pairwise comparisons 
for the Kaharaman data for various radii and performed the double 
leave-one-out cross validation procedure.  Table 5 shows the CE 
for the selected SR from various k-nearest neighbor  classifiers. 

Table 5.  CE for studied combinations of SR and classifiers 
k-Nearest 
Neighbor 

Search Radius 
1.0 Ǻ 1.5 Ǻ 2.0 Ǻ 2.5 Ǻ 3.0 Ǻ 

1 0.56 0.53 0.45 0.43 0.56 
3 0.58 0.53 0.51 0.42 0.53 
5 0.58 0.53 0.51 0.42 0.53 

 
It is apparent that the optimal SR is 2.5 Ǻ.  It appears that using a 
larger SR defines similarity too loosely, resulting in dissimilar 
atoms being considered as matched and using a smaller one is to 
be too restrictive, not allowing for flexibility.  The 3- and 5-
nearest neighbor classifiers perform marginally better compared 
to the nearest neighbor when using the TI alone, but not enough to 
rule out using k=1. To more closely examine the optimal choice 
for k, we consider the linear combination with HydProp.  The CE 
is 0.43 for k=3 and k=5.  For k=1, the CE is 0.36. From this, it 
appears that the nearest neighbor classifier should be used. 

4.  CONCLUSION AND DISCUSSION 
In this study, we developed an algorithm for comparing protein 
binding sites based on ICP. We addressed the starting-point 
problem using similar tetrahedra from two binding sites. We 
applied the Hungarian algorithm to find the optimal CAS at each 
iteration and found it significantly improved the matching results. 
For classification of binding site by ligand, we incorporated 
additional features of the binding sites and achieved a 
performance comparable to previous studies based on matched 
atoms. Hoffman et. al. [30] also developed the Sup-CK and Sup-
CKLmethods with respective CE of 0.36 and 0.27. However, these 
methods do not produce CAS, which are needed for finding the 
important residues and patterns in groups of similar binding sites. 
Since our goal is to develop a method that can produce CAS and 
correspondences, Table 5 focuses on only methods that do so.  

Using the Tanimoto Index alone as a similarity measure, the 
classification results for our algorithm perform comparably to the 
sup-TI and MultiBind methods, suggesting that our algorithm 
properly aligns pairs of binding sites.  Running MATLAB on 
Windows XP with an Intel Core 2 Duo processor running at 2.33 
GHz, our approach required 16.4 hours to consecutively perform 
all 4950 pairwise alignments for the Kahraman dataset with a 
search radius of 2.5 Ǻ, or roughly 12 seconds per alignment. Run 
times for the other methods were not available.   

One future study could be to use multiple similar binding sites to 
define 3D patterns for each ligand and use these for ligand 
prediction. This may speed up classification and achieve even 
better accuracy. Since our method can better identify the CAS, it 
may be more advantageous for characterizing common 3D 
patterns of binding sites. Additionally, due in part to the flexibility 
and size of a number of the ligands, our algorithm may find only a 
local alignment for those pairs of binding sites for which there are 
multiple regions of similarity that cannot all be captured by the 
same alignment. For these cases, it may be useful to consider 
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multiple CAS beyond the MCAS, so as to better understand the 
relationship between the structure and function of a binding site. 
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ABSTRACT
The Pebble Game (PG) algorithm is an efficient method to
characterize protein flexibility. The PG calculates several
mechanical graph rigidity quantities based on a network of
chemical interactions. Because noncovalent chemical inter-
actions continually break and reform, a distinct PG calcula-
tion is necessary for each network topology. As such, equilib-
rium properties are calculated by averaging over an ensemble
of input networks, each with an accompanying PG charac-
terization. We have recently developed a new mean field ap-
proach, called the Virtual Pebble Game (VPG), that speeds
up calculation times by eliminating sampling. Here, we test
a hybrid VPG-x algorithm that combines the advantages of
both by applying the mean field approximation to some in-
teractions while sampling the rest. Across several different
quantitative and qualitative comparisons, the VPG-x algo-
rithm consistently outperforms the strictly mean-field VPG.

Categories and Subject Descriptors
G.2.2 [Graph Theory]: Graph algorithms

General Terms
Algorithms

Keywords
Protein flexibility, Graph rigidity, Pebble game, Rigid clus-
ter decomposition

1. INTRODUCTION
Conformational flexibility links protein structure and func-

tion. For example, an enzyme must be rigid enough for re-
producibility in molecular recognition, yet flexible enough to
mediate its catalytic mechanism. This inseparability makes
computational descriptions of protein structure difficult. Ac-
curate modeling of proteins can only be achieved by account-
ing for the fact that the structure is dynamically changing
as noncovalent interactions break and form due to thermo-
dynamic fluctuations. Unfortunately, accounting for the

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
ACM-BCB ’11, August 1-3, Chicago, IL, USA.
Copyright l’ 2011 ACM 978-1-4503-0796-3/11/08... $10.00.

fluctuations that occur within structure makes the prob-
lem computationally expensive because an ensemble must
be considered. Therefore, developing methods that predict
protein flexibility with minimal sampling without sacrificing
accuracy is necessary to fully understand protein structure.

Accurate descriptions of network rigidity have been
achieved by efficient integer based Pebble Game (PG) algo-
rithms [1, 2]. In the 3-dimensional model, the spatial orien-
tation and location of a rigid body is described by its 6 trivial
DOF, referred to as pebbles. Local clusters of atoms within
the protein are modeled as rigid bodies [3]. Chemical inter-
actions are modeled as generic distance constraints between
adjacent rigid bodies. Constraints are recursively added to
the network, and in the language of the algorithm, a pebble
covers a distance constraint that is independent. Once a dis-
tance constraint is covered, it must remain covered from then
on, but by which pebbles from its two incident vertices does
not matter. Therefore, pebbles can be exchanged through
constraints that are covered (a graph matching problem).
Finding a spare pebble involves a pebble search, which con-
stitutes the central algorithmic task. When a spare peb-
ble cannot be found to cover the constraint (a failed pebble
search), the distance constraint is redundant. The algorithm
collapses relevant portions of the network into a single vertex
after a failed pebble search, which prevents further searches
therein. Once all constraints have been evaluated, the PG
identifies all rigid clusters, and quantifies how many DOF
one rigid cluster has relative to all others.

The above process characterizes a given constraint topol-
ogy, but protein structure undergoes a continuous breaking
and reforming of noncovalent interactions set against a back-
ground of quenched covalent bonds. As such, equilibrium
properties of network rigidity must be calculated by aver-
aging over an ensemble of constraint topologies. We refer
to the averaging procedure as PG. In recent work [4], we
compared the network rigidity properties from PG against
those calculated by a new Virtual Pebble Game (VPG). The
VPG interprets the movement of pebbles within a graph as
probability flow. Actual pebbles are replaced by the proba-
bility of finding a pebble, where a spare pebble on a vertex
translates to a number between 0 and 1. A given vertex
has a continuous range between 0 and 6, since up to six
pebbles can reside on a vertex. An interaction modeled as
n-distance constraints when present with probability p, and
not present with probability 1 − p are assigned a capacity
of pn. Note that all possible constraints are simultaneously
present in the network, in practice, this yields a dramatic
computational speed increase of two orders of magnitude or
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more compared to the original PG counterpart, because only
one calculation needs be performed, rather than performing
the PG a large number of times.

The dramatic increase in speed comes with some limi-
tations, because suppressing fluctuations makes the VPG
prone to either over or under estimating flexibility in highly
varying regions. Moreover, we typically find that there is
overall marked quantitative agreement between the VPG
and PG [4, 5], which holds true even for the worst case
near the rigidity threshold (transition point from globally
flexible to globally rigid). Unfortunately, there are also al-
most always a few outliers for which the VPG and PG are
inconsistent. These differences, although small, grow larger
in regions with maximal variance in their PG fluctuations.
Due to the localized nature of the errors found, perhaps a
small variant to the VPG could reduce the number and/or
severity of these inconsistencies.

In this article we present a new hybrid algorithm called
VPG-x that integrates the PG and VPG treatments. Therein,
some percentage of constraints (controlled by the variable x)
are statistically sampled. This approach bridges the divide
between the PG and VPG algorithms, allowing one to con-
tinuously vary from one to the other as a function of x.
As summarized below, the hybrid VPG-x algorithm consis-
tently improves upon the completely mean-field VPG with
small additional computational cost.

2. MATERIALS AND METHODS

2.1 Protein network descriptions
Each chemical interaction is assigned a number of distance

constraints that is commensurate with the number of DOF
it can consume. For example, most covalent bonds are as-
signed 5 constraints due to the various associated distance
and angle constraints it imposes on the network. The only
exception is that residue-to-residue peptide bond consumes
6 DOF because its partial double bond character also con-
strains rotational motion. All covalent bonds are quenched,
meaning that they are ever-present within biological temper-
ature range. Conversely, weak noncovalent interactions are
able to break and reform. Herein, we consider only hydro-
gen bonds (HB) interactions as fluctuating, which consume
3 DOF each when present and independent. For testing pur-
poses, we apply our method to a dataset of 10 structurally
nonredundant (at the SCOP family level) protein structures.
The PDB codes for these proteins are: 1AHO, 1AF7, 1A76,
1A8L, 12AS, 1AEP, 1A1X, 2SIC, 3COQ and 2PSP.

The existence of a HB is controlled by the variable Pnat,
for probability of a native HB interaction, which ranges from
0 to 1. At low values of Pnat, few crosslinking HBs are
present, thus making the protein mostly flexible, whereas
the protein will be mostly rigid at high values of Pnat. The
variable Pnat is used by both PG variants, but in distinct
ways. In the PG approach, a random number between 0 and
1 is generated for each constraint. If the random number is
less than Pnat, the HB will be added to the network, else not.
To account for thermal fluctuations, this process is repeated
many times to construct an ensemble of PG realizations.
Averaging over the ensemble gives the PG results. The VPG
includes all possible HB constraints in the network; however,
each HB is assigned a capacity of 3Pnat because there are
three constraints per HB.

2.2 The algorithms
The main elements of the PG algorithm are pebbles, ver-

tices and edges that respectively represent DOF, local rigid
clusters of atoms and distance constraints that model chem-
ical interactions. Pebbles can be consumed (taken from ver-
tices) by covering an edge (which may represent one or more
distance constraint) that is placed between a pair of vertices.
To cover an edge, pebbles can be used from either incident
vertex. The number of pebbles that can be consumed is
dictated by the number of constraints (Ci) that the i-th in-
teraction represents. Therefore, when covering an edge, the
total number of pebbles that needs to be gathered between
its incident vertices must be 6+Ci. The covering of an edge
creates a directed graph. When a pair of vertices do not
have enough pebbles to cover an edge a search for pebbles
is launched, always keeping covered those edges that were
previously covered. Given that an edge can be covered from
any of its incident vertices, the removal of a pebble from one
side means the replacing of that pebble from the other side.
When a search for pebbles fails, all the vertices that were
visited collapse into a single vertex assigned 6 DOF. This
vertex represents a rigid unit [6, 7], which we loosely call a
Laman subgraph.

Once all distance constraints are placed, edges that are
fully covered are independent, while the edges that are not
covered (or only partially covered) are redundant. The col-
lapsed regions define overconstrained regions due to the pres-
ence of one or more redundant edge. Summing across the
network, the total number of pebbles remaining on vertices
is the number of independent DOF within the network (also
called floppy modes, which is used going forward). A rigid
cluster decomposition is made by noting that each rigid clus-
ter is a set of vertices that move together as a single body.

Algorithm 1 VPG

Consider a network consisting of vertices {Vn}, n = 1, 2, ...N,
with a list of edges {em},m = 1, 2, ...M .

1: Initialize: {Vn} with 6 DOF for each vertex
2: for k = 1 to M do
3: insert edge ek with capacity ck, let vi and vj be its

two incident vertices
4: collect 6 pebbles on vertex vi

5: flag vertex vi

6: launch a search for ck pebbles on vertex vj

7: if ck pebbles were collected then
8: cover edge ek

9: else
10: condense all visited vertices in the failed search

into a single vertex
11: end if
12: end for

Despite differences (binary versus probabilistic), the PG
and VPG algorithms have identical pebble search rules, and
not surprising share similar execution times (linear in prac-
tice, although quadratic in worst case [8]). However, the
total amount of time needed by PG must be multiplied by
the number of realizations sampled. On the other hand,
the single VPG calculation suppresses fluctuations within
the network, making it susceptible to error in regions that
have high variance within the PG. The VPG-x algorithm
addresses both issues by balancing the amount of sampling
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and mean field character to obtain more accurate results
than VPG, while being faster than PG. VPG-x randomly
selects x-fraction of the HB edges to sample over, and a mean
field treatment is made for all remaining HB edges. Due to
sampling, both execution times and accuracy are increased.
When x = 0, the calculation is entirely VPG, whereas when
x = 1, the calculation is entirely PG.

A modification in line 3 of the VPG (algorithm 1) is
needed to run the VPG-x algorithm. The detailed descrip-
tion of this modification is given by algorithm 2. Note that
just the HBs are fully evaluated by algorithm 2 (covalent
bonds are treated the same in all variants). Let x be the
variable that controls the proportion of integer fluctuating
interactions, ek the current edge that is being evaluated and
Pnat the probability of existence of a HB.

Algorithm 2 VPG-x add-on

1: if ek is a HB then
2: r ← random(0,1)
3: if r < x then
4: s← random(0,1)
5: if s ≥ Pnat then
6: ck ← 0
7: end if
8: else
9: ck ← ck × Pnat

10: end if
11: end if

2.3 Similarity measures
Network similarity is primarily compared using a Mechan-

ical Coupling Map (MCM) that provides a nuanced view
of co-rigidity and co-flexibility between a pair of residues.
Atom pairs without any spare pebbles return a value of 0,
and the number of accessible pebbles that can range from
0 to 6 has been normalized to range over [0,1]. The results
obtained from PG are averaged over an ensemble of 1000
distinct networks.

We have compared the MCM plots over the entire range
of Pnat between 0 to 1 for the VPG against PG. In this
work, we focused only in the worst case scenario where the
greatest difference is found between PG and VPG. The Rand
Measure (RM) is a common metric to compare the similarity
between two sets of clusters [9], which we use to compare
the rigid cluster decompositions. When both clusters are
identical RM = 1.0, RM = 0.0 otherwise. That is, the
vertices in the network are assigned to clusters based on
rigid cluster decomposition that comes from a PG and the
VPG. The RM is then averaged across the ensemble for each
Pnat to obtain RM(Pnat). Scanning across the full range of
Pnat, we determine the minimum value of the RM for each
respective protein structure.

3. RESULTS AND DISCUSSION
An important quantity of interest that quantifies global

network flexibility is the number of floppy modes in the net-
work once the PG has completed. Fig. 1 shows the number
of floppy modes calculated by the various algorithms, in-
cluding a series of VPG-x variants corresponding to a range
of x values. The transition from a flexible to rigid protein
structure is identified here by the change in slope, which

is where most fluctuations across the network occur. As a
consequence, the disagreement between the PG and VPG
algorithms is maximized here. Fig. 1a plots the number
of floppy modes within a cubic lattice model with bound-
ary conditions. For this homogenous example, the PG and
VPG-x algorithms are averaged over 100 realizations, which
is sufficient for good statistics. Due to network uniformity,
this example cleanly highlights the effect of different values
of x, which systematically morphs from VPG to PG charac-
ter. Conversely, the transition is compressed in real protein
systems. For example, the number of floppy modes in the
structure of lipoprotein (pdbid = 1AEP) [10], disulfide ox-
idoreductase (pdbid = 1A8L) [11] and chemotaxis receptor
methyltransferase (pdbid = 1AF7) [12] are also presented
(cf. Fig.1b-d). The calculation of PG is averaged over 200
realization, whereas VPG-x is averaged over 50. Note that
fewer VPG-x realizations are needed in practice to achieve
good statistics due to an overall fewer number of fluctuating
interactions.

(a) (b)

(c) (d)
Figure 1: The number of floppy modes (FM) is plot-
ted versus Pnat. In panel (a), the results for a cu-
bic lattice network are presented, whereas the oth-
ers correspond to protein structure examples: (b)
lipoprotein, (c) oxidoreductase and (d) methyltrans-
ferase.

For the MCMs all possible residue pairs within a protein
structure are contained above or below the diagonal, each
MCM compares two PG variants. In all cases, the most
accurate PG results are presented in the upper triangle (av-
eraged over 1000 PG realizations). The VPG-x results are
presented in the lower triangle in the left column, whereas
the VPG results are shown in the lower triangle in the right
column. The number of VPG-x samples, R, and x values
are tailored to each protein with the goal of only using a
minimal number of needed samples, which is controlled by
protein size and architecture.

Based on the MCM descriptions, it is clear that the VPG-
x better approximates the PG results. Fig. 2 compares
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across four protein structures. In these plots, slight“shadow-
ing” occurs in many off-diagonal regions, meaning that the
number of DOF shared by the corresponding residue pairs
is relatively small. In general, the VPG-x algorithm does a
much better job of reproducing the PG results compared to
the VPG, meaning it clearly detects subtle properties that
the VPG misses.

Mapping the identified rigid clusters to structures fur-
ther highlights the differences of the PG variants. Again
using the large methyltransferase structure and parameters
from above as an example, Fig. 3 color-codes all rigid clus-
ters identified by the VPG and VPG-x variants, meaning
spatially contiguous co-rigid residues are colored the same,
whereas color changes indicate flexible DOF between clus-
ters. Grey regions specify flexible regions that do not belong
to a rigid cluster. Across the pair, color-coding is conserved
to facilitate comparisons. In both cases, the structure is pri-
marily composed of one large rigid cluster (shown in red).
However, as highlighted above, there is some disagreements
between the two probabilistic treatments, which are high-
lighted by the black circles. Across the PG ensemble, there
is a general lack of consensus in the descriptions of the small
β-sheets and the capping end of the identified α-helix due to
maximal rigidity fluctuations therein. These fluctuations are
completely missed by the VPG, resulting in both regions to
be included in the primary (red) rigid cluster, but the VPG-
x algorithm correctly identifies them as, on average, distinct
rigid clusters.

We have shown that VPG-x provides a better description
of rigidity compared to the VPG. However, the parameters
x and R have been chosen somewhat arbitrarily. A natural
question is thus,“What values of x and R maximize improve-
ment?”. In this regard we calculated the root mean square
distance (RMSD) between the PG and VPG-x MCM plots
(at different values of x and R) versus an “optimal” MCM
map, which is defined as PG averaged over 1000 samples.
Fig. 4 shows how well the various PG variants that rely on
sampling reproduce the “optimal” behavior as a function of
the number of samples. Here, we use three examples from
above (the neurotoxin, lipoprotein and oxidoreductase struc-
tures) and introduce one new example from our dataset that
is particularly biomedical important, which is the structure
of the oncogene MTCP-1 (pdbid = 1A1X) [13]. In each
case, as more PG samples are considered, the PG better ap-
proximates the “optimal” behavior. In the same way, the
VPG-x results also improve as a function of the number of
samples in a systematic and expected way. However, the
partial mean-field treatment of the VPG-x algorithm pre-
vents it from ever exactly reproducing the PG descriptions.
Further, the more PG-like, the better each VPG-x variant
does, which is consistent with the results presented above.
While obvious and expected trends are found, no optimal
values for x and R emerge from this analysis. A noteworthy
characteristic of the VPG-x algorithms, which is inherited
from the VPG, is that it converges very rapidly at lower
values of x. Conversely, at high values of x, the number of
realizations needed to converge makes the speedup over PG
largely negligible. Further experiments (data not shown)
show that the convergence shown in Fig. 4c,d is not a typi-
cal property across proteins, but depends on specific network
characteristics.

4. CONCLUSIONS

Figure 2: Mechanical coupling maps (MCM) pro-
vide a nuanced view of co-rigidity. In each, the PG
results are plotted in the upper triangle, whereas
the lower triangle corresponds to the VPG-x (left
column) and VPG (right column) variants. The
considered proteins are: (a-b) a neurotoxin struc-
ture at Pnat = 0.63, R = 30 and x = 0.5, (c-d) a
methyltransferase structure at Pnat = 0.72, R = 200
and x = 0.5, (e-f) a FLAP endonuclease structure at
Pnat = 0.78, R = 30 and x = 0.2 and (g-h) an oxidore-
ductase structure at Pnat = 0.57, R = 100 and x = 0.5.
In each case, the reported Pnat values correspond to
the lowest value of the Rand Measure comparing the
PG and VPG results.

In this paper, we introduce the VPG-x algorithm. The
VPG-x algorithm is based on a hybrid probabilistic/sampling
algorithm where a portion of the interactions are treated in
a VPG-like way and the remaining are statistically sampled
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(a) (b)
Figure 3: Rigid Cluster decomposition for VPG (a)
and VPG-x (b) for a large methyltransferase struc-
ture. The black circles in the right panel highlight
regions of disagreement between the algorithms.

(a) (b)

(c) (d)
Figure 4: Accuracy vs. computational cost. The in-
verse root mean square distance (1/RMSD) between
the MCM plots from each PG variant and an “opti-
mal”PG using the corresponding number of samples
is plotted. The presented examples are: (a) struc-
ture of a neurotoxin, (b) structure of an oncogene,
(c) structure of a lipoprotein and (d) structure of an
oxidoreductase enzyme.

using a PG-like treatment. The results from this hybrid ap-
proach clearly provide a more nuanced and accurate descrip-
tion of network rigidity within protein structures compared
to those from the VPG, which suppresses fluctuations. In
addition, the results intuitively and systematically transition
from VPG-like to PG-like as the variable x is adjusted. As
expected, the VPG-x algorithm converges quickly at small
values of x, but the accuracy fails to approach that of PG
because only a few interactions are sampled. Conversely, at
high values of x, the VPG-x algorithm converges slowly and,
more critically, it still fails to reproduce the accuracy of PG.
Thus, in situations where maximal accuracy is required, the
original PG variant remains the best option. However, when
such extreme accuracy is not needed, which is frequently the
case, the VPG-x algorithm provides a significant accuracy
increase over the VPG at limited computational cost.

5. FUTURE WORK
In the presented work we do not intelligently determine

where to apply sampling, meaning we randomly assign each
interaction to either the VPG-like or PG-like treatment. As
such, we are often sampling in regions where the mean-field
treatment is sufficient and often applying mean-field in a
critical region where sampling is necessary. In future work,
we will develop a bootstrapping method to a priori identify
critical regions where sampling is most necessary, and then
apply sampling only to those regions.
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ABSTRACT
Alteration of gene expression in response to regulatory
molecules or mutations could lead to different diseases. Mi-
croRNAs (miRNAs) have been discovered to be involved in
regulation of gene expression and can lead to a wide variety
of diseases. In a tripartite biological network of human miR-
NAs, their predicted target genes and the diseases caused by
altered expressions of these genes, valuable knowledge about
the pathogenicity of miRNAs, involved genes and related
disease classes can be revealed by co-clustering miRNAs,
target genes and diseases simultaneously.

Here we report a spectral co-clustering algorithm for k-partite
graph to find clusters with heterogeneous members. We use
the method to explore the potential relationships among
miRNAs, genes and diseases. The clusters obtained from
the algorithm have significantly higher density than random
clusters. Results also show that miRNAs in the same family
tend to belong to the same cluster. We further validate the
results by checking the correlation of enriched gene func-
tions and diseases in the same cluster. Finally miR-17-92
and its paralogs are analyzed as a case study to reveal that
genes and diseases co-clustered with the miRNAs are in ac-
cordance with current research findings.
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1. INTRODUCTION
miRNAs have been emerged as an important regulator in
posttranscriptional regulation of gene expression[8]. miR-
NAs target many different genes involved in various dis-
eases[32, 29]. Better understanding of relationships among
miRNAs, gene targets and diseases would be of great impor-
tance to find the functions of miRNAs and potential causes
of diseases.

Recently, some efforts have been made to find miRNAs groups
based on expression profiles[2] and miRNA regulatory mod-
ules[33]. A bipartite graph can be constructed based on
miRNAs and their target genes. Then bipartite clusters
represent possible gene-miRNA regulation modules. How-
ever, there still lacks a systematic analysis on relationships
among miRNAs, genes and diseases. Therefore, a practical
extension of a bipartite model is to include an additional
type of node, diseases, which will lead to a tripartite graph.
A cluster in a tripartite graph with disease as an additional
type of node would reveal the relationships among miRNAs,
genes and diseases.

Efficient co-clustering methods have been proposed and tested
in bioinformatics. These methods[3, 14, 19, 11] facilitate two
dimensional knowledge discovery in biological data. In the
case of a tripartite graph, clustering could lose relational in-
formation among hidden structures of different types of ob-
jects if bipartite co-clustering is applied to cluster each type
of relation independently[17]. Thus it is not a trivial prob-
lem to develop clustering method for multi-type objects, and
there is still very limited work on multi-relational biological
data. In this paper, we consider the interactions among miR-
NAs, gene targets and diseases and build a tripartite graph.
A novel spectral clustering algorithm for k-partite graph is
derived and applied on the miRNA-gene-disease tripartite
graph. We further validate the clustering in different as-
pects, such as cluster density and gene ontology. Finally we
present a case study on miR-17-92 and its paralogs.

2. METHODS
2.1 Algorithm derivation
In this section, we propose a general co-clustering algorithm
for multi-type relational data based on current works on nor-
malized cut and biclustering [4]. Given m heterogeneous sets
of data objects, X1, . . . , Xm, ni is number of objects in Xi,
there only exist interactions (edges) between different types
of objects, we are interested to simultaneously cluster ob-
jects to K disjoint clusters. We represent relations between
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Xi and Xj as a relational matrix Wij ∈ Rni×nj , where an
element W

pq
ij denotes the relation or the weight of the edge

between xip and xjq. In a bipartite graph, there are two
types of objects, X1 and X2. The adjacency matrix M of

the bipartite graph can be written as M =

[

0

W T
12

W12

0

]

,

0 is a matrix of all zeroes. Spectral clustering based on
normalized cut[28] is one of the most popular clustering al-
gorithms. The K-way normalized cut [1] is equal to

C(P12) =

K − tr
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(1)

where tr denotes matrix trace operator, D, D1 and D2 are
diagonal matrices and each diagonal element is a row sum of
M , W12 and W T

12 respectively. P̂1 ∈ Rn1×K , P̂2 ∈ Rn2×K

are scaled clustering indicator matrices for X1 and X2. To
minimize the normalized cut in Eq (1), a spectral relaxation
can be applied to show that the eigenvectors corresponding
to largest eigenvalues are the optimal solution to P̂1 and P̂2.
To extend to a multipartite graph, we choose to minimize
the sum of normalized cuts of all bipartite graphs.

J =
∑

1≤i<j≤m

wijC(Pij) (2)

wij is graph weight. To have a global consistent cluster-
ing, shared sets of objects should have the same partition
in different bipartite graphs, which means that P̂i should be
the same in Eq(2) for all bipartite graphs containing Xi. In
order to minimize Eq(2), we can alternatively maximize

tr
(

P̂
T
Ŵ P̂

)

, P̂
T = [P̂ T

1 , . . . , P̂
T
m], P̂ T

P̂ = I (3)

Let s = n1 + . . . + nm, matrix Ŵ ∈ Rs×s is a block matrix
and constructed as follows. For 1 ≤ i ≤ j ≤ m, , block Ŵij :

Ŵij =











wijD
−

1

2

ij WijD
−

1

2

ji , if there are relations
between objects Xi and Xj

0ni×nj , otherwise

(4)

Ŵji = Ŵ
T
ij (5)

Dij is a diagonal matrix with row sums of Wij as diagonal
elements. Spectral relaxation still can be applied to get the
optimal solution to P̂ for Eq(3). Cluster can be derived from
the embedding eigenvectors using K-means[21]. Figure 1
shows the k-partite graph clustering algorithm.

2.2 Construction of miRNA-gene-disease tri-
partite graph

Human miRNAs and their gene targets with p ≤ 0.01 are
taken from miRBase targets, version 51. Gene-disease dataset
is taken from a revised OMIM dataset[10] which includes
2929 entries. Diseases are merged into 1284 distinct diseases
by combining subtypes of a single disease. These diseases are
then classified into 22 classes. There is an edge between a
gene and a miRNA or a gene and a disease if the gene is tar-
geted by the miRNA or is causative to the disease. We keep

1http://mirbase.org

Spectral k-partite Co-clustering Algorithm

1. Given relational matrices
{

Wij ∈ Rni×nj
}

1≤i<j≤m

Graph weight wij ∈ R+ for each bipartite graph
between Xi and Xj

Number of clusters K, number of total objects s

2. Form diagonal matrices Dij for each Wij .

Form matrix Ŵ ∈ Rs×s according to Eqs(4,5).

3. Calculate the eigenstructure of matrix Ŵ .
4. Form the matrix S ∈ Rs×K by stacking the 2nd to

(K + 1)th largest eigenvectors of Ŵ in columns.

5. Form the matrix Ŝ from S by normalizing each row

to have unit length.(i.e. Ŝij =
Sij

(
∑

j S2

ij
)

1

2

).

6. Assign original data members to different clusters by

clustering rows of Ŝ into K clusters via K-means.

Figure 1: Spectral k-partite co-clustering Algorithm

an intersection set of genes from both datasets, then remove
all orphan nodes which have no edges connected. The edge
weight and wij in Eq.(2) are set to 1.

2.3 Determination of number of clusters and
cluster density analysis

We adopt a method[26] which defines a measure called validity

to evaluate clustering quality and estimate the number of
clusters. validity = intra

inter
. intra is average distance be-

tween points and their cluster center. inter is the minimum
distance between cluster centers. This measure consequently
finds compact clusters and maximizes the inter-cluster dis-
tances. We look for the number of clusters K when the
validity is minimized and clusters include members from
miRNAs, genes and diseases.

Density is calculated as 2|E|

|V |(|V |−1)
, where |E| is the num-

ber of edges and |V | is the number of nodes in a cluster.
Random clusters are generated by randomly sampling same
number of miRNAs, genes and diseases. We calculate the
density of each cluster. Statistical analysis is conducted to
compare the difference in cluster density between algorithm-
generated clusters and random clusters.

2.4 Enrichment analysis of gene functions and
disease classes

To validate the generated clusters, we want to know if genes
in the same cluster have common functions or are involved
in common pathways and if diseases in the same cluster be-
long to similar classes so that we can tell if the partition is
biologically meaningful. We use Panther2 to classify genes
based on the biological processes, molecular functions and
pathways they involve. Statistical analysis is conducted for
any enriched terms of gene functions and disease classes.

2.5 Statistical analysis
A gene ontology term is enriched in a set of genesif the
number of genes having the attribute significantly exceeds
the expected number from random chance. The signifi-
cance can be assessed by the hypergeometric distribution[27]

2http://www.pantherdb.org
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with Benjamini-Hochberg correction for multiple hypothesis
test. The population is all the genes in the tripartite graph.
p < 0.05 is considered enriched in a cluster. Student t-test
is used in all other statistical analyses.

3. RESULTS
3.1 miRNA-gene-disease tripartite graph and

clustering
There are 711 miRNAs, 1562 genes and 1167 diseases in the
tripartite graph. Starred miRNA is minor miRNA form.
The total number of interactions (predictions) between miR-
NAs and gene targets is 26229, while there are 2387 inter-
actions (causative to diseases) between genes and diseases.
The number of clusters is searched through 2-100. We pick
the clustering with the smallest validity value and all clus-
ters having at least one member from miRNAs, genes and
diseases respectively. 33 is chosen as the optimal number of
clusters for clustering. Even though validity value can be
smaller when more clusters are generated, some clusters do
not contain members from all three parties of the tripartite
graph. The average cluster density for miRNA-gene inter-
actions in all clusters is 0.0512, while random selection only
yields a cluster density of 0.0105 (p=3.4e-11). After clus-
tering, all clusters are about 5 times denser than random
partitions. While in the gene-disease interactions, the aver-
age graph density is 0.02266 compared to 1.2e-5 of random
graph with a p=1.27e-11. The results show that the algo-
rithm groups members with similar interaction patterns.

3.2 miRNA families and clusters
miRNAs are classified into families based on the hairpin se-
quences. The target prediction algorithm miRanda[6] identi-
fies potential binding sites by finding highly complementary
genomic sequences to the sequences of miRNAs. As reported
by previous studies, miRNAs sharing the same seed sequence
tend to have similar sets of target genes[15, 16, 31], so they
should be clustered into the same cluster. We check the
miRNA gene families with more than one mature sequence
to see if miRNAs from the same family are in the same
cluster. The results show that 34 out of 55 human miRNA
families have most of its members in the same cluster, 28 of
which have all miRNA members in the same cluster.

3.3 Enrichment analysis of gene functions and
disease classes

There are 20, 18, 12 out of 33 clusters having enriched bio-
logical processes, molecular functions and pathways respec-
tively, 17 of them have enriched disease classes. We ob-
serve that the enriched functions and pathways match rea-
sonably well with the classes of enriched diseases. In cluster
3, neuronal activities (BP00166) is listed as enriched bio-
logical process, genes also have enriched pathway of Parkin-
son disease (P00049). Accordingly, in this cluster, neuro-
logical diseases are significantly enriched (p=1.1e-05). 9/16
diseases are classified as neurological diseases in this clus-
ter, while 107 in total 1167 diseases are neurological dis-
eases. In cluster 14, immunity and defense (BP00148) is
enriched in biological processes; defense-immunity protein
(MF00173) is enriched in molecular functions. As a result,
immunological-related diseases are also enriched in this clus-
ter with p=0.0307 (6 immunological-related diseases out of

27 diseases in the cluster), while 63 diseases are immunolog-
ical related in the whole graph. In some disease classes, it
may not be obvious to see which biological processes, molec-
ular functions and pathways are involved, such as ophthal-
mologic disease. In cluster 32, 15 out of 60 diseases are
ophthalmologic-related. In order to check if the enriched
diseases and gene functions are well correlated, we take all
genes which are causative to these 15 ophthalmologic dis-
eases, then load them onto Panther to check for which bio-
logical processes, molecular functions and pathways are in-
volved with these genes. We compare the results with the
enriched counterparts of cluster 32. The comparison in Ta-
ble 1 shows that many of the biological processes, molecular
functions and pathways are well matched, which means the
genes in cluster 32 typically represent the causative genes for
the 15 ophthalmologic diseases. From above, we conclude
that co-clustered genes are closely related to clustered dis-
eases in the same cluster. And also, miRNA clusters demon-
strate biological relevance and regulate gene expressions in
specific aspects of cellular processes.

3.4 A case study of miR-17-92 and its paralogs
In this section, we use miR-17-92 and its paralogs as a case
study to understand if miRNAs are potentially related to
co-clustered diseases. miR-17-92 is closely located within an
800bp region of human chromosome 13. Two paralogs miR-
106b-25 and miR-106a-363 are generated due to ancient gene
duplication. The transcripts can be grouped into four fam-
ilies: miR-17 family (miR-17, 20a/b, 106a/b and 93); miR-
18 family (miR-18a/b); miR-19 family (miR-19a/b); and
miR-25 family (miR-25, 92a and 363) based on the seed se-
quences[20]. In miRbase, miR-17 family and miR-18 are in
the same family because they only have one nucleotide dif-
ference in their seed sequences (AAAGUG and AAGGUG),
and miR-25 family also includes miR-92b. In our results,
these related miRNAs are spanned in three clusters, cluster
4, 25 and 30 which include miR-17/18 family, miR-25 fam-
ily and miR-19 family respectively. The results are very well
in accordance with sequence-based classification. The differ-
ence in seed sequences also results in difference in genes they
target on. In our dataset, miR-18a and miR-18b have 36 and
29 targets respectively, in which 24 genes are shared targets.
miR-19a and miR-19b have 60 and 54 targets, in which 46
genes are shared targets. On the contrary, miR-18a/b and
miR-19a/b only have one target in common. Recent research
studies have revealed that miR-17-92 and its paralogs are
involved in tumorigenesis[12], development[30] and apopto-
sis[25]. A variety of genes are regulated by these miRNA
families, including transcription factors[22], cell cycle regu-
lators[13], growth factors [24], proapoptotic genes[25] etc.

In our results, even though there are some not-well studied
miRNAs in each cluster, miR-17-92 and its paralogs either
are those of most connected nodes or connect to most of tar-
get genes and in turn most of diseases in those clusters, they
can be regarded as major miRNAs in individual clusters. Be-
cause six miRNAs encoded by miR-17-92 are tightly grouped
in human genome, many research works are based on the
group of miRNAs. In cluster 30, 37 of total 54 diseases
are classified as cancers. Enriched gene ontology terms in-
clude oncogenesis (BP00281), apoptosis (BP00179), nucleic
acid binding (MF00042), kinase (MF00107), p53 pathway
(P00059) and wnt signaling pathway (P00057) etc., which
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Table 1: Comparison of enriched biological processes, molecular functions and pathways of genes in cluster

32 and all genes causative to 15 ophthalmological diseases in cluster 32

Genes in cluster 32 Genes causative to 15 ophthalmologic diseases in cluster 32
Biological processes Sensory perception (BP00182)(p=2.93e-05) Sensory perception (BP00182) (38.6%)*

Cell adhesion (BP00124)(p=3.45e-03) Signal transduction (BP00102) (27.3%)
Developmental processes (BP00193) (27.3%)

Molecular functions Extracellular matrix (MF00178)(p=8.99e-08) Receptor (MF00001) (27.3%)
Nucleic acid binding (MF00042) (13.6%)
Extracellular matrix (MF00178) (11.4%)

Pathways Heterotrimeric G-protein signaling pathway-rod outer Heterotrimeric G-protein signaling pathway-rod outer
segment phototransduction (P00028)(p=2.10e-05) segment phototransduction (P00028)(15.9%)
Integrin signalling pathway (P00034)(p=1.65e-05) Integrin signalling pathway (P00034) (2.3%)

Pentose phosphate pathway (P02762)(2.3%)

*:percentage of genes having the attribute. Only top 3 are shown. Signal transduction(BP00102) tends to be enriched (p=0.0908) in cluster 32.

reflect that cluster 30 is strongly consistent with above men-
tioned biological functions of miR-17-92 such as oncogenesis,
signaling, development and apoptosis. Cluster 25 has en-
riched molecular functions in transcription factor (MF00036)
and nucleic acid binding (MF00042) while only transporter
(MF00082) is shown as enriched in cluster 4. Except those,
there are some ontology terms with 0.05< p <0.1, such as de-
velopmental processes (BP00193) and nucleic acid binding
(MF00042) in cluster 25; transcription factor (MF00036),
transcription regulation by bZIP transcription factor (P00055),
TGF-beta signaling pathway (P00052) and FGF signaling
pathway (P00021) in cluster 30. These difference implies
that miR-19 family might play a dominant role in miR-17-
92 and its paralogs. Recent study also shows that miR-19
may be a key component of miR-17-92[23], but it needs fur-
ther biological investigations to have a complete molecular
understanding of functions of individual miRNA.

4. DISCUSSION
As mentioned in the introduction, one might argue to clus-
ter each bipartite graph separately. The problem raised from
this approach is that it is difficult to build a connection from
two solutions to two bipartite graphs. We co-cluster the
miRNA-gene and gene-disease bipartite graphs separately
with classical spectral co-clustering algorithm (for conve-
nience, both graphs are partitioned to 33 clusters). We see
that in cluster 29 of miRNA-gene graph, it includes miR-
29a/b/c and 23 genes, but these genes are spread out to 13
clusters in gene-disease graph. It is almost impossible to
connect the miRNAs to potentially related diseases through
the shared gene targets. On the other hand, there are 2,
6, 5 clusters in miRNA-gene graph and 11, 12, 14 clus-
ters in gene-disease graph having enriched biological pro-
cesses, molecular functions and pathways respectively(data
not shown). The reason to have fewer enriched gene ontol-
ogy terms in miRNA-gene graph could be that a miRNA
can target many different genes and miRNAs in the same
cluster might share common targets which involve in many
different cellular processes. Meanwhile, the gene clusters in
gene-disease graph show less diversity. The tripartite clus-
tering has more clusters with enriched ontology terms than
those in both bipartite graphs. This result also reveals that
our algorithm tends to find miRNAs clusters sharing com-
mon gene targets involved in related diseases.

There are some works on multi-relational clustering in data
mining and machine learning using collective factorization
[17], under a probabilistic framework [18] or a semidefinite

programming approach [9]. Our algorithm extends classical
spectral clustering and has close relationship with nonneg-
ative matrix factorization (NMF) and graph-theory based
high-order co-clustering algorithms. Consider a tripartite
graph with different objects X1, X2 and X3, there are re-
lations between X1 − X2 and X2 − X3 and relational ma-
trices W12 and W23. It can be shown that maximization of

Eq(3) is equivalent to minimization of
∥

∥

∥
Ŵ − P̂ P̂ T

∥

∥

∥

2

, where
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[
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1 P̂ T

2 P̂ T
3

]

, P̂ T P̂ = I [5], which is essentially NMF.

Construct Ŵ based on Eq(4). After some mathematical ma-
nipulations, we have
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(6)

P̂ T
1 P̂1 = I , P̂ T

2 P̂2 = I , P̂ T
3 P̂3 = I . Clearly Eq(6) is sum

of matrix factorizations for two bipartite graphs and can
be easily extended to k-partite graph. Spectral Relational
Clustering (SRC)[17] formulates co-clustering as collective
factorization on relational matrices. It tries to minimize
∑

1≤i≤j≤m

∥

∥W ij − CiAij(Cj)T
∥

∥

2

, where Ci is indicator ma-
trix. Obviously, the objective function of SRC is very similar
to Eq(6). We use normalized relational matrices and spec-
tral method to relax the orthogonality of indicator matrices.
SRC directly uses relational matrices and iteratively embeds
each type of data into low dimensional spaces by eigende-
composition, while our method only needs to solve eigen-
problem once. Consistent bipartite graph co-partitioning
(CBGC) [9] is another graph-based high-order co-clustering
algorithm. CBGC formulates the sum of bipartite partitions
as a semidefinite programming problem which is known to
have high computational cost. Thus, our algorithm provides
an alternative solution to a similar objective function.

In bioinformatics, the problem of biclustering has been stud-
ied, but very few works have been engaged in multipartite
co-clustering under biological contexts except some work on
tripartite dense subgraph search [7], our work is novel in this
sense. Recently, miRNA functional identification has be-
come an active research field in biology. However, research
findings are still very limited due to a fairly large number of
miRNAs and their potential targets. A systematic analysis
will give great help to this research area. Our limited efforts
hope to mine valuable information from existing results and
give enlights to biological investigations. However, the data
set of miRNA targets is a result of computational predic-
tions, the accuracy still needs further verifications. On the
other hand, OMIM focuses primarily on inherited, genetic
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diseases and gene mutations, which is a different mecha-
nism from regulation of miRNAs, so it can’t be an exclusive
resource for diseases related to deregulation of gene expres-
sions. We believe that more exciting results will be explored
when suitable datasets are made available.
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ABSTRACT
Recently, several domain based computational models for
predicting protein-protein interactions (PPIs) have been pro-
posed. However, the majority of these models often have
limitations in providing detailed information on which do-
main pair (single domain interaction) or DC pair (multi
domain interaction) will actually interact for a predicted
protein interaction. To solve this, we developed a compu-
tational model to predict PPIs using information of intra-
protein domain cohesions and inter-protein domain or DC
coupling interactions. A method to identify the primary in-
teracting DC pair is also incorporated into the model for
inferring actual participants in a predicted interaction. Our
method made a significant improvement in PPI prediction
accuracy, and the primary interacting DC pair identifica-
tion turned out valid specifically in predicting multi domain
protein interactions.
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1. INTRODUCTION
Domain based protein-protein interaction (PPI) predic-

tion researches have delineated that a domain is a fundamen-
tal unit of biological functions, and the domain-domain in-
teraction is an indispensable evidence of PPI. Chia[4] demon-
strated Marcotte’s gene fusion theory[13] in public domain
database, and explained that the Rosetta stones (domains)
closely located in single-chain peptides (intra-protein) have
high possibility to interact when they exist in separate chains
(inter-protein). Since the feasibility of domain-domain in-
teraction in PPI prediction was proven, a probabilistic ap-
proaches have presented to extract high quality domain in-
teractions from multiple data sources[12, 8]. More recently,
there was an attempt to construct a unified domain inter-
action DB by scoring and integrating the results of those
probabilistic approaches[14, 2]. However, because most of
the existing approaches focus on single domain interactions
only, those approaches cannot be applied to multi domain in-
teractions, interactions caused by more than three domains.
In addition, some of those approaches require information of
protein structures such as domain’s location on a residue[4].
Han’s group devised a probabilistic PPI model which can ex-
plain multi domain collaboration for the first time[9]. They
assumed that two or more domains may cooperatively inter-
act with each other. For this, they used a domain combina-
tion (DC) pair as a basic interacting unit instead of a single
domain pair. A discriminative methodology verified that
integrating multi domain collaboration is suited to obtain
accurate PPI prediction accuracy[17]. Despite the recent
advancements, most of these methods assumed that every
domain or DC contributes uniformly to the PPI. Given the
fact that not all domains participate in a specific PPI, a
computational model should incorporate different interact-
ing possibilities of domains or DCs[16].

In this paper, we aim to devise comprehensive PPI model
which shows how many domains involve a PPI and how likely
the domains interact together. Given many candidate do-
main interactions for a certain PPI, our goal is to quantify
interaction possibility of each candidate, and identify one
actual interaction regardless of the number of participat-
ing domains. Our model is basically designed by analyzing
patterns of domains or DCs in PPIs. We categorize these
patterns into two groups according to the sources of their
appearances in a protein interaction. One group is the ap-
pearance patterns of domains confined to the boundary of
each protein, and the other group is the appearance pat-
terns of DCs found in DC pairs inferred from interacting
protein pairs. In order to articulate the differences between
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the two groups of domain appearance patterns, we intro-
duce notions of intra-protein domain cohesion and inter-
protein DC coupling. Intra-protein domain cohesion in-
cludes inter-domain attractions that appear together in a
protein, and inter-protein DC coupling includes inter-DC
attractions that form DC pairs in PPIs. Suppose that there
is a protein pair (P1, P2) and domains of each protein are
{a, b} ∈ P1 and {c, d, e} ∈ P2. Since the DCs of each pro-
tein is {a, b, ab} ∈ P1 and {c, d, e, cd, ce, de, cde} ∈ P2, there
are (22 − 1) × (23 − 1) = 21 potential DC pairs. In this
situation, the intra-protein domain cohesion of {ab} is the
co-existance probability of {a} and {b}. Likewise, we can
measure the intra-protein domain cohesion of other DCs.
The Inter-protein DC coupling is the interaction strength
of DC pair, in other words, interaction strength of {ab, cd}.
To compute this, we used two different factors; intra-protein
domain cohesion of each DC, {ab}, {cd} and the co-existance
probability of {ab}, {cd} in the PPI databases. In our model,
a DC pair is a basic unit of interaction in order to demon-
strate multi domain collaboration. While the previous DC
pair approaches, in our model, each DC pair’s collaboration
degree is calculated somewhat differently by incorporating
an extended all-confidence formula. Once the coupling pow-
ers for all DC pairs are computed, the results are stored in
a matrix called the Interaction Significance (IS) matrix. Al-
though there are many interaction candidates, only one sin-
gle or multi domain interaction exists in a particular PPI.
In this study, we name the only one interaction “the pri-
mary interaction”, and a DC pair of the primary interaction
has the highest possibility to interact in our computational
model. We predicted not only PPIs but also the primary in-
teracting DC pairs based on the IS matrix. The evaluation
illustrated that the proposed method is valid and effective in
improving the prediction accuracies of PPIs and identifying
primary interacting DC pairs as well.

2. METHOD

2.1 Dataset
For training, we integrated three PPI databases 1 into a

single database. The integrated database contains 189,689
PPIs for all organisms (S. cerevisiae: 57,814), including
103,791 protein pairs with domain information. The do-
main information for the proteins was extracted from Pfam
(http://pfam.sanger.ac.uk)[7]. Finally, we prepared 40,719
S. cerevisiae PPIs (70.43% coverage) after manually remov-
ing PPIs that have no Pfam-A domains. SwissProt and
TrEMBL IDs extracted from the July 2009 release of UniProt[5]
were used for integration of all databases. To evaluate pri-
mary interacting DC pairs, 3D crystal structure data from
PDB[1] and iPfam[6] were used. Single domain interactions
were compared to output of Lee’s[12] and Bjoerkholm’s[2]
studies.

2.2 Intra-protein domain cohesion
Intra-protein domain cohesions were computed by obtain-

ing all-confidence values. Jung et al.[10] quantified domain
cohesion using all-confidence values and reported that the
all-confidence values can be used to denote the functional

1DIP: dip.doe-mbi.ucla.edu (Oct. 2008)[15]
IntAct: www.ebi.ac.uk/intact (Aug. 2009)[11]
MINT: mint.bio.uniroma2.it/mint (Jul. 2009)[3]

Figure 1: All-confidence ratio distributions in pri-
mary interacting DCs and non primary interacting
DCs.

collaboration degree of a DC. All-confidence is an extension
of an association learning rule and defined by Eq.1 for a DC
X. It quantifies the relative frequency of co-occurrence of
domains in the whole set of proteins.

all conf(X) =
# of protein(s) containing X

MAX # of protein(s) containing subset of X
.

(1)
Although all-confidence indicated collaboration degree of

DC within a protein, it is not yet clear whether the col-
laboration is related to primary interaction or not. In or-
der to confirm that, we first performed pretests to deter-
mine whether DCs those work together in PPIs tend to have
higher all-confidence values. In our test, all-confidence val-
ues from every DC within the proteins are divided by the
largest all-confidence value of any DC within the same pro-
tein to see an all-confidence ratio of the given DC. Then, we
compared all-confidence ratios of primary interacting DCs
and non-primary interacting DCs. The iPfam database 2 has
information about 2,214 PPIs including physical domain-
domain interaction data. Among them, 269 proteins have
multiple domains that physically bind to other proteins;
these proteins are known to have primary interacting DCs
composed of two or more domains. For the comparison,
only DCs containing two domains were compared. Also,
we used proteins whose primary interacting DC was iden-
tifiable. Finally, the test data has 83 primary interacting
DCs and 279 non-primary interacting DCs extracted from
83 proteins. Figure 1 shows box plots of the distributions of
all-confidence ratios for primary and non-primary interact-
ing DCs. All-confidence ratios of primary interacting DCs
tend to have higher values compared with those from non-
primary interacting DCs. Based on this result, we extend
the all-confidence value to an interacting weight of a DC
pair. Since all-confidence is a potential probability of col-
laboration of each DC in a PPI, we can give a weight to
each DC pair using the all-confidence values. For a DC pair
(pi, qj), the DC pair’s weight (DC pairw) of (pi, qj) in a

2http://ipfam.sanger.ac.uk/
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protein interaction is computed by Eq.2

DC pairw(pi, qj) = (2)

all conf(pi)∑
∀pu∈P all conf(pu)

× all conf(qj)∑
∀qv∈Q all conf(qv)

,

where pi is the i-th DC in the protein P . In Eq.2, the weight
of a DC in a protein is normalized to all other DCs in the
same protein, and the collaboration probability of a DC pair
is obtained by multiplying the normalized weights of the two
DCs in the pair.

2.3 Inter-protein DC coupling
After the computation of intra-protein domain cohesions

are completed, the DC pair’s coupling power (DC paircp),
which is the possibility or strength of a DC pair to be a
primary interaction, is computed. If domains of DC pair
are more cohesive, and the DC pair in a PPI appears more
frequently than others, the coupling power of the DC pair
becomes more powerful. Thus, the DC pair’s coupling power
(DC paircp) is defined by Eq.3.

DC paircp(pi, qj) = (3)

DC pairw(pi, qj)× |PPI(pi, qj)| × Ci,j∑
u,vDC pairw(pu, qv)× |PPI(pu, qv)| × Cu,v

,

,where C = (|pi|+ |qj |−1)3 and |pi| = number of domains in
pi., and PPI(pi, qj) represents all protein pairs which have
DC pair (pi, qj) defined by Eq.4.

PPI(pi, qj) = {< x, y > | < x, y >∈ PPI∧pi ∈ P ∧qj ∈ Q}
(4)

,where PPI is a set of interacting protein pairs, and each
x, y, P and Q represent a protein.
Once the computation of the coupling powers for all of

the DC pairs is completed, we store the obtained values into
a matrix called an interaction significance (IS) matrix. An
M ×M IS matrix is constructed for a set of PPIs with M
number of DCs. Each element of the IS matrix has the value
of the corresponding DC pair’s coupling power. Since many
protein pairs may be associated with a DC pair (i.e. an
element of the IS matrix), we need an equation to compute
a representative value from the multiple DC pairs coupling
powers. The representative value means a contribution of
the DC pair to a given protein interaction. The contribution
for each element, (pi, qj) is computed by Eq.5,

IS(pi, qj) =

∑
(x,y)∈PPI(pi,qj)

DC paircp(pi, qj)

|PPI(pi, qj)|
. (5)

IS(pi, qj) is obtained by taking the average ofDC paircp(pi, qj)
of all protein pairs, PPI(pi, qj).
We prepare two IS matrices for the prediction of PPIs.

One IS matrix is constructed from the set of already-known
PPIs, and the other is constructed from a set of randomly
created protein pairs. We excluded overlaps between two
sets of protein pairs so that the set of randomly created
pairs could be used as a negative learning set. For unknown
protein pair (P,Q), the interaction probability (IP) of an
arbitrary protein pair is computed by Eq.6 from the IS ma-
trices.

IP (P,Q) = 1−
∏
i,j

(1− IS(pi, qj)). (6)

Since we consider that PPIs only occur when there is at
least one effective interaction among the DC pairs of the

proteins, IP (P,Q) is equivalent to the probability that there
is at least one interaction among the DC pairs of protein
P,Q. The probability that there is at least one interaction
among the DC pairs is equal to the result of subtracting
the probability that all DC pairs have no interaction from
1.0. For example, if a protein pair (P,Q) has three DC pairs
and the DC coupling powers of each pair are X1, X2, and
X3 is the probability that there is no interaction. Thus, the
probability IP (P,Q), i.e., the probability that there is at
least one interaction, is 1− (1−X1)(1−X2)(1−X3).

Now we obtain IPinteraction(P,Q) and IPnon interaction(P,Q)
by applying the IP function of a protein pair (P,Q) to ISinteraction

and ISnon interaction. We can predict the interaction prob-
ability of a protein pair (P,Q) with the IP values. In fact,
there are numerous other ways to predict interactions from
IPinteraction(P,Q) and IPnon interaction(P,Q). For exam-
ple, we can simply predict that the protein pair (P,Q) has an
interaction if IPinteraction(P,Q) is greater than IPnon interaction

(P,Q). Regardless of the method, IPinteraction(P,Q) should
be the main parameter and IPnon interaction(P,Q) as a sub-
sidiary parameter. In this paper, we calculated the interac-
tion probability of a protein pair (P,Q) by IPinteraction(P,Q)−
C × IPnon interaction(P,Q), where C represents a constant
value that controls the interaction probability extracted from
two different matrices.

3. RESULTS

3.1 Evaluation of PPI prediction
We measured the sensitivity, specificity and F1 score of

our method in predicting PPIs by including or removing in-
formation about intra-protein domain cohesions. The sensi-
tivity, specificity, and F1 score are calculated by Sensitivity =
TP/(TP+FN), Specificity = (TN)/(TN+FP ), F1 score =
(2TP )/(2TP +FN +FP ), where TP, TN, FP ,and FN de-
note true positives, true negatives, false positives, and false
negatives, respectively.

Five-fold cross validations were used to acquire the mea-
surements. There was minimal variability (about < 2%)
at every measurement, and the learning folds mostly had
similar domains as the those of test fold. Note that a non-
interacting set of protein pairs was artificially generated by
randomly pairing proteins in S. cerevisiae. The overlap be-
tween non-interacting and interacting set was removed man-
ually. The prediction accuracy was measured multiple times
in terms of the number of domains in the protein pair. We
assumed that there was an interaction if the IP value of a
protein pair was higher than 0.0.

Table 1 compares the prediction accuracies of our method
with those that only use information about inter-protein DC
coupling. In the table, intra+ inter refers to the method of
using both intra-protein domain and inter-protein DC cou-
pling information, whereas inter refers to the method of us-
ing only inter-protein DC coupling information for the pre-
diction. The improved accuracy using our new method was
apparent in every category, and the improvement was much
higher when evaluating multiple domains compared with sin-
gle domains. Because the consideration of intra-protein do-
main cohesion is effective only when there are neighboring
domains in a protein, the prediction result should almost be
equivalent to results using conventional methods, except in
cases where multiple domains are found. Thus, the improve-
ment yielded by our new method applies to cases of multiple
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Table 1: DC based PPI prediction result before and after incorporating DC pairw. |dom| denotes the number
of domains of protein pair.

Sensitivity(%) Specificity(%) F1-score
|dom| inter intra+inter diff. inter intra+inter diff. inter intra+inter

Single 2 78.30 79.92 1.62 86.99 86.65 -0.34 0.85 0.86

Multiple

3 75.03 83.50 8.47 83.95 83.13 -0.82 0.82 0.87
4 76.44 83.69 7.25 80.37 80.42 0.06 0.82 0.87
5 77.07 83.33 6.26 79.13 80.26 1.13 0.83 0.87
6 78.29 83.20 4.91 79.40 80.90 1.51 0.85 0.88
7 83.64 85.45 1.82 78.75 76.25 -2.50 0.88 0.89
> 8 90.73 94.04 3.31 82.35 82.35 0.00 0.93 0.95

Single∪Multiple 77.32 82.17 4.84 84.13 83.84 -0.29 0.84 0.87

domains. Among the cases containing multiple domains, the
peak improvement was achieved in cases containing three to
five domains. This result is significant because the number
of protein pairs that contain three to five domains exceeds
90% of the total cases that contain multiple domains.
However, the prediction was made only when the DC pairs

of a protein pair fully or partially overlapped with those in IS
matrices generated in the learning process. Currently, most
of the non-interacting protein pairs (84.17%) were shown not
to have overlapping DCs in the IS matrix. Thus, unlike the
improvement in sensitivity, the improvement in specificity
was marginal.

3.2 Evaluation of primary interacting DC pair
identification

To identify primary interacting DC pairs, we used the
same integrated database that was used as a learning set
for PPI evaluation. After manually removing PPIs that
did not contain Pfam-A domain information, 103,791 PPIs
were finally prepared, thus achieving 54.72% coverage for
all organisms. In this evaluation, PPIs in iPfam 20.0 were
used as the gold standard primary interacting DC pairs. iP-
fam 20.0 announced 3,052 binary physical domain-domain
interactions with PDB structural information from 2,214
PPIs including both intra- and inter-interactions. Since we
removed self-interactions (or intra-interactions) and over-
lapped PPIs from the learning set, only 352 PPIs were used
as the test data. In addition, we manually removed PPIs
missing trained values in the IS matrix because we need at
least one trained DC pair for DC pair identification. Con-
sequently, 253 PPIs with 422 domain-domain interactions
were finally prepared.
We predicted potential primary interacting DC pairs for

the selected 253 PPI test set. To evaluate the accuracy of
the prediction results, we compared Domain Cohesion and
Coupling (DCC) method with two representative models of
statistical and integrative approaches[12, 2]. Lee et al. pro-
vided Bayesian scored domain-domain Interactions (DDI)
from the result of evidence counting and logistic regression.
Bjoerkholm and Sonnhammer constructed a reliable DDI set
by combining nine different resources, and reported better
performance than any other composite resources.
First, we compared the numbers of iPfam interactions

found by these methods. Although our model can find in-
teractions with multiple domains as well as single domains,
we excluded interactions with multiples domains because
other two approaches reported only single domain interac-
tions. As shown in Figure2, by all the three methods, 943

Figure 2: A Venn diagram for the numbers of pre-
dicted domain-domain interactions by Lee et al.,
Bjoerkholm, and Domain Cohesion and Coupling
(DCC) methods.

were found out of 4,023 iPfam interactions, and Bjoerkholm
(686) showed slightly better results than DCC (644) and
Lee(465). There was a significant overlap in the results of
Lee. and Bjoerkholm, whereas DCC found 206 interactions
not found by them. It also detected 438 interactions already
found by them. This result reveals that any DDI prediction
method can hardly outperform others, and these methods
can be used as a compensation for other methods.

During the validation process, the DC pairs that were de-
tected in the interacting set of protein pairs were often shown
to have conserved and fixed patterns. The non-interacting
set of protein pairs generated by randomly pairing proteins
seldom overlapped with the DC pair patterns of the learning
sets, and thus they usually had lower IP values. We are con-
fident that DC paircp provides key information to predict
protein interactions, and to identify the primary interacting
DC pairs. Protein Domain Interaction (DOMINE)[14] pro-
vides DDI information with confidence levels such as gold
standard (GS), high (HC), medium (MC), and low (LC).
About 49.3% of the predicted primary DC pairs can be found
in DOMINE. Both gold standard and high confidence DC
pairs showed a tendency to have higher DC coupling powers
and median values compared with other cases (Figure3).

4. CONCLUSION
In this paper, we developed a computational model to pre-
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Figure 3: DOMINE classification of predicted pri-
mary domain combination pairs coupling power.

dict PPIs and to identify primary interacting DC pairs us-
ing intra-protein domain cohesion and inter-protein DC pair
coupling information. The benefits of utilizing new model
are as follows. First, we can improve the prediction accu-
racy of PPI. Specifically, the improvement is more apparent
in multi domain collaborated PPI prediction. Second, the
new model is useful in providing supplementary information
about PPIs such as the primary interacting DC pairs. This
information is useful for further studies of PPIs such as anal-
ysis of protein structures at the residue level. We attempted
to find more evidence of predicted primary interacting DC
pairs from 3D crystal structure database, however, only a
small portion of our prediction result was confirmed. It is
still unclear whether this is the result of using insufficient
numbers of PPIs and domain data in the learning set. Fur-
ther studies are required to address this issue.
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ABSTRACT 1. INTRODUCTION Human immunodeficiency virus type 1 (HIV-1) targets for 
infection host cells that express both the CD4 surface membrane 
receptor, which binds the viral envelope glycoprotein gp120, as 
well as either the CCR5 (R5) or CXCR4 (X4) chemokine 
coreceptor, which principally interact with the V3 loop region of 
gp120. Coreceptor selectivity, or tropism, is dependent upon the 
sequence patterns encoding HIV-1 viral strains, and there are 
medications currently on the market and in development designed 
to bind and inhibit each coreceptor. Since determination of HIV-1 
coreceptor usage must be undertaken prior to administering such a 
drug, and given the costly and time-consuming nature of 
experimental assays in this regard, there is now considerable 
interest in direct application of machine learning algorithms for 
classifying HIV-1 coreceptor usage based on the V3 loop region 
of gp120. Here for the first time, a number of n-grams 
(subsequences formed by a sliding window of size n) approaches 
are described for representing as feature vectors two large datasets 
of V3 loop peptide sequences obtained from HIV-1 viruses with 
known coreceptor usage, and the random forest algorithm is 
implemented for classification. These datasets were previously 
retrieved and used to develop combined sequence-structure based 
classifiers as well as sequence based string kernel classifiers, 
respectively. A comparison of the accuracy reported for those 
complex classifiers with the performance achieved here using 
relatively simpler and more computationally efficient n-grams 
reveals significant advantages while highlighting limitations.   

For well over a decade, strategies for treating human 
immunodeficiency virus type 1 (HIV-1) infection have succeeded 
in extending the lives of patients in highly developed countries, 
for many turning a once terminal illness into a chronic but 
manageable condition [3, 24]. Treatment regimens require strict 
adherence in taking a combination of medications that inhibit two 
or more HIV-1 proteins essential to the viral replication cycle, 
with the earliest drugs targeting the protease and reverse 
transcriptase enzymes [11]. Newer generations of these 
medications continue to be the standard bearers; however, there 
are now drugs on the market and currently in development that 
target other critical HIV-1 proteins, including inhibitors of the 
integrase enzyme as well as gp41, an envelope glycoprotein 
responsible for fusion of the viral and target cell membranes 
thereby allowing entry of the viral core into the host cell [9, 21]. 
In this HIV-1 entry process, fusion is secondary to binding of the 
HIV-1 gp120 envelope glycoprotein by the CD4 receptor and a 
chemokine coreceptor, both located on the target cell membrane. 

Alternative strains of HIV-1 are capable of utilizing either the 
CCR5 (R5) or CXCR4 (X4) coreceptors; R5-using viruses 
predominate in newly infected patients, while X4 strains appear in 
nearly half of these individuals during later stages of infection 
distinctly marked by accelerated immunodeficiency and 
progression toward an AIDS diagnosis [33]. There also exist HIV-
1 viral strains referred to as R5X4 or DM (dual- or mixed-tropic) 
that are capable of utilizing both coreceptors. The R5 and X4 
coreceptors interact with hypervariable regions of gp120, in 
particular with the third hypervariable region (V3 loop) of gp120 
to the greatest extent, thereby modulating the observed 
phenotypic changes via the accumulation of mutations in these 
regions [13]. The V3 loop region of gp120 extends away from the 
protein core and consists of 35 amino acids with a disulfide bond 
formed by cysteine residues at the N- and C- termini; observed 
V3 loop mutations sequenced from patients include residue 
replacements as well as indels (amino acid insertions and/or 
deletions). There are competing theories as to whether the switch 
in coreceptor affinity is independently driven by changes in either 
the V3 loop sequence or the associated structural changes, or if 
coreceptor selectivity is based on a dual contribution by both V3 
loop sequence and conformational alterations [26, 27, 30]. 
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The U.S. Food and Drug Administration (FDA) approved the R5 
inhibitor drug Maraviroc in August 2007 [12], and there are other 
coreceptor antagonists in various stages of development [18, 31]. 
In order to benefit patients while preventing unnecessary 
toxicities, proper administration of such medications require that 
the coreceptor usage of patient-derived HIV-1 isolates initially be 
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identified. Experimental phenotype assays are now available to 
accomplish this task [23]; however, since they are costly and can 
take weeks to complete, interest has turned to the development of 
predictive models for determining coreceptor usage based on 
patient HIV-1 gp120 V3 loop sequences obtained through 
relatively rapid and inexpensive genotype tests. 

Research into the development of predictive tools for coreceptor 
usage began well prior to the availability of phenotype assays. 
The earliest and simplest method, known as the charge rule, 
identifies an HIV-1 strain as X4 capable with good specificity but 
relatively poor sensitivity based upon the presence of positively 
charged residues at gp120 V3 loop positions 11 and/or 25 [7, 15, 
22]. Additional elementary approaches that highlight the 
importance of other V3 loop positions make use of position-
specific scoring matrix (PSSM) techniques [13, 14, 28]. Finally, a 
number of predictive models have been developed based on the 
implementation of various supervised classification machine 
learning algorithms in conjunction with V3 loop sequence- and/or 
structure-based descriptors: neural network [22, 28], decision tree 
[19, 20, 28], support vector machine [19, 20, 25, 28], and random 
forest [17, 20]. It has been reported that prediction performance 
improves significantly when V3 loop structural information is 
combined with sequence-based attributes [17, 25]. 

Here we report for the first time on the rigorous application of n-
grams for generating feature vector representations of HIV-1 
gp120 V3 loop sequences, which are subsequently used for 
training random forest classifiers of HIV-1 coreceptor usage. The 
n-grams of a sequence consist of all subsequences of n 
consecutive characters formed by a sliding window of size n. In 
addition to their well-known uses in the statistical language-
independent analysis of text [5], n-grams have been applied 
specifically to proteins with respect to function prediction [8]; 
secondary structure prediction [29]; motif, family, and 
superfamily classification [4, 16, 32]; and identification of 
domain-domain interactions [34], to name a few. Previously, the 
only other remotely related application of n-grams to HIV-1 
coreceptor usage prediction consisted of a rudimentary method by 
Masso and Vaisman involving 4-tuples for representing V3 loop 
sequences, so that a comparison could be drawn against their 
combined sequence-structure based method [17]. Investigations 
here focus on varying the n-gram sliding window size parameter 
(2 ≤ n ≤ 4) as well as the size of the amino acid alphabet (20-letter 
versus 6-letter). Additionally, the utility of both n-gram relative 
frequencies as well as their counts are explored, with the former 
representing a classical statistical approach to analyzing n-grams 
and the latter providing a method with which to admit sequences 
of varying lengths due to indels. Two large datasets of gp120 V3 
loop sequences obtained from HIV-1 viruses with known 
coreceptor usage, each previously retrieved by separate research 
groups and analyzed using the combined sequence-structure based 
approach of Masso and Vaisman [17] and the sequence-based 
string kernel method of Boisvert et al. [1], respectively, are 
evaluated here using relatively simpler and more computationally 
efficient n-grams approaches for comparison. 

2. MATERIALS AND METHODS 
2.1 Datasets 
Two datasets of gp120 V3 loop sequences, obtained from patient 
HIV-1 viruses with known coreceptor usage, are utilized for this 
study. Independently by Masso and Vaisman [17] and Boisvert et 

al. [1], each set was previously retrieved from the HIV Sequence 
Database at Los Alamos National Laboratory (LANL, 
http://www.hiv.lanl.gov/content/sequence/HIV/mainpage.html), 
an annotated repository of worldwide HIV sequence data, in order 
to develop predictive models of coreceptor usage. Masso and 
Vaisman initially collected from the LANL database 3986 gp120 
V3 loop sequences with annotated coreceptor phenotypes 
spanning all HIV-1 subtypes, which were obtained over the 
sampling years 1983 – 2006 from both treatment naïve and 
experienced patients enrolled in clinical trials in 39 countries. 
Coreceptor classes are identified as strictly R5-utilizing (labeled 
R5) and X4-capable (strictly X4-utilizing combined with dual-
capable R5X4 sequences, with both types labeled DM). 
Limitations of their approach require that admissible sequences be 
distinct and each consist of precisely 35 amino acids (no indels) 
using only the standard 20-letter protein alphabet. Hence the final 
dataset used in their study and investigated here consists of 1193 
distinct V3 loop sequences (989 R5 and 204 DM).  

The approach used by Boisvert et al., while similarly excluding 
sequences with ambiguities and non-standard amino acids, is 
however capable of handling V3 loop sequences of varying 
lengths due to indels. As a result, they utilize a larger dataset 
retrieved from the LANL database, consisting of 2850 gp120 V3 
loop sequences spanning all HIV-1 subtypes. Importantly, 
Boisvert et al. do not filter the dataset so as to admit only distinct 
sequences, and there are occurrences of contradictions (multiple 
entries of the same V3 loop sequence with different coreceptor 
usage annotation). The dataset is evenly split into two subsets 
(train and test) each containing 1425 sequences, one for model 
training and the other for testing, such that coreceptor usage class 
distributions are approximately the same in both subsets. Three 
classification tasks are considered in their analysis: R5-capable 
(i.e., strictly R5-utilizing and R5X4 combined) versus strictly X4-
utilizing; X4-capable (i.e., strictly X4-utilizing and R5X4 
combined) versus strictly R5-utilizing; and R5X4 versus others 
(i.e., strictly R5-utilizing and strictly X4-utilizing combined). 

2.2 n-Grams Representations of V3 loops  
Two fundamental approaches, referred to as the frequency and 
counts methods, are implemented in this study. The frequency 
method begins by using a sliding window of size n on every V3 
loop sequence in the dataset to identify all subsequences of n 
consecutive amino acid residues. Using a standard 20-letter 
protein alphabet, 20n distinct types of n-grams can theoretically be 
enumerated, a majority of which would likely not be observed in 
the dataset given the degree of V3 sequence similarity; 
alternatively, the V3 loop sequences can be rewritten using a 
reduced 6-letter alphabet, by grouping the amino acids as 
{(A,S,T,G,P), (V,L,I,M), (D,E,N,Q), (R,K,H), (F,W,Y), and (C)} 
based on similarities in physicochemical properties [6], yielding a 
total possibility of 6n distinct n-gram types. Dividing the total 
number of occurrences of a particular type of n-gram in the entire 
dataset (i.e., its absolute frequency) by the total number of all n-
grams in the entire dataset yields the relative frequency of the n-
gram. These relative frequencies are used in turn as the 
components for feature vectors representing the V3 loop 
sequences in the dataset. For example with n = 4, the 35-residue 
V3 loop sequences in the Masso and Vaisman dataset each yield 
32 ordered n-grams, and enumeration of the collective set of n-
grams generated from all V3 sequences in the dataset yields a 
relative frequency for each distinct type of n-gram; subsequently, 
each V3 loop sequence in the dataset is then represented as a 
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feature vector of 32 ordered relative frequency components 
corresponding to the n-grams in the sequence. 
Since the V3 loop sequences in the Boisvert et al. datasets are of 
varying lengths, the frequency method described above is not 
directly applicable. Instead, each sequence is represented as a 
feature vector of 20n (or 6n) ordered components, each 
representing a distinct type of n-gram, whose values each count 
the number of occurrences (i.e., the absolute frequency) of the 
corresponding n-gram in that particular sequence. Using this 
counts method, feature vectors of the V3 loop sequences in the 
dataset all have the same number of components, and the sum of 
the component values of a particular feature vector corresponds to 
the number of n-grams obtained from the associated sequence 
based on its length. 

2.3 Random Forest Classification and 
Evaluation of Performance  
The random forest (RF) algorithm implementation available with 
the Weka suite of machine learning tools is used for this study 
[10]. Bootstrapping is fundamental to the RF algorithm, whereby 
a bootstrap dataset of size N is obtained by selecting with 
replacement N sequences from the original set. The RF algorithm 
generates multiple bootstrap datasets of size N from the original 
set, and each bootstrap dataset is used to train an unpruned 
classification tree; predictions are subsequently obtained from the 
ensemble of trees via majority vote, through a process referred to 
as bagging (bootstrap aggregating) [2]. Additionally, the RF 
algorithm randomly selects a small fixed size subset of the feature 
vector components to split at every node encountered in each of 
the growing trees, where the subset size is dependent on the 
length of feature vectors in the training set. These combined 
aspects of the RF algorithm allow it to generally perform better 
than most other supervised classification methods, and regardless 
of the number of trees selected for the forest, the algorithm does 
not suffer from overfitting [2]. For this study, all RF 
implementations are based on generating 10 bootstrap datasets 
each of the same size as the original set; and, since several 
different n-grams approaches are investigated, the number of 
random features for splitting at each tree node varies within the 6 
– 9 range. Finally, due to the imbalance of the R5 and DM subset 
sizes in the Masso and Vaisman [17] dataset, cost-sensitivity is 
applied in conjunction with RF learning in order to optimize the 
performance for both classes. In particular, the cost of 
misclassifying a DM-annotated V3 loop during training is 
weighted four times as heavily as that of an R5 sequence. 
In order to make direct comparisons between the RF classifiers 
based on n-grams approaches and those developed by Masso and 
Vaisman [17] and Boisvert et al. [1] with their respective datasets, 
the following testing approaches are implemented. For the Masso 
and Vaisman dataset, prediction results are obtained based on 
stratified 10-fold cross-validation (10-fold CV), leave-one-out 
cross-validation (LOOCV), and stratified random dataset split 
(66% for model training, remaining 34% for prediction). In 
particular, results reported for 10-fold CV and 66/34 split testing 
methods are based on averages over ten independent runs, while 
the deterministic nature of LOOCV precludes more than one 
iteration. Boisvert et al. provide two datasets, one for model 
training and another as an independent test set for obtaining 
model prediction results (analogous to a 50/50 stratified random 
dataset split). Prediction results are reported here for using the 
datasets as labeled, for inverting the dataset roles (test set used for 
model training, and training set used for testing), and for 

calculating resubstitution errors (training set used both for model 
training and for subsequent testing, and similarly for the test set). 

3. RESULTS 
3.1 n-Grams Classification with the Masso 
and Vaisman Dataset 
Prediction performance is gauged using the following metrics. 
Letting P and N respectively refer to the DM and R5 classes,  

ACC = accuracy = (TP + TN) / (TP + FP + TN + FN) 

yields the overall prediction success rate or accuracy, where TP 
(TN) refer to the number of correct DM (R5) predictions and FN 
(FP) are the number of respective misclassifications. Additionally, 
greater insights are achieved with the following measures: 
balanced error rate (BER) and balanced accuracy rate (BAR), 
calculated as  

BER = 0.5 × [FN / (FN + TP) + FP / (FP + TN)] 

and BAR = 1 – BER; Matthew’s correlation coefficient, given by 

FP)  FN)(TN  TN(FP)  FN)(TP  TP(
FN  FP  TN  TP  MCC

++++
××

=
- ; 

and area (AUC) under the receiver operating characteristic (ROC) 
curve, a plot of the true positive rate (sensitivity) versus the false 
positive rate (1 – specificity), where  

sensitivity = Se(DM) = TP / (TP + FN) 

and  

specificity = Sp(DM) = TN / (TN + FP). 

An AUC of 1.0 is indicative of a perfect classifier, while values 
that drop to near 0.5 suggest random guessing. Finally, positive 
predictive value (i.e., precision) is defined as  

PPV(DM) = TP / (TP + FP). 

The V3 loop sequences that constitute the Masso and Vaisman 
dataset are represented as feature vectors for random forest (RF) 
classification using a variety of approaches. First, with the V3 
loop sequences written out using a standard 20-letter amino acid 
alphabet, the frequency approach (Materials and Methods) is 
applied to generate datasets of 32-dimensional (32D), 33D, and 
34D feature vectors based respectively on the use of 4-grams (204 
= 160,000 distinct possibilities), 3-grams (203 = 8,000), and 2-
grams (202 = 400). Next, V3 loop sequences are rewritten using a 
6-letter reduced alphabet (Materials and Methods), and the 
frequency approach is used in conjunction with 2-grams. Finally, 
the counts method is also applied to the latter 6-letter, 2-grams 
approach for comparison. RF classification results based on the 
use of these five feature vector datasets representing the V3 loop 
sequences are presented in Table 1. 

While it appears that all three applications of the frequency 
method with a 20-letter alphabet perform similarly regardless of 
n-gram size, the results reflect (at least for the 2-gram case) that a 
20-letter alphabet is preferable to a reduction to 6 letters, and that 
the frequency method outperforms one based on counts. Also 
reported at the bottom of Table 1 are two sets of RF classification 
results presented by Masso and Vaisman [17]: one set is based on 
their own combined sequence-structure method, and the other 
represents previously published work by Prosperi et al. [20] on a
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 Table 1. RF classification performance (Masso and Vaisman dataset) 

Testing Method ACC Se(DM) Sp(DM) PPV(DM) AUC MCC BER 
 4-grams, 20-letter alphabet, relative frequencies 
LOOCV 0.89 0.80 0.92 0.71 0.91 0.68 0.14 
10-fold CV 0.89 0.80 0.92 0.72 0.91 0.69 0.14 
66/34 split 0.89 0.79 0.92 0.72 0.92 0.69 0.14 
 3-grams, 20-letter alphabet, relative frequencies 
LOOCV 0.89 0.80 0.92 0.71 0.91 0.69 0.14 
10-fold CV 0.89 0.80 0.92 0.70 0.91 0.68 0.14 
66/34 split 0.90 0.81 0.92 0.72 0.91 0.70 0.14 
 2-grams, 20-letter alphabet, relative frequencies 
LOOCV 0.90 0.80 0.92 0.72 0.91 0.69 0.14 
10-fold CV 0.89 0.79 0.92 0.71 0.91 0.68 0.15 
66/34 split 0.89 0.80 0.91 0.70 0.91 0.68 0.14 
 2-grams, 6-letter alphabet, relative frequencies 
LOOCV 0.90 0.79 0.92 0.73 0.90 0.69 0.14 
10-fold CV 0.89 0.78 0.91 0.69 0.90 0.66 0.16 
66/34 split 0.88 0.78 0.91 0.69 0.90 0.66 0.16 
 2-grams, 6-letter alphabet, counts 
LOOCV 0.88 0.75 0.92 0.70 0.88 0.65 0.17 
10-fold CV 0.88 0.74 0.91 0.67 0.88 0.63 0.18 
66/34 split 0.87 0.74 0.91 0.67 0.88 0.63 0.18 
Prosperi et al. [20] Sequence based 
10-fold CV 0.88 0.63 ----- ----- 0.88 ----- ----- 
Masso and Vaisman [17] Sequence and structure based 
LOOCV 0.96 0.82 0.99 0.95 0.97 0.86 0.09 
10-fold CV 0.96 0.82 0.99 0.95 0.97 0.87 0.09 
66/34 split 0.96 0.84 0.99 0.94 0.97 0.87 0.08 

All 10-fold CV and 66/34 split results represent mean values obtained from 10 independent runs. 

 
sequence-only based approach (using a V3 loop sequence dataset 
similarly retrieved from the LANL HIV Sequence Database) that 
they included for comparison. Clearly, the addition of structure-
based attributes leads to performance measures that the best 
sequence-only n-grams approaches cannot attain; however, 
considering only Se(DM) and the fact that its value in particular is 
reported to limit overall model reliability [15], all of our methods 
well outperform that of Prosperi et al. and that of a basic 4-tuple 
sequence-only approach Masso and Vaisman used for comparison 
in their study (Se(DM) values reported in the 0.70 – 0.73 range). 

Next, the following experiments are conducted to learn whether 
indeed any differences based on n-gram size exist when the 
frequency method is implemented with a 20-letter alphabet. 
Beginning with 4-grams, two vectors are generated each of 
dimension 204 = 160,000, whose values at two corresponding 
components reflect the relative frequencies of occurrence for a 
particular 4-gram, calculated separately for the R5 and DM 
subsets of V3 loop sequences in the dataset. Using elementary 
linear algebra, the normalized dot product of these two 4-gram 
relative frequency vectors yields the cosine of the angle between 
them and a measure of (dis)similarity. In the cases of 3-grams and 
2-grams, the vector pairs consist of 8000 and 400 components, 
respectively. The results for 4-grams (dot product = 0.88192, 

28.13º angle), 3-grams (dot product = 0.91160, 24.27º angle), and 
2-grams (dot product = 0.95113, 17.99º angle) reflect that an 
increase in n-gram size yields improved discrimination between 
the R5 and DM classes. However, this does not translate into 
higher RF classification performance measures (Table 1) since a 
single n-gram relative frequency vector, obtained using the full 
dataset of R5 and DM sequences combined, is used for generating 
the feature vectors of the V3 loop sequences. 

Lastly, an example of the statistical significance of RF 
classification is presented, based on representing the V3 loop 
sequences using the frequency method applied to 4-grams and a 
20-letter alphabet. Application of 10-fold CV testing to this 
dataset yields performance values of BAR = 0.86 and MCC = 
0.69. Next, the R5 and DM class labels annotating their respective 
V3 loop sequences are randomly shuffled, 10-fold CV testing is 
applied to this “shuffled classes” dataset in order to obtain BAR 
and MCC values, and the process is repeated one-thousand times 
in order to generate BAR and MCC permutation distributions 
(Figure 1). These BAR and MCC distributions are narrowly 
centered about 0.5 and zero, respectively (BAR = 0.50 ± 0.02, 
MCC = 0.00 ± 0.03), with no BAR and MCC values approaching 
their counterparts based on the original class label arrangement, 
so that the p-value for predictive power equals 0.001. 
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Figure1. Statistical significance of RF classification. 

 
 
 
 
 
 
 
 
 
 
 
 

3.2 n-Grams Classification with the Boisvert 
et al. datasets 
Since V3 sequences of varying lengths exist in the two sets (train 
and test), only the counts method is applied. In particular, 2-grams 
and 3-grams counts are used in conjunction with sequences based 
on a 6-letter amino acid alphabet, and 2-grams counts are used 
with the standard 20-letter alphabet. These three approaches 
respectively convert the V3 loop sequences in each set into 
feature vectors consisting of 62 = 36, 63 = 216, and 202 = 400 
components, and each set is represented in three ways. Regardless 
of approach, each component of a feature vector represents a 
particular type of n-gram, and its value is a count of the number 
of occurrences of that n-gram in the given sequence. Our results 
are based on RF model training with feature vectors of one set, 
and model evaluation with either feature vectors of the other set 
(Prediction) or the same set used for training (Resubstitution). 

Using a 6-letter protein alphabet, comparable RF classification 
measures are obtained when the counts method is applied to 2-
grams and 3-grams (data not shown). A modest improvement is 
evident when the counts method is applied with a standard 20-
letter alphabet and the use of 2-grams (Table 2), and our 
performance is competitive with that of the best string kernel 
method (“distant segments kernel”; results reproduced in 
parentheses in Table 2) described in Boisvert et al. [1]. Given 
contradictions within each of the two sets, Boisvert et al. report 
that no classifier is capable of performing better than a perfect 
deterministic classifier (one returning the most frequently 
occurring class label for a sequence). For the test set in particular, 
maximum accuracies (ACC) achievable are reported there as 
0.9915, 0.9866, and 0.9796 respectively for R5, X4 and R5X4 
classification; and the fact that our resubstitution accuracies on 
the test set (Table 2) are nearly equal to these maximums 
indicates that our classifier possesses significant discriminative 
power. 

Finally, examples of the statistical significance of these RF 
classifiers are detailed, based on applying 10-fold CV to one of 
the sets (train) and generating permutation distributions for BAR 
and MCC as described in the previous section. In particular, R5, 
X4, and R5X4 classification tasks are implemented on the dataset 
represented respectively via the 2-gram/6-letter (BAR = 0.884, 
MCC = 0.807), 3-gram/6-letter (BAR = 0.902, MCC = 0.839), 
and 2-gram/20-letter (BAR = 0.795, MCC = 0.682) approaches. 
All BAR and MCC permutation distributions (generated via 1000 
random class shuffles) are narrowly centered about 0.5 and zero, 
respectively (figures not shown); hence, the p-values for 
predictive power are equal to 0.001 in each case. 

 

Table 2: RF classification performance (Boisvert et al. datasets) 

2-grams/20-letter Model Building Set/Evaluation Set 
Prediction Train/Test Test/Train 
Coreceptor Usage ACC Sp Se AUC ACC Sp Se AUC 
R5 0.971 0.867 0.991 0.983 0.977 0.865 0.995 0.973 
 (0.9635) (0.8355) (0.9875) (0.9895)     
X4 0.947 0.979 0.867 0.976 0.953 0.987 0.859 0.970 
 (0.9480) (0.9756) (0.8768) (0.9625)     
R5X4 0.947 0.988 0.647 0.954 0.945 0.982 0.686 0.934 
 (0.9515) (0.9920) (0.6589) (0.9097)     
Resubstitution Train/Train Test/Test 
Coreceptor Usage ACC Sp Se AUC ACC Sp Se AUC 
R5 0.993 0.975 0.996 1.000 0.990 0.978 0.993 0.999 
     (0.9845) (0.9288) (0.9950) (0.9917) 
X4 0.987 0.999 0.955 0.999 0.985 0.991 0.970 0.999 
     (0.9866) (0.9970) (0.9597) (0.9829) 
R5X4 0.981 0.995 0.880 0.997 0.979 0.993 0.879 0.997 
     (0.9796) (0.9968) (0.8554) (0.9627) 

Numbers in parentheses refer to results reported in Boisvert et al. [1].
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ABSTRACT
We present Formatt, a multiple structure alignment pro-
gram based on the Matt purely geometric multiple struc-
tural alignment program, that also takes into account se-
quence similarity when constructing alignments. We show
that Formatt is superior to Matt in alignment quality based
on objective measures (most notably Staccato sequence and
structure scores) while preserving the same advantages in
core length and RMSD that Matt has as a flexible structure
aligner, as compared to other multiple structure alignment
programs on popular benchmark datasets. Applications in-
clude producing better training data for threading methods.

1. INTRODUCTION
A classical problem in computational biology is to con-

struct structural alignments of multiple homologous pro-
teins. Typically, both the protein sequence and its 3D struc-
ture are available to a structural alignment program. The
structural alignment program typically produces both a rigid
body transformation that aligns the structures in space, plus
a sequence alignment derived from that structural alignment
that proposes homologous residue-residue correspondences.
For a recent survey of the best current structural alignment
programs available, see [4]. In the absence of hand-curated
gold-standard benchmarks, the quality of protein structure
alignment is usually measured based on purely geometric
measures: some function of the number of residues declared
to be alignable, together with an average RMSD score for
aligned residues, plus perhaps a penalty for gaps. Similarly,
most of the best structural alignment programs in use to-
day begin by ignoring all sequence information, and working
only with the geometric location of the Cα atoms of the pro-
tein backbones. It seems that this extra information could
be used to improve protein structural alignment. However,
a meaningful way to incorporate sequence information into
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structural alignment algorithms in order to improve their
performance has remained elusive.

One of the reasons it has not been clear how best to incor-
porate sequence information into structural alignment pro-
grams is that it is unclear what the goal is, or rather, the
goal might be problem-dependent. When a sequence align-
ment and a structure alignment of two protein sequences
give different answers, which one is correct? If the correct
alignment is defined solely based on the geometric location
of the Cα atoms of the protein backbones, then this align-
ment can always be computed without ever looking at the
protein sequences. At the opposite end of the spectrum,
we could imagine a “true” correct alignment to be one that
aligns residues that have evolved from residues in a common
ancestor protein. Ignoring the fact that constructing a gold-
standard benchmark to test alignment algorithms according
to this standard would be impossible without time travel,
such an alignment might result in aligned regions with very
little geometric similarity. Should these regions still be con-
sidered alignable?

Several researchers have developed algorithms, including
3DCoffee [15], PROMALS3D [17], and SALIGN [9], that
consider both sequence and structure when constructing pro-
tein alignments. As has been demonstrated by Kim and
Lee [6], structure-based methods produce better sequence
alignments than methods based on sequence information
alone. These algorithms have all, to some extent, had to
address the question of what their hybrid algorithm consid-
ers a “correct” alignment. However, with the notable ex-
ception of SALIGN (see below) most of these papers try to
use structural information to improve sequence alignments,
whereas the goal of this paper is to use sequence information
to improve structural alignments. Even though the “cor-
rect” alignment in both scenarios is presumably the same,
these are two very different problems, because the natural
assumptions on the inputs to the two problems are com-
pletely different: i.e., sequence alignment programs cannot
assume structural information is available for all proteins.

Instead of asking if (partial) structural information can
help sequence alignment algorithms, this paper instead fo-
cuses on what we believe is a substantially easier compu-
tational problem: we ask if sequence information can help
structural alignment algorithms in the typical setting where
purely structural alignment algorithms are employed, specif-
ically when 3D structural information is available for all
the proteins in the set. We suspected it would help, be-
cause anecdotally, for even the best structural alignment
programs, we knew there were always cases where it seemed
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(a) Matt structural alignment (b) Formatt structural alignment

(c) Matt sequence alignment (d) Formatt sequence alignment

Figure 1: Example of Formatt’s frame-offset repair on a subset (residues 37-50 of chain A of PDB ID 1c9f,
and residues 64-76 of chain A of PDB ID 1d4b) of the HOMSTRAD “CIDE-N” group. In both sequence and
structural alignments, difference between Matt and Formatt are shown in orange and green; red and blue
regions are α and β structures aligned identically by Matt and Formatt. Note that the Formatt alignment
has fewer non-core residues (three) than Matt (five).

a human being could hand-“correct”the alignment into some-
thing that made more sense from a sequence point of view,
with little or no loss in geometric fidelity. The kinds of errors
produced by structure alignment programs that do not take
sequence into account can be illustrated by an example pair
of proteins, aligned by our group’s own structure alignment
program, Matt [10]. Figure 1 illustrates how the structural
alignments produced are quite similar, but the Formatt se-
quence alignment has fewer gaps, and thus fewer non-core
residues (three) than Matt (five). Note that while we have
chosen to show a bad alignment produced by our Matt pro-
gram, all the other purely structural alignment algorithms
that we have tested will sometimes produce similar types of
errors.

To avoid these offset problems, we modify Matt to “peek”
at the sequence in order to correct this type of register er-
ror. In particular, we introduce “Formatt” which stands for
“Frame Offset Repair Matt” which uses the same geomet-
ric information that Matt uses to decide what regions of
the protein should be considered alignable. Formatt allows
Matt to construct its bent alignment, which breaks a pro-
tein up into small tightly aligned blocks, between which are
regions where Matt would greedily align the backbone be-
tween blocks (the Matt “extension phase”) using solely ge-
ometric criteria. Formatt, by contrast, considers both ge-
ometric and sequence similarity criteria in choosing which
residues to align in these regions.

Note that our Matt structural aligner is specifically opti-
mized for more distant homology [1] and as we find again in
this paper, classical aligners may perform better on highly
homologous sequences. However, the hope is the Formatt
correction will improve Matt performance on closely homol-
ogous sequences while preserving Matt’s performance ad-
vantage on remote homologs. We show below that this is
indeed the case.

We test the performance of Formatt against the original
Matt [10], against Mustang [7], another well-known multi-
ple structure alignment program, and against SALIGN [9],

which like Formatt incorporates sequence information into a
structural alignment. We also considered 3DCoffee [14] and
Promals3D [17] but found they were not competitive even on
the closely-aligned structures in the popular HOMSTRAD
benchmark. Of course, as remarked above, to be fair to
3DCoffee and Promals3D, they can also produce alignments
(which Formatt cannot) when structural information is only
available for a subset of the protein sequences to be aligned,
and were not optimized for the full-information structural
alignment problem.

The metrics under which we tested performance on HOM-
STRAD include the correct gold-standard reference align-
ments (which were curated by hand). On the SABMark
“Twilight Zone” benchmark [22], which we chose to cap-
ture the alignment of more remotely homologous proteins,
there is no gold-standard reference, and so another measure
of alignment quality must be devised. We show that For-
matt alignments are superior to Matt alignments according
to a purely objective measure that does not require a refer-
ence alignment; namely, the “Staccato” scores as introduced
by Shatsky, Nussinov and Wolfson [20]. While Mustang
and SALIGN both produce reasonable HOMSTRAD align-
ments, and in fact their HOMSTRAD alignments match
the reference alignments slightly better than either Matt or
Formatt, neither Mustang nor SALIGN produce SABMark
alignments with reasonable RMSD, in contrast to both For-
matt and Matt.

Formatt source code is freely available for download under
the Gnu Public License at http://bcb.cs.tufts.edu/formatt
where we also make available HOMSTRAD and SABMark
benchmark reference alignments aligned by Formatt.

2. METHODS

2.1 Matt
The Matt structural aligner [10] belongs to the class of

fragment-pair chaining method aligners. Matt finds blocks
of between 5 and 9 amino acids in each chain participat-
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ing in a multiple alignment that share close spatial align-
ment, without regard to the fact that the regions between
these blocks may include impossible bends, translations, or
twists. Matt then extends these aligned blocks, adding adja-
cent amino acids that do not diverge greatly in spatial align-
ment. Thus, Matt aligns protein sequences based on root
mean square distance (RMSD). Matt solves a bi-criterion
optimization problem, balancing the length of the aligned
cores with the minimization of RMSD. This balance was
achieved by finding a linear combination of RMSD and core
length that optimally separated SABMark [22] positive from
decoy chains at the superfamily level of homology.

2.2 Improving upon Matt
The chief limitation of Matt’s approach is that the re-

gions in between the original, closely-aligned, 5-9 amino acid
blocks are still aligned purely according to this balance be-
tween core length and RMSD, and thus the final alignment
may choose arbitrarily between different possible alignments
of similar RMSD values. This can lead to otherwise obvious
sequence similarities being discarded due to negligible dif-
ferences in RMSD. By preserving sequence information, and
allowing the input from a pure sequence alignment tool to
influence the final alignment, we aim to improve the align-
ments of these regions between closely-aligned blocks.

Formatt produces an initial “bent” alignment of 5-9 amino
acid blocks, identically to Matt. It then extends each aligned
block as follows: given a region of up to 20 residues between
blocks, we measure the optimal RMSD of the region for all
possible alignments of this inter-block region. If this RMSD
is less than Matt’s original spatial alignment threshold (5

Å), a sequence aligner is run instead and the resulting mul-
tiple sequence alignment is used for the inter-block region
(we currently use MUSCLE [3], but any multiple sequence
alignment application could be used). If the RMSD of this

inter-block region is greater than 5 Å, or the region is longer
than 20 residues, the region is aligned greedily based on
RMSD.

The choice of window size to pass to the sequence aligner
determines when sequence rather than RMSD-based struc-
ture alignment is used for inter-block regions. Inter-block re-
gions longer than the window size are greedily aligned based
purely on RMSD. We present results for window size choices
of 5, 10, 15, and 20 residues.

2.3 Validation
In order to quantitatively assess Formatt’s performance,

we evaluate it against two well-known benchmark sets, HOM-
STRAD [12] and SABMark [22].

The HOMSTRAD multiple-alignment benchmark consists
of a manually curated set of 1,028 alignments, each of which
contains between two and 41 structures. We primarily test
on the 398 HOMSTRAD alignments with more than two
structures in the alignment (that is, HOMSTRAD sets with
between three and 41 structures that necessitate a multiple
rather than a pairwise structure alignment program). For
HOMSTRAD alignments, we can assume the manually cu-
rated alignment form a gold-standard set of “correct” align-
ments.

The SABMark benchmark is divided into superfamily and
“Twilight Zone” benchmark datasets, each of which contains
subsets of 3 to 25 remotely homologous protein structures.
We test Formatt and its competitors on the 209 subsets in

the “Twilight Zone” set. Note that for these more distant
homologs, we do not have a gold-standard set of “correct”
alignments, and must determine alignment quality by objec-
tive means, such as core length, average pairwise RMSD, as
well as the Staccato scores, as introduced by [20]. Details
on how to compute each score can be found in [20]. We di-
verge from the Staccato paper in the way that we compute
these scores in one important respect: we only consider core
positions in the alignment (where a core position places no
gaps in the alignment) when scoring a multiple alignment.

The Staccato “Seq” score measures sequence alignment
quality and is a normalized sum-of-pairs score based upon
the BLOSUM62 matrix. The Staccato “Str” score is a mea-
sure of what percentage of core residues in an alignment
have an RMSD of < 3 Å, with core residues defined as those
columns in the multiple alignment for which every chain has
a residue, or equivalently, those columns without gaps.

3. RESULTS

Table 1: HOMSTRAD Multiple Alignments

Avg.
core

Avg.
RMSD

Avg. %
Correct

HOMSTRAD 126.8 2.71 (100%)
Mustang 152.8 3.60 79.3%
Matt 178.4 1.72 73.4%
SALIGN 172.6 2.29 78.1%
Formatt (5) 178.6 1.79 73.5%
Formatt (10) 178.9 1.83 73.4%
Formatt (15) 179.4 1.93 73.4%
Formatt (20) 179.6 1.95 73.4%

As can be seen in Table 1, on the 398 HOMSTRAD mul-
tiple alignments, all the aligners do a reasonable job on this
benchmark. The HOMSTRAD gold standard has the small-
est average core length, followed by Mustang and SALIGN.
Matt’s average core length is longer, and each version of For-
matt with progressively longer sequence alignment windows
achieves a progressively longer core length. On the other
hand, as the Formatt alignment window increases, RMSD
increases slightly compared to Matt as well, as would be
expected. Formatt’s and Matt’s percent correct, however,
according to the gold standard, underperforms the other
methods, though the difference between Formatt and Matt
by this measure is negligible. Thus, we conclude that For-
matt and Matt by the most objective measure (both core
length and RMSD) outperform other methods on the HOM-
STRAD benchmark set, but underperform them according
to the HOMSTRAD hand-curated alignments. This may be
inevitable when Matt and Formatt increase the size of the
core, as the gold standard alignment appears to be conser-
vative. On the other hand, it is clear that in comparing
Formatt to Matt, Formatt increases core length for a small
penalty in RMSD.

We also tested Promals3D on the HOMSTRAD bench-
mark set. Note that Promals3D outputs only a sequence
alignment without coordinates, so an RMSD was not calcu-
lated. However, when we compared the Promals3D to the
HOMSTRAD gold-standard alignments, the average per-
centage correct was only 18.6%. We tested a subset of the
HOMSTRAD benchmark set against 3DCoffee and the re-
sults were even worse. Thus, we conclude that Promals3D
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and 3DCoffee are not producing competitive alignments on
this benchmark.

Table 2: SABMark Twilight Zone

Avg. core length Avg. RMSD
Mustang 63.4 11.83
Matt 66.9 2.64
SALIGN 59.6 22.15
Formatt (5) 66.9 2.64
Formatt (10) 66.9 2.68
Formatt (15) 66.8 2.71
Formatt (20) 66.8 2.74

Table 2 shows that Matt and Formatt outperform Mus-
tang and SALIGN both in terms of core length and RMSD
on the SABMark “Twilight Zone” benchmark set. Here,
however, we do not have gold-standard reference alignments.
It is also less immediately clear from Table 2 whether For-
matt or Matt alignments are to be preferred. To further
study this question, we look at the Staccato scores suggested
by [20] on both HOMSTRAD and SABMark. Figure 2
shows that on HOMSTRAD, Formatt with a window size of
5, for example, has a Staccato “Seq” score and “Str” score
greater than or equal to Matt on 242 out of 398 groups,
and a “Seq” score greater than or equal to Matt but a “Str”
score less than Matt on 95 groups. Figure 3 shows that
on SABMark’s “Twilight Zone” set, Formatt with a window
size of 5 has a Staccato “Seq” score and “Str” score greater
than or equal to Matt on 175 out of 209 groups, and a “Seq”
score greater than or equal to Matt but a “Str” score less
than Matt on 21 groups. Thus, by the objective Staccato
measures, Formatt’s alignments are superior to Matt’s align-
ments. As Formatt window size increases, the Staccato“Seq”
score goes up in a tradeoff against the Staccato “Str” score.

4. DISCUSSION
We have introduced Formatt and showed that incorporat-

ing sequence information can improve the quality of struc-
tural alignments, both in terms of gold-standard alignment
benchmarks, and in terms of objective measures of sequence
and structural alignment quality such as the Staccato score [20].
We were particularly interested in “correcting” Matt struc-
tural alignments to better capture sequence homology be-
cause of our extensive use of the Matt structural alignment
program in the training phase as we build HMMs [8] and
Markov Random Fields [11] from sets of solved protein struc-
tures that fold into the similar shapes, to learn to recog-
nize new protein sequences that match these models. More
consistent alignments lead to better structural templates,
and therefore better motif recognition programs. This is
the same problem domain that motivated the work on the
SALIGN program as well [9].

Formatt is a variant of the Matt [10] multiple structure
alignment program, one of a new generation of structural
alignment programs that incorporate flexibility into multi-
ple protein structure alignments. Other recent pairwise and
multiple structure alignment programs that also incorpo-
rate some form of flexibility into alignments include Flex-
Prot [19], Fatcat [23], Posa [24], Rapido [13], and FlexS-
nap [18]. It would be interesting to see if some form of
sequence alignment could be incorporated into these pro-
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Figure 2: Histogram showing the effect of different
Formatt window lengths on performance vs. Matt,
on the HOMSTRAD multiple alignments. For the
most HOMSTRAD groups, Formatt with a window
size of 5 outperforms Matt on the Staccato “Seq”
score, while rarely performing worse on the “Str”
score. As window size increases, Formatt outper-
forms Matt more frequently on “Seq” score but less
frequently on “Str” score.
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Figure 3: Histogram showing the effect of different
Formatt window lengths on performance vs. Matt,
on the SABMark Twilight Zone set. For the most
SABMark groups, Formatt with a window size of
5 outperforms Matt on the Staccato “Seq” score,
while rarely performing worse on the“Str” score. As
window size increases, Formatt outperforms Matt
more frequently on “Seq” score but less frequently
on “Str” score.

grams as well, and whether it could improve their structural
alignments.
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As mentioned above, our current implementation of For-
matt was tested using only two different popular sequence
alignment methods, namely CLUSTAL-W [21] and MUS-
CLE [3]. We only reported results for MUSCLE, since they
were far superior to results with CLUSTAL-W. However,
many newer multiple sequence alignment programs have re-
cently been shown to perform well on more distantly ho-
mologous sequences, such as ProbCons [2], MUMMALS [16]
and MAFFT [5]. It would be interesting to see if substi-
tuting some of these programs for MUSCLE in Formatt’s
multiple sequence alignments would improve Formatt results
still further. Note that the optimal window size where For-
matt would realign Matt alignments might be sensitive to
choice of sequence aligner. Indeed, since the optimal win-
dow size is unlikely to be constant, we hope to introduce
further refinements to Formatt by choosing, for each inter-
block region, the sequence-based or RMSD-based alignment
that optimizes a combined Staccato “Cons” score [20].
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ABSTRACT
In this article, the dependencies among the genes have been
identified from microarray gene expression data. Here we
propose a methodology for identifying the dependencies among
the genes that have deviated quite significantly from nor-
mal stage to diseased stage with respect to their expression
patterns. This idea leads to predict the disease mediating
genes along with their deviated dependencies. The proposed
methodology involves measuring information content of indi-
vidual genes using fuzzy entropy, conditional fuzzy entropy
of a gene on another, dependencies of a pair of genes in
both normal and diseased states, and finally identifying the
dependencies being deviated from normal to carcinogenic
state. The deviated dependencies among the genes have
been represented using a network, called gene prediction net-
work (GPN), in which each node represents a gene and a
directed edge signifies deviated dependency between a pair
of nodes (genes).

The methodology has been demonstrated on two gene
expression data sets dealing with human lung cancer and
breast cancer. The results are appropriately validated by
earlier investigations in terms of gene regulation. We have
also used some statistical techniques like t-test, accuracy in
terms of sensitivity and specificity to validate the results.

Keywords
Fuzzy set, Entropy, GPN, True Positive, t-test

1. INTRODUCTION
Transcriptional regulatory networks are crucial in the un-

derstanding of fundamental cellular processes and functions.
The determination of factors that control expression level
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can offer further insight into the miss regulated expression
that is common in many human diseases [19, 9]. There ex-
ist many investigations on identifying transcription factors
including those through sequence similarity [13, 20], motif
binding [14, 8, 4, 5] and through the dynamics of gene ex-
pression patterns [16, 18].

Using microarray data, reverse engineering of gene regu-
latory networks is one of the essential roles in elucidating
transcriptional systems. Various statistical approaches have
been developed to capture gene regulations using dynamic
Bayesian networks [7, 11], vector autoregressive models [3],
and state space models [6, 21] based on statistical causal-
ity, among others. Traditional approaches include formu-
lation of a set of coupled differential equations and their
solutions, with the objective to obtain a deeper understand-
ing of the exact nature of the regulatory circuits and their
regulation mechanisms [17]. Various alternative methods,
like relevance networks [2] and graphical Gaussian models
[15] have been proposed and applied to the inference of gene
regulatory networks from gene expression data. Thus many
investigations are there for predicting gene regulatory net-
works. But we could not find any investigations on the de-
pendencies among the genes, in terms of regulation, which
have changed from normal to diseased state.

In the present article, we concentrate on dependencies
among the genes obtained from microarray gene expression
patterns. Here we develop a methodology for identifying the
dependencies among the genes, which have changed from
normal to diseased state. In this way, we can predict disease
mediating genes along with their altered dependencies. The
methodology involves measuring information content of indi-
vidual genes using fuzzy entropy, conditional fuzzy entropy
of a gene on another, dependencies of a pair of genes in both
normal and diseased states, and finally identifying the de-
pendencies that have altered from normal to diseased state.
These deviated dependencies have been shown using a net-
work in which nodes representing genes and directed edges
representing deviated dependencies between pairs of nodes.
We call this network as Gene Prediction Network (GPN).
The effectiveness of the methodology has been demonstrated
on two gene expression data dealing with human lung can-
cer, breast cancer. The results have been validated with
some existing investigations as well as some statistical pa-
rameters.
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2. METHODS
Here, we formulate the methodology for developing a gene

prediction network based on the gene expression patterns of
normal and diseased samples. First of all, two gene depen-
dency matrices (GDMs) are formed for gene expression pro-
files of normal and diseased samples respectively. Based on
these two matrices, a prediction network is created involving
the genes, where dependency has been changed from nor-
mal to diseased state. This prediction network provides an
idea on the genes along with their dependencies for mediat-
ing carcinogenic development. In other words, the network
may predict the responsible genes and their altered behav-
ior. Then we find out some possible genes mediating the
development of cancer. We have used fuzzy set theoretic
entropy to determine the gene dependency matrices. Using
these matrices, we build the gene prediction network.

The term gene dependency may be defined as follows. Let
us consider two genes gi and gj . If the change in expression
level of gene gj causes the change in expression level of gene
gi, then we say that gene gi depends on gene gj . In other
words, gene gj regulates the expression level of gene gi. Thus
we have an n × n matrix GDM corresponding to the gene
dependencies involving n genes. The (i, j)th entry of GDM
represents the degree of dependency of gi on gj . In this
way, GDMs are formed for normal samples as well as for
diseased samples. In diseased state, this dependency may
change from normal ones. From these two gene dependency
matrices, we may have an idea of a gene regulatory network
depicting transcriptional regulation for normal and diseased
states.

The methodology involves five steps. In Step 1, the in-
formation content of a gene is computed using the notion
of fuzzy entropy from gene expression data set. The condi-
tional entropy of a pair of genes is computed in Step 2. In
Step 3, the information gain is computed pairwise and also
generates the gene dependency matrix using the concept of
symmetrical uncertainty. The values of the gene dependency
matrix are quantized, in Step 4, using a threshold. Finally,
in Step 5, the gene prediction matrix and the corresponding
network are generated.

2.1 Step 1 – Measuring information content
(entropy) of a gene

Let us consider an expression data for a set of these n
genes X = {x1,x2, . . . ,xn}, for each of which m expression
values are given. Let G be the set of n genes {g1, g2, . . . , gn}.
For each gene gi, there is an m-dimensional vector xi, where
xil is the l-th expression value of gi. Let us also consider
a set of m microarray experiments (measurements) Y =
{e1, e2, . . . , em}. For each experiment, we have n expression
values corresponding to n genes in G.

Here we consider a fuzzy set around a gene gi and the
membership function Ugi(l) signifies the degree of belong-
ingness of the lth expression value of gene gi to this fuzzy
set. In other words, Ugi(l) represents the extent by which
gi is expressed in lth sample. Then we compute the entropy
(uncertainty) associated with this fuzzy set, i.e., associated
with gene gi, as

H(gi) =

m∑

l=1

Ugi(l)(1− Ugi(l)) (1)

Here the membership function Ugi(l) ∈ [0, 1] is defined as

Ugi(l) = exp(−|xil − x̄i|) (2)

where x̄i is given by

x̄i = 1/m

m∑

l=1

xil (3)

2.2 Step 2 – Measuring conditional entropy of
a gene on another

In the previous step, we have calculated the uncertainty
associated with each gene, i.e., information content of an
individual gene. Now the entropy associated with gene gi

given that gene gj has attained some expression value, is
defined as

H(gi|gj) =

m∑

l=1

Ugj (l)

m∑

l′=1

Ugi|gj
(l′)(1− Ugi|gj

(l′))

(4)
where Ugi|gj

(l) ∈ [0, 1] is defined as

Ugi|gj
(l) = exp(−||sij(l)− s̄ij ||)/ exp(−|xjl − x̄j |)

(5)
Here sij(l) = [xil, xjl]

T and s̄ij = [x̄i, x̄j ]
T . That is, we are

writing Ugi|gj
(l) as Ugigj (l)/Ugj (l), where Ugigj (l) is a two

dimensional membership function of the fuzzy set formed by
genes gi and gj together.

2.3 Step 3 – Measuring information gain and
building gene dependency matrix

The entropy H(gi) of the gene gi has two parts. The part
H(gi|gj) represents the entropy of gene gi given that gene
gj has attained some expression value. The remaining part
represents the information gain of gene gi provided by gene
gj , and is defined as [12],

IG(gi|gj) = H(gi)−H(gi|gj) (6)

The amount by which the entropy of gi decreases reflects
additional information about gi provided by gj and is called
information gain. According to this measure, a gene gj

is regarded as more correlated to gene gi than gene gk, if
IG(gi|gj) > IG(gk|gj). Information gain may be biased to-
wards the genes with more expression values. We normalize
IG-values to get Normalized IG-values or NIG-values as
[12],

NIG(gi, gj) = 2× |IG(gi|gj)|/(H(gi) + H(gj)) (7)

NIG(gi, gj) signifies the strength of dependency, i.e., to
what extent the expression of gene gi depends on the expres-
sion value of gj . NIG(gi, gj) = 1 indicates that knowledge
of the expression level of either one completely predicts that
of the other, and NIG(gi, gj) = 0 indicating that gi and gj

are independent. With these NIG-values, we get the gene
dependency matrix GDM of order n × n and with (i, j)th
element as NIG(gi, gj).

2.4 Step 4 – Quantizing the elements of gene
dependency matrix

All entries of GDM are in [0, 1] and provide the degrees of
dependency. Here we introduce three types of dependencies
(i.e., low, medium, high) between a pair of genes. To repre-
sent each type, we have to fix a threshold value to generate
the quantized gene dependency matrix D = [dij ]n×n.
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The domain of the matrix elements is divided into three
partitions: [0,α] as the first partition, (α,β] as the second
one, and (β,1] as the third partition. In this case, α and
β are treated as user defined thresholds. Now dij values,
where i 6= j, are defined as

dij = 0.0 if 0 ≤ NIG(gi, gj) ≤ α
= 0.5 if α < NIG(gi, gj) ≤ β
= 1.0, if β < NIG(gi, gj) ≤ 1,

(8)

and dii = 1, for all i. Thus the quantized gene dependency
matrix is formed with the values 0.0, 0.5 and 1.0. Note
that, dij = 1.0 means gene gi is highly dependent on gene
gj . dij = 0 signifies that the dependency of gi on gj is low,
and dij = 0.5 implies that this dependency is medium.

2.5 Step 5 – Building gene prediction network
In the previous step, we have defined gene dependency

matrix D. This matrix is computed for control (normal)
samples as well as for test (diseased) samples. We denote

the gene dependency matrix by D(N) for normal samples,
and by D(D) for diseased samples.

Using these two matrices, we generate a matrix P =
D(N) − D(D) of order n × n. The matrix P = [pij ]n×n

consists of the values of 0.0, -1.0, 1.0, -0.5 and 0.5. The sig-
nificance of these values are discussed below.
pij = 0.0: In this case, d

(N)
ij = d

(D)
ij . That is, the diseased

state does not affect the dependency of gene gi on gene gj .

pij = −1.0: In this case, d
(N)
ij = 0.0 and d

(D)
ij = 1.0. It indi-

cates that two genes gi and gj of low dependency in normal
state become highly dependent in the diseased state.

pij = 1.0: That is, d
(N)
ij = 1.0 and d

(D)
ij = 0.0 indicates that

two highly dependent genes gi and gj in normal state be-
come independent in diseased state.
pij = 0.5 (−0.5): In this case, dependency of gi on gj in
diseased condition is partially lost (gained).

From these pij values, we have created a gene prediction
network (GPN) containing n nodes (for n genes) where pij

represents the weight of the link connecting between two
nodes depicting ith and jth genes respectively. In case of
pij = 0.0, there is no edge between ith and jth gene in the
gene prediction network. When dependency between ith
and jth gene highly lost (i.e., pij = −1.0) in diseased state
then there is a dotted edge directed from ith gene to jth
gene in GPN . Similarly, a continuous edge directed from
ith gene to jth gene will be placed in GPN , when pij = 1.0
(i.e., dependency between ith and jth gene in diseased state
is highly gained). We didn’t consider any representation
in GPN for pij = 0.5 (−0.5). In this way, we have built
the gene prediction network (GPN) from gene dependency
matrix.

3. RESULTS AND DISCUSSION
In this section, the effectiveness of the methodology is

demonstrated on two cancer gene expression data sets. Here
we have considered α = 0.3 and β = 0.6 for all the data sets
for both normal and cancer samples. This is followed by
validation of the results.

3.1 Analysis of the results
Lung expression data [1] contains 10 normal samples and

86 tumor samples for expression values of 7129 genes. We
have applied the methodology to this data set. It has been

found that 187 (162) genes have lost (gained) their depen-
dencies from normal samples to tumor samples; 275 (303)
genes have lost (gained) their dependencies partially. Simi-
larly for human breast expression data set (expression levels
of 22645 genes for 2 normal breast epithelial cells and 4
samples for breast cancer cells) [10], 356 (371) genes have
been found to loose (gain) their dependencies from normal
to cancer cells; 510 (419) genes have lost (gained) their de-
pendencies partially.

In order to restrict the size of the article, we have included
only one figure (Figure 1) for the lung expression data set.
Now we consider gene expression profiles of cancer samples
in different stages. For lung carcinoma data, we have ap-
plied the methodology on various diseased states of human
lung adenocarcinoma (86 tumor samples including 67 stage
I tumor samples and 19 stage III tumor samples). In this
case, 32 (41) genes have lost (gained) their dependencies
from stage I tumor samples to stage III tumor samples. It
has also been noted that 55 (48) genes have lost (gained)
their dependencies from stage I to stage III partially.

3.2 Statistical validation
As already mentioned earlier, we have developed a method-

ology to establish the concept of gene dependency from gene
expression data sets. This concept leads to develop a gene
prediction network (GPN) that shows the altered depen-
dencies among a set of genes from normal to carcinogenic
samples. Unfortunately, we didn’t get any information in
literature to validate our results obtained from GPN . In
this section, we try to validate the results in a different way.
From GPN , we find out the set of influential genes. Here
the term influential genes is defined as the genes that are
involved in at least one altered dependency in GPN .

We apply t-test on the set of influential genes. Here we
report three sets of genes with the levels of significance as
99.9%, 99% and 95%. For lung expression data, we have
identified 263 influential genes (Table 1). Out of them 63%
(167 out of 263) influential genes result in 99.9% level of
significance, and 82% (218 out of 263) and 95% (251 out of
263) correspond to 99% and 95% levels of significance. Simi-
larly, these figures for human breast expression data are 62%
(99.9% level of significance), 70% (99% level of significance)
and 80% (95% level of significance). All these results indi-
cate that these influential genes have changed their expres-
sion level from normal state to diseased state quite signifi-
cantly. Thus we can say that these genes have a significant
role in mediating the disease.

Based on the aforesaid influential genes, we now try to
validate the results in another way. For lung expression
data (7129 genes), we have found that 241 (out of 263)
influential genes are supported by some earlier investiga-
tions (http://www.ncbi.nlm.nih.gov/Database) in terms of
disease mediation. Here we denote these 241 influential
genes as a true positive (TP ) results. However, we didn’t
get any information in literature for remaining 22 influential
genes. We denote these genes as a false positive (FP ). Sim-
ilarly, we have got 51 other genes in literature supported by
some earlier investigations, which are totally absent in our
result. We identify these set of genes as false negative (FN)
genes. Lastly, we have found 6815 (= 7129−(241+22+51))
genes as true negative (TN), which are neither present in
our result nor supported by literature in web. Based on
these parameters, we compute the specificity (= TN

TN+FP
),
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Table 1: Statistical validation using t-test
Datasets (total number of Number of genes with
influential genes) the level of significance

99.9% 99% 95%
lung (263) 167 218 251
breast (403) 252 286 326

sensitivity (= TP
TP+FN

), precision (= TP
TP+FP

) and accuracy

(= TP+TN
TP+FP+TN+FN

).
From these data, we have got high sensitivity for all the

data sets (Table 2) that measures the ability of the method-
ology to correctly identify the presence of the disease medi-
ating genes. Specificity of 99% for all the data sets signifies
the fact that the method correctly identifies the set of genes
which are not responsible for the disease. A test with high
specificity refers to a few false positives (FP ). Precision
measures the ability of the method to correctly identify the
set of true positive (TP ) genes from the influential gene set.
High precision indicates that the method results is a very
few false positive (FP ) genes. Lastly, about 99% accuracy
for all the data sets signifies that the method is capable of
finding out the less number of false positive (FP ) and false
negative (FN) genes.

3.3 Validation of the results in terms of gene
regulation

The present method finds some genes along with the de-
pendencies among them, which have changed from normal
to carcinogenic samples. We could not find any article in
literature, which deals with similar investigation. That is
why, we have tried to validate our results based on gene
regulation.

For lung expression dataset, gene like HBB have shown
stronger dependency on HBA1 in carcinogenic state. It
is also noticed that genes like TP53, IGF1, IGFBP1 have
strong influence in regulating gene IGFBP3 in cancer state
whereas there is no dependency among them in normal state.
In other words, TP53, IGF1, IGFBP1, IGF1R may regulate
the expression value of IGFBP3 in tumor samples. It has
been found that gene TP53 also regulates TNF, and gene
TNF regulates genes TP53, HLA-B and PTEN in lung ade-
nocarcinoma samples. In this way, we have identified a set
of genes that have shown their strong dependencies in can-
cer state of lung expression data. Likewise, genes KRAS,
EGFR, VEGFA regulate the gene TNF in normal state,
whereas in carcinogenic state the expression levels of these
genes may be almost independent of the expression level of
TNF.

Regarding human breast expression data, we have identi-
fied the gene BRCA1 that has shown strong association in
terms of dependency on genes like PTEN, TP53 in malignant
tumor state. But in normal state, there is no dependency
among them. Similarly, genes like STAT3 and CDKN2A
have strong influence in regulating the gene BRCA1 in nor-
mal state. In other words, STAT3 and CDKN2A may regu-
late the expression of BRCA1 in normal state. On the other
hand, NPM1 has shown strong dependency on gene BRCA1
in normal state. Gene KRAS has shown strong dependency
on genes like TP53, PTEN in cancer state, whereas in nor-
mal state CDKN2A, BCL2, ERBB2, BRAF have strong in-
fluence on gene KRAS. It has been found that genes like

Figure 1: Gene Prediction Network (GPN) for lung
expression data. Continuous (dashed) arrow indi-
cates that dependencies between genes in carcino-
genic samples have gained (lost). Here we consider
pij = 1 or −1 only

HNF1A, HNF4A, CREBBP have strong influence in regu-
lating the gene H3F3A in normal state, whereas in diseased
state there is no such dependency. But there is no informa-
tion in literature to our knowledge about these genes. This
result suggests that the aforesaid genes may have impact on
human breast cancer.

4. CONCLUSION
In this article, we have developed a methodology that

shows how the dependencies among the genes have changed
from normal state to diseased state. The algorithm has iden-
tified the dependencies among the genes, which have altered
quite significantly from normal state to diseased state. The
methodology involves measuring information content of in-
dividual genes using fuzzy entropy, dependencies of a pair of
genes in both normal and diseased states using conditional
fuzzy entropy. Finally, the dependencies that have altered
from normal to carcinogenic state have been identified. The
altered dependencies among the genes have been represented
using network, called gene prediction network (GPN), in
which each node represents a gene and a directed edge sig-
nifies altered dependency between a pair of nodes (genes).

In this way, we have identified the responsible genes as well
as the altered dependencies among them. We have applied
the algorithm on two cancer data sets (lung and breast).
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Table 2: Statistical validation using some other parameters
Datasets (no
of influential
genes)

TP FP FN TN Specificity Sensitivity Precision Accuracy

lung (263) 241 22 51 6815 0.99 0.82 0.91 0.98
breast (403) 352 51 59 22183 0.99 0.85 0.87 0.99

As a result, we have identified the gene prediction network
for each of the data sets. We could not find any article
in literature, which deals with similar investigation. So we
have tried to validate our results based on gene regulation.
In this context, we have used two statistical techniques to
validate the results. From all the results, we have found
that the method has been able to correctly identify many
true positive and true negative genes. As a consequence, we
can say that these set of identified genes along their devi-
ated dependencies, have a significant role of mediating the
disease. Hence, these results may facilitate the biologists
and researchers carrying out the biochemical analysis to do
further study on gene regulatory networks and how the en-
tire network structure changes from normal state to diseased
state.
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ABSTRACT 
Complex diseases, by definition, involve multiple factors 
including gene-gene interactions and gene-environment 
interactions. Researchers commonly rely on simulated data to 
evaluate their approaches for detecting high-order interactions in 
disease gene mapping. A publically available simulation program 
to generate samples involving complex genetic and environmental 
interactions is of great interest to the community. We have 
developed a software package named gs1.0, which has been 
widely used since its publication. In this article, we present an 
upgraded version gs2.0, which not only inherits its capacity to 
generate realistic genotype data, but also provides great 
functionality and flexibility to simulate various interaction 
models. In addition to a standalone version, a user-friendly web 
server has been setup to help users to build complex interaction 
models. Data generated by gs2.0 can serve as a common ground 
to compare different approaches in detecting interactions. The 
software can be accessed at http://cbc.case.edu/gs.     

Categories and Subject Descriptors 
I.6.3 [Simulation and Modeling]: Applications 

General Terms 
Algorithms, Design 

Keywords 
Simulation, Association Studies, Epistasis, Gene-Gene and Gene-
Environment Interactions  

1. INTRODUCTION 
Most common diseases such as neurodegenerative diseases, 
cardiovascular diseases, various cancers, diabetes, and 
osteoporoses are complex diseases that involve multiple genes, 
their interactions, environmental factors, and gene-by-
environment (G×E) interactions. This complexity also exists even 
for some well-studied “monogenetic” diseases such as cystic 
fibrosis (CF). It has been shown that “modifier” genes are 
involved in the physiological pathways of CF, which may 
contribute to the great phenotypic variability among CF patients 

who are homozygous for the most prevalent mutation, ΔF508 [2]. 

To understand the role of genes underlying complex diseases, it is 
important to develop effective statistical models and software 
tools that will facilitate the characterization of complex genetic 
architectures of diseases. In particular, statistical approaches that 
directly address the problem of gene-gene interactions (G×G) 
and/or G×E interactions are of high importance in analyzing 
complex traits/diseases. Over the years, a number of approaches 
have been developed to detect epistatic effects in case-control 
studies (see a review [5]). However, previous approaches were 
developed mainly in the context of candidate gene mapping, most 
of which were only able to handle a small number of markers. 
With increased popularity of genome-wide association studies 
(GWAS) in the last few years, there is a new wave of interest in 
studying G×G interactions using hundreds of thousands single 
nucleotide polymorphisms (SNPs) [7, 10, 13, 15, 17]. To evaluate 
these newly proposed approaches, researchers commonly rely on 
simulation studies, with the benefit that one can evaluate the 
relationships of the power of a particular approach and other 
factors including disease model, samples size, disease allele 
frequency, linkage disequilibrium (LD), number of SNPs among 
others under a controlled environment. However, there are usually 
two potential problems here. First, each group uses its own in-
house tool(s) in generating simulation data. Results from different 
studies are hardly comparable. Second, simulations may not 
faithfully reflect the properties of real data due to simplified 
assumptions, models and procedures.  

In addressing these problems, in 2008, we developed a program 
named gs [9] that can quickly generate a large number of samples 
based on real data. Two approaches have been implemented to 
generate dense SNP haplotype/genotype data that share similar 
local linkage disequilibrium (LD) patterns as those in human 
populations. Both quantitative and qualitative traits have been 
incorporated in the program. Shortly after its publication, it was 
recommended by an independent review article [12], which 
evaluated more than 30+ simulation programs based on their 
efficiency, scalability and flexibility, as one of the top four 
programs for generating SNPs at the genomic level. Recently, it 
has also been used by our group [7, 8, 10] as well as other 
researchers in evaluating newly proposed approaches [4, 6, 16]. 
However, the original version of the program only implemented 
2-locus interaction models, which limits its usage in evaluating 
approaches for epistasis detection. In this article, we provide an 
upgraded version of the program, gs2.0, which implements a 
powerful yet flexible framework that can conveniently generate 
multi-factor disease/treat models. In addition to a standalone 
version that has been pre-compiled for multiple operating 
systems, we have also provided a web interface with 
examples/wizards to guide the use of the software. Coupled with 
the functionality of generating realistic genotype/haplotype data 
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implemented in the previous release [9], gs2.0 is an efficient tool 
to generate large scale simulation data with genetic and 
environmental interactions. It can be broadly used in simulation 
studies, especially in studies with the aim to compare different 
epistasis detection approaches. 

The remaining of the paper is organized as follows. In Section 2, 
we introduce the design of gs2.0 and the model to generate 
genotypes/phenotypes. The implementation is briefly discussed in 
Section 3. We introduce its usage in Section 4 and conclude the 
work in Section 5 with discussions.     

2. FEATURES 

2.1 Design Principles 
There are three major components in the design and 
implementation of the simulation tool: the approach to generate 
genotypes, the model to generate phenotypes, and the construction 
of a user-friendly web interface.  

To generate realistic genotype/haplotype data that resemble 
properties of real data, gs1.0 implemented two strategies that took 
either known haplotypes (e.g., HapMap samples) or haplotype 
block structures inferred from real data as its inputs [9]. To 
generate large number of new genotypes/haplotypes that also 
inherit population-level properties (i.e., allele frequencies, LD 
structures) from the inputs, both approaches utilized random 
perturbations to add noise. Results have shown that simulated 
genotypes can truthfully mimic local LD patterns and a large 
number of samples can be generated even with a limited size of 
haplotype pool. Therefore, the same approach for generating 
genotypes is used in V2.0.  

 

 

 
 
 
 
 
 
 
 
 
   
 
 
 
 
The major improvements in the current implementation include a 
powerful and flexible disease/trait model and a user-friendly web 
interface. The system allows users to group genetic factors, 
environmental factors and covariates (we use these two terms 
interchangeably here), G×G interactions,  haplotype effects, G×E 
interactions, as well as environment-environment (E×E) 
interactions as risk groups (Fig. 1). Elements within each group 
contribute jointly to the disease/trait distribution through specific 
models or specific rules. Different groups act independently 
through an exponential model to determine the trait/disease 
distribution. Finally, the web interface allows users to 
conveniently specify these parameters.  

2.2 Model Details 
The two approaches (i.e., the extension method and the block 
method) described in the earlier version [9] are also used here to 
generate realistic haplotypes/genotypes. For the sake of 
completeness, we briefly introduce them here. The extension 
method takes phased haplotype pairs as its inputs. To generate a 
haplotype pair around a given genotype at a disease/trait locus, the 
algorithm first picks a pair of haplotype segments from the input 
that are consistent with the genotype. It then extends the segments 
to both directions by combining them with other similar 
haplotypes. The block method takes haplotype block structures 
inferred from real data as its inputs. The block structure is 
essentially a Markov model. We view the structure as a graphical 
generative model and haplotypes can then be generated using the 
model structure and parameters. New haplotypes obtained by both 
methods will be different from any of the input haplotypes; at the 
same time, their local LD patterns are similar to the input data.       
  
For the trait/phenotype model, users first specify risks of genetic 
factors including G×G and haplotype effects through Locus 
Interaction Groups (big blue ovals in Fig.1), and specify risks of 
environmental factors, G×E and E×E through Covariant 
Interaction Rules (orange/green ovals in Fig.1). The risks from 
different interaction groups and interaction rules jointly determine 
the phenotypic value of a sample through an exponential model. 
Each genetic interaction group consists of one or more loci. We 
assume the inputs are diallelic; therefore there are 3n genotype 
combinations for each group with n SNPs. The baseline risk value 
for a genotype combination is 1 and users only need to specify 
risks for those combinations that are different from the baseline. 
In addition, users are allowed to specify haplotype risks by 
providing risk values directly for specific haplotypes, usually for 
neighboring loci. To incorporate contributions from 
environmental factors/covariates, G×E interactions, or E×E 
interactions, each interaction rule specifies the risk for a specific 
combination of a set of genetic and/or non-genetic variables. For 
example, some typical rules can be “individuals at an age ≥ 60 
will have an increased risk of x”, or “individuals with the 
genotype AA will have an increased risk of y only if they smoke”. 
 
The risk value for each condition resembles the concept of genetic 
relative risk (Chapter 10 in [3]), which measures the probability 
ratio of being affected of having the condition vs. not having it 
(i.e., ratio of penetrance values [7]). All risks from genetic 
components and covariant interaction rules together determine the 
trait value/disease status of a particular individual in the following 
way. Let θij denote the risk value defined by the jth locus 
interaction group or covariant interaction rule for individual i. The 
combined risk is defined as         . Our model assumes that 
the trait value follows an exponential distribution with the 
reciprocal of the combined risk Ri as its mean, i.e., 

 
        

    ,  (1) 
 

which is similar to the approach used in generating simulated data 
by the Genetics Analysis Workshop 15 [14]. A value yi is directly 
sampled from the above exponential distribution and –log(yi) is 
assigned as the quantitative trait value of individual i. To 
determine its disease status, users need to provide a threshold 
value λ. If the value yi drawn from the above distribution is less 
than λ, individual i is affected. Otherwise, it is normal. This is 
equivalent to say that the probability of being affected (i.e., the 
penetrance) for individual i with the risk value Ri is  
 

               . (2) 
 

Figure 1 The overall model of genotype-environment-

phenotype relationship. 
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Notice that the probability not only depends on Ri, but also 
depends on the threshold. To choose a proper value for λ, one can 
consider the probability of being affected without any increasing 
risk, which is      . One can obtain λ based on the knowledge 
about this probability. In many cases, especially for rare diseases, 
this probability is very close to the population prevalence μ, i.e., 
μ=     .  Therefore, one can assign λ to be           for any 
desired prevalence μ. We will discuss the assignment of risk 
values and λ based on penetrance in Section 4.5. 
 

Before one can apply any covariant interaction rules, values for 
those covariates must be in place. These values can either be 
generated according to certain distributions specified by users, or 
be provided by users in some additional files. The program has 
implemented some commonly used distributions (e.g., normal, 
exponential, Weibull) for convenience. It also provides additional 
flexibilities for users to use covariates from real data, or from 
other distributions that are not available from gs. 

 
In summary, an individual i is simulated as follows. Genetic 

variations (genotypes/haplotypes) at the disease loci specified in 
the parameter file are simulated first. Then values for 
environmental factors and covariates are generated. Based on 
risks of all locus interaction groups and all covariate interaction 
rules that are applicable to individual i, the overall risk will be 
determined. Finally, a trait value and the disease status will be 
obtained based on the exponential model discussed earlier. In the 
case of a rare disease, the number of affected individuals one can 
potentially sample is affected by the causal allele frequency. To 
effectively sample enough number of cases for rare disease 
models, the gs program will generate genotypes of other non-
disease associated genomic regions for an individual only if its 
disease status is desired. Such a strategy greatly improves the 
efficiency of the program.  

3. IMPLEMENTATION 
The gs2.0 stand-alone program has been written in C++, 
considering its advantage in running speed and efficiency. Briefly 
speaking, the program consists of a parameter parser, simulation 
modules, and an output module. The command line options 
determine which simulation module will be called. The powerful 
parameter parser extracts definitions of locus interaction groups, 
covariate interaction rules and other important parameters at the 
same time allowing comments to improve readability. The 
executable code of the program is available under Windows, 
Linux and MacOS X operation systems, which can be 
downloaded freely from our server, along with many examples. 
The web interface has been developed using Java EE 
technologies. The web server is implemented using Apache 
Tomcat installed on Windows Server 2008. The web page wizard 
literally guides users to populate those definitions and parameters 
as desired, and generates the parameter file. Within the web 
application, the Windows version gs2.0 is deployed so that the 
web application will call gs2.0 in the back end to conduct 
simulation with the parameter file. The architecture of the web 
interface mainly follows the Model-View-Controller (MVC) 
framework enhanced by the elegant, extensible Apache Struts 2 
framework. The model is the gs2.0 program. The view refers to 
the web pages that interact with and present results to users. The 
controller receives user inputs from the view and handles them 
with appropriate actions that generate a parameter file 
understandable to the model. The gs2.0 program executes the 
logic and the view presents the generated dataset to users. 

The running time of the program is mainly determined by the 
generation of genotypes, which is linear to the number of SNPs 
and number of individuals, and stays the same as previously 
discussed  [9]. The time for parsing the parameter file and for the 
generation of phenotypes can be negligible. 

4. USAGE  
The most critical task in using gs2.0 to generate simulated data is 
to correctly specify meaningful parameters for genotype/ 
phenotype models, which can be accomplished by providing the 
parameter file to the standalone program or by specifying their 
values using the web tool. We will first go through the parameter 
file. The web interface is just an easier way to specify these 
parameters. We will also give some examples to show how one 
can use all the features of the program to generate synthetic data 
for different models.       

4.1 Parameter File 
Users specify all the parameters in the parameter file that are 
necessary to generate replicates of simulation data for specific 
models. An example parameter file is given in Table 1. There are 
total 10 different types of parameters, labeled as P1 through P10. 
Some are rather easy to understand or self-explained in Table 1 
(e.g., P2, P5-P10). Others need some explanations, especially P3 
and P4. Therefore, we choose to go over some of these parameters 
here. More details can be found in the manual. For P1, when 
specifying a quantitative trait, phenotype values can be directly 
sampled based on Equation 1. When generating case-control data, 
one also needs to specify a threshold value (i.e., λ in Equation 2), 
which can be selected based on desired baseline penetrance (to be 
discussed in details later). One can use P3 to specify zero or more 
locus interaction groups for disease/trait loci that do not involve 
any covariates. For each locus interaction group, one can either 
specify risks for a set of genotypes, or assign risks to a set of 
haplotypes of neighboring loci. To locate these loci when using 
the genotype option, one can either directly specify the specific 
marker positions/indexes, or specify the minor allele frequencies 
(MAF). In the later case, the program will search for loci from the 
input file that match the MAFs. When using risk haplotypes, it is 
recommended to directly use marker indexes. 
 
Section P4 in the parameter file allows users to define 
independent covariates, their interactions, and their interactions 
with other genetic variations. To generate values for a covariate, 
one can either use the built-in probability distribution functions, or 
use a user-provided file with a series of numeric values for the 
specified covariate. For each individual, the program randomly 
samples a value from the distribution or from the file. Covariate 
interaction rules are defined after all involved independent 
covariates have been defined. There are two types of covariate 
interaction rules: one is for genetic-environment (GxE) 
interactions and the other is for environment-environment (ExE) 
interactions. The GxE rules first need to introduce genetic loci 
that are involved in the interactions, in a similar way to the ones in 
defining genetic loci for the locus interaction groups. The 
interaction rules themselves are defined by specifying the 
genotype/haplotype values, range of covariate(s) and their 
associated risks. Rules for GxG can be defined similarly.          
 

4.2 Input/output Data Files 
In addition to the parameter file, gs2.0 may also require several 
user input files. The extension method requires an input file that 
contains haplotypes. The block method requires a block structure 
file that contains the block structure from a region. In addition, 
because the block structure file usually does not contain all 
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markers, gs allows users to provide a supplementary genotype file 
that contains all markers. In this way, markers not in any block 
will also be generated. 
Table 1. An example parameter file with comments explaining 

the meaning of the parameters. 

P1        // trait type: binary (0) or quantitative (1)  
0     0.1   // binary trait, using threshold 0.1 
P2  //number of samples 
100   100     10 //100 cases, 100 controls, 10 replicates 
P3 //Locus interaction group(s) (LIG) 
LIG: 1 //LIG one 
1 //entry type: genotype (1) or haplotype (2) 
1 //disease locus type: by MAF (1) or marker 

position index (2) 
1,0.05; 2,0.1  //two loci, the MA of the 1st/2nd site is 1/2 with 

a frequency of 0.05/0.1.  
1 2 1.1 //when genotype at 1st disease site is 

homozygous wild alleles  and at 2nd disease site 
is heterozygous, the relative risk is 1.1 

2 3 1.5 //when genotype at 1st disease site is 
heterozygous and at 2nd disease site is 
homozygous risk alleles , the relative risk is 1.5 

P4 //specify covariate values, GxE, ExE rules 
COV: ENV1 // covariate name 
1 //ways to generate covariant values: 1 use 

built-in functions; 2 read from an input file 
NORM(0, 1) //distribution with parameters 
CIR: 1 // covariate Interaction Rule ID 
1 //interaction type: 1 GxE; 2 ExE 
1 //genotype or haplotype (this and the next two 

lines are similar to the definition in Locus 
Interaction Groups. However, one should notice 
that a new disease locus is introduced here.   

1 //by MAF 
1, 0.1 //minor allele and its frequency 
ENV1 //interacting covariate  
2 [3 INF] 1.3 //interacting rules: individuals with genotype 2 

and ENV1 greater than 3 have risk 1.3.  
3 [3 INF] 1.5 //another rule 
P5 //missing rate 
0.01  
P6 //min/max overlapping length for the extension 

method  
2 11  
P7 //output the disease loci 
0 //0: No; 1 Yes 
P8 //output format and directory 
0 mydata //format: 0/1/2 for phased, linkage and gs own 

format 
P9 //seed for random number generator 
0 //0: use machine time; other integer: use this 

fixed value 
P10 //starting ID for samples 
1  
     
   
gsconverter. In order to facilitate the use of gs, we also provide a 
utility program named gsconverter, which can conveniently 
convert data formats of a few popular programs into gs formats. 
More details about different formats can be found in the users’ 
manual. 
 
Output files. For each replicate, the program generates one output 
file, in one of three possible formats, i.e., phased haplotype 
format, linkage format, and gs own output format. The phased 

haplotype format is the same as the input format of Haploview 
[1], a popular visualization program. Users can examine the LD 
patterns of their synthetic data using Haploview. The linkage 
format is a widely used format in the statistical genetics 
community. Many existing association programs can also directly 
read in data with this format. Our own format is a simple text file, 
containing two lines for each individual, representing the two 
haplotypes. The file also contains individual IDs and their disease 
status/trait values. The file can be directly used by the HapMiner 
program, which has implemented a haplotype-based association 
approach [11]. When the simulation involves environmental 
factors, their values are also output in a separate file for each 
replicate.  

4.3 Web Interface  
In addition to the standalone version, we also provide an online 
version to facilitate the specification of LIGs, CIRs and other 
parameters, and to facilitate the specification of input haplotype or 
haplotype block files. For many fields, explanations and intuitive 
examples are provided, and default values can be automatically 
filled in. A tutorial is also provided to help users to get familiar 
with the interface. When a simulation is submitted, the server will 
run the program in the background using the provided parameters. 
A web page is provided to allow users to check its progress 
periodically. Users may also refresh the page for immediate status 
check. Once the simulation is completed, the web server 
compresses all generated files into one for users to download. In 
addition, the web server also generates a parameter file that can be 
reused by the standalone version for large scale simulation 
studies. Snapshots of the web interface are provided in Figure 2. 
 

 

 
Figure 2 Two snapshots of the web user interface of gs2.0. 

4.4 Alternative Usage 
When evaluating power of statistical approaches, hundreds or 
thousands of replicates have to be generated. However, to 
generate large scale genome-wide association studies with up to 
one million SNPs and thousands of individuals, it is usually not 
feasible for many simulation programs [12]. Our program 
provides a simple alternative. Users can choose to generate only 

ACM-BCB 11 328



genotypes at disease loci. These genotypes can then be randomly 
inserted into real data. By iterating this process, users can quickly 
generate required number of replicates for their experiments. An 
obvious limitation for such a strategy is that LD patters around 
disease loci can be arbitrary. The problem can be partially solved 
by generating SNP markers that are in LD with disease loci, 
which has also been implemented by gs2.0.  

4.5 Risks vs. Penetrance   
A commonly used approach in simulating data for association 
analysis is to specify the probability of being affected for a given 
genotype combination, i.e., the penetrance. There is a close 
relationship between the risks and the penetrance as briefly 
mentioned in Section 2.2. In this subsection, we will use a two-
locus disease model to illustrate how one can specify the risk 
values and the threshold λ, for a given penetrance table. Table 2 
represents a jointly dominant-dominant model and each un-shaded 
cell gives the penetrance for the corresponding genotype 
combination at the two loci A and B. Both risk alleles (A and B) 
have to be present for an individual to have an increasing risk. To 
determine the risk values for this model, we first let all individuals 
that have the baseline penetrance of 0.1 to have no increased risk 
(i.e., to have base risk value of 1), which means 0.1 =      . 
We can therefore obtain the threshold λ=-ln(0.9). Similarly, all 
other individuals who have the same penetrance 0.25 should also 
have the same risk value R, which can be determined using the 
same formula: 0.25=      . The risk values are shown in the 
shaded cells in Table 2. To simulate data for this model, one only 
needs to create an Interaction Locus Group with the specified 
risks in the parameter file. 

Table 2. Relationship of risks and penetrance. 

 bb Bb BB 

aa 0.1 1 0.1 1 0.1 1 

Aa 0.1 1 0.25 2.73 0.25 2.73 

AA 0.1 1 0.25 2.73 0.25 2.73 
 

5. CONCLUSION and DISCUSSION 
In this paper, we have described a software tool that can 
conveniently model complex gene-gene and gene-environment 
interactions. Data generated by the program can be used to 
evaluate power of newly proposed approaches that address 
epistasis. Our previous analysis [9] has demonstrated that the 
program can generate realistic genotype data with local LD 
structures similar to real data. With respect to trait/disease models, 
the program has provided great flexibilities to incorporate many 
factors. To construct a realistic disease/trait model, users should 
always apply their knowledge about real diseases/phenotypes 
when selecting interaction models and model parameters.   
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ABSTRACT
The constant advances in sequencing technology have rede-
fined the way genome sequencing is performed. They are
able to produce millions of short sequences (reads) during a
single experiment, and with a much lower cost than previ-
ously possible. Due to the dramatic increase in the amount
of data generated, efficient algorithms for aligning (map-
ping) these reads to reference genomes are in great demand,
and recently, there has been ample work for publishing such
algorithms. In this paper, we study a different version of this
problem; mapping these reads to multiple related genomes
(e.g. individuals of the same species).

We present DynMap, a new practical algorithm, which
employs a suitable data structure that takes into account
potential inherent genomic variability (replacements, inser-
tions, deletions) between related genomes. Therefore, if a
small number of differences occurs within a reference se-
quence, the already mapped reads can be altered dynami-
cally. The presented experimental results demonstrate that
DynMap can match or even outperform the most popular
tools in terms of sensitivity, accuracy, and speed.

1. INTRODUCTION
Sequencing technology has come a long way since the time

when traditional sequencing techniques required many lab-
oratories around the world to cooperate for years in order to
sequence the human genome for the first time. Nowadays,
sequencing has been reduced to a matter of days or hours
and the cost has decreased by many orders of magnitude,
making it an accessible experimental procedure to many
laboratories. The data resulting from a single sequencing
experiment can be quite large, and it is not uncommon to
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have data from multiple experiments.
Many algorithms and programs have been published re-

cently to deal with the task of efficiently mapping the mil-
lions of short reads onto a single reference sequence ([1],
[4], [5], [6]). However none of these algorithms addresses
the inherent genomic variability between individuals, opting
instead to simply treat it as mismatches, and punish the
presence of differences accordingly. But most importantly,
since the reads are quite short, even few changes in the se-
quence, as part of the natural diversity, can cause a read to
seemingly best match with a different location of the refer-
ence than the one it actually corresponds to, while others
will fail to be mapped entirely. Misaligned reads in turn,
lead to false identification of novel variation.

For example, the high level of individual differences in
natural inbred strains of Arabidopsis, creates a substantial
challenge [8]. It has been observed that parts of the refer-
ence genome are either missing or very divergent in other
strains of this species. Hence, the simple short-read align-
ment, especially by algorithms that do not accommodate
many mismatches and gaps, will not cover the case of this
inaccessible regions.

In addition, incorporating known polymorphisms [9] in-
creases the genome space against which the reads are aligned,
further improving the mapping results. Moreover, the incor-
poration of missing or inserted bases in the reference would
reduce sequencing costs as more reads would be placed on
the genome [8]. Finally, the simple short-read alignment
against a single reference biases the analysis toward a com-
parison within the sequence space, which is highly conserved
with the reference. On the other hand, taking into consid-
eration inherent genomic variability would reduce this bias.

Very few programs have been published to also take into
account this natural variability. GSNAP [9] and GenomeMap-
per [8] address the issue by accepting a list of known varia-
tions and including them in their genomic indexes. GSNAP
implements the ability to align reads not just to a single
reference sequence, but to a reference “space” of all possible
combinations of major and minor alleles from databases like
dbSNP. GenomeMapper uses an index with a graph struc-
ture, which consists of the sequence of one of the genomes
and a list of differences in the other genomes compared to
the first one, to do the mapping.

In this paper, we introduce a new approach to this prob-
lem. Accepting that the mutation rate between two random
individuals is limited (e.g., 0.1% on average for humans [3]),
we propose a new practical algorithm, DynMap, to address
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the problem of efficiently mapping short reads to multiple
related genomes.

In particular, the proposed algorithm makes provision to
accommodate dynamical changes that may occur in the ref-
erence sequence. With the increasing knowledge of vari-
ants, one could simply align against all known genomes for
a species separately. This would come with the overhead
of redundant alignments in conserved regions. Therefore,
if a small number of differences (insertions, deletions, re-
placements) occur within the reference sequence, it is more
appropriate to alter the already mapped reads onto the ref-
erence, dynamically. In order to represent the new changes,
instead of starting to map the reads to a new related se-
quence again from scratch, we propose a faster approach,
which encompasses a suitable data structure that will allow
this flexibility and dynamic effects. Thus, the proposed al-
gorithm can take as input a single reference sequence and
lists of differences in other sequences compared to the first
one, and produce a separate file with the hits, one for each
related sequence, as output.

Extensive experimental results demonstrate thatDynMap

assures high sensitivity and accuracy compared to the most
popular tools. In terms of runtime, DynMap appears to be
much more efficient than GenomeMapper, which is, to the
best knowledge of the authors, the most appropriate tool
for comparison against DynMap, since it also focuses on
the simultaneous alignment of short reads against multiple
related genomes.

2. PRELIMINARIES
A string or sequence is a succession of zero or more sym-

bols from an alphabet Σ of cardinality s; the string with
zero symbols is denoted by ǫ. The set of all strings over the
alphabet Σ including ǫ, is denoted by Σ∗. The set Σ+ is de-
fined as Σ+ = Σ∗\{ǫ}. A string x of length m is represented
by x[0 . . m − 1], where x[i] ∈ Σ for 0 ≤ i < m. The length
of a string x is denoted by |x|. We say that Σ is bounded

when s is a constant, unbounded otherwise. A string w is a
factor of x if x = uwv for u, v ∈ Σ∗. It is a prefix of x if u is
empty and a suffix of x if v is empty.

Consider the sequences x and y with x[i], y[i] ∈ Σ ∪ {ǫ}.
If x[i] 6= y[i], then we say that x[i] differs from y[i]. We
distinguish among the following three types of differences:

1. A symbol of the first sequence corresponds to a differ-
ent symbol of the second one, then we say that we have
amismatch between the two characters, i.e., x[i] 6= y[i].

2. A symbol of the first sequence corresponds to“no sym-
bol” of the second sequence, that is x[i] 6= ǫ and y[i] =
ǫ. This type of difference is called a deletion.

3. A symbol of the second sequence corresponds to “no
symbol”of the first sequence, that is x[i] = ǫ and y[i] 6=
ǫ. This type of difference is called an insertion.

Another way of seeing this difference is that one can trans-
form string x to y by performing a set of operations. The
edit distance, δE(x, y), between strings x and y, is the min-
imum number of operations required to transform x into y.
These operations are Replacement of a mismatched symbol,
a Deletion or an Insertion of a symbol. The edit distance is
symmetrical, and it holds 0 ≤ δE(x, y) ≤ max(|x|, |y|).

Let t = t[0 . . n− 1] and x = x[0 . .m− 1] with m ≤ n. We
say that x occurs at position q of t with at most k-differences
(or equivalently, a local alignment of x and t at position q
with at most k-differences), if t[q . . r], for some r ≥ q, can be
transformed into x by performing at most k of the following
operations: inserting, deleting or replacing a symbol.

The Hamming distance δH is defined only for strings of
the same length. For two strings x and y, δH(x, y) is the
number of places in which the two strings differ, i.e. have
different characters. The Hamming distance is symmetrical,
and it holds 0 ≤ δH(x, y) ≤ |x|. For sake of completeness,
we define δH(x, y) = ∞ for strings x, y such that |x| 6= |y|.

3. PROBLEM DEFINITION
We denote the generated short reads as the set ρ1, ρ2, ..., ρr,

and we call them patterns. Notice that r is a very large
integer number (r > 106). The length ℓ of each pattern,
generated by the next-generation Illumina/Solexa Genome
Analyzer, is currently typically between 25 and 100 bp long.
We denote the single reference sequence as t = t[0 . . n− 1],
where n > 106, and we call it text.

We also denote the array of differences as H [0 . . h − 1],
where 0 < h ≪ n, similarly as in [8]. Array H stores triplets
such that for each triplet (o, p, c) ∈ H [i], where 0 ≤ i < h,
H [i].o represents the edit operation (0 for replacement, 1 for
insertion, -1 for deletion) applied in position H [i].p of t. In
the case of replacement or insertion, H [i].c represents the
new symbol (base). The array is constructed in such a way
that it is already sorted by H [i].p, i.e. H [i].p ≤ H [i+ 1].p,
for all 0 ≤ i < h− 1. As an example of array H , see Fig. 1.
Notice that H describes how text t can evolve into text t̂.
In the case that t = t[0 . . n−1], t̂, and threshold h are given
instead, such that δE(t, t̂) ≤ h, array H can be computed in
O(hn) time and space [2].

We are now in a position to formally define the problem
of mapping short reads to a dynamically changing reference
sequence as follows.

Problem 1. Given a set of patterns ρ1, ρ2, ..., ρr of length
ℓ, with ρi ∈ Σ∗, Σ = {A,C,G, T} a bounded alphabet, and
the array of differences H [0 . . h− 1], find whether ρi, for all
1 ≤ i ≤ r, occurs in text t of length n and/or in text t̂,
where t, t̂ ∈ Σ∗, with at most k-mismatches.

4. METHODS
The focus of this section is to describe a suitable data

structure that will allow us to dynamically alter the already
mapped patterns of a reference sequence. Thus, if we have a
sequence t and a non-exact copy of t, say t̂, then we want to
change the already mapped patterns of t, to reflect the ones
that are present in t̂. Therefore, if the patterns have already
been mapped to t, we want to avoid the mapping to t̂ from
scratch, but rather alter the already mapped patterns of t.

To contribute to the efficiency of the proposed procedure
we will use word-level parallelism by storing factors (k-mers)
of t and t̂ into computer words. These words will be referred
to as signatures. The signature σ(x) of a string x is obtained
by transforming the string to its binary equivalent. This is
done by using 2-bits-per-base encoding of the DNA alpha-
bet, and storing its decimal value into a computer word. The
reason for using the signatures is that we can easily prepro-
cess the reference sequence by indexing its factors in a data
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0 1 2 3 4 5 6 7 8 9 10 11 H.o H.p H.c P
t G C A G T A C A G T A -1 4 -1

G C A G A C A G T A 1 7 T 0
G C A G A C T A G T A 1 7 C 1
G C A G A C C T A G T A -1 8 0

t̂ G C A G A C C T A T A

Figure 1: Array of differences H and array of prefix sums P

structure.

4.1 The algorithm
An outline of the DynMap algorithm is as follows.

(i) Preprocessing Phase

Without loss of generality, we split each factor of length
ℓ of t, ti = t[i . . i + ℓ − 1], into ν equal fragments tji =
t[i + jℓ/ν . . i + (j + 1)ℓ/ν − 1], for all 0 ≤ i < n − ℓ + 1,
0 ≤ j < ν. We build an array of linked lists L[s], for all

0 ≤ s < 22ℓ/ν . We compute σ(tji), the signature of tji and
insert the element e = (u, s, PF, NF, P ) in L[s], where e.u
represents the starting position of tji in t, e.s represents the

signature of tji , e.PF and e.NF point to the previous and to

the next non-overlapping fragment of tji , respectively, and
e.P is the list of patterns, which are aligned against

t[e.u− (ν − 1)ℓ/ν . . e.u− (ν − 1)ℓ/ν + ℓ− 1]

Thus, it is not difficult to observe that the set of elements
(u, s, PF, NF, P ) ∈ L[s], are sorted by u, for all 0 ≤ s <

22ℓ/ν , since we process the fragments of the text from left to
right.
(ii) Pattern Mapping

The idea of using the pigeonhole principle to split each
pattern into ν fragments is adopted. The general idea for
the k-mismatches problem is that inside any match of the
pattern of length ℓ with at most k mismatches, there must
be at least ℓ−k symbols belonging to the pattern [7]. In our
case, by requiring ν − k of the fragments (instead of all of
them) to be perfectly matched with a factor of t, the non-
candidates can be filtered out very quickly. For example,
to admit two mismatches, a read can be split into three
fragments. The two mismatches can exist in at most two of
the fragments (at the same time). Then, if we try all three
combinations of one fragment as the seed, we can catch all
hits with two mismatches.

Lemma 1 ([1]). Given the number of fragments ν of a

string x = {x1, x2, ..., xν}, and the maximum number of al-

lowed mismatches k, k < ν, any of the k mismatches cannot

exist, at the same time, in at least ν − k fragments of x.

Assume that we have a pattern p[1..ℓ]. We split p into
ν equal fragments pj = t[jℓ/ν . . (j + 1)ℓ/ν − 1], for all
0 ≤ j < ν, and compute σ(pj), the signature of pj . Let
bitop(σ(x), σ(y)) be a word-level operation that given two
strings x and y, with |x| = |y| = α and 2α ≤ w, where w is
the size of the computer word, returns δH(x, y) in constant
time. Consider the case when choosing ν = 3 fragments and
k = 2 mismatches. From Lemma 1, we can match at least
one fragment exactly, and so the following hold.

• For each e = (u, σ(p0), PF, NF, P ) ∈ L[σ(p0)],
if bitop(e.NF.s, σ(p1)) + bitop(e.NF.NF.s, σ(p2)) ≤ k,

then p occurs in t with at most k-mismatches, and it
is added to e.NF.NF.P

• For each e = (u, σ(p1), PF, NF, P ) ∈ L[σ(p1)],
if bitop(e.PF.s, σ(p0)) + bitop(e.NF.s, σ(p2)) ≤ k,
then p occurs in t with at most k-mismatches, and it
is added to e.NF.P

• For each e = (u, σ(p2), PF, NF, P ) ∈ L[σ(p2)],
if bitop(e.PF.PF.s, σ(p0)) + bitop(e.PF.s, σ(p1)) ≤ k,
then p occurs in t with at most k-mismatches, and it
is added to e.P

In practice, for long patterns, e.g. ℓ = 72, and small
number of fragments, e.g. ν = 3, it would be infeasible to
keep L in memory. Hence, the supported lengths of fragment
range from 5 to 13, similarly as in [8] and [9]. As a result, the
proposed approach for pattern mapping can only be applied
for a prefix of the pattern. If the length of fragment is 12
and ν = 3, we consider the prefix of length 36 of the pattern,
as a seed, to do the mapping, and then align the suffix of the
pattern to the corresponding factor of the text. For example,
for k = 5 mismatches, we allow at most two mismatches in
the the prefix of the pattern, and the rest in the suffix.

Our method ensures that all alignments within a given
number of mismatches are found, provided that they share
at least one identical fragment, similarly as in [8]. No other
constraints are imposed on the number of mismatches. Hence,
this step can be easily configured to report either the best
alignments, or all hits within the specified range of mis-
matches. As expected, the latter will come with an increase
in runtime, especially for highly repetitive genomes. In ad-
dition, it is not difficult to see that increasing the length
of the fragment would result in a decrease in runtime and
accuracy.
(iii) Dynamic Update

Assume that we have the array of differences H . We can
easily construct t̂ from t, using H .

Assume that we have an edit operation H [λ].o, for some
0 ≤ λ < h, in position H [λ].p = p of t. We compute the
signatures of all the ℓ/ν fragments of t, affected by operation
H [λ].o. Let sj be the signature of the jth affected fragment
of t, and L[sj ][q] the qth element of the linked list L[sj ]. For
each edit operation H [λ].o, for all 0 ≤ λ < h, the affected
fragments are defined as follows.

• Replacement : t[p−ℓ/ν+1+i . . p+i], for all 0 ≤ i < ℓ/ν

• Insertion: t[p−ℓ/ν+1+i . . p+i], for all 0 ≤ i < ℓ/ν−1

• Deletion: t[p− ℓ/ν + 1 + i . . p+ i], for all 0 ≤ i < ℓ/ν

We find and delete the affected fragment from L[sj ], such
that L[sj ][q].u = p−ℓ/ν+1+i, to denote that it is no longer
a fragment of t̂.
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If L[sj ][q].P is not empty, i.e. there exist aligned patterns
against that fragment of t, then we need to unmap those
patterns by adding them to the list of unmapped patterns
U . In addition, we need to unmap the patterns which are
aligned against other fragments of t, which are affected by
the deletion of this fragment. For each deleted fragment
t[p − ℓ/ν + 1 + i . . p + i], we also unmap the patterns from
the following fragments.

t[p+ 1+ i+ jℓ/ν . . p+ i+ (j + 1)ℓ/ν], for all 0 ≤ j < ν − 1

We compute the signatures of all the ℓ/ν new fragments
of t̂, affected by H [λ].o. Let sj be the signature of the jth

new fragment of t̂. We insert the new fragment as the qth

element L[sj ][q] of L[sj ], to denote that it is a fragment of
t̂, by preserving the ascending order of the positions in the
elements.

We also compute a new array P , where P [i] =
∑i−1

j=0
H [j].o

represents the prefix sum of H [i].o, for all 0 ≤ i < h. As
an example of array P , see Fig. 1. Let NEW(H,p) be a
binary-search operation that returns the maximum index i
such that H [i].p ≤ p. We compute and store in place the
new position of each fragment in our structure. The new
positions can be computed as P [NEW(H,p)] + p.

For each edit operation H [λ].o, for all 0 ≤ λ < h, the new
fragments are defined as follows.

• Replacement : t̂[p + P [λ]− i . . p + P [λ] + ℓ/ν − 1− i],
for all 0 ≤ i < ℓ/ν

• Insertion: t̂[p+ P [λ]− 1− i . . p+ P [λ] + ℓ/ν − 2− i],
for all 0 ≤ i < ℓ/ν

• Deletion: t̂[p + P [λ] − i . . p + P [λ] + ℓ/ν − 2 − i], for
all 0 ≤ i < ℓ/ν − 1

(iv) Pattern Re-Mapping

The algorithm for re-mapping the patterns of list U to the
new sequence t̂ is identical to step (ii).

5. RESULTS
DynMap was implemented in the C programming lan-

guage and was developed under GNU/Linux. The program
takes as mandatory input arguments a file with a single refer-
ence sequence in FASTA format, lists of differences of other
sequences compared to the first one, and a file with the
short reads in FASTA format. It then produces a separate
SOAP-like tab-delimited text file with the hits, one for each
sequence, as output. In addition, it produces a file in FASTA
format with all the reads, which were not aligned to any of
the sequences.

In order to validate the correctness of DynMap, we used
a 1Mbp single reference sequence and three lists of differ-
ences, in the following manner, as input. The first list con-
structs the second sequence by simulating 1, 000 random
mixed replacements, insertions and deletions to the refer-
ence sequence. The second list reconstructs the initial ref-
erence sequence, and the third list reconstructs the second
sequence. The reference sequence is a 1Mbp Escherichia coli
strain K-12 substrain MG1655 region, obtained from Gen-
Bank database. The short reads were obtained by simulat-
ing 999, 949 52bp-long reads from the reference sequence. In
addition, to further validate the correctness of DynMap, we
have conducted another experiment, in the same manner, to

Reference 1st 2nd 3rd 4th
Alignment Alignment Alignment Alignment

E. coli 94,17% 91,21% 94,17% 91,21%
Drosoph. 95,82% 91,94% 95,82% 91,94%

Table 1: Mapping 999, 949 52bp-long simulated reads
to four sequences of an E. coli chromosome region
(1Mbp), and 999, 937 52bp-long simulated reads to
four sequences of a Drosophila chromosome 3L re-
gion (1Mbp), using DynMap. The programme was
run with 39bp-long seed, with up to 3 mismatches,
and reported best hits only.

Reads 1st 2nd 3rd 4th
Alignment Alignment Alignment Alignment

E. coli 999, 949 132, 592 133, 807 132, 592
Drosoph. 999, 937 133, 197 134, 325 133, 197

Table 2: The total number of reads to be mapped
by DynMap in each alignment (see Table 1).

map 999, 937 52bp-long simulated reads, generated from a
1Mbp Drosophila chromosome 3L region, obtained from the
NCBI library, back to the same region.

The results in Table 1 demonstrate the correctness of
DynMap in practice: the percentage of aligned reads in
the first and the second alignment is exactly the same as
the third and the fourth, respectively. After the first align-
ment, which is done in Pattern Mapping, the rest of the
alignment is done in Pattern Re-Mapping, which is based
only on Dynamic Update, thus, avoiding to map all the
reads from scratch. The main advantage of the proposed
approach becomes evident in Table 2: the number of reads
to be mapped decreases significantly after the first align-
ment.

In order to check the efficiency of DynMap, we compared
its performance with a reference sequence and two lists of
differences, to the respective performance of three runs (one
for each sequence) of SOAP2 (v2.20) [6] and REAL [1],
which are, up-to-date, two of the most efficient known read
aligners. The reference sequence is the Drosophila chromo-
some 3L(24, 543, 557bp), obtained from the NCBI library.
The second and the third sequences were constructed by
simulating 20, 000 mixed replacements, insertions, and dele-
tions in the reference sequence. The short reads were ob-
tained by simulating 24, 543, 488 70bp-long reads from the
reference sequence. In each case, effort was made to make
the three programmes run in as much similar way as possi-
ble, so that the speed and sensitivity comparisons are fair.
The programmes were set to report the best hits with at
most 4 mismatches.

As it is demonstrated by the results in Table 3, DynMap

is able to complete the assignment much faster. DynMap

finished in 583s, while SOAP2 in 2975s and REAL in 1217s.
In terms of sensitivity, all programmes report quite similar
number of aligned reads for all three sequences, a fact that
further demonstrates the correctness of DynMap in prac-
tice.

In order to validate the accuracy of DynMap, we have
simulated 2, 000, 000 52bp-long simulated reads from the hu-
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Program Total 1st 2nd 3rd
time Alignment Alignment Alignment

SOAP2 2975s 89,85% 86,77% 83,85%
REAL 1217s 89,51% 86,36% 83,37%
DynMap 583s 89,95% 85,59% 83,91%

Table 3: Mapping 24, 543, 488 70bp-long simulated
reads to three sequences of the Drosophila chro-
mosome 3L(24, 543, 557bp). SOAP2 and REAL were
run with 40bp-long seed and DynMap with 39bp-long
seed. All programmes were run with up to 4 mis-
matches, and reported best hits only.

man chromosome 17 (76, 037, 631bp), and used DynMap,
SOAP2 and REAL, to map them back to the chromosome
they came from. The fact that we have simulated the reads,
and thus, we were able to know the exact location of the
chromosome they came from, allowed us to count the num-
ber of correctly aligned and misaligned reads. The results
in Table 4 demonstrate the high accuracy of DynMap. For
this dataset, DynMap appears to have higher sensitivity
than SOAP2 and REAL, with almost the same accuracy.

Program Aligned Correctly Misaligned Accuracy
reads aligned

SOAP2 1,648,698 1,639,847 8,851 99,46%
REAL 1,648,904 1,641,500 7,404 99,55%
DynMap 1,650,697 1,642,902 7,795 99,53%

Table 4: Mapping 2, 000, 000 52bp-long simulated
reads to the human chromosome 17 (76, 037, 631bp).
SOAP2 and REAL were run with 40bp-long seed and
DynMap with 39bp-long seed. All programmes were
run with up to 3 mismatches, and reported best hits
only.

As a further test, we compared the performance of Dyn-

Map with one reference sequence and a list of differences, to
the respective performance of GenomeMapper (v0.3) [8]. As
mentioned in GenomeMapper’s manual1, limiting factors of
Genomapper are time and sensitivity of the resulting map-
pings. We used as input the E. coli chromosome, and one list
of differences with 5, 000 mixed replacements, insertions and
deletions. We have mapped 5, 288, 154 Illumina Solexa 36bp-
long reads obtained from the European Nucleotide Archive
E. coli str. K-12 substr. MG1655 project. As expected, the
results in Table 5 show that DynMap was able to complete
the assignment much faster and with much higher sensitiv-
ity. Notice that in Table 5 the percentage of aligned reads
represent the total number of reads aligned to any of the
two sequences.

The experiments were conducted on a desktop PC, using
a single core of a 2.67GHz Intel Core i7 920 CPU and 8 GB
of main memory, running the GNU/Linux operating sys-
tem. DynMap is available at a website (http://www.dcs.
kcl.ac.uk/pg/dynmap), which is set up for maintaining the
source code and the documentation. All datasets used in the
presented experimental results are also available for further
testing on the same website.

1http://www.1001genomes.org/software/genomemapper.html

Program Total time Alignment
GenomeMapper 95s 47.73%
DynMap 66s 66.84%

Table 5: Mapping 5, 288, 154 36bp-long reads to two
references of the E. coli chromosome (4, 639, 675bp),
using a list of differences of the second sequence
compared to the first. Both programmes were run
with 12bp-long fragment, with up to 2 mismatches,
and reported best hits only.

6. DISCUSSION
In this paper, we have presentedDynMap, an efficient, ac-

curate and sensitive tool for aligning short reads, obtained
from next-generation sequencing experiments, to multiple
related genomes. It is based on a new algorithm, differ-
ent from what has been done so far. The presented exper-
imental results demonstrate that DynMap can effectively
address this problem. We have demonstrated that it can
match or even outperform current popular software, such
as GenomeMapper, in terms of speed and sensitivity, while
being highly accurate. Our results are very promising and
they suggest that further research and development in this
direction is desirable.

7. REFERENCES
[1] K. Frousios, C. S. Iliopoulos, L. Mouchard, S. P. Pissis,

and G. Tischler. REAL: an efficient REad ALigner for
next generation sequencing reads. In Proceedings of the

First ACM International Conference on Bioinformatics

and Computational Biology, BCB ’10, pages 154–159,
New York, NY, USA, 2010. ACM.

[2] D. Gusfield. Algorithms on strings, trees, and sequences:

computer science and computational biology. Cambridge
University Press, New York, NY, USA, 1997.

[3] L. B. Jorde and S. P. Wooding. Genetic variation,
classification and race. Nature Genetics Supplement,
36(11):S28–S33, 2004.

[4] B. Langmead, C. Trapnell, M. Pop, and S. L. Salzberg.
Ultrafast and memory-efficient alignment of short DNA
sequences to the human genome. Genome Biology,
10(3):R25.

[5] H. Li and R. Durbin. Fast and accurate short read
alignment with Burrows-Wheeler transform.
Bioinformatics, 25(14):1754–1760, 2009.

[6] R. Li, C. Yu, Y. Li, T.-W. Lam, S.-M. Yiu,
K. Kristiansen, and J. Wang. SOAP2: an improved
ultrafast tool for short read alignment. Bioinformatics,
25(16):1966–1967, 2009.

[7] G. Navarro. A guided tour to approximate string
matching. ACM Computing Surveys, 33:2001, 1999.

[8] K. Schneeberger, J. Hagmann, S. Ossowski,
N. Warthmann, S. Gesing, O. Kohlbacher, and
D. Weigel. Simultaneous alignment of short reads
against multiple genomes. Genome biology, 10(9):R98+,
September 2009.

[9] T. D. Wu and S. Nacu. Fast and SNP-tolerant
detection of complex variants and splicing in short
reads. Bioinformatics, 26(7):873–881, February 2010.

ACM-BCB 11 334



Dynamic Visualization and Comparative Analysis of
Multiple Collinear Genomic Data

Jeremy Wang
Dept. of Computer Science
University of North Carolina
Chapel Hill, NC 27599, USA

Fernando Pardo-Manuel
de Villena

Dept. of Genetics
University of North Carolina
Chapel Hill, NC 27599, USA

Leonard McMillan
Dept. of Computer Science
University of North Carolina
Chapel Hill, NC 27599, USA

ABSTRACT
We have developed a novel tool for visualizing and ana-
lyzing multiple collinear genomes. Unlike previous genome
browsers and viewers, ours allows for simultaneous and com-
parative analysis. Our browser is web-based and provides
intuitive selection and interactive navigation about features
of interest. Dynamic visualizations adjust to scale and data
content making analysis at variable resolutions and of multi-
ple data sets more informative. Our tool illustrates genome-
sequence similarity through a mosaic of intervals represent-
ing local phylogeny, subspecific origin, and haplotype iden-
tity. Comparative analysis is facilitated through reorder-
ing and clustering of tracks, which can vary throughout the
genome. In addition, we provide local phylogenetic trees
as an alternate visualization to assess local variations. We
demonstrate our genome browser for an extensive set of
genomic data sets composed of almost 200 distinct mouse
strains.

1. INTRODUCTION
Genome browsers are one of the most common bioinformat-
ics tools used by biologists. They allow biologists to visu-
alize genomic features such as genes, SNPs, CpG islands,
transcription factor binding sites, and many others and to
place these features in their genomic context. Generally,
genome browsers support analysis of a single genome, but
there is often a need to compare features between one or
more genomes. Existing tools are not well-suited to do-
ing this. Many visualization methods have been developed
to support comparative genomics of animals from differ-
ent species. These include phylogenetic trees, alignment
viewers, Circos diagrams [Krzywinski, 2009], and dot-matrix
methods [Brodie et al., 2004]. Tools which perform compar-
ative analysis include BLAST (pairwise alignment analysis)
[Altschul et al., 1990] and VISTA [Frazer et al., 2004]. Gen-
erally these methods support only comparisons between a
small number of genomes. There is a need for comparative
analysis and visualization tools supporting members of the
same species with largely collinear genomes. Our goal was to

develop a system which supports simultaneous and dynamic
analysis of many (10s to 100s) collinear genomes.

A web-based resource for investigating genomic data from
multiple samples simultaneously would aid many common
comparative genome analyses. Comparison between genomes
of different samples of the same species, particularly the
analysis of local haplotype and phylogeny, can provide in-
sight into gene origins and individual variations. They also
aid in understanding population structure. Understanding
local genomic variations and population structure is the key
to studies of genes and their association with disease.

2. BACKGROUND
There exist many genome browsers and viewers which can
integrate multiple data sets pertaining to a particular genome
sequence whether it is specific or a species consensus. Many
of these are standalone desktop applications. There also
exist several web-based genome browsers. These, includ-
ing the UCSC genome browser [Kent et al., 2002], GBrowse
[Stein et al., 2002], Ensembl [Hubbard et al., 2002], NCBI
Map Viewer [Dombrowski and Maglott, 2002], and JBrowse
[Skinner et al., 2009], display multiple tracks of data and
support many very useful navigation techniques which allow
the genome to be traversed and visualized at various resolu-
tions. However, existing browsers are limited in their ability
to support dynamic and comparative analysis between mul-
tiple genomes.

The UCSC Genome Browser [Kent et al., 2002] is the most
prevalent web-based genome browser. The UCSC and sim-
ilar Ensembl [Hubbard et al., 2002] genome browsers origi-
nally targeted human genome data and have since been ex-
tended to a large set of vertebrate models. These browsers
display the structure and annotations of a particular genome,
making the data accessible and navigable. They do not focus
on any particular analysis but are comprehensive resources
for displaying and navigating genome data. The browsers
support standard functions including navigation by panning
and zooming. Data sets of interest can be displayed in tracks
and reordered manually by the user. The UCSC and En-
sembl browsers function as visualization tools for compre-
hensive sets of data for many different species, but do not
support comparisons between either inter- or intraspecific
genomes. They do not support dynamic interactions with
the displayed data. Instead, pages must be reloaded in their
entirety any time that new data is requested. Due to this
limitation, data retrieval is necessarily limited to a small
window or few data types to allow quick and easy access.

The Generic Genome Browser (GBrowse) [Stein et al., 2002]
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is a web-based genome browser available for human, mouse
and other model organisms. The main difference between
GBrowse and the UCSC browser is extensibility. GBrowse
supports user-provided data sets, and as such it provides
a flexible framework for displaying and navigating arbitrary
genome information. GBrowse’s navigation and display struc-
ture is similar to the UCSC browser. Data sets can be in-
dividually selected and are displayed as stacked horizontal
tracks aligned to a common genomic scale. Unlike the UCSC
browser, GBrowse supports asynchronous retrieval and nav-
igation of data, meaning the entire page does not need to
be reloaded to update the genomic regions displayed. This
reduces the computational overhead on both the server and
client, refreshing only those parts that change. However,
GBrowse is limited in its ability to display small-scale de-
tails at high resolutions. JBrowse (Javascript-based genome
browser) [Skinner et al., 2009] includes much of the function-
ality of GBrowse and, in addition, allows for more interac-
tive and dynamic visualizations. JBrowse supports dynamic
and fluid transitions between displayed windows, leading to
a more intuitive understanding of the relationship between
genomic features as a user shifts the frame of reference.
JBrowse also supports client-side dynamic rendering rather
than the server-side image or block rendering common to
other browsers. This reduces the server-side computation
and time and cost associated with frequent image transfers.
GBrowse and JBrowse are good tools for generic genome
annotation analysis, but, as with other existing browsers,
do not provide suitable techniques for visualizating multiple
genomes concurrently.

The National Center for Bioinformatics Information (NCBI)
provides the NCBI Map Viewer [Dombrowski and Maglott,
2002] as an online tool for browsing genomes. Unlike others,
the NCBI Map Viewer displays the genome vertically with
tracks for only the assembly, contigs, and genes while focus-
ing on detailed description and annotation for these features
linking to other useful NCBI tools for directly accessing re-
lated genes, SNPs, proteins, and more. Map Viewer also
does not provide any dynamic navigation, requiring pages
to be loaded each time the genome window is adjusted. The
browser serves best as a hub through which other resources
are accessed by genomic position and is not a standalone
analysis tool.

Existing genome browsers are well suited for generic genome
annotation and are useful for analysis of the specific data
sets they are tailored to, but there are many limitations.
Available data is essentially static. In many cases, users
have the ability to customize the browser to use different
data or display only what they are interested in, but the
underlying information remains constant. The visualization
is also essentially static, where the current region of inter-
est is shipped to the viewer. Data can be viewed at mul-
tiple resolutions, but no further attempt is made to adapt
the visualization for a particular purpose. These tools are
frequently used to provide access to publicly available data
sources rather than to support novel visualizations for analy-
sis. Our browser addresses the following limitations of exist-
ing genome browsers: it supports simultaneous exploration
of multiple aligned genomes, it allows for dynamic rearrange-
ments of tracks to support comparisons, and it provides al-
ternative visualization modes based on the current displayed
scale.

Figure 1: An overview of our web-based genome browser. Shown from top
to bottom are the browser’s viewing window editor, strain selection panel, and
the subspecific origin data track. The user selects a subset of genomes, which
are highlighted and then displayed as tracks. The user can drag tracks within
a group to reorder the display of samples. This reordering is reflected in all
grouped tracks. Users can navigate the genome by manually entering positions
or use the navigation buttons to zoom in and out and pan side to side across the
genome. Data tracks can also be collapsed and expanded using the +/- button
above each track. In the subspecific origin group the colored tracks indicate the
subspecies origin of each strain.

3. DESIGN
Our genome browser is web-based, allowing users to view
and analyze multiple genomic data without a standalone
application (http://msub.csbio.unc.edu). Data is stored on
a server and the client side consists of only the web browser.
It has been tested and works on most modern web browsers
and operating systems. Tested browsers include Chromium/
Google Chrome 10.0, Firefox 3.6 and 4.0, Internet Explorer
8, and Safari 5.0. It even loads on iPhones (iOS 4.2.1).

Our basic visualization techniques are similar to existing
browsers and genome viewers in that separate types of ge-
nomic data are represented as vertically stacked horizon-
tal bars (tracks) covering a selected region of the genome.
We support various navigation techniques including select-
ing a region of the genome, panning backward and forward
through the genome, and zooming in and out. Clicking and
dragging over any track highlights the region over which the
pointer is dragged on all displayed tracks. This allows users
to highlight regions of interest to easily compare between
track groups. In addition, once a region is selected, a button
appears to allow zooming in to the region. This allows for
precise navigation to features of interest. There are also nav-
igation buttons to zoom out by fixed small (two) and large
(ten) ratios of the displayed window size. Panning side to
side is supported by four buttons, two pan in each direction,
one a short distance and one a long distance, 10% and 50%
of the viewing window size, respectively. Panning small dis-
tances allows the user to fine tune the display to focus on a
region of interest. Further panning allows users to scan the
genome for nearby features while maintaining a local frame
of reference. In addition to panning and zooming, when a
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point on any track is clicked, a vertical cursor line is high-
lighted to allow visual alignment of features at that point.
The display window may then be centered at the selected po-
sition to best show the chosen feature and surrounding area.
Displayed samples can be selected or deselected by clicking
the strain name in the selector region. Data sets can also
be individually shown or hidden depending on the analysis
performed by clicking to toggle the show/hide button next
to each track group.

For most data types, the displayed information can be re-
trieved as a delimited text file by clicking the output button
below each track. This method retrieves the underlying data
for the currently selected set of active genomes and within
the displayed window so that no further filtering is required.

The most common datatype used by our browser is a set
of possibly overlapping intervals. Intervals smaller than the
viewing resolution of the browser are displayed as a density
histogram. Overlapping intervals are displayed on subse-
quent stacked tracks. This data representation supports a
wide variety of genome annotations and allows the browser
to be easily extended to novel data sets.

Our design focuses on the visualization of multiple simulta-
neous components from aligned data sets. To this end, we
support a multi-row display, where individual data sets are
displayed as vertically stacked bars. Given the collinearity
of the comparable genomes, features of interest can be visu-
alized in multiple genomes simultaneously by navigating to
the feature area and comparing data vertically. Intervals for
various data types are displayed as horizontal colored bars
across the genome, easily highlighting similarities and differ-
ences between genomes by their respective color coding at a
particular position. To allow users to further customize the
visualization to their needs, we support dynamic recoloring
of intervals for some data (Fig. 4) as well as automatic sort-
ing of samples at a user-selected position (Fig. 3). These
dynamic coloring and reordering tools allow comparison of
features of interest by visually aligning, spatially and using
color, where genomes are similar and different.

Figure 2: Mouse Diversity Array SNPs (above) and subspecific origin (be-
low) shown at a fine resolution. A high density of SNPs is represented as a
histogram across the genome. As the user zooms in, the histogram’s bar heights
dynamically adapt to display the relative SNP densities in each genomic region.
Individual SNPs are displayed as vertical ticks along the SNP track as the dis-
play resolution approaches an individual base-pair. Alleles are overlayed on the
track at low resolutions.

4. IMPLEMENTATION
In traditional genome browsers, a relatively small amount of
data needs to be handled at any one time. Existing browsers
need only handle a single sequence. In order to visualize
multiple sequences simultaneously (10s to 100s), it is impor-
tant to consider methods for efficient data transfer and vi-
sualization. In addition to handling multiple sequences, we
also support visualization at variable scales which require

Figure 3: The top track group shows haplotype coloring with strains shown
in the default order. The lower track shows this tracks after automatic sorting
at the selected cursor position. Strains are sorted by haplotype at the selected
position. Strains with the same haplotype are further sorted by adjacent posi-
tions until all strains are distinct. All others tracks are automatically ordered to
match this sorted order.

dynamic data resolution.

To support faster and more interactive visualization while
dealing with remote data, our implementation loads data
as needed into the page using asynchronous requests to the
server. To reduce data transfer costs in memory and speed,
the page is loaded once at the beginning of a session and,
subsequently, raw data is loaded. Graphics rendering is han-
dled in the browser so that complete images do not have to
be transferred from the server. Data rescaling, panning, and
drawing visualizations are all handled by the client. Asyn-
chronous requests allow the tool to be used while new data
are transferred.

We require a set of web-based technologies which support
wide platform interoperability and dynamic client-server in-
teraction. In addition, to increase ease of development and
extensibility, we wanted a framework which was easy to
maintain, understand, and use without having to deal with
the details of browser compatibility and scripting languages
like HTML and Javascript. To these ends, we used the Pyja-
mas framework (http://pyjs.org), a Python implementation
of the Java-based Google Web Toolkit (GWT). This frame-
work allows development using the Python language while
outputting browser non-specific HTML and Java- script. We
used AJAX to perform asynchronous remote procedure calls
to retrieve and reformat data as it is needed.

Figure 4: The default haplotype group coloring, which minimizes color
transitions across the entire genome, is shown above. Below is the selected subset
of strains recolored according to their displayed order. The topmost strain is
assigned a single color and subsequent strains are assigned the same color where
their haplotypes match the first strain. A strain is assigned a second color where
it does not match the first strain and subsequent strains are assigned the color
where they match the new strain but not the first. This process is repeated for
all remaining strains in displayed order. This recoloring highlights the haplotype
similarities over extended genomic regions (60 Mbases as shown) between the
selected strains.
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5. RESULTS
We have deployed an instance of our visualization tool to
aid analysis and interpretation of a recently published Na-
ture Genetics paper [Yang et al., 2011]. This paper analyzes
a set of 100 classical laboratory and 62 wild-derived mouse
strains along with 36 wild-caught mice. The study resolves
controversies regarding the subspecific origin of the labora-
tory mouse and provides the first detailed view of the hap-
lotype diversity in most common laboratory mouse strains.
We use our tool to visualize eight different data types to aid
in comparative analysis of these 198 mouse samples.

We include SNPs from the Mouse Diversity Array [Yang
et al., 2009] used in genotyping the mouse strains. When
viewing small sections of the genome, SNPs are displayed
individually as vertical bars along the track. In addition,
alleles at each SNP for each strain are displayed at fine-
scale resolutions overlaying the subspecific origin and haplo-
type coloring tracks to allow for direct comparison (Fig. 2).
At coarse-scale resolutions, the SNPs are aggregated into a
histogram representing the frequency of SNPs within each
small window. Known genes are displayed in a similar man-
ner. Where genes overlap, they are displayed on additional
stacked horizontal tracks.

Another data track of interest is subspecific origin. The
genomes of classical laboratory mouse strains arose through
interbreeding of pet mice from different mouse subspecies.
In [Yang et al., 2011], the mosaic of each genome was deter-
mined (Fig. 1, 2). Subspecies are assigned to each strain as
a mosaic of intervals representing Mus musculus domesticus,
Mus musculus musculus, or Mus musculus castaneous sub-
species. Subspecies are computed using a Hidden Markov
Model based on a set of diagnostic SNPs. Alleles are as-
signed diagnostic status for each SNP as either fully infor-
mative (common to all members of the subspecies) or par-
tially informative (occuring within some members of the sub-
species). SNPs for strains with unknown subspecies distri-
bution are then assigned a subspecies and confidence based
on the diagnostic status of that allele. The HMM is used to
assign subspecies to intervals across the genome minimizing
subspecies transitions. Subspecific origin is visualized as a
mosaic of colored bars representing domesticus (blue), mus-
culus (red), or castaneous (green) regions. At fine scales,
diagnostic SNPs are shown above the subspecies assignment
for each strain, the height and color of the bar representing
the relative diagnostic value and implied subspecies, respec-
tively.

Regions of heterozygosity are also displayed. Heterozygos-
ity is displayed as a mosaic of intervals representing het-
erozygous regions in addition to an individual locus-based
visualization like the SNP tracks. The heterozygous block
visualization is a computed track using a method similar to
the subspecific origin HMM to detect contiguous heterozy-
gous regions.

Genome mosaic representations, such as subspecific origins
and heterozygous regions, are useful for identifying histor-
ical recombinations or more recent introgressions between
mouse strains. Existing laboratory and wild-derived strains
are a mosaic of ancestral genomes which were subsequently
inbred. Our genome browser provides the first tool for ex-
ploring this genomic diversity at both coarse and fine scales.

For classical laboratory strains, several more data sets are

displayed to show local variation and haplotype structure.
We include a visualization of intervals which show no evi-
dence of historical recombination [Wang et al., 2010] (Fig 5).
This visualization is also useful in order to place other data
in the context of these breakpoints, which represent possible
transitions between ancestral haplotype blocks. Compatible
intervals are computed using a maximal-k scan over the 100
classical laboratory strains, that is, a minimal full covering of
maximally sized intervals based on the 4-gamete test. Such
intervals each define a unique perfect phylogeny tree based
on the set of SDPs within the interval. Intervals can overlap
at most with one other interval on each side, so intervals are
displayed as horizontal bars in alternating stacked horizon-
tal tracks. At large scales, the interval density is displayed
as a histogram.

Intervals of sequence identity are depicted as uniformly col-
ored haplotypes among the subset of selected strains. Strains
are divided into haplotype identity groups within each com-
patible interval based on sequence similarity (see [Yang et al.,
2011]). We compute intervals of identity by descent (IBD)
on the fly. As we will see in the following data description,
regions of IBD should correspond directly to identical hap-
lotype coloring patterns.

We also support a method for exploring the extent of shared
haplotypes among the selected strains by assigning unique
colors to each haplotype group within each interval (Fig. 4).
Initial haplotype colors are assigned to minimize total hori-
zontal color transitions. When viewing only a small sample
of strains, this coloring can be simplied further by changing
colors only when there are haplotype group changes among
the selected strains. Colors can be dynamically reassigned
according to the order of the selected strains such that col-
ors are assigned in descending order. The topmost displayed
strains is assigned one solid color across the genome. The
second strain is assigned the color of the previous strain
where its haplotype is the same as the first and a second
color where it is different. This process is repeated for sub-
sequent strains. This has the effect of highlighting all regions
where the first selected sample shares a haplotype with sub-
sequent samples by using the same color. In this way, the
haplotype coloring scheme can be substantially simplified for
a small sample of strains allowing more intuitive analysis. A
generic feature of the browser is that strain tracks can be
dragged vertically to reorder their position within a track
group, allowing the coloring order to be customized.

A final interactive tool facilitates similarity analysis at a
particular position by allowing sorting of tracks at a user-
selected position. Strains can be sorted vertically according
to the haplotype coloring at the selected position such that
strains with identical haplotype are grouped together. In
addition, strains are further sorted according to their hap-
lotypes at increasingly distant positions radiating in both
directions from the selected positions until either the edge
of the displayed window is reached or all strains are distinct.

Lastly, local phylogenetic trees can be displayed by selecting
a compatible interval of interest within the genome (Fig. 5).
A tree is computed within the interval based on neighbor-
joining on haplotype similarity. Selected strains are high-
lighted in the haplotype group they fall in, corresponding
to a leaf in the tree structure. In contrast to the haplotype
identity and IBD tracks, the phylogenetic trees show rela-
tive differences and possible ancestral relationships between
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similar haplotype groups rather than simply the group mem-
bership. Strain names are colored according to their sub-
specific origin to show the relationship between subspecies
assignment and tree structure.

Figure 5: The compatible intervals and haplotype coloring are shown for
a small region. Intervals larger than the current pixel resolution are displayed
as blue bars while the density of smaller intervals is represented as a histogram.
Compatible intervals are computed as maximal overlapping 4-gamete compatible
regions across the genome. Such intervals have the property that no more that 2
adjacent intervals can overlap. Overlapping ”even” and ”odd” intervals are dis-
played on alternating stacked tracks. A local phylogeny tree is also shown for
the highlighted interval (denoted by the vertical red bar along the compatible in-
terval track). The local phylogeny tree visualization includes the tree structure,
size and location annotation for the interval the tree covers, the leaf descriptions
including the strains in each leaf, and the distance matrix used to perform the
neighbor-joining between leaves. Letters at the leaves of the phylogeny tree de-
note nodes which contain strains. The leaf descriptions show the corresponding
node letter, a confidence score, and number of supporting SNPs along with the
set of strains in that leaf. Each strain is colored according to its assigned sub-
specific origin within the tree’s interval and the strains in the currently selected
subset are shown as bold.

6. CONCLUSION
An instance of our genome browser has been deployed to
visualize results of our recent publication [Yang et al., 2011]
at http://msub.csbio.unc.edu. It is continually used in com-
parative genome analyses of the mouse genomes presented.
In the first seven months of our tool’s availability, we have
had almost 1000 users make over 15,000 queries. The pri-
mary use is subspecific origin analysis and analysis of the
relationship between subspecific origin and other genomic
features. Another specific analysis for which our tool is par-
ticularly well suited is to exploit the predictive power of our
local phylogeny and haplotype assignments. Local compar-
ative analysis has been shown to be particularly effective in
predicting disease and other phenotypic states of the avail-
able set of mouse strains given the state of a small sample.

There are many technical as well as structural improvements
that can be made in the future to make our browser more
useful, general, and effective. To allow a larger range of
users and wider adoption, we need to improve the ease of
extensibility by, for example, adding a simple web-based in-
terface for adding and designing visualizations for new data
within the existing framework. We present a specific data
set here, but our browser is suitable to other organisms and
other data to support the same type of multiple genome and
sub-population comparative analysis. A more fundamental

improvement we would like to make is to address local in-
sertions, deletions, repeats, and other regions where com-
parable genomes are not strictly collinear. Even samples of
the same and very similar subspecies can have small scale
copy-number variations. Assessing these differences is an
important part of local haplotype and phylogeny analysis.
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ABSTRACT
Craniosynostosis is the premature fusion of the bones of the
calvaria resulting in abnormal skull shapes that can be asso-
ciated with increased intracranial pressure. The goal of this
work is to analyze the various 3D skull shapes that mani-
fest in isolated single suture craniosynostosis. A logistic re-
gression is used to identify different types of synostosis and
quantify the differences. Due to the high-dimensionality of
the feature data, a sophisticated feature selection technique
is required to avoid overfitting and to improve the classi-
fication accuracy on the unseen data. In addition, feature
selection allows the identification of surface areas that con-
tribute to the major skull deformations that characterize iso-
lated synostosis. We applied three sparse feature selection
methods: L1 regularization (lasso [9]), fused lasso ([10]) and
a novel regularization method we have developed called the
clustering lasso (cLasso). L1 regularized logistic regression
locates important surface points, and the fused lasso groups
these points into regions. The cLasso was designed to as-
sign similar weights to groups of correlated shape features.
Experimental results indicated that the regularized logistic
regression models achieve a significantly lower misclassifica-
tion rate than unregularized logistic regression.

Categories and Subject Descriptors
J.3 [Life and Medical Sciences]; I.5.1 [Pattern Recog-
nition]: Models; I.5.4 [Pattern Recognition]: Applica-
tions; I.4.9 [Image Processing and Computer Vision]:
Applications

Keywords
craniosynostosis, cranial image (CI), L1 penalized logistic
regression, fused lasso, the clustering lasso (cLasso)

1. INTRODUCTION AND MOTIVATION
This paper is focused on 3D shape analysis of the skulls of

patients with craniosynostosis. Craniosynostosis is a com-

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
ACM-BCB ’11, August 1-3, Chicago, IL, USA
Copyright 2011 ACM 978-1-4503-0796-3/11/08 ...$10.00.

mon congenital condition in which one or more of the fibrous
sutures in an infant’s calvaria fuse prematurely. This results
in restricted skull and brain growth. Because the brain can-
not expand perpendicular to the fused suture, it redirects
growth in the direction of the open sutures, often resulting
in an abnormal head shape and facial features. Some cases
of craniosynostosis may result in increased intracranial pres-
sure on the brain and developmental delays [8]. It is esti-
mated that craniosynostosis affects 1 in 2,000 live births [7].

The motivation for this work is two-fold. First, as in pre-
vious work [3] [5], we propose methods for classification and
quantification of three different types of isolated single su-
ture craniosynostosis: coronal, metopic and sagittal. Sec-
ond, in order to help physicians and researchers to better
understand specific shape deformations, we pursue our anal-
ysis further to determine the local area of the skull in which
the shape deformation was the most salient.

In our work, we built a system that automatically gener-
ates a shape representation called the cranial image (CI) [3]
from the CT image of a patient’s skull. The cranial images
are used as features to distinguish between skulls of patients
with different types of craniosynostosis. A logistic regression
is used for this classification task, as well as for quantifica-
tion of the shape deformation of the different types of cran-
iosynostosis. Then, three variations of the logistic regression
model are applied: L1 regularized logistic regression [9], the
fused lasso [10] and the clustering lasso (cLasso), which is
proposed in this paper. These models select subsets of fea-
tures from the cranial image, which represent skull regions
that cause major shape differences among the three types of
craniosynostosis.

2. RELATED LITERATURE
Calvarial (skull) abnormalities are frequently associated

with severely impaired central nervous system functions due
to brain abnormalities, increased intra-cranial pressure and
abnormal build-up of cerebrospinal fluid. In [6], the authors
introduced several different craniofacial descriptors that have
been used in studies for two craniofacial disorders: 22q11.2
deletion syndrome (a genetic disorder) and deformational
plagiocephaly/brachycephaly. They provided feature extrac-
tion tools for the study of craniofacial anatomy from 3D
mesh data obtained from the 3dMD active stereo photogram-
metry system. These tools produce quantitative represen-
tations (descriptors) of the 3D data that can be used to
summarize the 3D shape as pertains to the condition being
studied and the question being asked. This work is different
from ours in that it analyzed the shape of the midface and
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Figure 1: Framework of the system for automatic
CI generation: with an input of 3D volume data in
random pose, the system first extracts the skull and
performs pose normalization, so that it is symmetric
with respect to the right and left sides. Then, a base
plane is located based on several landmarks that are
biologically important. After that, one or multiple
planes that are parallel to the base plane are ex-
tracted and a distance matrix (CI [3]) is composed
from the pairwise distance between evenly spaced
points on the skull contours.

back of the head, while our work focuses on the shape of the
skull.

Previous studies have also examined the specific skull shapes
of patients. In [3] a novel approach to efficiently classify skull
deformities caused by metopic and sagittal synostoses using
symbolic shape descriptors was developed. In [5] a novel
set of scaphocephaly severity indices (SSIs) for predicting
and quantifying head- and skull-shape deformity in chil-
dren diagnosed with isolated sagittal synostosis (ISS) was
described, and their sensitivity and specificity was compared
with those of the traditional cranial index.

These efforts differ from our approach in that they were
not fully automatic and therefore required human interac-
tion for selecting planes and landmarks from the skull for
the purpose of extracting shape features. They use machine
learning tools, but not a logistic regression approach.

3. CRANIAL IMAGE (CI) GENERATION

3.1 System Framework
A system was built for automatic generation of the cranial

image [3]. The framework of the system is shown in Fig. 1.
The following sections give a detailed explanation of each
module of the system.

3.2 Base Plane Localization
In the first module, a base plane is located on the skull

based on two important landmarks: the nasion and the
opisthion (Fig. 2). The nasion is the intersection of the
frontal and two nasal bones of the human skull [1]. Its man-
ifestation on the visible surface of the face is a distinctly
depressed area directly between the eyes, just superior to
the bridge of the nose. The opisthion is the mid-point of the
posterior margin of the foramen magnum on the occipital
bone [1]. The two points were chosen because of their sig-
nificance for analysis of the human skull, and because they
are stable during the human growth process.

The approach to finding the nasion and opisthion includes
several steps. First, the plane of symmetry of the left and
right sides of the skull is extracted. The landmarks are ex-

Nasion Nasion 

Opisthion Opisthion Base plane Base plane 

Figure 2: Nasion, opisthion and the base plane of the
skull: the nasion is the intersection of the frontal
and two nasal bones of the human skull [1]; the
opisthion is the mid-point on the posterior margin of
the foramen magnum on the occipital bone [1]; the
base plane is the plane that goes through the nasion
and the opisthion and is perpendicular to the middle
plane of the head.

pected to be on the intersection of this plane with the skull,
which forms an outline as shown in Fig. 1. Then, three
points are found; the tip of the nose, the nasion and the
opisthion. These three points are detected in an order such
that the location of each point is based on that of the previ-
ous one. The tip of the nose is first and is located by finding
the point with the smallest horizontal value (x value in the
Cartesian coordinate system) of the skull outline. The na-
sion is located as the point closest to the tip of the nose,
which is above it and which has a zero curvature in the
vertical direction. The opisthion is located as the point in
the left part of the outline, which has the closest distance
to the nasion of all points below the nasion. After that, a
base plane is identified as the one that goes through the na-
sion and the opisthion and is perpendicular to the plane of
symmetry of the head, as shown in Fig. 2.

3.3 Plane Selection
Our shape measure is based on the distances between

points on the surface of the skull. The second module se-
lects planes on which the points are located. The top plane
of the skull is a plane that has intersection with the skull and
which is parallel to the base plane but has the furthest dis-
tance to the base plane. Our system can extract any plane
that is parallel to the base plane and located between the
base plane and the top plane of the skull, based on the ratio
of its distance to these two planes. Multiple planes may be
selected and used together.

The selection of planes is related to our previous studies,
which have proven the effectiveness of three planes in the
skull: A-plane, F-plane and M-plane. The A-plane is at the
top of the lateral ventricle, the F-plane is at the foramen
of Munro, and the M-plane is at the level of the maximal
dimension of the fourth ventricle [3]. In [3], these planes
were manually selected using anatomical knowledge. In our
approach, these three planes are automatically located be-
tween the base plane and the top plane of the skull with
certain ratio values. The ratio values are estimated as 0.27,
0.36 and 0.54.

Our software allows users to select any planes according
to their distance from the base plane. The three planes from
[3] (A-plane, F-plane and M-plane) were used individually in
the first set of experiments (section 5.2) in order to simulate
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the experiments in [3]. Then in the rest of our experiments,
10 planes that are evenly distributed across the whole skull
were used to provide a more general 3D shape descriptor.

3.4 Point Extraction and CI Generation
In the third and last module of the system, the outlines

of the skulls are extracted on the planes from the previous
module, and N points are evenly extracted along the out-
lines (N = 100). Pairwise distances among these points are
calculated, forming an N by N distance matrix. The num-
ber at position (i, j) of the matrix represents the distance
between point number i and point number j. The matrix is
symmetric, thus the name cranial image (CI) [3].

4. SHAPE ANALYSIS USING CI
Our work on classification and shape quantification strongly

differs from [3]. This section describes our methodology.

4.1 Logistic Regression for Classification
The cranial image is used for further analysis of the shape

of the skulls. The first task is to classify the skulls into
different types of craniosynostosis: coronal, metopic, and
sagittal. Specifically, we consider all pixel values in a cranial
image as features of a skull, and use logistic regression for
classification.

Logistic regression is a workhorse in machine learning that
uses a generalized linear model for binomial regression.

p(y|x,w) =
1

1 + exp(−y(wTx + w0))
(1)

where vector x contains the feature values of a data sample;
y is its class label (for example, y = 1 refers to coronal
and y = −1 refers to metopic), w contains the coefficients
for x, and w0 is the intercept. Furthermore, w0 and w are
model parameters, and p(y|x,w) is the probability that a
data sample belongs to a certain class.

Coefficients w0 and w in this model are the optimal pa-
rameters that minimize the following loss function:

l(w0,w) =

n∑
i=1

log(1 + exp(−yi(wTxi + w0))) (2)

{w0,w} = min
w0,w

l(w0,w) (3)

where yi is the actual class label of a sample xi. The pre-
diction of a sample data x is class label 1 if this criteria is
true: p(y = 1|x,w) > 0.5.

4.2 L1 Regularized Logistic Regression
Due to the high-dimensionality of the data (i.e. a large

number of features and a modest size of samples), learning
the unregularized logistic regression [3] will result in overfit-
ting. To avoid overfitting, we applied L1 regularization that
induces sparsity in the solution w such that many of the
coefficients in w are set to exactly zero. L1 regularization
[9] has been rigorously proven to be effective in selecting
relevant features when there are exponentially many irrele-
vant ones [2]. The log-likelihood of L1 regularized logistic
regression is as follows.

l(w0,w) =

n∑
i=1

log(1+exp(−yi(wTxi+w0)))+λ

m∑
i=1

|wi| (4)

where λ is a regularization parameter for the L1-norm. Ge-
ometrically, each feature corresponds to two points on the
skull surface; thus, the selected features - those correspond-
ing to non-zero coefficients - can represent the skull points
that contribute most to the shape deformation of the skulls.

4.3 The Fused Lasso for Selecting Feature Com-
binations

One problem with L1 regularization for our purpose is that
when features are highly correlated, it arbitrarily chooses
one of many correlated features. Thus, although there are
likely to be “regions” - involving multiple features that are
physically close - that are predictive of the abnormalities,
our results show that surface points corresponding to the se-
lected features are usually scattered on the skull. This makes
it hard to derive a medically relevant conclusion. Here, we
propose to use a variation of L1 regularization that better
reflects the underlying structure of our feature data. Specif-
ically, we use the fused lasso to induce bias such that the
selected points that are close to each other form salient re-
gions on the skull.

The fused lasso [10] places a constraint on the weights
of the features that are geographically related - sharing the
same or neighboring surface points. The loss function of the
fused lasso is,

l(w0,w) =

n∑
i=1

log(1 + exp(−yi(wTxi + w0)))

+λ

m∑
i=1

|wi|+ µ
∑

{wi,wj}∈M

|wi − wj | (5)

where µ is a regularization parameter for the new penalty
term. M is a set that contains all pairs of features that are
neighbors, whose endpoints are the same or next to each
other. In equation [5], λ

∑m
i=1 |wi| penalizes large feature

weights, and µ
∑

{wi,wj}∈M |wi −wj | penalizes large weight

differences between neighboring features. This new penalty
term induces geographically related features to be assigned
similar weights.

4.4 cLasso for Forming Feature Clusters
L1 regularized logistic regression tends to assign different

weights to highly correlated features. When features are
highly correlated, it arbitrarily chooses one of them and as-
signs a non-zero weight only to it. The fused lasso places
constraints on the weight differences base on their geograph-
ical relationships. Another option is to penalize the weight
differences of correlated features. We propose a new form
of regularized logistic regression, namely the clustering lasso
(cLasso). The model for the clustering lasso is:

p(y|x,w,wc) =
1

1 + exp(−y(wTx + wcT + w0))
(6)

where x contains the feature values of a data sample; y is
its class label (for example, y = 1 refers to sagittal and
y = −1 refers to non-sagittal); w contains the coefficients
for x; wc contains the coefficients for c (the cluster centers
of x); and w0 is the intercept. Furthermore, w0, w and wc

are model parameters, while p(y|x,w,wc) is the probability
that a data sample belongs to a certain class.
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Then the loss function for the cLasso becomes

l(w0,w,w
c) =

n∑
i=1

log(1 + exp(−yi(wTxi + wcT ci + w0)))

+λ

m∑
i=1

|wi|+ ν

k∑
i=1

|wc
i | (7)

where ci (i ∈ [1, k]) is the centroid of a group of features
{xi1 ,xi2 ,...,xik} (its feature value is their average); wc

i is the
weight for ci; and ν is the regularization parameter for the
weights of the cluster centers.

This loss function is designed to cluster the features based
on their correlation, and penalize their shared weights (wc

i )
and individual weights (wi1 , wi2 , ..., wik ) respectively. When
ν is small and λ is large, individual weights are penalized,
and features tend to be split into groups based on their cor-
relation and to share the same weights. When λ is large
enough, this model is equivalent to the model of L1 regular-
ized logistic regression (equation [4]).

Parameter wc
i encourages correlated features to share the

same weight, and wi allows unique features to be used.
Therefore, the cLasso is equivalent to using only shared
weights (wc

i ) when each centroid ci (i ∈ [1, k]) is computed as
a weighted average with the weights determined by (wi1 , wi2 ,
. . . , wik ).

5. EXPERIMENTS

5.1 Medical data
Our approach for analysis of skull shape was tested on 3D

CT images of children’s heads from hospitals in four different
cities in the US. The children each had one of the three types
of craniosynostosis: coronal, metopic or sagittal. In total we
examined 70 CT images, each comprising a stack of image
slices.

The experiments were designed to test the ability of our
system to identify different types of craniosynostosis. Cra-
nial images were generated using our system with one or
multiple planes. Logistic regression, L1 regularized logistic
regression, the fused lasso and the cLasso were used for clas-
sification, quantification and interest region localization. In
the following, we first tested the ability to classify different
types of craniosynostosis using only one plane. Then mul-
tiple planes were used for classification and interest region
localization. Regularization parameters in the models were
analyzed, and classification results were compared using dif-
ferent models. Implementation of L1 regularized logistic re-
gression is from the authors of [2], and implementation of
the fused lasso is the machine learning package SLEP [4].

5.2 Single-Plane Classification
In the first experiment, we tested the cranial images gen-

erated using only one plane: the A, F or M plane (introduced
in section 3.3). 100 points were extracted on each plane to
calculate the distance matrix. Misclassification rates were
measured using 3-fold cross validation. A logistic regression
model was used as the classifier.

The results of single-plane classification are shown in Ta-
ble 1. The classifier was first tested on each pair of classes
and then for all three classes at once, using all features.
Based on the experimental results, the lowest misclassifica-
tion rates are achieved using the A-plane or F-plane alone.

One Plane C vs M M vs S S vs C 3-Classes
A-Plane 3.29% 12.67% 26.29% 10%
F-Plane 4.39% 17.57% 25.57% 10%
M-Plane 6.29% 17.14% 27.14% 10%

Table 1: Misclassification rates using a single plane:
C represents coronal; M represents metopic; S rep-
resents sagittal. Classification is run for both pairs
of classes and multiple classes.

Although the three planes are biologically meaningful, the
misclassification rates of sagittal versus coronal are high,
over 25% using any of the 3 planes. Improvements are
needed for the results to be able to help with craniosyn-
ostosis research.

5.3 Parameter Selection
In the second experiment for multi-plane classification,

the cranial images were generated from 10 planes that were
evenly spaced across the skull. 10 points were extracted
from each plane, and a cranial image with 10,000 features
was used for classification using logistic regression and its
variations with different regularization terms. Misclassifica-
tion rates were measured using 3-fold cross validation.

The first problem in conducting these tests was to deter-
mine the value of the regularization parameters λ, µ and ν in
equations [4], [5] and [7]. The effect of these regularization
parameters on classification accuracy was explored by test-
ing the misclassification rate of sagittal versus coronal with
fixed training and testing sets. Fig. 3 examines the rela-
tionship of λ, µ, ν and the misclassification rate in equation
[4], [5] and [7]. Based on the observation in the figures, the
classification error is the lowest when 0.5 ≤ λ ≤ 1, µ ≈ 0.2
and ν < 0.1.

In the classification task, the regularization parameters
were found using 10-fold cross validation on the training
set. Specifically, the training set for each test was divided
into 10 sub-folds. Nine of them were used for training with
certain regularization parameters, and the other fold was
used for testing the misclassification rate. The parameter
setting with the lowest average rate across all 10 sub-folds
was chosen.

5.4 Classification Results & Visualization
Classification results using equally-spaced boundary points

from 10 planes with the four different models are shown in
Table 2. The results of logistic regression are modest despite
the large number of features it uses. This substantiates the
overfitting problem when using this model. The misclassi-
fication rate greatly improves when regularization is used
in the logistic regression model. Specifically, the clustering
lasso, which was proposed in this paper, exhibits a signifi-
cant improvement in the misclassification rate, particularly
for the sagittal class. The interest region localization results
using the fused lasso are shown in Fig. 4.

6. CONCLUSIONS
In this work, we built a system that performed automatic

analysis of skull shape. A shape measure called the cranial
image (CI) is automatically generated by our system. Lo-
gistic regression, L1 regularized logistic regression, the fused
lasso and the clustering lasso, which is a model proposed in
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Figure 3: Misclassification rate vs regularization pa-
rameters: the x axis is value of regularization pa-
rameter λ, µ and ν; the y axis is the misclassification
rate achieved using the value.

this paper, are used for classification of different types of
isolated single suture craniosynostosis. Our experimental
results show a significant improvement in the misclassifica-
tion rate using the model we proposed. The clustering lasso
is also used for quantification of different syndromes. L1 reg-
ularized logistic regression and the fused lasso are used to
select features from the CI. With these selected features, the
most representative deformed shape regions can be shown on
the surfaces of patient skulls.

We expect our methodology to be useful in craniofacial
research. The interest region location and quantification
results help researchers interested in clinical outcomes re-
search. The classification results may provide a convenient
tool to assist with remote diagnostics.
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Multiple Planes C vs M M vs S S vs C 3-Classes
Logistic regression 13.57% 13.57% 23.93% 10%
L1 regression 7.14% 5% 6.43% 8.57%
Fused lasso 5.71% 5.71% 4.29% 18.57%

Clustering lasso 4.29% 4.29% 5.71% 7.14%

Table 2: Misclassification rates using multiple
planes: C represents coronal; M represents metopic;
S represents sagittal. Classification is run for both
pair of classes and multiple classes.

Coronal Metopic Sagittal

Figure 4: Visualization of selected points together
with their pairwise distances using the fused lasso.
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ABSTRACT 

The high complexity in the gene regulation mechanism and the 
prevalent noise in high-throughput detection experiments are 
considered to be the two major obstacles in discovering 
transcriptional regulation with high accuracy from experimental 
gene expression data. In this paper, we study a model based on 
dynamic Bayesian networks to predict gene regulation by 
integrating transcription factor binding site data and protein-
protein interaction data with gene expression data. The knowledge 
of genetic interactions between proteins and the presence of 
transcription factors binding site at the promoter region of a gene 
have been used to restrict the number of potential regulators of 
each gene. We show the effectiveness of combining multiple data 
sources in the prediction of transcriptional regulation through the 
analysis of Saccharomyces cerevisiae (Yeast) cell cycle data. 
Experiments conducted on real microarray datasets show that the 
proposed model is significantly more efficient and topologically 
more accurate compared to other existing models based on 
dynamic Bayesian networks. We also demonstrate the scalability 
of the proposed model through the analysis of a large dataset with 
a sustainable performance level. 

Categories and Subject Descriptors 

I.2.6 [Computing Methodologies]: Artificial Intelligence– 
Learning. 

General Terms 

Algorithms, Performance, Experimentation, Verification. 

Keywords 

Dynamic Bayesian Networks, Transcriptional Regulation, 
Binding Site Data, Protein-Protein Interaction Data, Microarray. 

 

1. INTRODUCTION 
Cellular molecules such as genes, proteins and DNAs interact 
with one another and generate a circuitry which enables a cell to 
process information and respond to stimuli. Among these, the 
regulatory interaction between transcription factor (TF) and their 
target gene plays a prominent role in controlling the expression of 
genes at the transcription level. An enormous amount of gene 
expression data have been generated by means of high-throughput 
technologies such as cDNA microarrays. These data provide a 
rich source for a network of TF-gene interaction and thus describe 

the circuitry responsible for a variety of cellular processes. 

Computational approaches that have been proposed in reverse 
engineering transcriptional regulation from microarray data 
include: Probabilistic Boolean Networks [1], Differential 
Equations [2], Bayesian Networks (BN) [3], the S-system model 
[4], Dynamic Bayesian Networks (DBN) [5-9], State-Space 
model[10], and Minimum Description Length [11][12]. Despite 
the varieties in modelling, the high dimensionality of biological 
data has restricted these models to be applied to small scale 
networks only. In general, the model complexity grows 
exponentially with the size of the dataset, which consequently 
increases the data requirements for learning the model parameters. 
This has been considered as a major challenge in constructing a 
scalable model for Gene Regulatory Networks (GRN). In 
addition, high-throughput technologies, including cDNA 
microarrays, could not acquire the quality and quantity of data 
that is required for reliably reconstructing transcriptional 
regulation.  Therefore, the success of the GRN model depends on 
such factors as the characteristics of the model used, the number 
of arrays, their quality, experimental errors and the noise inherent 
in both experimental and biological systems.  

Among the available models for GRN, Dynamic Bayesian 
Networks (DBN) provide a graphical structure among random 
variables based on causal relationships, which resembles the gene 
regulation mechanism and the regulation network. Despite this 
resemblance, most of the DBN-based GRN models suffer from 
two major challenges: low sensitivity (the number of correctly 
identified TF-gene interactions) and scalability to large data sets.  
In order to address these challenges, the current GRN models, 
including DBN, have paid more attention to incorporating other 
biological knowledge such as localization data [13], DNA 
sequences of promoter elements [14] and transcriptional bindings 
of regulators [15], together with microarray data.  

This paper deals with the major challenges of inferring the 
structure of transcriptional regulation from time-course 
microarray data by incorporating two sources of biological data. 
In order to learn structure, DBN-based models explore every 
combination of genes as potential regulators of a target gene. 
Therefore, the search space grows exponentially with the number 
of genes included in the dataset. In addition, because of the 
inherent noise and imprecision of microarray data, the inference 
algorithms can barely find the true regulator of a target gene. One 
way of addressing these fundamental problems is to narrow down 
the number of potential regulators of a target gene by leveraging 
domain knowledge. In this paper, we use two sources of 
biological data, Protein-Protein Interaction (PPI) and 
Transcription factors Binding Site (TFBS) data, to restrict the 
number of potential regulators of a target gene. Of the two types 
of known interactions between proteins/genes, we assume that the 
genetic interactions might carry some biological evidence of one 
interactor being regulated by the other. Then again, transcription 
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factors which have at least one binding site in the promoter region 
of a target gene are considered as potential regulators along with 
the genetic interactors of the gene. Finally, a DBN structure 
learning algorithm has been applied to learn the candidate 
regulators of a target gene from these potential regulator sets. 

We have evaluated our GRN model through an analysis of 
Saccharomyces cerevisiae cell cycle gene expression data [16]. 
The accuracy of the inferred GRN has been verified with the 
known transcription factor (TF)-gene relationships published by 
various sources [17-21]. Experiments conducted on a reasonably 
large dataset, containing expression levels of 250 genes, 
demonstrate that the proposed model estimates the gene regulation 
with significantly high sensitivity and remarkably low 
computation time compared to other DBN-based approaches.  

The rest of this paper is organized as follows: Section 2 provides a 
brief overview of the supplementary data. Section 3 describes the 
method which includes the extraction of potential regulators for 
each gene and the structure learning of GRN. The experiments 
and results are discussed in section 4. Finally, the paper concludes 
with a summary and discussion of future work. 

2. DATA PREPARATION 
Experimentally identified PPI data have been extracted from the 
BioGRID database (release 3.1.72) [22], where individual 
interactions are recorded as binary relationships between two 
proteins or genes. The database stores both physical and genetic 
interactions of proteins. The physical interactions include 
relationships such as the direct physical binding of two proteins, 
co-existence in a stable complex etc. On the other hand, the 
genetic interaction refers to the relationship between two proteins 
or genes where over-expression or deletion of one gene/protein 
has an impact on the other gene/protein. For instance, while 
searching the BioGRID database with the transcription factor 
MBP1 which is involved in the regulation of cell cycle 
progression from G1 to S phase, 95 unique interactions have been 
identified. Of these interactions, there are 26 physical and 69 
genetic interactions. The transcription cofactor SWI6 has physical 
interaction with MPB1 in the PPI network which establishes the 
known fact that these two TFs form a complex to regulate the 
transcription at the G1/S transition. The other well-known 
transcriptional activator, SWI4 has genetic interaction with MBP1 
in the PPI network. In the yeast cell cycle, SWI4 is an established 
activator which forms a complex with SWI6 and regulates the 
expression of genes at the G1/S transition. Since there is no 
physical interaction between SWI4 and MBP1 in the PPI network, 
we assume that SWI4 can be a potential regulator of MBP1. 

The regulatory associations between transcription factors and their 
target genes in Saccharomyces Cerevisiae have been extracted 
from the YEASTRACT database [21]. The database contains 
regulatory associations between the yeast genes, which are 
denominated as “documented” and “potential” associations. Even 
though the existence of the TF binding site in the promoter region 
of a gene does not necessarily make it a target of the 
corresponding TF, we have investigated the potential regulatory 
association and considered a transcription factor as a potential 
regulator of a target gene if the former has at least one binding site 
in the promoter region of the latter. For instance, while searching 
the YEASTRACT database with the transcription factor MBP1 as 
a target gene, it generates 34 potential regulators and the 
transcriptional activator, SWI4, is one them. Therefore, both 
sources of biological data suggest that there is possibly a 
regulatory effect of SWI4 on the expression of MBP1. 

3. METHODS 
In this section, we discuss the methods employed for the 
incorporation of two sources of biological data in the structure 
learning of GRN. 

3.1 Dynamic Bayesian Networks 
A Bayesian Network encodes a probability distribution over a set 

of random variables X = {X1,X2,……, XN}. The encoding of this 

probability distribution consists of two components. The first 
component G is a directed acyclic graph (DAG) consisting of 
nodes and direct edges. The nodes represent random variables in 
X and the direct edges represent dependencies between the 
variables. The other component is a parameter vector � 
comprising a set of conditional probability distributions. Given 
the parent set pa(Xi), each variable Xi is conditionally 
independent of its non-descendants in a Bayesian network. Under 
the Markov assumption, the joint probability distribution of the 
network can be written as: 
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A Dynamic Bayesian Network (DBN) extends the notion of         
a Bayesian Network (BN) to model a system that is dynamically 
changing or evolving. Thus the learnt structure of DBN describes 
the qualitative nature of dependencies between the random 
variables over time. The inclusion of a time dimension in the 
classical BN also enables a DBN to model a system with cyclic 
edges. 

In the structure of a DBN, the notation Xi[t] denotes the random 

variable Xi at time t, where t ∈ {1,…,T}. For a model of N 
random variables, we have T×N interacting nodes. To simplify the 
situation, we have assumed that we have a first-order Markov 
process. Under such an assumption the joint probability 
distribution can be defined as follows: 
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Here the first-order Markov assumption means that the variables 
in the set pa(Xi[t]) are a subset of X[t-1]. 

3.2 Learning the structure of DBN 
The structure learning of a DBN may be considered as                
an optimization problem which identifies the network structure 
that maximizes a scoring function, given some observed data D; 
the data D typically consists of the T observations of the N 
variables. We have used the Bayesian scoring metric (BSM) as 
the scoring function, which is simply the log posterior probability 
of G given D: 
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                             (3) 

Where the constant c is the same for all structures and log P(G) is 
the log prior over structures. In case of uninformative prior, every 
structure is equally likely which means that log P(G) is the same 
for all possible structures. Hence both log P(G) and c can be 
safely ignored. Therefore, the problem becomes the problem of 
how to find the best marginal likelihood given the data D.  

The pseudo code given in Table 1 shows the basic algorithm to 
build the network structure G and parameters � that maximize the 
marginal likelihood given the data D. 
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Table 1. Pseudo code of DBN structure learning 

3.3 Learning GRN of the cell cycle 
In this study, our primary goal is to learn the structure of 
transcriptional regulation of the yeast cell cycle from microarray 
data. The dataset contains gene expression levels of thousands of 
genes over distinct phases of the cell cycle. Given this massive 
time series dataset, the structure learning of a gene regulation 
network using the algorithm described in Table 1 becomes 
computationally expensive as the size of Q (the number of 
potential regulators) grows exponentially with N, the number of 
genes in the dataset. The algorithm considers each gene in the 
dataset as a potential regulator of a target gene. However, 
biological networks are mostly scale-free [26], that is, they have a 
few highly connected nodes in the network. In the context of gene 
regulatory networks, those nodes represent the transcription 
factors and regulate the expression of the majority of the genes. 
This fact suggests that not all the genes in the dataset are 
transcription factors; hence they have no regulatory affect on 
other genes. In this paper, we have utilized this feature of gene 
regulation networks by extracting a set of potential transcription 

factors R(i) , where R(i) <= N and R(i) ∈ N for each gene i. The 
following subsections discuss the methods required for the 
extraction of R(i). 

3.3.1 Extraction of potential regulators of genes  
As mentioned in section 2, two sources of biological data have 
been used to extract the potential regulators of a target gene. 
These are Transcription factors Binding Site Data (TFBS) and 
Protein-Protein Interaction (PPI) data. We have assumed that the 
interactors might have a potential regulatory affect on each other, 
although, none of these two sources of interaction data show any 
direct evidence of gene regulation. This assumption has 
significantly reduced the number potential regulators of a target 
gene, which consequently contributed towards a scalable model 
for estimating GRN with a sustainable performance level.  

For each gene i in the dataset D, we extract a regulator set RBS (i) 

from the TFBS data where each r ∈ RBS (i) has at least one 
binding site in the promoter region of i. As described in Section 2, 
there are two types of interactions between proteins [21]. In this 
study, we have assumed the genetic interaction between two 
proteins as a possible regulatory interaction. For each gene 
another potential regulator set RPPI(i) has been extracted, where 

each s ∈ RPPI(i) is a genetic interactor of  i and s ∈  N. Finally the 
two regulator sets have been combined to generate a potential 

regulator set R(i), where R(i) =  RBS (i) 
�

RPPI(i). 

3.3.2 Learning the structure of GRN 
Given that there are N genes in the dataset D and for any gene i, 
the regulator list contains m potential regulators, which implies 
Card(R(i)) = m.  As any combination of the potential regulators 
may regulate the expression of the target gene i, the total number 
of potential regulators to consider is 2m. However, for a large m, 
the search space is enormous.  To deal with this dimensionality 
problem, we have further restricted the fan-in (the number of 
input edges) of each node in the network to k (<m). As a 
consequence, the size of the search space is reduced to mCk. 

These two levels of restrictions on the number of potential 
regulators of a target gene has facilitated the structure learning 
algorithm in Table 1 to be applicable on a dataset containing 
hundreds of genes. 

4. EXPERIMENTS AND RESULTS 

4.1 Yeast cell cycle microarray data 
To demonstrate the effectiveness of our model on real biological 
time-course data, we applied it to the budding yeast cell cycle data 
[16]. The dataset contains gene-expression measurements of the 
mRNA levels of 6178 Open reading frames (ORFs) using four 
different cell synchronization methods: cdc15, cdc28, alpha factor 
and elutriation with 24, 17, 18 and 14 time points respectively. 
Though cdc15 dataset has the maximum number of time points, 
we have chosen the alpha-factor dataset because of the fewer 
missing values in it. As our proposed model is only applicable to 
complete data, we have imputed the missing expression values 
using the nearest neighbor averaging algorithm. Then again, the 
computational cost of reconstructing GRN with DBN grows 
exponentially with the distinct number of values a variable can 
take. To keep the model computationally feasible, we have 
applied a 2-state discretization so that the points less than the 
average expression level of a gene were considered as “1” and 
those above the average expression level were replaced with “2”. 

Our target network of gene regulation over the four distinct phases 
of the yeast cell cycle was extracted from various sources 
including the KEGG database [17-21]. The KEGG database has 
been widely used as a reference knowledge base for 
understanding biological pathways and the functions of cellular 
processes. The pathway data of the yeast cell cycle is accessible as 
an XML file and we have used version v0.7.1 in our study. 

The experiments are carried out using the MATLAB Bayes Net 
Toolbox[24] and the statistical package R[25]. The maximum 
number of in-degree (k) for any node in the network has been set 
to 3. The reason for choosing this arbitrary number is that the 
experiments conducted with k>3 showed exponential time growth 
without notable performance enhancement of the estimated 
network. 

4.2 Model Evaluation Criteria 
We have used two benchmark statistical measures, those of 
sensitivity and specificity to evaluate the performance of our GRN 
model. “Sensitivity” measures the proportion of actual positives 
and “specificity” measures the proportion of negatives which are 
identified by the model. Four factors contribute in the calculation 
of sensitivity and specificity. These are: True Positive (TP, a 
connection that exists both in the target network and the estimated 
network), True Negative (TN, a connection that does not exist in 
either network), False Positive (FP, a connection that exists only 
in the estimated network) and False Negative (FN, a connection 
that exists only in the target network). The sensitivity is computed 
as TP/(TP+FN)  and specificity as TN/(TN+FP). 

Input: Data D and a network G (V, E),    

            V = {1,…..,N} and    E = {�} if uninformative prior                                                                                                     

Output: Network G, Conditional Probabilities � 

step1: initialize � 

step2: for  i = 1, 2……N  

step 2.1:  Generate Q = PowerSet(V) except �    

                where card(Q) = 2N 

step2.2: For each X ∈ Q, Compute a BSM score,  

step2.3: Find the subset, X  ∈ Q, with the maximum Score  

step2.4: Add edges in G from each element of X to i. 

step3: end 
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4.3 Experiment 1 
In the first experiment, we have evaluated the performance of our 
proposed model by comparing the estimated GRNs with 
synthetically generated random networks. The GRN model has 
been applied on the yeast cell cycle datasets of varying sizes 
including 20, 40, 60, 80 and 100 genes and the respective target 
networks are extracted from the KEGG pathway database [17-19]. 
The random networks in the experiment are generated using the 
algorithm described in [11] and the parameters (nodes and edges) 
are set according to the estimated GRN. The algorithm for random 
networks has been run 1000 times each for a specific size of the 
network and an average sensitivity and specificity are calculated. 
The sensitivity of the estimated network against the random 
network for varying data sizes is plotted in Figure 3. 

 

Figure 3. Performance evaluation of the proposed GRN model 

against synthetically generated random networks for 20, 40, 

60, 80 and 100 genes  

From the plot in Figure 3, it is observed that our proposed GRN 
model can estimate gene regulation with significantly high 
sensitivity in comparison with the synthetically generated random 
networks. However, both networks show similar specificity as the 
number of edges in the random network has been set according to 
the estimated network. Since the biologists may be more 
interested in the number of true positives, the high sensitivity of 
our proposed model in Figure 3 could establish it as a preferred 
model for estimating gene regulation. 

4.4 Experiment 2 
One of the major contributions of this paper is to propose a 
scalable approach for reconstructing GRN from Microarray gene 

expression data. In general, scalability is defined as a 
characteristic of a model that maintains its level of performance or 
efficiency when tested by larger operational demands. In 
experiment 2, we demonstrate the scalability of the proposed 
GRN model by applying it on a relatively large dataset. The 
experimental dataset includes 250 cell cycle regulated genes 
which are the top ranked periodically expressed genes published 
by Lichtenberg et al [26]. Since the KEGG pathway database of 
the yeast cell cycle consists of only 125 genes, the target network 
among these 250 genes have been extracted from various other 
sources [17-21].  

To demonstrate how successfully our proposed model can scale to 
learning from larger gene expression datasets, we have calculated 
the amount of time that the model takes to estimate the network 
along with the benchmark measurements. The performance of our 
GRN model has been compared against some existing DBN 
models, as shown in Table 2. 

In the table, ‘Total inferred connections’ shows the total number 
of predicted TF-gene relationships. The ‘Correctly Identified 

connections’ specifies predicted relationships that are established 
in the yeast cell cycle regulation. The ‘Misdirected connections’ 
represents a relationship that is predicted to be in the reverse order 
of a known one. ‘Computation time’ is the running time of the 
analysis. The first three rows in Table 2 represent the networks 
identified by three existing DBN-based models, GRNMurphy[5], 
GRNZou[9], and GRNShermin[6]; the bottom row represents the 
network (GRNthis_work) predicted by our model. The result shows 
that the integration of the binding site and the PPI data in 
GRNthis_work has a drastic effect on the computation time, which 
learns the network of 250 genes within a minute whereas the 
existing models take 4 days, 3 days and 1 day respectively. 

In the target network, there are 775 established yeast cell cycle 
relationships. Our proposed model, GRNthis_work, identifies a total 
of 551 connections in the predicted network and 106 of them are 
correct relationships; this result gives approximately 20% 
sensitivity of the model.  In contrast, most of the existing models 
show very low sensitivity with much higher computation time. In 
particular, when GRNZou is applied on this dataset with missing 
values, the method fails to predict any true connections. It is 
noteworthy that the specificity of most of the GRN models is 
quite high. We conjecture that the restriction on the in-degree of a 
node has facilitated the inference of networks with fewer 
connections, which consequently reduces the number of false 
positives. The result of experiment 2 also establishes that fact that 
the use of biological domain knowledge is critical to the 
estimation of transcriptional regulation. 

Table 2. Results of Experiment 2; an application of different GRN models to learn transcriptional regulation                                    

in the yeast cell cycle. The dataset includes 250 genes over 18 time points 

GRN 

Models 

Total  inferred 

connections 

 Correctly 

Identified  

connections 

Misdirected 

connections 
Sensitivity Specificity 

Computation 

time 

GRNMurphy  436 12 5 2.7842% 99.3128% 3 days 17 hrs  

GRNZou 250 0 3 0% 99.5949% 3 days 2 hrs  

GRNShermin 1835 18 9 0.9858% 97.0346% 22 hrs 29 mins 

GRNthis_work 551 106 6 19.4495% 99.2800% 1 min 
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5. CONCLUSION 
In this paper, we have investigated a DBN-based model for 
discovering transcriptional regulation in the yeast cell cycle 
through the analysis of real microarray data. We have shown how 
the integration of multi-data sources such as transcription factors 
binding site data and protein-protein genetic interaction data can 
contribute to the prediction of transcriptional regulation. The 
integration of biological domain knowledge has improved the 
sensitivity of the model and also facilitated its scalability. Most 
importantly, the massive reduction in computation time has 
established our proposed model as a competitive method for the 
global analysis of transcriptional regulation. However, our 
proposed model is not directly applicable on data with missing 
values. In the future, we can incorporate methods in our model 
such as structural expectation maximization, which can handle the 
missing values in the data. We also plan to extend our work by 
using biologically driven informative priors in the DBN structure 
learning which might further improve the sensitivity of the model. 
Finally, in our future study, we plan to explore the applicability of 
the proposed model in predicting regulation among all the 800 
known CCR genes in the yeast cell cycle.  
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ABSTRACT
Identifying the genes that change between two conditions,
such as normal versus cancer, is a crucial task in under-
standing the causes of diseases. Differential networking has
emerged as a powerful approach to achieve this task and to
detect the changes in the corresponding network structures.
The goal of differential networking is to identify the differen-
tially connected genes between two networks. However, the
current differential networking methods primarily depend on
pair-wise comparisons of the genes based on their degrees in
the two networks. Therefore, these methods cannot capture
all the topological changes in the network structure. In this
paper, we propose a novel differential networking algorithm,
DiffRank, to rank the genes based on their contribution to
the differences between two gene co-expression networks. To
achieve this goal, we define two novel scoring measures: a lo-
cal structure measure, differential connectivity, and a global
structure measure, differential betweenness centrality. These
measures are combined within a PageRank-style framework
and optimized by propagating them through the network.
Finally, the genes are ranked based on the their propagated
scores. We demonstrate the effectiveness of DiffRank on sev-
eral gene expression datasets, and we show that our method
provides biologically interesting rankings.

Categories and Subject Descriptors
H.2.8 [Database Management]: Database Applications -
Data Mining; J.3 [Life and Medical Sciences]: Biology
and genetics.

General Terms
Algorithms, Design, Bioinformatics

Keywords
Differential network analysis, ranking, connectivity, central-
ity, shortest paths, co-expression networks.
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1. INTRODUCTION
Microarray studies are used to measure the expression

level of thousands of genes under different conditions in dif-
ferent cells. These cells have the same set of genes, but
the gene expression and their activities are different. There
are several examples of such phenotypic variations: differ-
ent tissue types: e.g., normal vs cancerous [1, 8], different
class types: e.g., acute lymphoblastic leukemia (ALL) vs
acute myeloid leukemia samples (AML) [6], different stages
of cancer: early stage vs developed stage of prostate can-
cer [11] or different time points [5]. Differential analysis of
networks has shown some promising results in studying the
phenotypic differences across different conditions [4]. The
set of genes which cause network topological changes may
serve as biomarkers [20]. The main challenge in the differen-
tial network analysis is to identify the important differences
between two networks. A naive solution is to transfer this
problem to solving the subgraph isomorphism problem. Un-
fortunately, it was shown that solving the subgraph isomor-
phism problem is an NP-complete problem [14]. Hence, we
propose DiffRank as an efficient and approximate solution
to find the differential genes in co-expression networks.

Figure 1: A simple illustration of differential net-
works. Network A and network B have the same set
of genes but different sets of edges. The solid edges
are common in both networks, but the dashed edges
exist only in one network. The size of the nodes rep-
resents the degree of each gene.

1.1 A Simple Illustration
Figure 1 shows a simple illustration of the concept of dif-
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ferential network analysis using two unweighted and undi-
rected networks. The top three hubs from network A based
on their degrees are 1, 4 and 7, which are the same top
three hubs in network B. However, for the differential anal-
ysis purpose, we would like to see the genes 7, 2, 3 and 6
ranked top in the list because they are responsible for the
major differences between the networks. These genes are
referred to as differentially connected genes or differential
genes in short. Considering only the degree of nodes in each
network individually is not an accurate measure for iden-
tifying the differential genes. As shown in Figure 1, gene
7 has the same degree in both networks, but the edges of
gene 7 are different. Therefore, it is crucial to capture the
changes in the edges and the changes in the centrality of each
gene in differential networking. In this paper, we propose a
novel differential network algorithm, DiffRank, to rank the
genes based on their contribution in the differences between
two gene networks. The proposed algorithm can effectively
capture the local and the global changes in the topological
structures between the two gene networks

1.2 Related Work
There are some differential networking methods that have

been proposed in the literature. In [15], the degree distribu-
tion of each network was used to compare two gene networks.
Edge-level comparison was used to identify sets of genes
whose interactions are impacted by radiation exposure in
mice [19]. To compare the genes between two gene networks,
several differential measures such as differential connectivity
have been defined in [16, 4]. Topological overlap of gene co-
expression networks in human and chimpanzee brains was
used to identify key drivers of evolutionary change [12]. It is
also used by DiffCoEx [18] tool to identify differentially co-
expressed modules between two conditions. Differential de-
pendency network (DDN) [20] performs a permutation test
to detect local topological changes in gene subnetworks, and
Ryan et al. [5] proposed another statistical framework for
differential network analysis.
The existing methods depend on pair-wise comparisons of

genes in two networks, and they can not capture the global
changes in the network structures. In this paper, we pro-
pose a new differential network analysis algorithm that can
overcome these drawbacks. The proposed method captures
the changes in the edges (local changes) and the changes in
the centrality of each gene (global changes).

2. THE PROPOSED METHOD
Given two gene networks, represented by graphsGA(V,EA)

and GB(V,EB), where V is the set of N nodes and Ec is
the set of edges in Gc, c ∈ {A,B}. An edge between two
genes u and v, with a weight wc(u, v) in Gc, determines the
strength of the interaction between the genes. We denote
the degree of gene v in network c as kcv.
Given two networks, GA and GB, the goal is to find the

top differential genes that best explain the differences between
the networks. The output is a vector Π =< π1, π2, ..., πN >,
where πv denotes the rank of the differential gene v.
Differential Connectivity: Genes with the highest num-

ber of edges, known as hubs, play essential roles in the anal-
ysis of networks. Differential connectivity measures the local
differences between two networks by considering the actual

weights of all the edges, and it is defined as follows:

∆Ci(v) =

N∑
u=1

|wA(u, v)− wB(u, v)| · πi
u∑N

z=1 |wA(u, z)− wB(u, z)|
(1)

Where πi
v is the differential scores (or rank) of node v at

the ithiteration. It is initialized to 1
N

and will be updated in
each iteration. If a given gene has the same set of edges in
both networks with the same weights, then the differential
connectivity of that node will be 0. On the other hand, when
a node has different sets of edges (such as gene 7 in Figure
1), it will get a high value for the differential connectivity.
In addition to the number of edges and their weights, the
differential connectivity of each gene depends also on the
differential scores of the neighbors it is connected to. A
gene will be assigned a higher score if it is connected to
many differential genes.

(a) Network A (b) Network B

Figure 2: An illustration for differential centrality.
The shaded gene has the same betweenness central-
ity value in both networks, but the paths that pass
through that gene are different.

Differential Centrality: Centrality is an important mea-
sure in understanding biological networks because it is dif-
ficult to detect small changes in the expression level of the
central genes. However, these changes could significantly
alter the topology of the gene network [3]. Therefore, we
integrate gene centrality in the proposed algorithm.

Betweenness Centrality (BC) can be used to measure the
centrality of each node, which is proportional to the sum of
the shortest paths passing through it [3]. If Pst is the number
of the shortest paths from node s to node t, where s ̸= t, and
Pst(v) is the number of the shortest paths from s to t that
pass through a node v, where s ̸= v and t ̸= v, then the BC

of the node v can be computed as BC(v) =
∑

s̸=t
Pst(v)
Pst

[3].
Comparing the values of BC may not detect the topological
changes. For example, the shaded gene in Figure 2 has the
same value of BC (which is 6) in both networks. However,
the shortest paths that pass through that gene are different.
Therefore, we propose to consider the shortest paths in our
method. Let SP c

v be a binary N × N matrix, such that
SP c

v (s, t) = 1 if one of the shortest paths from s to t passes
through the node v in network c = {A,B}, where s ̸= t,
and it is 0 otherwise. We define differential betweenness
centrality of a node v as follows:

∆BC(v) =

N∑
s=1

N∑
t=1

|SPA
v (s, t)− SPB

v (s, t)| (2)

The proposed DiffRank algorithm is a combination of dif-
ferential connectivity and differential centrality (parameter-
ized by λ) within a PageRank-style framework [13], such
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Table 1: Description of the gene expression datasets used in the experiments.

Dataset Genes
class A class B

Source
Description Samples Description Samples

Leukemia 3051 AML 11 ALL 27 [6]
Medulloblastoma 2059 Metastatic 10 Non-metastatic 13 [10]
Lung cancer 1975 Normal 67 Tumor 102 [2]
Gastric cancer 7192 Normal 8 Tumor 22 [8]

Table 2: Degree distribution of the networks used
in the experiments. This table shows the minimum,
the mean and the maximum of the degrees.

Dataset Class min mean max

Leukemia
AML 5 8.7 96
ALL 5 8.8 120

Medulloblastoma
metastatic 5 8.5 66

Non-metastatic 5 9.0 743

Lung cancer
Normal 5 9.9 878
tumor 5 9.9 858

Gastric cancer
Normal 5 9.4 288
tumor 5 8.5 248

that the rank of each node v is computed as follows:

πi
v = (1− λ) · ∆BC(v)∑N

u=1 ∆BC(u)
+ λ ·∆Ci(v) (3)

The parameter λ controls the trade-off between differen-
tial connectivity and differential betweenness centrality. It
can be assigned any value in the range [0, 1]. When λ = 0,
the ranking depends only on the differential betweenness
centrality, and when λ = 1, the ranking depends only on
the differential connectivity. Any other value of λ combines
both terms in the ranking. In this paper, we set λ to 0.75
based on some of the preliminary experiments we performed.
Finding the shortest paths is the most time-consuming

computation in the proposed model. Using the traditional
Dijkstra’s algorithm, computing the shortest paths between
two nodes needs O(m+ nlog(n)) where m is the number of
links, and n is the number of nodes in the graph and solv-
ing all-pairs shortest paths requires O(nm + n2logn) time
and O(n2) space [7]. However, Recent methods have been
proposed to reduce the computational overhead by using ap-
proximation methods [7], which helps in efficiently applying
DiffRank on large-scale networks.
It is important to find the genes that are differentially

rewired in the cancer cells. For this purpose, we introduce
a second version of the proposed algorithm based on the
particular network of interest. To find the differential nodes
in network B, the differential connectivity (∆C) for each
gene can be redefined as follows:

∆C
′i(v) =

N∑
u=1

max(wB(u, v)− wA(u, v), 0) · πi
u∑N

z=1max(wB(u, z)− wA(u, z), 0)
(4)

This new definition excludes any edge in the network of
interest if the corresponding edge in the other network has
a higher weight. Similarly, the new definition of differential
betweenness centrality, ∆BC, includes the unique shortest
paths that are in the network of interest and excludes the

unique shortest paths in the other network.

∆BC
′
(v) =

N∑
s=1

N∑
t=1

max(SP v
B(s, t)− SP v

A(s, t), 0) (5)

The second version of DiffRank is modified as follows:

πi
v = (1− λ) · ∆BC

′
(v)∑N

u=1 ∆BC
′(u)

+ λ ·∆C
′i(v) (6)

Using the first version of DiffRank, we can find the top
differential genes from two networks to solve the phenotypic
distinction problem. The second version of DiffRank can be
used to find condition-specific differential genes.

3. EXPERIMENTS ON REAL DATASETS
We used four gene expression datasets as described in Ta-

ble 1. For each dataset, we built a network for each class;
then, we ran the proposed method on the resulting two net-
works.

3.1 Constructing the Gene Networks
We used Mutual Information (MI) to measure the corre-

lation between different genes in order to construct the gene
co-expression networks. To find the threshold for the MI val-
ues, we followed the rank-based approach proposed in [17].
The MI between each gene and all other genes are computed
and ranked; then, each gene will be connected to the top d
genes that are similar to it. Based on this approach, the
minimum degree is d, the mean degree is between d and
2d and the maximum degree can be N − 1. There are two
main advantages of this approach. First, the network will
contain only reliable edges. Second, there will be no isolated
nodes in the networks [17]. We used d = 5, and the resulting
networks for each class are described in Table 2.

3.2 Biological Evaluation
We used the DAVID functional annotation tool [9] to iden-

tify enriched biological GO terms and biological pathways of
the top 100 ranked genes in each dataset, and we show the
top four biological terms ranked based on their corrected p-
values. In addition, we compared the top 100 ranked genes
with the previously published results in the original papers
from which we obtained the datasets.

3.3 Results
(i) Leukemia Dataset: The leukemia data contains the

expression profiles of 3051 genes in 38 tumor samples. In this
dataset, there are 27 ALL samples and 11 AML samples [6].
For this dataset, we applied the version 1 of the proposed
DiffRank algorithm. The top 3 differential genes are shown
in Table 3. In this Table, we present the degrees of each gene
in network A, network B and the common edges between the
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Table 3: Top 3 differential genes obtained from each dataset.
Dataset Rank Gene kA KB kA ∩ kB

Leukemia
1 M26692 s at 21 92 1
2 X03934 at 120 5 1
3 D87459 at 6 96 0

Medulloblastoma
1 196 s at 5 743 3
2 2008 s at 5 709 2
3 664 at 25 678 6

Lung cancer
1 MTHFR 15 659 11
2 BAI1 84 492 52
3 CSF1 530 851 496

Gastric cancer
1 HG1751HT1768 s at 22 248 0
2 M10098 5 at 123 224 7
3 M11722 at 62 181 2

Table 4: Functional enrichment analysis for the
Leukemia cancer dataset.

Term Count FE p-value
transmembrane protein 14 4.51 2.9E − 03
GO:0005829 cytosol 21 2.66 1.1E − 02
GO:0033273 response to vitamin 6 15 1.8E − 02
GO:0002520 immune 10 5.98 2.3E − 02
system development
GO:0048534 lymphoid 10 6.35 2.8E − 02
organ development

two networks. The top 5 enriched biological terms are shown
in Table 4 (FE stands for Fold Enrichment). In addition to
the functional enrichment analysis, we compared our results
with the previously published results, and we found some
differential genes, such asM80254 at (CyP3) andM27891 at
(Cystatin C), were reported in [6] among the most highly
correlated genes with AML-ALL class distinction.
(ii) Medulloblastoma Dataset: This dataset [10] con-

tains gene expression profiles of primary medulloblastomas
clinically designated as either metastatic or non-metastatic.
For this dataset, we applied the version 1 of the DiffRank
algorithm. The top 3 differential genes are shown in Ta-
ble 3, and the top 5 enriched biological terms are shown in
Table 5. We also found some significant pathways such as:
Pathways in cancer, Chemokine signaling pathway, MAPK
signaling pathway which have p-values= 1.7E−06, 4.0E−04
and 1.0E − 02, respectively. The mitogen-activated protein
kinase MAPK signal transduction pathway was reported
as an up-regulated pathway in the metastatic tumors that
is relevant to the study of the metastatic disease [10]. In
addition, some of the top differential genes were reported
in [10] among the gene differentiating metastatic from non-
metastatic tumors, such as 2042 s at, 311 s at and 1001 at.
(iii) Lung Cancer Dataset: This dataset [2] contains

the expression profiles of 1975 genes in normal and lung
cancer samples. For this dataset, we applied the version
2 of the proposed DiffRank algorithm. The top 3 differ-
ential genes are shown in Table 3, and the top 5 enriched
biological terms are shown in Table 6. More qualitatively,
when compared with previous published results on the same
dataset, we found that some of the top ranked genes such
as CLDN14, PAX7, SDCBP, TADA3L, ITGA2B were also

Table 5: Functional enrichment analysis for the
Medulloblastoma dataset.

Term Count FE p-value
hsa05200:Pathways in cancer 19 4.83 1.7E − 06
kinase 18 5.47 4.8E − 06
ATP 11 9.75 1.3E − 05
domain:Protein kinase 15 6.64 1.9E − 05
nucleotide-binding 26 3.22 1.9E − 05

Table 6: Functional enrichment analysis for the
Lung cancer dataset.

Term Count FE p-value
acetylation 37 2.73 2.3E − 06
Proto-oncogene 12 10.14 3.2E − 06
disease mutation 27 3.30 4.1E − 06
phosphoproteinr 64 1.71 4.5E − 06
nucleus 47 2.13 4.9E − 06

reported in the differential patterns discovered by the sub-
space differential co-expression analysis proposed in [2].

(iv) Gastric Cancer Dataset: The Gastric cancer
dataset [8] contains the expression profiles of 7192 genes in
normal and Gastric cancer samples. For this dataset, we
applied the version 2 of the proposed DiffRank algorithm.
The top 3 differential genes are shown in Table 3, and the
top 5 enriched biological terms are shown in Table 7. We
also found some of the top ranked genes such as X51441 s at
and Y07755 at had been reported as highly expressed genes
in gastric tumors in [8]. Some of the top ranked genes have
not been annotated yet. For example the top ranked gene,
HG1751HT1768 s at, has no annotations according to the
NCBI1. As shown in Table 3, this gene has 22 edges in the
normal network and 248 different edges in the tumor net-
work. Such gene can further be investigated and validated.

4. CONCLUSION AND FUTURE WORK
In this paper, we proposed a novel algorithm, DiffRank, to

rank the differential genes when analyzing two gene networks
that represent two biological conditions. The proposed algo-

1http://www.ncbi.nlm.nih.gov/
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Table 7: Functional enrichment analysis for the Gas-
tric cancer dataset.

Term Count FE p-value
GO:0005576 31 2.57 1.3E − 04
extracellular region
signal peptide 36 2.21 1.3E − 03
GO:0005615 15 3.59 3.1E − 03
extracellular space
disulfide bond 31 2.10 3.5E − 03
GO:0044459 plasma 27 2.0 4.1E − 03
membrane part

rithm can effectively capture the local and the global changes
in the topological structures between two gene networks.
The proposed method is independent of the network con-
struction method, and it can be applied on directed and
undirected networks. In this paper, we illustrated the per-
formance of the proposed method on the co-expression net-
works, and in the future we will study DiffRank in the
context of gene regulatory networks (GRN). Moreover, the
ranking obtained by DiffRank can be integrated into a mod-
ule detection framework to obtain differential subnetworks.
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ABSTRACT
Systematically perturbing a cellular system and monitor-
ing the effects of the perturbations on gene expression pro-
vide a powerful approach to study signal transduction in
gene expression systems. A critical step of revealing a sig-
nal transduction pathway regulating gene expression is to
identify transcription factors transmitting signals in the sys-
tem. In this paper, we address the task of identifying mod-
ules of cooperative transcription factors based on results de-
rived from systems-biology experiments at two levels: First,
a graph algorithm is developed to identify a minimum set
of co-operative TFs that covers the differentially expressed
genes under each systematic perturbation. Second, using a
clique-finding approach, modules of TFs that tend to con-
sistently cooperate together under various perturbations are
further identified. Our results indicate that this approach is
capable of identifying many known TF modules at both the
individual experiment level and at the systems level; thus we
provide a novel graph-based method of identifying context-
specific and highly reused TF-modules.

Categories and Subject Descriptors
H.4 [Information Systems Applications]: Miscellaneous;
D.2.8 [Software Engineering]: Metrics—complexity mea-
sures, performance measures

General Terms
Theory

1. INTRODUCTION
In order to survive, a cell responds to a variety of envi-
ronmental and internal perturbations, e.g., environmental
stresses and gene mutations respectively. A common re-
sponse to cellular perturbations is to activate gene expres-
sion programs that induce or repress expression of genes to

∗This work is partially supported by the following grants
from the National Institutes of Health: 5R01LM010144 and
5R01LM009153.

cope with changed homeostatus. Signals which originate as
a result of the perturbation are often propagated to tran-
scription factors (TFs), which serve as bottlenecks of signal
transduction pathways that regulate transcription programs.
Often multiple TFs are involved in regulating one set of
genes in a cooperative manner, hence they are referred to as
a TF module, and their binding sites in the genome are often
referred to as a cis-regulatory modules, where the binding
relationships between TFs and genes can be represented by
a bipartite graph.

There is an extensive body of literature on identifying cis-
regulatory modules [2, 6, 8]. The most commonly used
approach is to study the combinatory patterns of transcrip-
tion factor binding sites (TFBSs) in a set of co-expressed
genes, often derived from clustering analyses of multiple
gene expression data. Since the space of combination of TFs
is extraordinarily large, contemporary TF-module-searching
methods usually adopt heuristic or stochastic searching algo-
rithms, which cannot guarantee optimal solutions based on
given searching criteria. In addition, searching TF modules
based on clustering analyses of gene expression data intro-
duces an implicit assumption that the enriched TFBSs reg-
ulate the expression of the genes under all conditions. How-
ever, in reality, activation of TFs and subsequent binding
to their TFBSs are often dependent on the state of cellular
signaling systems in a context-specific fashion. Therefore,
there is a need for identification methods that are capa-
ble of identifying an optimal combination of TFs that ex-
plain gene expression patterns in a context-specific setting,
which need cannot be effectively addressed within the con-
ventional statistical framework. Therefor, in this study, we
address the task of identifying cooperative TFs from a new
perspective—using a graph-based approach.

The main ideas underlying our approaches are as follows.
First, given a set of differentially expressed genes identified
from an individual microarray experiment, we identify the
cooperative TFs by searching for a minimum set of TFs that
bind (cover) these genes with high reliabilities (reflected as
weights associated with TFs) and where each gene is covered
by at least t TFs, a weighted t-cover hitting set prob-
lem. Our results indicate that the latter constraint enables
our approach to recover known cooperative TFs. Second,
based on the TF modules identified from each microarray
experiment, we further find a set of TFs that tend to co-
operatively function together in multiple instances, thus re-
vealing TF modules at the systems level.
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The t-cover hitting set problem is an NP-hard problem.
As the previous best algorithm for solving this problem can-
not deal with the weighted case and has impractical time
complexity for our task, we developed a new exact algo-
rithm, which not only deals with the weighted case of the
problem, but also has significantly less time complexity, thus
enabling us to find exact solutions for the problems in our
study.

2. PROBLEM FORMULATION
2.1 Data sets:

• We collected the gene expression data from the semi-
nal study by Hughes et al [7], in which transcriptional
responses to systematic genetic and pharmacological
perturbations were investigated.

• We collected a protein-DNA interaction graph from
Huang et al and Yeger-Lotem et al [5, 10]1. In this
bipartite graph, vertices on one side are TF proteins
while the vertices on other side are potential target
genes. An edge between a TF and a gene indicates
that the TF likely binds to the promoter of the gene
as based on the ChIP-chip experimental results[5, 10],
and the edge weight reflects the reliability of a binding
event between a corresponding TF and gene pair.

2.2 Finding cooperative TFs for a set of co-
regulated genes

Given a set of co-regulated genes, finding a set of cooperative
TFs regulating them is a challenging problem in studying
transcriptional regulation [2]. In this study, we cast the task
as a graph problem, referred to as the weighted t-cover
hitting set problem, and designed an efficient algorithm
to solve it.

For a set of co-regulated genes, we induce a subgraph from
the bipartite graph representing protein-DNA interaction.
The new graph remains a bipartite graph, with one part
being all TFs and the other being the given co-regulated
genes. If a TF is connected to a gene, we say that the
TF covers the gene. The task is to find a subset of TFs
with minimum weight, called the t-TF cover, such that each
gene is covered by at least t TFs in the cover. The weight
of the t-TF cover is the sum of the weights of TFs in the
cover. We defined the weight of a TF to be the reciprocal
of the sum of edge weights, which is defined in the input
bipartite graph by Huang et al [5, 10]. More specifically, if
TF t1 is connected to genes g1, g2, . . . , gk, then weight(t1) =

1∑k
i=1 Edge Weight(t1,gi)

. Recall that, in our case, an edge

weight reflects the binding reliability between the TF and
its target gene; as such, a TF which interacts with many
genes with high reliability will have a small TF weight, and
thus is more likely to be included in the solution of the t-TF
cover problem.

When t = 1, the solution finds a set of TFs such that each
gene must be covered by at least one TF, which will return
a minimum set of TFs that covers all those co-regulated
genes. Such a result is not interesting because we aim to find

1Special thanks for the authors of Yeger-Lotem et al who
provided with us this protein-DNA interaction graph data.

cooperative TFs. By constraining t to be greater than 1, we
are able to try to find a set of TFs such that each gene must
be covered by more than one TF in the set. By definition, a
solution will preferentially search for and include TFs that
co-cover as many genes in a target set as possible and with as
high reliability as possible. From a biological viewpoint, the
more genes a set of TFs co-covers, the more likely the TFs
act cooperatively to regulate the genes. Thus, finding an
optimal solution for the t-TF cover problem in this setting
is a biologically sensible approach for identifying cooperative
TF modules.

The problem of finding the t-TF cover is NP-hard, where the
problem is equivalent to two well-known NP-hard problems,
the set multicover problem and the t-cover hitting set
problem [1, 4]. The t-TF cover problem can be reduced to
the t-cover hitting set problem easily. The formal defi-
nition of the weighted t-cover hitting set is as follows:

weighted t-cover hitting set: Given a uni-
verse set X of m elements, a weight function
w(x) : X → R+, a family T = {S1, . . . , Sn}
of subsets of X, and an integer t, find a subset
H ⊆ X of minimum weight such that every sub-
set in T has at least t elements in H, where the
weight of H is defined as

∑
x∈H w(x). We de-

note an instance of the problem as (X, T , w, t)
and call H the minimum t-cover hitting set.

As mentioned above, the weighted t-cover hitting set
problem is NP-hard and the previous best algorithm for the
unweighted case of the problem has a time complexity of
O((t + 1)nnm) [4]. In terms of our application, n is the
number of co-regulated genes and m is the number of TFs;
there two numbers are usually large enough to render the
existing algorithms impractical for our problem. Thus, de-
signing an efficient exact algorithm to solve the weighted
t-cover hitting set problem becomes the main goal and
therefore the main contribution of this study.

2.3 Identifying repeatedly used TF modules
For each perturbation instance, a set of differentially ex-
pressed genes (considered to be co-regulated genes) can be
decided. Using the method in the previous subsection, we
can obtain modules of cooperative TFs for each perturba-
tion instance. At this stage, a biologist may want to find
modules of TFs that are repeatedly used under various ex-
perimental conditions, as they are more likely to be part of
signal transduction pathways that are repeatedly involved
in responses to different perturbations.

We refer to a set of TFs sharing a common set of target
genes as a “hard” TF clique, in that they form a complete
graph connected by the the common genes. From a biolog-
ical viewpoint, the more common target genes are shared
by the TFs, the more likely the TFs truly cooperate to reg-
ulate the genes. Thus, we weigh a hard clique using the
number of common target genes covered by the TFs to re-
flect the “goodness” of the clique. In such a setting, one way
to find the TF modules that are repeatedly used in many
perturbation instances is to find hard TF cliques that occur
in multiple instances, where the overall weight of such hard
cliques is the sum of weights of the clique from all instances.
The higher the weight of a clique, the more likely the TFs
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in the clique will function as a module. However, as there
are usually noise and errors in microarray data, it is difficult
to consistently find hard cliques from multiple instances. To
address this issue, we introduce a new formulation: search
for a TF module whose member TFs tend to cooperatively
regulate gene expression in multiple instances but not nec-
essarily in all perturbation instances.

First, we use the cooperative TFs found in each instance to
make a TF-TF-relation graph. In such a graph, each TF is
a node; a weighted edge between a pair of TFs is added if
the TFs are found to cooperate in one or more instances, of
which the weight is the sum of the number of common target
genes from all instances. Hence, the higher the weight of
an edge, the more cooperation instances the two TFs have.
Then we search for all 3-cliques and 4-cliques from such a
TF-TF graph and sort them by weights, where the weight of
a clique is the sum of all edge weights for the clique. Since
we have relaxed the requirement so that the TFs in these
cliques do not need to form a hard clique in all individual
instances, we refer to this approach as finding “soft” TF
cliques. At this stage, we limit the search for cliques to 3-
cliques and 4-cliques because our data [5, 10] indicated that
only 15% of genes in yeast are connected to more than 5
TFs.

The clique finding problem is a well-known NP-hard prob-
lem. However, since we only need to find cliques of size 3 and
size 4, we can search for cliques of these sizes in a graph with
at most 214 (the total number of TFs in our case) vertices in
a reasonable time. In the Results section, we will compare
the results for “soft” 3-cliques for the cases of t = 1, 2, 3, 4
and hard 3-cliques for the case of t = 3, and “soft” 4-cliques
for the cases of t = 1, 2, 3, 4 and hard 4-cliques for the case
of t = 4.

3. EXACT ALGORITHM FOR T -COVER
PROBLEM

Usually, finding an exact optimal solution for an NP-hard
problem in practical time is difficult; it is not uncommon for
such a program to run as long as months or years. Hence,
heuristic or greedy algorithms are often designed to ap-
proximately solve NP-hard problems. However, heuristic or
greedy algorithms cannot guarantee the performance. There-
fore, in order to design an exact algorithm, we investigated
the characteristic of our problem and found that the de-
grees of many genes were very small (i.e. they were only
connected to a small number of TFs in the protein-DNA
interaction graph [5, 10]). More specifically, about 70% of
genes had degrees less than or equal to 3, about 85% of
genes had degrees which are at most 5, and about 96% of
genes had degrees less than or equal to 10. This charac-
teristic enabled us to design an efficient exact algorithm for
the problem. In addition to its efficiency, our algorithm is
the first exact algorithm that can solve a weighted t-cover
hitting set problem.

Let H be a subset of X; we define hitj(H) = {S|S ∈
T and |S∩H| ≥ j}, hitt(H) = (hit1(H), hit2(H), . . . , hitt(H)),
and weight(H) =

∑
u∈H w(u). The algorithm 2 is presented

2Special thanks for Dr. Shouhuai Xu from the Department
of Computer Science at the University of Texas at San An-

in Figure 1. Using this algorithm, we can obtain the follow-
ing theorem.
Algorithm-1 Hitting-1(X, T , w, t)
Input: An instance of the weighted t-cover hitting set problem
Output: A minimum weight t-cover hitting set

1.1 Sort T into {S1, . . . , Sn} such that |Si| ≤ |Sj | for any i < j;

1.2 Compute Xi = ∪i
j=1Sj, ki = |Xi| for all 1 ≤ i ≤ n;

1.3 Sort X into {u1, u2, . . . , um} such that for any 1 < i ≤ n,
if ui1 ∈ Xi−1, ui2 ∈ Xi −Xi−1, then i1 < i2;

1.4 Hm = X;

1.5 Qold = {(hitt(∅), ∅)}; Qnew = {(hitt(∅), ∅)};
2 for i = 1 to m do
3 for each P = (hitt(H), H) ∈ Qold do
4.1 P ′ = (hitt(H ∪ {ui}), H ∪ {ui});
4.2 if hitt(H ∪ {ui}) = T then
4.3 if weight(Hm) > weight(H ∪ {ui}) then
4.4 Hm = H ∪ {ui};
4.5 else
4.6 if there is no (hitt(H′), H′) in Qnew such that

hitt(H′) = hitt(H ∪ {ui})
then /* ui hits some additional subsets */

4.7 Qnew = Qnew ∪ {P ′};
4.8 else /* ui does not hit additional subsets

but may reduce the total weight */

4.9 find (hitt(H′), H′) in Qnew such that

hitt(H′) = hitt(H ∪ {ui});
4.10 if weight(H′) > weight(H ∪ {ui}) then
4.11 replace (hitt(H′), H′) with (hitt(H′), H ∪ {ui});
5.1 if i = kj for some 1 ≤ j ≤ n then
5.2 find j′ which is the maximum of all j such that i = kj;

5.3 remove any P = (hitt(H), H) from Qnew

if S1, . . . , Sj′ /∈ hitt(H);
5.4 Qold = Qnew;
6 return Hm;

Figure 1: Algorithm for solving the weighted t-
cover hitting set problem.

Theorem 1. The weighted t-cover hitting set prob-
lem can be solved in O((t+1)nmnt) time and in O((t+1)nnt)
space, where m is the size of the ground set and n is the
number of subsets for the given instance. If, furthermore,
the problem has at least n

1+d/ log2(t+1)
subsets whose sizes are

upper bounded by d, then the problem can be solved in O(((t+

1)d/(d+log2(t+1)))nmnt) time and in O(((t+1)d/(d+log2(t+1)))nnt)
space.

Due to page limitation, the proof is not presented. Here we
briefly summarize the time complexity of our algorithm and
compare it with the previously reported one [4]:

• If there are at least n
1+d/ log2(t+1)

subsets whose sizes

are upper bounded by d, then the time complexity
of our algorithm is O(((t + 1)d/(d+log2(t+1)))nmnt) ,
while the time complexity of the previous best algo-
rithm is always O((t + 1)nmn) [4] (and only works
for the unweighted case). As d/(d + log2(t + 1)) < 1,

((t +1)d/(d+log2(t+1)))n is much less than (t +1)n. For
example, if we let d = 5 (note: 85% of genes in our
case have degrees less or equal 5) and t = 2, 3, 4, our
algorithm is bounded by O(2.303nmn), O(2.692nmn),
or O(3.002nmn) respectively, while the the previous
best algorithm is bounded by O(3nmn), O(4nmn), or
O(5nmn) respectively. Suppose n = 30, then our al-
gorithm is at least 1393 times faster if t = 2, or 48131
times faster if t = 3, or 1108459 times faster if t = 4
than the previous best algorithm. Hence if our algo-
rithm solves a problem in 5 minutes with a given t
and n, the previous best algorithm will take 4.8 days

tonio, who helped us derive this algorithm.

ACM-BCB 11 357



if t = 2, or 167 days if t = 3, or 10.5 years if t = 4, in
order to solve the same problem.

• The time complexity shown above is only the worst
case upper bound; in most cases, the actual time com-
plexity is usually much better. In fact, we can further
improve the running time by removing a gene from the
graph whenever we find a gene’s degree is less than t.
Thus the value of n can be greatly reduced.

4. RESULTS
When applied to the protein-DNA interaction graph induced
from ChIP-chip experiments [5, 10] and the results from mi-
croarray experiments from Hughes et al [7], our algorithms
identify TF modules at two levels: First, given genes dif-
ferentially expressed in each perturbation experiment, we
find cooperative TF modules at the perturbation-instance
level in a context-specific manner. Second, we further com-
bine context-specific modules to find TF modules that are
repeatedly utilized at the system level. In the following sub-
sections, we show that our approach produces biologically
sensible results at both levels.

4.1 Finding context-specific TF modules
For each yeast genetic/pharmacological perturbation exper-
iment, we identified genes that were differently expressed,
and separated genes that were up or down regulated. Then,
we applied our weighted t-cover hitting set algorithm
to each bipartite component induced by connecting the dif-
ferentially expressed genes and TFs to identify TF modules
from the component. In addition, we applied our algorithm
by setting t to 2, 3, and 4 respectively to investigate the
the impact of setting this parameter. Empirically, we found
that setting t = 2 was sufficient to force our algorithm to
find cooperative TF modules. We recommend setting t = 2
as a beginning parameter and exploring other settings based
on the degree of the genes in the organism of interest. Af-
ter inspecting the resulting TF modules, we found many of
them to be already well-known. Due to page limitations, we
will discuss just one of the well-known modules identified by
our algorithm below.

The pheromone response pathway of S. cerevisiae, which
consists of more than 20 proteins [3], is a well studied signal
transduction pathway in yeast. When this pathway is acti-
vated by pheromone, a well studied transcription program
is initiated which is known to be cooperatively regulated
by TFs: Ste12p, Dig1p/Dig2p [3] or Ste12p, Dig1p/Dig2p,
and Mcm1p [5]. In the experiments by Hughes et al, 12
genes encoding proteins in the pathway were perturbed, and
many canonical pheromone response genes were differen-
tially expressed. Hence, one may expect that Ste12p, Dig1p
or Ste12p, Dig1p, and Mcm1p are involved in mediating
these responses. Indeed, our results show that, when we set
t = 2, Ste12p, Dig1p were returned as members of the TF
modules identified in all those 12 perturbations and Ste12p,
Dig1p, Mcm1p were found in the TF modules in 9 out of
those 12 perturbation experiments. In comparison, when
we set t = 1, Ste12p, Dig1p were found in 5 instances, and
Ste12p, Dig1p, Mcm1p were found in only 1 instance. These
results indicate that our algorithm is capable of identifying
cooperative TF modules from individual experiments in a
context-specific manner.

4.2 Finding TF modules involved in multiple
instances

Using the t-cover hitting set results (for t = 1, 2, 3, 4) from
300 microarray data, we constructed a TF-TF relation graph
and searched for 3-cliques and 4-cliques in the graph. The
cliques are ranked according to their weights; the larger the
weight, the higher the rank is. Our assumption is that,
because high-ranking cliques consist of the TFs deemed to
function cooperatively in multiple instances by our algo-
rithm, they may truly function as partners in real biolog-
ical settings. We evaluated this assumption looking at two
factors: 1) whether members of the cliques are known to
function as a module based on literature, and 2) whether
the members of the cliques have shown physiological or ge-
netic interactions in previous experiment.

1. High scores for known cooperative TFs: We first
inspected the top 20 high-ranking 3 cliques identified in the
TF-TF graph derived from the results of the t-cover hit-
ting set with t = 2. We found that the majority of them
are well known cooperative TF modules. For example, TFs
participating in cell cycle checkpoint [5], Swi4p, Swi6p, and
Mbp1p, ranked 2nd and, interestingly, the 3-clique includ-
ing Dig1p, Mcm1p, and Ste12p (the pheromone responding
TF module) ranked 4th. Similarly, many of the high rank-
ing 4-cliques constitute TF modules that are also supported
by existing knowledge. However, it is interesting to note
that the 3-clique that ranked the highest consists of Dig1p,
Ste12p and Tec1p, for which we could not find any published
results reporting that they work together; thus it would be
an interesting case to investigate if our approach has found
previously unknown interactions.

We further investigated if the input data, the TF modules re-
turned using the t-cover hitting sets with different settings of
t, has an impact on the results of TF cliques. we found that
the ranking and the members of cliques were similar when
t was set to 2, 3, and 4, respectively. However, the results
for when t = 1 and for hard cliques were totally different.
For example, when the TF-TF graph is built using the re-
sults with t = 1, the first 3-clique containing Swi4p, Swi6p,
and Mbp1p ranks 254th. Furthermore, if we rank this com-
monly used TF module by finding common “hard” cliques,
the highest ranking 3-clique containing Dig1p, Mcm1p, and
Ste12p ranks 273rd. Thus, the results indicate that, by set-
ting t > 1 and find “soft” cliques, our methods enhance the
capability of finding TF modules that are repeatedly uti-
lized in multiple conditions, and are thus likely to play key
roles in cellular signal transduction systems. Due to page
limitation, we make the results available by listing the top
100 soft 3 cliques and 4 cliques on the supplementary web-
site http://www.pitt.edu/~songjian/TF_Coop_BCB/.

2. Interactions between proteins inside the cliques:
From a biological point of view, if a set of TFs work to-
gether to regulate the transcription processes, there should
be physical or genetic interactions among those TFs. If the
results of the t-cover hitting set algorithm truly capture the
cooperations, one would expect that TFs in the repeatedly
utilized cliques have a high probability of interacting. The
following section evaluates the TF cliques through analyz-
ing their protein-protein interactions, where we define that
there exists an interaction between a pair of TFs if they have
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a physical interaction, a genetic interaction determined by
synthetic lethality [9], or both.

Figure 2: Comparion of the interaction rate of cliques using

different methods. (Note: a point (3,0.54) on the curve means

that 54% of the top 100 score cliques for the corresponding

method have at least 3 interactions)

We constructed multiple TF-TF relation graphs using the re-
sults from the t-cover hitting set algorithm with t = 1, 2, 3, 4
to assess the impact of setting t. From each graph, we iden-
tified the top 100 4-cliques and assessed the percent (aka,
the probability) that the cliques have at least a given num-
ber of interactions. As a control, we also randomly sampled
100 groups of 4 TFs for comparison. The results are plotted
as a cumulated distribution in Figure 2. From the figure,
we can see that the majority of randomly picked TF groups
have no interaction, with less than 20% of groups containing
1 or more interaction(s). Similarly, the curve for the cliques
that are derived from the results with t = 1—a setting that
is not optimized for finding cooperations among TFs—is lo-
cated close to that curve of the random groups. On the
other hand, with t = 2, 3, 4, over 50% of 4-cliques contain
at least 3 interactions. These results indicate that when one
sets t > 1, the t-cover hitting set algorithm indeed strives to
find the TFs that cooperatively regulate transcriptions; the
results also indicate that setting t = 2 is sufficient to find
cooperative TFs.

To illustrate the difference in performance between the“soft”
and “hard” cliques, we also identified the top 100 “hard” 4-
cliques that were obtained directly from the t-cover hitting
set for individual perturbation instances by setting t = 4 and
studied interactions among the TFs in these cliques. The re-
sults show that the performance of the“hard”cliques is supe-
rior to those of the random TF groups and the “soft” cliques
derived from t = 1 results, indicating that the t-cover hit-
ting set algorithm is capable of revealing cooperation among
TFs. However, “hard” cliques consistently underperform in
comparison with the “soft” cliques that are derived from in-
tegrating results in multiple instances (i.e., except the case
of t = 1), which indicates that the information integration
approach further enhances the quality of the TF modules.

5. CONCLUSION
In this paper, we have developed graph-based approaches
to address the problem of finding cooperative TF modules

at two levels. First, given a set of co-regulated genes, we
find a set of TFs that cooperatively regulate the genes them
in a context-specific manner. Second, given a collection of
context-specific TF modules, we find the TFs that tend to
function cooperatively in multiple instances at systems level.
For the first part, we cast the task as a weighted t-cover
hitting set problem and developed an exact algorithm to
solve the problem. The main contribution of this paper is
that, by taking advantage of the knowledge of the limited
gene degrees, we have developed a very efficient exact algo-
rithm capable of solving the problem at hand in a practical
time. For the second problem, we cast the task as a clique-
finding problem, and our approach produced results that are
biologically sensible and generate new biological hypotheses.
Our graph-based approaches are significantly different from
statistics-based approaches, hence providing a new perspec-
tive to study transcriptional regulation [2].

6. REFERENCES
[1] A. Bjölund, T. Husfeldt, M. Koivisto, Set partitioning

via Inclusion-Exclusion. SIAM Journal on Computing,
Special Issue for FOCS 2006 (to appear).

[2] L. Chang, R. Nagarajan, J. Magee, J. Milbrandt, and
G. Stormo, A systematic model to predict
transcriptional regulatory mechanisms based on
overrepresentation of transcription factor binding
profiles, Genome Research 16, pp. 405-413, 2006.

[3] M. Gustin, J. Albertyn, M. Alexander, and K.
Davenport, MAP Kinase Pathway in the Yeast
Saccharomyces cerevisiae, Microbilogy and Molecular
Biology Reviews, pp. 1264-1300, 1998.

[4] Q. Hua, D. Yu, F. Lau, and Y. Wang, Exact
Algorithms for Set Multicover and Multiset Multicover
Problems. Lecture Notes in Computer Science, ISSAC
2009, pp. 34-44, 2009.

[5] S. Huang and E. Fraenkel, Integrating Proteomic,
Transcriptional, and Interactome Data Reveals Hidden
Components of Signaling and Regulatory Networks,
Science Signaling 2 Ra40, 2009.

[6] J. Hu, H. Hu and X. Li, MOPAT: a graph-based
method to predict recurrent cis-regulatory modules
from known motifs, Nucleic Acids Research 36,
pp.4488-497, 2008.

[7] T. Hughes, M. Marton, A. Jones, C. Roberts, R.
Stoughton, C. Armour, H. Bennett, E. Coffey, H. Dai,
Y. He, M. Kidd, A. King, M. Meyer, D. Slade, P.
Lum, S. Stepaniants, D. Shoemarker, D. Gachotte, K.
Chakraburtty, J. Simon, M. Bard, and S. Friend,
Functional Discovery via a Compendium of Expression
Profiles, Cell 102, pp. 109-126, 2000.

[8] P. Loo and P. Marynen, Computational methods for
the detection of cis-regulatory modules, Briefings in
Bioinformatics 10, pp. 509-524, 2009.

[9] C. Stark, B. Breitkreutz, T. Reguly, L. Boucher, A.
Breitkreutz, M. Tyers, BioGRID: A General
Repository for Interaction Datasets. Nucleic Acids
Research 34, pp. 535-539, 2006.

[10] E. Yeger-Lotem, L. Riva, L. Su, A. Gitler, A.
Cashikar, O. King, P. Auluck, M. Geddie, J.
Valastyan, D. Karger, S. Lindquist, and E. Fraenkel,
Bridging high-throughput genetic and transcriptional
data reveals cellular responses to alpha-synuclein
toxicity, Nature Genetics 41, pp. 316-323, 2009.

ACM-BCB 11 359



An ACO Based Functional Module Detection Algorithm For
Protein Interaction Networks

Lei Shi
State University of New York at Buffalo

Computer Science & Engineering Department
Buffalo, New York

lshi2@buffalo.edu

Aidong Zhang
State University of New York at Buffalo

Computer Science & Engineering Department
Buffalo, New York

azhang@buffalo.edu

ABSTRACT
Protein-protein interactions (PPIs) play fundamental roles
in nearly all biological processes and differ based on the
composition, affinity and lifetime of the association. A vast
amount of PPI data for various organisms is available from
MIPS, DIP and other sources. The identification of func-
tional modules in PPI network is of great interest because
they often reveal unknown functional ties between proteins
and hence predict functions for unknown proteins.

However the noise in the PPI network and the complex-
ity of the network structure present great challenges to the
functional module detection problem. In this paper, we pro-
pose a flexible framework which integrates the topological
features of the network and the Ant Colony Optimization
(ACO) algorithm to solve the problem. We first create an
reliability measurement of the protein-protein interaction to
rebuild the PPI network. Then we reformulate the problem
to an optimal path detecting problem from the perspective
of information flow. Last, an ACO-based functional module
detection method is proposed by simulating the ants’ be-
havior. We evaluate the proposed technique on the yeast
protein-protein interaction network with MIPS functional
categories and compare it with several other existing tech-
niques. Our experiments show that our approach achieves
better accuracy than other existing methods.

1. INTRODUCTION
High-throughput assay methodologies, such as microarrays
and mass spectrometry, have resulted in the rapid growth
of protein data sets, the analysis of which can potentially
yield insights into the mechanisms of human diseases and
the discovery of new therapeutic interventions [17]. System-
atic analysis of the underlying relationships in these protein
data sets can potentially provide useful insights into roles of
proteins in biological processes.

Protein-Protein interaction (PPI) data sets provide us with
the good opportunity to systematically analyze the struc-

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.

ACM-BCB ’11, August 1-3, Chicago, IL, USA

Copyright 2011 ACM 978-1-4503-0796-3/11/08... $10.00

ture of a large living system and also allow us to use it to
understand essential principles like essentiality, genetic in-
teractions, functions, functional modules, protein complexes
and cellular pathways [17]. Cellular functions and biochemi-
cal events are coordinately carried out by groups of proteins
interacting each other in functional modules, and the modu-
lar structure of complex networks is critical to functions [15].
Identifying such functional modules in PPI networks is very
important for understanding the structure and function of
these fundamental cellular networks. Therefore, developing
an effective computational approach to identify functional
modules should be highly challenging but indispensable [31].

In this paper, we propose an Ant Colony Optimization (ACO)
based algorithm with the topology of the network for the
functional module detection. In computer science and oper-
ations research, the ACO algorithm is a probabilistic tech-
nique for solving computational problems which can be re-
duced to finding good paths through graphs. This algorithm
is a member of ant colony algorithms family, in swarm intel-
ligence methods, and it constitutes some metaheuristic op-
timizations. Initially proposed by Marco Dorigo in 1992 in
his PhD thesis [9], the first algorithm was aiming to search
for an optimal path in a graph, based on the behavior of
ants seeking a path between their colony and a source of
food. The original idea has since been diversified to solve
a wider class of numerical problems, and as a result, sev-
eral problems have emerged, drawing on various aspects of
the behavior of ants. Here we use an ACO based algorithm
to solve the function module detection problem in PPI net-
works.

In this paper, first we will briefly discuss the related work on
detecting protein modules in PPI networks. Second, we will
present a novel method to build a weighted PPI network.
Third, an ACO based clustering algorithm will be explained
in detail. Finally, the experimental results are illustrated to
show the effectiveness of the proposed method.

2. RELATED WORK
Choosing cluster analysis as a methodology for functional
module detection in PPI networks is an imperative choice.
Clustering analysis helps us understand the topological struc-
ture of the PPI networks and relationships among its com-
ponents better. The principal function of each cluster can be
inferred from the functions of its members. Meanwhile func-
tions for unannotated members of a cluster can be predicted
by the functions of other annotated members. A variety of
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graph-theoretic approaches have been developed for identi-
fying functional modules in PPI networks. Those methods
can be categorized into three groups: density-based clus-
tering, partition-based clustering and hierarchical cluster-
ing. Density-based clustering approches search for densely
connected sub-graphs. A typical example is the maximum
clique algorithm for detecting fully connected, complete sub-
graphs [4]. A number of density-based clustering algorithms
using alternative density functions have been presented [3][1][27].
However, even though the density-based methods accurately
detect the subsets of potential functional modules, they are
not able to identify uniform groups of nodes. According
to the scale-free distribution, sparsely connected nodes are
abundant in biological networks. Since the sparse connec-
tions decrease the density of clusters, a significant num-
ber of nodes are excluded from the clusters generated by
the density-based methods. Also, hierarchical clustering ap-
proaches are applicable to PPI networks because of the hier-
archical organization in terms of modularity [2]. As a typical
bottom-up hierarchical clustering approach, the UVCLUS-
TER algorithm [2] first uses the shortest path distances as
primary distances to apply the agglomerative hierarchical
clustering. Next, based on the clustering results, it calcu-
lates the secondary distances. The drawback of the bottom-
up approaches is that there is not a meaningful guidance
of the halting point of the merging process to yield true
functional modules. The recursive minimum-cut algorithm
[13] is a typical example of the top-down hierarchical clus-
tering approaches. However, it is computationally expen-
sive to find the minimum number of cuts in a complex sys-
tem. Also, the top-down hierarchical clustering approaches
are sensitive to noisy data, which are frequently occurred
in real biological networks. As a partition-based clustering
approach, the Restricted Neighborhood Search Clustering
(RNSC) algorithm [19] discovers the best partition using a
cost function. It starts with a randomly partitioned net-
work, and iteratively moves the nodes on the border of a
cluster to an adjacent cluster to decrease the total cost. It
finally finds the partitions with the lowest cost. A critical
drawback of this method is that the prior knowledge of the
exact number of clusters in a network is required. In addi-
tion, another partition-based approach, the Markov Cluster
Algorithm (MCL) [11], finds clusters using iterative rounds
of expansion and inflation that promote the strongly con-
nected regions and weaken the sparsely connected regions,
respectively. This process finally converges towards a parti-
tion of the graph. However, the number of clusters highly
depends on the inflation parameter.

In this paper, we adapt the ACO algorithm into the func-
tional module detection problem with the combination of
the analysis of network topology. The main contributions of
this paper are outlined as follows:

• PPI Network Clustering Problem Reformula-
tion. By our observation and using the information
flow theory, we reformulate the original network clus-
tering problem to an optimal path finding problem in
the network.

• ACO-based function module detection method.
By simulating the ants’ behavior from the ACO algo-
rithm, we propose a novel functional module detection

method.

3. METHODS
3.1 Weighted Protein Interaction Network
We define a weighted protein interaction network [26] as fol-
lows: A weighted protein interaction network is a weighted
undirected graph G = (P, I,W ), where P is a set of vertices,
I is a set of edges between the vertices (I ⊆ (u, v)|u, v ∈ P )
and W is a function making each edge in I to a real value in
the range of [0, 1]. Each vertex v ∈ P in the graph represents
a protein. Each edge (u, v) ∈ I represents an interaction be-
tween proteins u and v. For each edge (u, v), w(u, v) is the
weight of (u, v) which represents the probability of this in-
teraction being a true positive. In order to calculate the
reliability between different proteins, we use the PathRatio
method from our previous work [29].

3.2 The Ant Colony Algorithm
The ACO algorithm is a probabilistic technique for solving
computational problems which can be reduced to finding
good paths through graphs. In the ACO, a set of software
agents called artificial ants search for good solutions to a
given optimization problem. To apply ACO, the optimiza-
tion problem is transformed into the problem of finding the
best path on a weighted graph. The artificial ants (hereafter
ants) incrementally build solutions by moving on the graph.
The solution construction process is stochastic and is biased
by a pheromone model, that is, a set of parameters associ-
ated with graph components (either nodes or edges) whose
values are modified at runtime by the ants. So far, the ACO
algorithm has been successfully applied to several discrete
combinational optimization problems, for instance, the trav-
eling salesman problem (TSP), quadratic assignment prob-
lem, network route problems and web files clustering. In
the following, we will illustrate the basic theory of the ACO
algorithm by solving the classic TSP.

The TSP is a classic problem in the field of graph theory and
combinatorial optimization. This problem can be described
as following: Given n cities where the distances between any
two cities are known, a traveling salesman wants to visit all
n cities in a tour so that each city is visited exactly once and
the total distance of traveling is minimal [20]. The Traveling
Salesman Problem is NP-hard and no polynomial algorithm
has been found, but the optimal solution can be approxi-
mated using methods like linear programming or heuristic
searching [21]. To apply the ACO to the TSP, we consider
the graph defined by associating the set of cities with the set
of vertices of the graph. This graph is called construction
graph. Since in the TSP it is possible to move from any
given city to any other city, the construction graph is fully
connected and the number of vertices is equal to the number
of cities. We set the lengths of the edges between the vertices
to be proportional to the distances between the cities repre-
sented by these vertices and we associate pheromone values
and heuristic values with the edges of the graph. Pheromone
values are modified at runtime and represent the cumulated
experience of the ant colony, while heuristic values are prob-
lem dependent values that, in the case of the TSP, are set
to be the inverse of the lengths of the edges [22].

The ants construct the solutions as follows. Each ant starts
from a randomly selected city (vertex of the construction
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graph). Then, at each construction step it moves along the
edges of the graph. Each ant keeps a memory of its path,
and in the subsequent steps it chooses among the edges that
do not lead to vertices that it has already visited. An ant
has constructed a solution once it has visited all the vertices
of the graph. At each construction step, an ant probabilis-
tically chooses the edge to follow among those that lead to
yet unvisited vertices. The probabilistic rule is biased by
pheromone values and heuristic information: the higher the
pheromone and the heuristic value associated to an edge,
the higher the probability an ant will choose that partic-
ular edge. Once all the ants have completed their tour,
the pheromone values on the edges are updated. Each of
the pheromone values is initially decreased by a certain per-
centage. Each edge then receives an amount of additional
pheromone proportional to the quality of the solution to
which it belongs (there is one solution per ant)[22]. This
procedure is repeatedly applied until a termination criterion
is satisfied.

How the ants select the path is described as follows. Let
m denote the number of ants and n represent the number
of cities we are trying to reach. The set C contains all the
cities which an ant has traveled once without repeating or
missing any city. Γ = {τij(t)|ci, cj ⊂ C} stands for the set of
residual pheromone on the path between two cities at time
t, where τij(t) is the amount of pheromone that reflects the
importance of the path (i, j) in the whole network in terms
of finding the optimal path. At the beginning, the amount
of pheromone on every path is equal, for example, it can be
set to be 1. Each ant selects the next move independently.
pkij(t) is the probability of an ant k moving from node i to
node j,

pkij(t) =
[τij(t)]

α · [ηij(t)]β∑
x∈Nk

i
[τix(t)]α · [ηix(t)]β

, (1)

where ηij = 1/dij is a heuristic value that is available as
a priori, α is the heuristic factor of information which re-
flects the importance of cumulative pheromone in the ants’
motion, and β is the expected heuristic factor which con-
tains the relative significance of visibility. For each step, the
pheromone trails of the ants must be updated to reflect the
ant’s performance and the quality of solutions found. This is
very important for the other ants to improve their solutions.
The pheromone trails are converged after all ants have con-
structed their tours. Each updating step consists of two pro-
cesses, namely evaporating and depositing the pheromone.
The pheromone on the path (i, j) at time t + 1 should be
adjusted according to the following formula,

τij(t+ 1) = (1− ρ) · τij(t) +
m∑

k=1

∆τkij(t), (2)

where ρ is the volatile coefficient of pheromone which con-
trols the evaporation and ∆τkij(t) is the pheromone for ant
k on the edge (i, j) at the current iteration. This updating
process is repeated for a predetermined number of iterations
and all the iterations will find the shortest path given the
current pheromone on the graph. Eventually, it will result
in the optimal path that covers the n cities.

3.3 PPI Network Clustering Problem Refor-
mulation

Figure 1: The path with high pheromone in the syn-
thetic graph

Johnson et al. [18] pointed out that rearrangement cluster-
ing problem is equivalent to the TSP and can be solved op-
timally by solving the TSP. Thus, they transferred the PPI
network clustering problem to the rearrangement clustering
problem and used a TSP solver to cluster the PPI network.
However, it is a controversy that PPI network clustering
problem is equal to the rearrangement clustering problem.
In addition, the arrangement clustering method has some
pitfalls which have been illustrated in [8] and are demon-
strated in the experiment part. In this paper, we reformulate
the PPI network clustering problem in a more meaningful
way in terms of information theory and solve the clustering
problem by integrating the ACO algorithm with the topo-
logical features of the network. In this section, we first de-
scribe the new formulation of the PPI network clustering
problem and then propose the ACO based algorithm that
solves the problem. In the previous works [13][19][16][7], the
authors have successfully detected the functional modules
by finding the bridging components between modules in the
network. In [7], Cho et al. designed a clustering method
by simulating information flow in the network. Information
flow is a information-transfer mechanism that happened in
most scale-free networks. In [16], Hwang et al. proposed
a bridging centrality measurement to detect the connecting
components between modules in the network. They proved
that bridging edges are the key components to connect dif-
ferent modules. Based on the similar idea, we try to find the
key components that lay on the boundaries of those different
functional modules. From our observations, we found that
those key components are normally the ones that have high
volume of the information flows that pass through them in
the network. In addition, those key components are nor-
mally on the main structure of the whole network. Based
on this observation and analysis, the main structure of the
network should be the optimal path that covers all the nodes
in the network or the optimal spanning tree in the network.
Only in this way, the information flow that happened in most
networks could achieve the optimal result. At this point, the
problem has been transformed to the TSP problem we men-
tioned in the previous section.

In order to find the optimal path that covers all the proteins
in the network, we adopt the ACO algorithm. By simulat-
ing the ants’ behavior, we can find the optimal path that
the ants find when the searching process converges. Similar
to the information flow simulation [24], that is, simulating
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information flows from the initial nodes to the other nodes,
here the ants travel from the initial protein to the other pro-
teins in the network. The information flow method has the
advantage of finding the influence between different proteins
in the network but it has limits of finding the importance of
the edges in the network. In the ACO algorithm, the ants
will always find the optimal path from the source node to
the destination node by depositing their pheromone along
the way by using Equations (1) and (2). Similar to the
example we described in Section 3.2, the objective here is
to find the shortest path that could reach all proteins in
the network. In Equation (1), pkij(t) will be the probability
that an ant k moves from protein i to protein j. During
the iterative steps, the ants that are walking on the short-
est path return to the original node earlier and hence the
pheromone deposited on the path are richer than the other
paths. Therefore, the following ants will walk on the same
path as before, leaving their own pheromone and enhancing
the signal on the shortest path. When the whole process
converges, the optimal path will be established. By find-
ing the optimal spanning tree in the PPI network, we not
only find the shortest path that covers all the nodes in the
PPI network, but also find which edges are the most impor-
tant ones to support the whole information transfer system
in the network. As shown in the synthetic graph in Fig.
1, the dark lines are the edges that have high pheromone.
At first, several ants start from some random nodes and
search for the optimal path which is promising for them-
selves. When the searching process converges for all ants
in the network, the pheromone on the path will formulate
the optimal path that covers all the nodes in the graph. In
the optimal path, there are several edges that have higher
pheromone values than the others. For example, the dark
edges in Fig. 1 have more information flow through them
and have high pheromone values. By finding the optimal
path in the graph and deleting the high pheromone edges,
we could get the modules hidden in the graph, for exam-
ple, the subgraphs in Fig. 1. In the following section, we
will propose a ACO-FMD method to detect the functional
modules based on this feature.

3.4 ACO-based Functional Module Detection
Method

From the previous section, we have already gotten the main
structure or the optimal spanning tree in the network by ap-
plying the ACO based algorithm. In the optimal path, those
bridging edges are the ones that have higher pheromone val-
ues and they are also the ones that connect different func-
tional modules in PPI networks. Thus, by removing those
higher ranked edges, we could generate the functional mod-
ules which are hidden in the complex PPI network. In
this section, an ACO-based Functional Module Detection
method (ACO-FMD) will be introduced as below.

By simulating the ants’ behavior, we can find the optimal
path in the PPI network. In addition, we can also obtain
the pheromone value on every edge in the network. After
rank the edges in the optimal path based on the pheromone
values, the edges which have more information flow passing
through them will be listed on top. By removing those top
ranked edges and checking the density of the generated sub-
graph, the functional modules will be generated from the
complex PPI network.

The iterative graph partitioning algorithm involves three se-
quential processes:
Process 1: Compute the rank of all edges on the optimal
path in graph G and pick edge e with the highest rank.
Process 2: Remove edge e.
Process 3: If some subgraph s is isolated from G and the
density of s in the intact graph G′ is greater than threshold,
s will be selected as one of the final clusters and be removed
from G.

Algorithm 1 ACO-FMD(G). A functional module detec-
tion algorithm based on ant colony optimization.
Input: the graph G(V,E)
Output: ModulesList, the list of final modules

1: G’: A clone of graph G
2: topEdge: the edge with the highest rank
3: densityThreshold: subgraph density threshold
4: while G != empty do
5: Calculate the ranking edges for all edges on the optimal

path in graph G with the ACO algorithm described above
6: topEdge = The edge with the highest rank
7: Remove topEdge
8: if there is a new isolated module s then
9: if Density(s,G’) > densityThreshold then
10: ModulesList.add(s)
11: G.remove(s)
12: end if
13: end if
14: end while
15: Return ModulesList

A more detailed description of the algorithm is listed in Al-
gorithm 1.

4. EXPERIMENTAL RESULTS

4.1 Data preparation
For our experiments, we used a core protein interaction data
of Saccharomyces Cerevisiae from DIP [12]. It contains 2526
distinct proteins and 5949 interactions.

To evaluate the effectiveness of our method, we used Fun-
Cat as the functional annotations from MIPS database [23].
The scheme of FunCat is a tree-shaped hierarchical struc-
ture. To avoid overly specific annotations, we cut the scheme
at the third level and obtained 259 functional categories.
Some main parameters of the ant colony algorithm are set
as follows: the heuristic factor of information α is 5 and the
heuristic factor of expectation β is 0.95.

4.2 Functional module detection
To evaluate the performance of identifying the specific func-
tional modules, we compared the functional modules we ob-
tained to the MIPS functional categories. We extracted the
proteins appeared in the fourth-level functional categories,
which are related to “cell cycle and DNA processing”. We
thus used 452 distinct proteins annotated on 18 different
functional categories. Since a protein can perform multiple
functions, the modules should be overlapping, i.e., several
nodes may belong to several different modules simultane-
ously. In addition, we also use p−value from hypergeometric
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Methods # of
mod-
ules

Avg. size
of

modules

Node
Discard
rate

Avg.
p-score

ACO-
FMD

129 30.17 36.7 16.80

Infor-Flow 115 34.70 34.8 18.27
Maximal

Cliq
120 5.65 98.4 10.61

Quasi-
Clique

103 11.17 80.8 11.5

Mincut 114 13.46 35 7.23
Neighbor-

Merg
64 7.91 79.9 9.16

Interconnetion-
Cut

180 10.26 21.0 8.19

Table 1: Comparative analysis. Performance of ACO-

FMD method on DIP PPI dataset is compared with

six graph clustering approaches (Infor-Flow, Maximal

clique, Quasi clique, Minimum cut, Neighbor-Merg,

Interconnetion-cut). The second column indicates the

number of clusters detected. The third column shows

the average size of each cluster. The fourth column rep-

resents the discard rate of the nodes in the process of

clustering. The fifth column represents the average F -

measure of the clusters for MIPS complex modules. The

average F -measure value of detected modules was cal-

culated by mapping each module to the MIPS complex

module with the highest F -measure value. Comparisons

are performed on the clusters with 4 or more compo-

nents.

distribution to evaluate our output modules [7]:

P = 1−
k−1∑
i=0

(
|X|
i

)(
|V | − |X|
n− i

)
(
|V |
n

) , (3)

where |V | is the total number of nodes, |X| is the number of
nodes in a category, n is the number of nodes in a module,
and k is the number of common nodes between the category
and the module. Lower value of P indicates that the module
closely corresponds to the function because the network has
a lower probability to produce the module by chance.

We compared our approach to several previous state-of-the-
art methods, including the Max-clique and Quasi-clique meth-
ods [25] in density based approaches, the Min-cut [5], Neighbor-
Merg [28] and interconnection-cut methods [10] in hierarchi-
cal approaches, and the information flow method from our
previous paper [7]. After dropping small modules whose size
is less than 5, we computed the average (p-value) [6]. The
overall results are shown in Table 1. Although the clique-
based method was able to find the overlapping clusters and
the information flow method uses the weighted network as
an input, they generated numerous small-sized clusters with
a very few disproportionally large clusters, which caused
low accuracy. The edge-betweeness cut method yielded a
large number of clusters because all isolated sub-networks
are considered as clusters. The number of disjoint clusters
made this method inaccurate. It explicitly demonstrates
that our ACO-FMD algorithm outperforms the other alter-
native methods. It also shows that our ACO-FMD approach
properly handled the complex connections by generic simu-

Methods # of
mod-
ules

Avg. size
of

modules

Node
Discard
rate

Avg.
p-score

Max-Min
Ant

141 32.59 35.1 17.91

ACO-FMD 129 30.17 36.7 16.80
Elitist Ant
System

113 25.9 53.8 13.62

Table 2: Comparative analysis. Performance of sev-

eral different ACO based algorithms are compared on

the DIP PPI dataset. The second column indicates the

number of modules detected. The third column shows

the average size of each module. The fourth column rep-

resents the discard rate of the nodes in the process of

clustering. The fifth column indicates the average p-

score.

lation. Moreover, the problem of false positive data, which
frequently appear in biological networks, could also be re-
solved by this simulation.

To demonstrate the flexibility of our proposed platform and
to illustrate the different performances of several Ant Colony
Optimization algorithms, here we compared several repre-
sentative ACO algorithms applied in the DIP PPI network.
In Figure 2, we could see the Max-Min ant algorithm [30]
achieved the best performance by giving the hightest number
of modules with relative high average size and small discard
rate.

5. CONCLUSION
ACO has been applied to several combinatorial optimiza-
tion successfully [9]. In this paper, we analyzed and de-
tected functional modules from protein-protein interaction
networks with ACO algorithm. Through analyzing the topol-
ogy of the PPI network, we built a more reliable weighted
network. Upon that, instead of using traditional density-
based or hierarchical based clustering methods, we have
shown that the combination of ACO with the topological in-
formation could be used to detect functional modules in PPI
networks with a transformation. We have successfully ob-
tained the optimal path for the PPI network and the bridg-
ing nodes. In addition, we proposed an ACO-FMD method
to cluster those functional modules. Through experimen-
tal comparison, we have shown that our proposed method
is superior than the previous clustering methods in terms
of p-score and the average size of modules. Since ACO is
still a relatively new algorithm, we can still improve it in
many ways. In the future, with the development of ACO
algorithms and the improvement of the reliability of PPI
networks, we believe the method we proposed could even
achieve better results.
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ABSTRACT
DNA methylation is essential for normal cell development
and differentiation and plays a crucial role in the develop-
ment of nearly all types of cancer. Although it is now possi-
ble, using next generation sequencing technologies, to assess
human methylomes at base resolution, no reports currently
exist on modeling cell type-specific DNA methylation sus-
ceptibility. Thus, we conducted a comprehensive modeling
study of cell type-specific DNA methylation susceptibility
at three different resolutions: CpG dinucleotides, CpG seg-
ments, and individual gene promoter regions.
Using a k-mer mixture logistic regression model, we effec-
tively modeled DNA methylation susceptibility across five
different cell types. The significance of these results is three
fold: 1) this is the first report to indicate that CpG methyla-
tion susceptible“segments”exist; 2) our model demonstrates
the significance of certain k-mers for the mixture model,
potentially highlighting DNA sequence features (k-mers) of
differentially methylated, promoter CpG island sequences
across different tissue types; 3) as only 3 or 4 bp patterns had
previously been used for modeling DNA methylation suscep-
tibility, ours is the first demonstration that 6-mer modeling
can be performed without loss of accuracy.

1. INTRODUCTION
DNA methylation is the chemical modification of DNA

bases, mostly on cytosines that precede a guanosine in the
DNA sequence, i.e., the CpG dinucleotides. This epigenetic
modification involves the addition of a methyl group to the
number 5 carbon of the cytosine pyrimidine ring. DNA
methylation is essential for cellular growth, development and
differentiation [1], playing a fundamental role in the activa-
tion of genes at the transcriptional level. In cancer cells,
aberrant DNA methylation patterns, such as genome-wide
hypomethylation and region-specific hypermethylation, are
frequently observed [2]. CpG islands, short CpG-rich regions
of DNA often located around gene promoters and normally
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protected from DNA methylation, become hypermethylated
in cancer, contributing to transcriptional silencing [3, 4]. As
CpG island methylation patterns have been shown to dif-
fer across cancer types, recent studies have revealed that
some CpG islands are “methylation sensitive”, while others
are “resistant” to DNA methylation [5]. Recent technolog-
ical breakthroughs allow, for the first time, the capability
to measure human methylomes at base resolution [6], pro-
viding unprecedented opportunities for understanding the
phenomenon of methylation susceptibility.

1.1 Previous work
Several recent studies have attempted to predict CpG is-

land methylation patterns in normal and cancer cells [7, 8,
9, 10, 11]. These studies constructed predictors using small
set of sequence context such as motifs. Bock et al developed
a support vector machine predictor using a combination of
DNA sequence features of various types, including sequence,
repeats, predicted structure, CpG islands, and genes [12].

While the focus of the above studies was on CpG island
methylation susceptibility, recent experiments have convinc-
ingly demonstrated that methylation levels of CpG sites
within a CpG island can be highly variable. For example,
Handa et al found that certain sequence features flanking
CpG sites were associated with high- and low-methylation
CpG sites in an in vitro DNMT1 overexpression model [13].
Moreover, at single base pair resolution, Zhang et al demon-
strated that DNA methylation levels frequently differ within
a CpG island [14]. By using “ultradeep” sequencing data
[16], we demonstrated that CpG flanking sequences can be
used to model methylation susceptible CpG sites [17].

1.2 Motivation
Previous CpG island methylation susceptibility prediction

studies have not considered cell type-specific methylation
status. Considering variations in DNA methylation level
even in the same genomic regions of different types of cells,
we asked the question:, can cell type-specific DNA methyla-
tion susceptibility be modeled? The significance of explor-
ing this question is based on evidence supporting the strong
association of genomic sequence features with DNA methy-
lation status. Furthermore, recent studies strongly indicate
the existence of methylation sensitive/resistant CpG islands
in different cancer types [5]. In this study, we performed
a comprehensive DNA methylation susceptibility modeling
study in five different cell lines at three different levels: CpG
sites, entire promoter regions, and short DNA segments. We
mainly discussed the segment level modeling, in this paper.
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2. THE PROBLEM

2.1 The need for segment modeling
Bisulfite sequencing data clearly demonstrates that methy-

lation levels, even within a single gene promoter, can be
highly variable. Furthermore, supplement figure 1 [18] shows
highly variable methylation of the same promoter sequence
in five different cell lines, i.e. cell type-specific DNA methy-
lation susceptibility.

2.2 Definition of the problem
The following notations were used to formally define the

problem. A small set of pre-selected k-mers x = {xi}. La-
bels t = {tj} on data are assigned as +/− depending on
methylation level pj of each sample.

For each cell type, a k-mer mixture logistic regression
model (equation 1) was built using a small set of pre-selected
patterns.

y =
1

1 + e−f(x)
(1)

where f(x) =
∑

i βixi and βi’s are parameters to be learned
for the machine learning predictor.

The k-mer mixture modeling problem: Our goal was
to test whether methylation susceptibility can be modeled
by a logistic regression model using a small set of k-mers.
Although using k-mers for DNA methylation modeling is
not entirely new, to our knowledge, only short k-mers (3 or
4 bp in length) were used in previous studies [12]. As short
k-mers can occur in almost every DNA sequence, modeling
using 3 or 4 bp relies on k-mer frequency.

1. First, we attempted to use longer k-mers (up to 6 bp)
to utilize those that only occur in methylation suscep-
tible sequences.

2. Our goal, to determine whether machine learning pre-
dictors can be built by using k-mers, required that we
address two important issues: over-fitting and general-
izability of prediction beyond the test data. To relieve
predictor over-fitting, we selected a small number of
k-mers from the training data set (using a larger num-
ber of k-mers can easily over-fit the training data).
The cross validation technique was used to test the
generalizability of prediction power.

2.3 Two k-mer feature selection methods
We used a selected set of k-mers for DNA methylation

susceptibility modeling in the different cell types. We used
two standard pattern selection methods, t-test and random
forest [20] based feature selection (see Supplement 2 [18] for
details).

2.4 Modeling methylation levels of DNA seg-
ments

Definition: A boundary variable Bj at a genomic se-
quence position is an indicator variable that is defined where
two adjacent CpG sites have different labels. The value 1 of
Bj denotes that the genomic position is a boundary and the
value 0 denotes that the position is not a boundary. A DNA
segment S is defined by two boundary variables Ba and Bb

where Ba = 1 and Bb = 1 and for all a < j < b, Bj = 0.

Figure 1: Illustration of the initial segment defi-
nition. Because all boundary variables are set
to 1, 10 initial segments are defined (methy-
lation susceptible:{S1, S3, S5, S7, S9}, methylation
resistant:{S2, S4, S6, S8, S10}). Later, the segment
modeling algorithm considers alternative segment
definition by changing the boundary variable values.
Figure was modified from [14, 15].

Figure 1 illustrates how boundary variables are used to de-
fine 10 segments. We call a set of DNA segments defined by
the boundary variables a configuration.

Labeling data: Given a segment Si, the methylation
probability pi of a segment was defined as a ratio of the num-
ber of methylated CpG sites in the segment to the number
of CpG sites. Then, the label ti of Si was assigned + if pi
is greater than 0.5. Otherwise, a label − was assigned to ti.

Attributes for modeling: K-mer occurrences in seg-
ments in the training data set were used as attributes. A
small subset of k-mers features x was selected from all k-
mers using the feature selection methods.

Modeling: Single logistic regression model was used to
model all DNA segments for each cell line, using attributes
x and labels t.

2.5 Exponential search space
Although the methylation status of a DNA segment is de-

fined by an aggregation of the methylation status of individ-
ual promoter regions, how to define methylation susceptible
DNA segments is currently unknown. For example, consider
a DNA segment with five CpG sites {s1, s2, s3, s4, s5} in a
short DNA segment and assume that three sites, s1, s2, s4
are methylation susceptible and the other two sites s3, s5 are
resistance methylation. By definition, the DNA segment is
methylation susceptible, as the majority of sites (three) are
methylation susceptible. However, if we divide the segment
into two sub-segments, {s1, s2} and {s3, s4, s5}, there will
be a segment that is susceptible to methylation and one that
is resistant. To determine which of the two segment defini-
tions can be better modeled for methylation susceptibility,
enumeration of all possible definitions of segment configu-
rations and for each definition of segment is required. The
complexity of this problem can be discussed in terms of the
well-known “counting the number of parenthesization” prob-
lem (known to be Ω(2n) [19]), because a parenthesis can
define a segment of CpG sites. Thus, we developed a heuris-
tic algorithm that used a random segment merging starting
from the finest definition of segments.

3. ALGORITHM
To compute the optimal k-mer logistic regression model,

segment boundaries must first be identified; however, as
these are unknown, we started with an initial presumption
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Input : A set of pre-selected k-mers K = {xi};
Occurrences of K; Methylation levels at CpG
sites

Output: A logistic regression model; A segment
configuration.

HillClimbingConfigurationSearch(N)
begin

(C∗, E∗,M∗) = RandomConfigurationSearch()

for i← 2 to N do
(C,M,E) = RandomConfigurationSearch()

if E < E∗ then
C∗ = C;M∗ = M ;E∗ = E

end
report (C∗,M∗, E∗)

end

end

RandomConfigurationSearch( )
begin

/* Reset configuration; See text. */

C = InitialConfiguration(); E = 1.0

while true do
(C′,M′,E′) = RandomConfigurationSearch(C)

if (E - E′) ≤ δ then break
C = C′;M = M ′;E = E′

return (C,M,E)

end

end

RandomBinaryMerging(configuration C )
begin

M = computeModel(C, K)

E = computeError(C, M )

/* Mark that no segments are considered. */

bool visit[n] = {false}
while ∃i such that visit[i] == false do

j = selectAtRandom(visit) // See text.

end

visit[j] = true // sj is merge candidate.

C′ = C

/* BC′
k is a boundary between sj and sj+1 */

BC′
k = false // Merge sj and sj+1.

M ′ = computeModel(C’, K) // See text.

E′ = computeError(C’, M’) // See text.

if E ≤ E′ then
C = C′; visit[j + 1] = true // Accept C′.

else

BC′
k = true // Reject C′.

end
return (C,M,E)

end

Algorithm 1: Hill climbing configuration search algorithm
An algorithm tries to merge two segments at random
until all segments are considered for merging. A new
configuration is accepted only when the error is reduced
with a new logistic regression model, thus it is a hill
climbing algorithm.

of the methylation susceptible and resistant segments. We
then used an iterative improvement procedure in search of
both the segment definition and the best fitting logistic re-
gression model. The major steps of the segment modeling
algorithm are as follows:

1. Initialization of a configuration: Define a bound-
ary variable Bj = 1 at every genomic position where
labels (+ or -) of two adjacent CpG sites around the
position are different. Define a segment as a DNA
region between two boundary variables set to 1. By
taking this approach, we start with a configuration of
smallest possible segments. By merging segments in
many different ways and re-calculating the logistic re-
gression model, the algorithm attempts to find the best
segment configuration. This is how InitialConfigu-
ration() is implemented in Algorithm 1.

2. Computing a logistic regression model: Given a
k-mer occurrence and a segment configuration, com-
pute a logistic regression model by (1). This is how
computeModel() is implemented in Algorithm 1.

3. Computing an error of a segment configuration:
Errors in the segment set S are measured by (2).

O(S) =

|S|∑
i=1

wi(ŷi − ti)2 (2)

where the weight of each segment wi = |S|/|Si|, ŷi is
the predicted methylation level of the segment i, and
ti is the actual methylation level of the segment i. |S|
is an average segment size. This is how computeEr-
ror() is implemented in Algorithm 1.

3.1 Random binary segment merging
Given the current segment configuration {Bj}, a segment

is randomly chosen using a distribution of errors measured
by a weighted square error. For a segment Si, the weighted
square error is defined by ei = βi(ŷi− ti)2 where the weight

of the segment βi = |Si|/|S|, ŷi is the predicted methyla-
tion level of the segment i, and ti is the actual methylation
level of the segment i. A segment is chosen by random sam-
pling using a segment error vector < e1, . . . , en > where n
is the number of segments in the current segment configu-
ration. The random sampling using a segment error vector
< e1, . . . , en > guides choosing a segment with a higher pre-
diction error, but also ensure a random sampling. Note that
segments that are already considered for merging are ex-
cluded for the next round of sampling (see the use of visit[]
in Algorithm 1.

Once a segment Si is chosen, it is tentatively merged with
segment Si+1 next to Si. Then a logistic regression model is
re-calculated. The two segment merging is accepted only if
the merging of two segments reduces the weighted squared
error (equation 2). Otherwise, the original segment config-
uration is retained, rejecting the merging. A segment Si

considered for merging is marked so that the segment will
not be repeatedly chosen for the next step. This sampling
and marking a segment is repeated until all segments in the
current configuration are considered for merging.
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Figure 2: Effectiveness of segment modeling in 10-fold cross-validation experiments. Bars between adjacent dotted
lines show improvement in the between prediction results of two models with the initial segment setting
and the final segment setting in terms of AUC scores. We measured the performance improvement using
4-mer, 5-mer, and 6-mer features. For each cell type, the segment modeling algorithm identified significantly
improved segment definitions. Five panels in each plot corresponds to tissue types: (A) Fibroblast, (B)
HEK293, (C) HepG2, (D) Leukocytes, and (E) Trisom 21.

4. RESULTS

4.1 Data set
We used data from Zhang et al [14] for DNA methyla-

tion patterns in chromosome 21 (297 amplicons from 190
gene promoters using bisulfite conversion, subcloning and
sequencing DNA as the major experimental methods). The
bisulfite sequencing data were collected in five cell types:
viz. human peripheral blood (primarily leukocytes), fibrob-
last, the human embryonic kidney cell line HEK293, the
human hepatocellular liver carcinoma cell line HepG2 and
fibroblast cells derived from a patient with Down syndrome
(trisom 21). Methylation patterns differed widely and spe-
cific to each cell types.

4.2 Experimental setup
The 10-fold cross validation was used for evaluation. For

each round of 10-fold validation, one of the 10 subsets was set
aside for testing, and the k-mer features were selected only
from the training set, ensuring that the test data would have
no influence on the k-mer feature selection. We measured
the area under the ROC curve (AUC) score for performance
comparison.

4.3 Effectiveness of the segment modeling
We extensively tested the effectiveness of the segment

modeling algorithm using 4-mer, 5-mer, and 6-mer patterns.
For each of the experiments, the AUC score was measured
from 10-fold cross validation for the initial segment defini-
tion vs. the final segment definition. The RF-based algo-
rithm with 100 trees was used for k-mer feature selection.
For each k-mer selection procedure, 30 random experiments
were performed, and k-mers with z-score > 0 that appeared
in at least 90% of experiments were selected as k-mer fea-
tures. Using the set of k-mers, the optimal logistic regression
model was computed.

The performance comparison between the initial segments
and the final segments in the test set is shown in Figure
2. Bars between adjacent dotted lines show the improve-
ment in the between prediction results of two models with

the initial segment setting and the final segment setting in
terms of the AUC scores. We measured the performance
improvement using 4-mer, 5-mer, and 6-mer features. For
each cell type, the segment modeling algorithm identified
significantly improved segment definitions. Five panels in
each plot correspond to tissue types: (A) Fibroblast, (B)
HEK293, (C) HepG2, (D) Leukocytes, and (E) Trisom 21.
Our algorithm achieved approximately 10% improvement in
most cell types, illustrating the effectiveness of the segment
modeling algorithm (the exact improvement number can be
found in Supplement 5 [18]).

4.4 Search behavior
The search behavior of the segment modeling algorithm

is shown in Figure 3. In the experiment, the errors mea-
sured using the whole data set. Pairwise plots showing re-
duced prediction error at each iteration of segment merg-
ing and model re-calculation. The columns for the pairwise
plots are k-mers used and the rows are the five cell lines.
In each plot, the X-axis denotes the number of iterations
and the weighted squared prediction error is denoted on the
Y-axis. The prediction error was reduced at each iteration
of segment merging and model re-calculation. Our random
segment sampling algorithm converged for all 15 cases of 5
different cell lines with 4-, 5-, and 6-mers.

4.5 Comparison of modeling approaches
The three modeling approaches were compared in terms

of AUC obtained by 10-fold cross-validation technique. We
conducted comprehensive modeling of cell-type specific DNA
methylation susceptibility at three different resolutions: in-
dividual CpG sites, CpG segments, and promoter regions
in terms of AUC obtained by the 10-fold cross validation
technique. The methods for modeling at individual CpG
sites and at promoter regions are described in Supplement 3
[18]. The experimental results are illustrated in Supplement
4 [18]. Only the segment modeling approach was effective
for all 4-, 5-, and 6-mer experiments.
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Figure 3: The search behavior of the segment modeling
algorithm using the whole data set. See details in text.

5. CONCLUSION
We conducted a comprehensive modeling study for cell-

type specific DNA methylation susceptibility. By perform-
ing extensive computational experiments of data from five
distinct cell types, we show that DNA methylation sus-
ceptibility can be accurately modeled at the segment level,
achieving up to 0.75 in AUC prediction accuracy in a 10-
fold cross validation study. The two-step iterative segment
modeling algorithm successfully identified optimal segments
that can be modeled as a logistic regression model using a
set of k-mers. Our model further shows the significance of
certain k-mers for the mixture model, which can potentially
highlight DNA sequence features (k-mers) of differentially
methylated promoter CpG island sequences in different cells
and tissues, including malignancies. As only used 4 bp pat-
terns were used in previous modeling studies of DNA methy-
lation susceptibility, this is the first report to show that k-
mer modeling can be performed using up to 6-mer without
the loss of modeling accuracy.
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ABSTRACT
Automatic extraction of protein-protein interaction (PPI)
information from scientific literature is important for build-
ing PPI databases, studying biological networks and discov-
ering new biological knowledge through automatic hypoth-
esis generation. In this paper, we present a new method
for PPI extraction based on a mixture of logistic models.
The method automatically clusters interaction words (words
that describe the interactions of protein pairs) into groups
with similar grammatical properties. Logistic models are
fitted for each cluster of interaction words. Directionality
of interactions is an essential piece of information for many
protein interactions and important for building directed bi-
ological networks. Most of current PPI extraction meth-
ods do not extract the directional information of interac-
tions. This is in part due to the lack of specific corpora
with directionality information annotated. We introduce
a new corpus, PICAD, for evaluating PPI extraction tools
that includes directional annotation. The corpus is avail-
able at http://stat.fsu.edu/∼jinfeng/resources/PICAD.txt.
In addition, we propose an ensemble approach using logis-
tic regression, Bayesian Networks, and SVM for identifying
PPIs. We show that using an ensemble of classifiers allows
us to capture different features in the text and report an
F-measure of 75.7% using our new corpus.

1. INTRODUCTION
Nearly all cellular functions are orchestrated by protein-
protein interactions (PPIs). These highly specific interac-
tions are responsible for processes such as DNA replication,
signal transduction, metabolism, and apoptosis. Access to
this information is essential in understanding the cell as a
complete system [8], [12], [31]. Published literature remains
the most reliable repository for information about past and
current discoveries concerning protein-protein interactions.
However, the rapidly growing body of publications makes
it impossible for biologists and researchers to keep up to
date by manually reading the literature [15]. Thus there
is demand for processing information in unstructured text

and presenting it in a structured format. Placing the ex-
tracted information in a structured format makes more in-
formation accessible to researchers. Some databases, such
as BioGRID [28], accomplish this largely through manual
annotation. However, manual approaches consume valuable
time and resources making automatic methods more appeal-
ing [2].

Automatic methods use various models/rules for PPI extrac-
tion to simulate the grammar used by humans in writing ar-
ticles. These rules may be manually defined, automatically
learned, or a combination of the two [6]. Early methods used
simple, manually defined rules such as co-occurrence [27, 16,
3, 30, 22]. Other methods that used manually defined rules
for extracting PPIs include Park et al. 2001 [23], Leroy and
Chen 2002 [19], Temkin and Gilder 2003 [29], and Jensen
et al. 2006 [15]. Although these approaches show success,
a major drawback is the lack of coverage for cases not cap-
tured by the defined rules or patterns.

By automatically learning language rules using annotated
text, machine learning methods have been able to reduce the
false positive rate and increase coverage. Chowdhary et al.
2009 [6] used Bayesian networks for classification of candi-
date interactions. Huang et al. 2004 [14] used dynamic pro-
graming to align sentences and implement a pattern match-
ing algorithm. Kim et al. 2008 [17] created an online solu-
tion, PIE, which combine rule based and machine learning
method to predict interaction patterns. SVM and kernel
approaches have become increasingly popular for the infor-
mation extraction task of PPIs. Some recent kernel based
approaches include the shallow linguistic kernel of Giuliano
et al. 2006 [10], the spectrum tree kernel of Kuboyama et
al. 2007 [18], and the all-paths graph kernel of Airola et
al. 2008 [1]. Tikk et al. 2010 [31] provided a thorough
comparison of many kernel approaches.

Finally, some extraction tools seek to combine the benefits
of both manually defined and learned rules. Zhou et al.
2008 [34] proposed learning a semantic parser using a hidden
vector state model. In a recent work, Bui et al. 2010 [4]
proposed a hybrid approach. The first phase is rule based
in which candidate PPI pairs are classified into one of five
manually defined groups based on order and relational word
form. The learning phase uses SVM with the RBF kernel for
classification by groups. They report that classification in
manually defined groups increased precision and F-measure
over the use of a single model.
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In this study, we propose using a mixture of logistic models
for classification based on group membership. The number
of components in the mixture model is initially provided
by manually defined rules, but reduced to avoid overfitting
based on performance measures. Similar to Bui et al. [4], we
show there is improvement when using a mixture of models
rather than using the same model for all candidate interac-
tions.

A limited number of benchmark datasets are available. Some
of these include AIMed [5], BioInfer [25], HPRD50 [9], IEPA [7],
and LLL [21]. We propose the addition of a new bench-
mark corpus, PICAD, which includes directional annotation
of 2550 protein-protein interaction pairs.

2. MATERIALS AND METHODS

System Overview

1. Obtain relevant abstracts and split into sentences.

2. Tag triplets in sentences using protein name and inter-
action word dictionaries. Only sentences with at least
one triplet are considered.

3. Extract corresponding feature vectors for each triplet.

4. Classify triplets using a mixture of logistic models,
Bayesian Network, and SVM.

5. Final predictions based on ensemble results.

2.1 Dictionaries
Triplets represent a candidate interaction present in the text.
They are comprised of two protein names and a relational
word that describes the interaction between two proteins.
In order to identify these candidate interactions we make
use of a protein name dictionary and an interaction word
dictionary, compiled in an earlier study [6]. The protein
name dictionary consists of 68,970 protein names acquired
from BioGrid. The interaction word dictionary contains 192
words which are frequently used in the literature to describe
interaction relationships between proteins. We augment this
dictionary by including information about form and direc-
tionality of each interaction word. Including the direction-
ality property is important for extracting context specific
details. Words such as inhibits and phosphorylate have a di-
rectional property since A inhibits B means something dif-
ferent than B inhibits A. Knowing which protein is being
inhibited is vital to understanding the biological relation-
ship between the two proteins.

2.2 Features
Once triplets have been identified, we extract features from
the surrounding text that will be used to classify each can-
didate interaction as true or false. We used the features
adopted in an earlier study [6] and added some additional
features based on part-of-speech tagging results using nat-
ural language processing (NLP) techniques. The additional
information captures grammatical structure surrounding PPIs.
Some of the features include the distance (number of words)
between triplet terms (D1 and D2), triplet order, and the
presence of negative words such as not and but.

For features derived from part-of-speech tagging, the pub-
licly available Stanford part-of-speech tagger [32] is used to
tag the sentences and from this we count the number of
verbs in each triplet region (VerbD1/VerbD2 ). The num-
ber of verbs within the triplet captures the complexity or
simplicity of the relationship. We also extract the number
of commas in each triplet region (CommaD1/CommaD2 ),
which captures whether there is a break in the topic (one
comma) or perhaps there is an aside about one element
in the triplet (two commas). An aside in the triplet re-
gion would increase D1 or D2, signaling a false relationship.
However, if the number of commas is also recorded, we may
capture that this increased distance is simply due to an in-
terposition. This following example illustrates this idea.

Here we show that B cell maturation protein (BCMA), a
member of the TNF receptor family that is expressed only by
B cell lymphocytes, specifically binds to Tall-1.

Two indicators are used for the presence of the preposition of
before the protein names. If present, the author is typically
referring to a particular region of the protein. This feature
explains circumstances when D1 or D2 may be larger, but
the relationship is still true. Binary indicators for nouns
before and after each protein name are also used for a similar
purpose. In total, 20 features are used to capture language
around an interaction word including the ones we mentioned
above and those used in an earlier study [6].

2.3 Mixture of Logistic Models
In order to classify triplets as true or false, we learn three
classifiers and combine their results using an ensemble ap-
proach. The first classifier we learn is a mixture of lo-
gistic models using manually annotated sentences and ex-
tracted feature vectors. The assumption is made that lan-
guage rules for interaction words of similar form are also
similar. The data is given an initial grouping according to
this assumption. In the training data, some of the inter-
action words occur in many triplets (activation 239, bind-
ing 273, and interaction 321) while others have only a few
observations (inactivated 1, tether 2, and inactivating 3).
Words having few observations are grouped with an interac-
tion word having many observations of the same form. Let
G0 = {g1, g2, ..., gK} be such an initial grouping.

We then define the probability density function for the lth

candidate triplet, yl ∈ (0, 1), using a mixture density:

f(yl; θ) =

K∑
i=1

ηifi (yl; θi),

where ηi =

{
1 if yl ∈ gi
0 otherwise

and

fi (yl; θi) = θ
yl
i (1− θi)1−yl .

Then θi is related to the observed features though the logit
link function,
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θi =
exp

{∑
j βijxlj

}
1 + exp

{∑
j βijxlj

} .
The observed value of feature j for observation l is denoted
by xlj . Given the labels, η, this is equivalent to optimizing
with the usual MLE’s for each component density, fi(y; θi).

Note that K, the number of groups, has so far been fixed
based on some very general assumptions about language.
However, the number of groups may be reduced to avoid
overfitting and allowing more observations to be used for es-
timating each component in the mixture. There is no best
solution for determining the number of components in a mix-
ture density. Schlattmann and Böhning (1993)[26] used re-
sampling to determine K in a mixture of Poissons concern-
ing disease mapping and Wang (1996)[33] reported positive
results for the use of AIC and BIC [20]. We explore the
approach of reducing K based on improvement in cross vali-
dated accuracy. Consider a form of hierarchical clustering of
the model coefficients across mixture components. First cal-
culate all pairwise Euclidean distances between the rows of a
matrix B containing estimated coefficients for each mixture
component,

B =


β̂11 β̂12 · · · β̂1p
β̂21 β̂22 · · · β̂2p

...
... · · ·

...

β̂K1 β̂K2 · · · β̂Kp

 .

This results in D, an K ×K triangular matrix with K(K −
1)/2 pairwise distances. Two groups, gm and gn, having
the most similar estimated models according to {m,n} =
index {min (D)} are combined to form one new group. Within
each group, or mixture component, BIC is used for model
selection to further reduce overfitting.

G0 = {g1, g2, ..., gK} is updated to G1 = {g1, g2, ..., gK−1} if
the accuracy is improved with the new grouping. This con-
tinues until no more improvement can be made in accuracy
and the resulting density may be used for classification.

2.4 Bayesian Network and SVM
To the best of our knowledge, mixtures of logistic models
have not been used in biomedical text mining applications.
However, machine learning methods such as Bayesian Net-
works (BN) and especially SVM have been used to this end.
Both approaches have shown success and we will incorporate
them as the remaining classifiers in our ensemble approach
with WEKA version 3.6.3 [11]. The BN is initialized with
a näıve bayes classifier which assumes independence among
all the features. Since this is a poor assumption both intu-
itively and quantitatively, we find a more optimal structure
through a hill-climbing search. The number of parent nodes
is limited to two so the search space may be reduced. Sup-
port vectors are trained in WEKA using Platt’s sequential
minimal optimization algorithm (SMO) [24] with a polyno-
mial kernel.

Table 1: 10-fold cross validation results using a mix-

ture of logistic models with different grouping schemes.

R(recall)=TP/(TP+FN), P(precision)=TP/(TP+FP),

S(specificity)=TN/(TN+FP), F(F-measure)=2PR/(P+R),

A(accuracy)=(TP+TN)/(TP+FP+FP+FN)

Method R P S F A

Single Logistic 68.1 72.3 90.8 70.0 84.9

6 Components 69.3 74.6 91.6 71.6 85.8

Logistic Mixture 73.3 74.4 91.0 73.7 86.4

3. RESULTS
3.1 Datasets
We use the proposed benchmark corpus, PICAD (Protein-
protein Interaction Corpus with Annotated Directionality)
to evaluate performance. The corpus is constructed from
1,037 sentences in PubMed (pubmed.gov) abstracts and with
a total of 2550 triplets, indicating that some sentences con-
tain more than one triplet. Approximately one-fourth (668)
of the candidate triplets represent true interactions. This
fact should be noted since performance results (recall and
precision) may vary depending on the percent of true cases
present. Furthermore, our corpus contains a diverse repre-
sentation of interaction words. There are 90 different rela-
tional words in all, while other methods have been evaluated
on far fewer. For example, Ono et al. [22] only considers the
relational words interact, associate, bind, and complex and
nearly 60% of Huang’s sentences contained the interaction
words bind and interact [13].

3.2 Cross Validation Results for ML
First we consider the rationale for classifying PPIs using a
mixture of models rather than single logistic model. The
grouping scheme previously defined is used to determine
mixture components and compared to the grouping scheme
proposed by Bui et al. [4]. Table 1 shows the results from
10 fold cross validation on the PICAD corpus.

The first row represents results using a single logistic model
for classification. The second row shows the results us-
ing a grouping scheme similar, but not identical, to Bui
et al. [4] which defines groups based on form and order
of the interaction word. Specifically, the following groups
were used: (1) ProtA-Noun-ProtB, (2) ProtA-Verb-ProtB,
(3) Noun-ProtA-ProtB, (4) Verb-ProtA-ProtB, (5) ProtA-
ProtB-Noun, and (6) ProtA-ProtB-Verb.

The final row represents the results using our grouping scheme
based on form of the interaction word and collapsing groups
until accuracy no longer improves. A mixture of logistic
models with six components as defined above outperforms a
single logistic model. However, allowing more flexibility in
learning the grouping provides even more improvement in
the results.

3.3 Ensemble Results
Performance is considered when an ensemble of classifiers,
namely a mixture of logistic models, BN, and SVM is used.
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As expected, performance improves when incorporating pre-
dictions from all three classifiers. We do this first using a
simple majority vote with the binary predictions (0.5 cut-
toff) from each classifier. We also consider fitting a logistic
model with the three predicted probabilities to make a final
classification. The last two rows of Table 2 show that results
using either approach are fairly similar. Also notice in Ta-
ble 2 that the standard evaluation measure, F-measure, sees
a 2% gain when the ensemble results are used compared to
each classifier individually.

Table 2: Ensemble results

Method R P S F A

Logistic Mixture 73.3 74.4 91.0 73.7 86.4

SVM 71.8 76.0 92.0 73.8 86.7

BN 70.4 75.8 92.0 73.0 86.4

Majority Vote 72.5 78.7 90.5 75.5 87.7

Logistic 71.5 80.4 93.8 75.7 88.0

The improvement made by combining several classifiers sug-
gests that there are some differences in predicted values. We
examine these difference in Table 3. The first row is sim-
ply the sample correlation between predicted probabilities of
the two classifiers and the second row gives Cohen’s Kappa
Statistics for agreement between the discretized predictions.
A close inspection shows that predictions based on the two
machine learning methods are more closely matched than
those made by the mixture of logistic models. In fact, χ2

tests reveal statistically significant differences in the feature
distributions where each classifier outperformed the others.
The machine learning methods captured the presence of neg-
ative words not and but better than the mixture model,
while the mixture model had higher recall and captured the
effect of commas and breaking words in the sentences more
efficiently than the machine learning classifiers. This further
affirms our use of an ensemble approach for extracting PPIs.

Table 3: Comparison of Predicted Probabilities

SVM-BN SVM-ML BN-ML

ρ̂ 0.90 0.78 0.75

κ 0.79 0.67 0.64

% Agreement 92.1 87.4 86.5

4. DISCUSSION
In this study, we develop a mixture of logistic models to
extract protein-protein interaction pairs together with the
words describing the interactions and the directionality of
the words. The interaction words and directions are impor-
tant for biologists in their research and essential in knowl-
edge discovery using the extracted interactions. As far as we
know, there have been very few PPI extraction methods that

extract information at such level of detail. In addition, we
combine the strengths of multiple machine learning meth-
ods, including Bayesian networks, SVM, and the mixture of
logistic models to further improve the performance for PPI
extraction. Furthermore, we build a new benchmark cor-
pus for PPI extraction tools with annotated directionality
information, which is the first of such corpus in literature.

Since there are several methods available for extracting PPIs,
the need for benchmarking corpora to compare performance
is critical. Furthermore, it is important to perform cross-
corpora and cross-learning evaluations on these different bench-
mark corpora to examine the robustness of methods to new
datasets. This type of evaluation should more closely re-
produce the setting where the methods would be applied
in practice. Tikk et al. [31] discuss some of the differences
in available corpora (AIMed [5], BioInfer [25], HPRD50 [9],
IEPA [7], LLL [21]) and comment that many changes in
cross-corpora and cross-learning performance are due to dif-
ferent proportions of true cases in the data. Therefore, we
hope that the addition of a new publicly available corpus
will aid in the training and evaluation of IE tools for PPIs.
We have not tested our method on these benchmark data
because the annotation of these data is not consistent with
ours. None of the benchmark data specify the interaction
words that describe the interactions between the protein
pairs they listed as interacting proteins. Our annotation
on triplets can be quite different from the one given in the
benchmark. For example, in HPRD50 it was reported that
there are 163 true PPIs, but our manual annotation only
gave 108 true PPI triplets. Our method achieved an F-
measure of 72% by cross-validation using our own annota-
tion, which is comparable to the best performance in litera-
ture. We plan to address the inconsistency of corpus anno-
tation in a future study for the commonly used corpora.

Similar to Bui et al. [4], we show that grouping candidate
interactions according to relational word improves perfor-
mance. However, we consider a more flexible grouping scheme
learned from the training data which showed improvement
over the fixed grouping scheme. We also show that even with
the same feature vectors, different classifiers capture differ-
ent grammatical structures better than others. By combin-
ing all of these predictions in an ensemble approach, we fur-
ther improve the predictive performance for the extraction
task.
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disease mapping. Statistics in Medicine,
12(19-20):1943–1950, 1993.

[27] B. Stapley and G. Benoit. Biobibliometrics:
information retrieval and visualization from
co-occurrences of gene names in medline abstracts. In
Proceedings of the Pacific Symposium of
Biocomputing, pages 529–540, 2000.

[28] C. Stark, B. Breitkreutz, T. Reguly, L. Boucher,
A. Breitkreutz, and M. Tyers. Biogrid: a general
repository for interaction datasets. Nulceic Acids Res.,
34(1):535–539, 2006.

[29] J. Temkin and M. Gilder. Extraction of protein
interaction information from unstructured text using a
context-free grammar. Bioinformatics, 19:2046–2053,
2003.

[30] J. Thomas, D. Milward, C. Ouzounis, S. Pulmas, and
M. Carroll. Automatic extraction of protein
interactions from scientific abstracts. In Pac Symp
Biocomput., pages 541–552, 2000.

[31] D. Tikk, P. Thomas, P. Palaga, and U. Leser. A
comprehensive benchmark of kernel methods to
extract protein-protein interactions from literature.
PLoS Comput Biol, 6, July 2010.

[32] K. Toutanova and C. Manning. Enriching the
knowledge sources used in a maximum entropy
part-of-speech tagger. In EMNLP/VLC, pages 63–70,
2000.

[33] P. Wang, M. Putterman, I. Cockburn, and N. Le.
Mixed poisson regression models with covariate
dependent rates. Biometrics, 52:381–400, 1996.

[34] D. Zhou, Y. He, and C. K. Kwoh. Extracting
protein-protein interactions from the literature using
the hidden vector state model. International Journal
of Bioinformatics Research and Applications, 4:64–80,
2008.

ACM-BCB 11 375



A Bayesian Integration Model for Improved Gene
Functional Inference from Heterogeneous Data Sources

Noor Alaydie
Dept. of Computer Science

Wayne State University
Detroit, MI 48202

alaydie@wayne.edu

Chandan K. Reddy
Dept. of Computer Science

Wayne State University
Detroit, MI 48202

reddy@cs.wayne.edu

Farshad Fotouhi
College of Engineering
Wayne State University

Detroit, MI 48202
fotouhi@wayne.edu

ABSTRACT
Increasing amounts of biological data from various sources
are being made available by high-throughput genomic tech-
nologies. However, no single biological data source analysis
can fully unravel the complexities of the hierarchical gene
function prediction. Therefore, the integration of multiple
data sources is required to acquire a more precise under-
standing of the role of genes in the living organisms. In
this paper, we develop a Hierarchical Bayesian iNtegration
algorithm, HiBiN, a general framework that uses Bayesian
reasoning to integrate heterogeneous data sources for ac-
curate gene function prediction. The system uses poste-
rior probabilities to assign class memberships to samples
using multiple data sources while maintaining the hierar-
chical constraint that governs the annotation of genes. We
demonstrate that the integration of the diverse datasets sig-
nificantly improves the classification quality for hierarchi-
cal gene function prediction in terms of several measures,
compared to single-source prediction models and fused-flat
model, which are the baselines we compared against.

Categories and Subject Descriptors
J.3.1 [Computer Applications]: Life and Medical Science
- biology and genetics; I.5.2 [Design Methodology]: [Clas-
sifier design and evaluation].

General Terms
Bioinformatics, Machine Learning, Algorithms.

Keywords
Data integration, gene function prediction, hierarchical multi-
label classification.

1. INTRODUCTION
Diverse high-throughput genomic data are becoming widely

available. Since the functions of a significant number of
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genes are still unknown, such high throughput data can play
a vital role in assigning accurate functional annotations on
large-scale through computational prediction. Providing ac-
curate predictions can advance experimental studies by pro-
viding specific hypothesis for targeted experimental testing
[13]. Learning reliable classification models from a single
dataset is often hard due to several complex issues includ-
ing noise in the data, low relevance of the dataset for some
functional classes and an insufficient number of training ex-
amples for building accurate classification models [9].

Several issues have contributed to the complexity of the
gene functional classification problem. First, a gene may
have multiple class labels. The functional classes are related
to each other in a tree or a graph structure (Gene Ontol-
ogy(GO) [4] or MIPS’s FunCat taxonomy [11]). This leads
to the second challenge which is known as the hierarchy con-
straint. In other words, annotating a gene to a given class
is automatically transferred to all of its ancestors. Third, as
the specificity of the functional classes increases, less num-
ber of genes are annotated to the more specific functions,
this issue is known as the class imbalance problem. Finally,
functionally-similar genes may have huge diversity on their
measurements through various datasets. To the best of our
knowledge, there is no existing work that handles all of the
above challenges in a unified framework.

To address the above challenges and to improve hierarchi-
cal gene function prediction from diverse functional data, we
propose Hierarchical Bayesian iNtegration algorithm (Hi-
BiN ), a probabilistic framework for integrated analysis of
multiple heterogeneous biological data. The major contri-
butions of our new scheme can be summarized as follows:

1. To handle the problem of source diversity, the pro-
posed framework integrates multiple heterogeneous data
sources to characterize the genes effectively.

2. To predict multi-labels for genes, the HiBiN algorithm
allows the prediction of more than one functional class
for each gene.

3. To maintain the hierarchy constraint, the parent-child
inter-relationships are exploited during the training
and the testing phases. More specifically, HiBiN filters
out unsuitable genes from percolating to lower levels
in the hierarchy.

4. To handle the class imbalance issues, the positive and
negative examples for each classifier are chosen based
on the hierarchical taxonomy of the classes.
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(a) Flat (b) Hierarchical

Figure 1: Flat classification vs hierarchical classification.

2. RELATED WORK

2.1 Single Source Gene Function Prediction
There are two approaches for gene function classifier train-

ing: a) Flat approach, where a classifier for each gene func-
tion is learned independently (Figures 1(a)) and (b)) Hi-
erarchical approach, where the relationships between gene
functions are integrated for gene function classifier training
(Figure 1(b)). The flat classification approach may lead to
hierarchically inconsistent predictions. On the other hand,
the hierarchical approach [1, 2] identifies the relevant posi-
tive and negative examples for each class according to the
hierarchy. In most of the existing work, a separate binary
classifier is learned for each class in the hierarchy.

2.2 Integration of Heterogeneous Data Sources
The value of integrating knowledge obtained from various

sources has been illustrated by several studies. Troynskaya
et al. [13] proposed MAGIC framework that considers the
outputs of several clustering methods applied on each data
source separately and incorporates the knowledge of yeast
biology experts in the prior probabilities of the Bayesian
framework. Marcotte et al. [8] predicted a number of protein
functions for Saccharomyces cerevisiae based on a heuris-
tic combination of different data types. However, since the
confidence levels of protein-protein links are defined on a
case-by-case basis, the data sources are combined in a semi-
manual and heuristic fashion. Functional linkage networks
[3], kernel fusion [7], vector space integration [10] and ensem-
ble systems are other approaches that have been proposed
to deal with the data integration problem.
Limitations of the existing methods: the above dis-

cussed approaches focus either on discovering interacting
sets of proteins only or on integrating multiple sources of
data without taking into account the hierarchical relation-
ships between the functional classes. As a consequence,
blindly applying these data integration approaches to the
hierarchical gene function prediction domain leads to seri-
ous inconsistencies due to the violation of the hierarchy con-
straint governing the functional annotations of genes in GO
and FunCat taxonomies. The proposed method overcomes
the above limitations.

3. THE PROPOSED FRAMEWORK
Let G = ℜd be the d-dimensional input space of genes and
Y = {y1, y2, ..., yL} be the set of L labels. The hierarchical
relationships are defined as follows: Given y1, y2 ∈ Y, y1 is
the ancestor of y2, denoted by (↑ y2) = y1, if and only if

y1 is a superclass of y2. We denote by (↓ y1) = y2, the
set of children classes of class y1. The set of labels L are
structured according to a hierarchical structure T (in our
case according to a FunCat tree). A gene g is represented
with a vector of d different features.

Let a training set M = {< g1,Y1 >, ..., < gN ,YN >},
where gi ∈ G is a feature vector for gene i and Yi ⊆ Y is
the set of labels associated with gi, such that yi ∈ Yi ⇒
y′i ∈ Yi, ∀(↑ y′i) = yi. A gene, g, is assigned to one or more
functional classes. The assignments are represented through
a vector fg = (y1, y2, ..., yL) ∈ {0, 1}L, where yi = 1 if the
gene g is annotated with class yi, while yi = 0 otherwise.

3.1 Boosting Classifiers
ADABOOST.MH [12] is a popular multi-class variant of

the AdaBoost algorithm. The algorithm works by transfer-
ring a multi-class problem into a binary classification prob-
lem by replicating positive instances for the given class labels
based on hamming loss [6]. ADABOOST.MH algorithm is
presented in detail in [12]. AdaBoost calls a weak learner re-
peatedly in a series of iterations. At each iteration, s, a weak
learner is called to generate a weak hypothesis ϕ̂s. In each
iteration, a distribution of weights, D, is updated so that
the new classifier focuses more on the incorrectly classified
instances. After finishing all the iterations, the final hypoth-
esis is generated by summing up all of the weak hypothesis,
ϕ̂(g, y) =

∑S
s=1 ϕ̂s(g, y) for y ∈ Y = {y1, y2, ..., ym}.

Adaboost minimizes E(e−cϕ̂(g,y)) at ϕ̂(g, y) = 1
2
log P (y=1|g)

P (y=−1|g) .

Hence,

P (g|y = 1) =
eϕ̂(g,y)

e−ϕ̂(g,y) + eϕ̂(g,y)
(1)

P (g|y = −1) = e−ϕ̂(g,y)

e−ϕ̂(g,y) + eϕ̂(g,y)
(2)

Equations 1 and 2 give a number between 0 and 1 that
is associated with the likelihood that the gene (gi) from
dataset j is annotated with label k, p(gi,Mj |yk), where
i ∈ {1, ..., N}, j ∈ {1, ..., Q} and k = 1, ...,L classes.

3.2 Hierarchical Training and Testing Schemes
The classifier at each class will only be presented with ex-

amples that are positive at the parent class of the current
class. Hence, the reached examples are positive examples to
the current class and/or to the siblings of that class. The
training for each classifier is performed by feeding as nega-
tive training examples, the positive examples at the parent
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of the current that are not positive examples at the current
class. It should be noted that the selected negative train-
ing examples are the most informative negative examples for
training. The testing phase follows the same procedure.

3.3 Bayesian Integration and Classification
For our experiments, the probabilities obtained from boost-

ing classifiers are the likelihood of observing gene i (gi) as-
sociated with dataset j given a specific class. However, the
posterior probability is the one of the primary interest:

P (yk|gi,Mj) =
P (gi,Mj |yk).P (yk)∑m
k=1 P (gi,Mj |yk).P (yk)

(3)

Thus, for each sample, a set of probabilities are obtained
which sum to one.
Bayes formula can be used to integrate and compute pos-

terior probabilities for multiple datasets. With the assump-
tion that each dataset is independent but describe the same
genes, the integrated likelihood is computed as the product
of the individual likelihoods:

P (gi,M1, ...,MQ|yk) = P (gi,M1|yk)× ...× P (gi,MQ|yk)
(4)

Given that the datasets share common genes, the datasets
can have some correlation. The probability of a particular
gene is given by

P (yk|gi,M1, ...,MQ) =

∏Q
j=1[P (gi,Mj |yk)]P (yk)∑m

k=1 [
∏Q

j=1 P (gi,Mj |yk)]P (yk)

(5)

Each non-root class, yj , has a binary classifier ϕ̂j that
is associated with it. The classifier should act as a “filter”
to prevent unsuitable examples from spreading out to the
lower levels in the hierarchy. Hence, only the test genes that
a classifier ϕ̂j decides to belong to yj are passed to all the
binary classifiers corresponding to the children classes of yj .

While the genes that classifier ϕ̂j sees not to belong to yj
are “blocked” and no further analysis is carried out.
HiBiN works by first computing the prior probabilities

for all the classes. Next, the children classes of the current
class are extracted; then ADABOOST.MH is called on these
classes. Then, Bayesian posteriors are calculated for the
children classes of the current class.
To make a decision whether a gene is annotated with a

particular class or not, we compute the posterior probability
for each gene using the following Bayesian decision rule:

Decide yk if P (yk|gi) > P (y
′
k|gi); otherwise decide y

′
k

where y
′
k = 0. The computation of P (y

′
k|gi) is similar to

the computation of P (yk|gi), except that here we compute

the probability of the negative class (y
′
k) and the likelihood

given by P (g|y
′
k = 0).

4. EXPERIMENTS

4.1 Datasets
We demonstrate the performance of HiBiN for the pre-

diction of gene functions in Saccharomyces cerevisiae. Six
different data sources of biomolecular data [14] were in-
tegrated. The datasets include (i) gene expression data
(Gene-Expr), two types of protein domain data; (ii) pro-
tien domain binary data (Pfam-Binary) and (iii) pfam pro-

tein domains with log E values computed by the HMMER
software toolkit (Pfam-LogE), predicted and experimentally
supported protein-protein interaction data from (iv) Von
Mering experiments (PPI-STRING), and from (v) BioGrid
(PPI-BioGRID) and (vi) pairwise sequence similarity data
(Seq-Sim). For the integration purpose, we considered the
genes that are common to all datasets. Moreover, for each
dataset, we selected FunCat annotated genes for the classes
with at least 20 positive examples so that the set of posi-
tive examples used for training is not too small. This yielded
1901 yeast genes annotated to 168 FunCat classes distributed
across 16 trees and 5 hierarchical levels.

4.2 Baseline Methods
We compared our approach to two baseline algorithms:

flat integration and hierarchical single source. In flat in-
tegration, the hierarchy constraint is not taken into con-
sideration when building the classifiers, and the integration
is performed using the same framework we used for HiBiN
method. While the hierarchical single source method is ap-
plied on each dataset separately.

To evaluate HiBiN, we used 3-fold cross validation with
100 boosting iterations. Moreover, we tested two strate-
gies to compute the prior probabilities. In one strategy, we
computed the prior probabilities without considering the hi-
erarchical structure of the classes. In other words, the prior
probabilities are computed by considering the set of anno-
tated genes at each functional label with respect to the to-
tal number of genes. This version of the algorithm is called
HiBiNa, where a stands for all. In the second variation,
the prior probabilities are computed while the hierarchical
scheme of the classes is taken into account. In other words,
the prior probabilities are computed by considering the set
of annotated genes at each functional label with respect to
the number of genes that are annotated with the parent
functional class of the label of interest. This version of the
algorithm is called HiBiNp, where p stands for parent.

4.3 Evaluation Metrics
In order to evaluate our algorithm, we adopted the clas-

sical and the hierarchical performance evaluation measures.
F1 measure considers the joint contribution of both precision
(P) and recall (R). F1 measure is defined as follows:

F1 =
2× P ×R
P +R

=
2TP

2TP + FP + FN
(6)

where TP stands for True Positive, TN for True Negative,
FP for False Positive and FN for False Negative. When
TP=FP=FN=0, we made F1 measure to equal to 1 as the
classifier has correctly classified all the examples as negative
examples [5]. Hierarchical measures are defined as follows:

hP =
1

|l(P (x))|
∑

p∈l(P (x))

|C(x)∩ ↑ p|
| ↑ p| (7)

hR =
1

|l(C(x))|
∑

c∈l(C(x))

| ↑ c ∩ P (x)|
| ↑ c| (8)

hF =
2× hP × hR
hP + hR

(9)

where hP, hR and hF stands for hierarchical precision,
hierarchical recall and hierarchical F-measure, respectively.
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P (x) is a subgraph formed by the predicted class labels for
the instance x while C(x) is a subgraph formed by the true
class labels for the instance x. p is one of the predicted
class labels and c is one of the true labels for instance x.
l(P (x)) and l(C(x))) are the set of leaves in graphs P (x)
and C(x), respectively. We also computed micro-averaged
hierarchical F-measure (hFµ

1 ) and macro-averaged hierar-
chical F-measure hFM

1 . hFµ
1 is computed by calculating hP

and hR for each path in the tree and then applying Equa-
tion 9. On the other hand, hFM

1 is computed by calculating
hF1 for each path in the hierarchical structure of the classes
independently and then averaging them.

Figure 2: Comparison of the per-level average pre-
cision across the five levels of the FunCat taxon-
omy using flat integration, hierarchical single source
(applied on PPI-BG dataset), HiBiNa and HiBiNp

methods. BG stands for PPI-BioGrid dataset.

The comparison between HiBiN algorithm and the flat
method is based on the “per-class” F1-measure that is ob-
tained by averaging the F1-measure for all the classes in the
FunCat hierarchy for each dataset. In other words, an over-
all F1-measure is obtained by computing the F1-measure for
each class separately and then averaging them across all the
classes. Furthermore, to get more insights into the perfor-
mance of the HiBiN algorithm, we performed a level-wise
analysis of the precision, recall and F1-measure on the base-
lines and the proposed algorithm. In measuring the level-
wise performance, level 1 represents the top level in the hi-
erarchy while level 5 is the deepest level in the hierarchy.

4.4 Results
In our experiments, after preprocessing the datasets as

described above, the prior probabilities are computed for
each label in the FunCat scheme. Prior probabilities are
computed based on the number of positive examples anno-
tated with each label obtained from all the datasets. Next,
boosting classifiers are used to obtain the likelihoods from
the different datasets. Finally, the Bayesian posteriors are
computed to obtain the probabilities that are used to make
the final decision about the classification.
Table 1 summarizes the results of the comparisons of the

average per-class precision, recall and F-measure for the hi-
erarchical single source, flat integration and HiBiN method.
We can observe that HiBiN algorithm brings considerable
improvement over the baselines. In particular, HiBiN out-
performs the baselines in terms of the per-class precision,
recall and F-measure. Comparing the flat integration with

Table 1: Average per-class precision, recall and F-
measure obtained from hierarchical single source (on
each dataset separately), flat integration and HiBiN
methods.

Single Source
Dataset Precision Recall F-measure
PPI-BG 0.5211 0.3176 0.4081

PPI-STRING 0.4882 0.3030 0.3823
Pfam-Binary 0.2977 0.1035 0.3901
Pfam-LogE 0.2244 0.2076 0.3837
Gene-Expr 0.2301 0.2107 0.3805
Seq-Sim 0.2136 0.2074 0.3545

Integration Methods
Flat 0.3592 0.307 0.4521

HiBiNa 0.7436 0.4535 0.6175
HiBiNp 0.7083 0.4779 0.6222

the hierarchical single source method, there is no clear trend
of the winner. For example, the hierarchical single source
method performed better on the PPI-BG and PPI-STRING
datasets than the flat integration in terms of the per-class
precision and recall, while the flat integration performed
slightly better than the hierarchical single source method
on all the datasets, in terms of per-class F-measure.

Figure 3: Comparison of the per-level average recall
across the five levels of the FunCat taxonomy using
flat integration, hierarchical single source (applied
on PPI-BG dataset), HiBiNa and HiBiNp methods.
BG stands for PPI-BioGrid dataset.

In Table 2, we compare the hierarchical precision, hier-
archical recall, hierarchical F-micro (hFM

1 ) and hierarchical
F-macro (hFµ

1 ) measures for both hierarchical single source
and HiBiN methods. Note that hierarchical precision and hi-
erarchical recall are not applicable to flat integration method
as flat integration does not take the hierarchy constraint into
account. Hence, the obtained predictions may be inconsis-
tent with the hierarchy constraint. As we can observe, Hi-
BiN achieved the best results in terms of all the hierarchical
measurements. To a large extent, the two variations of Hi-
BiN have similar performances, which indicates that incor-
porating the parent-child relationship in the computation of
the prior probabilities does not add a noticeable improve-
ment to the overall integration scheme.

A closer look into per-level precision, recall and F-measure
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Table 2: Hierarchical precision, hierarchical recall,
hierarchical F-micro and hierarchical F-macro mea-
sures obtained from hierarchical single source (on
each dataset separately) and HiBiN methods.

Single Source
Dataset Precision Recall F-Micro F-Macro
PPI-BG 0.9259 0.6071 0.6953 0.7147

PPI-STRING 0.8882 0.5933 0.6846 0.6926
Pfam-Binary 0.8974 0.5912 0.6882 0.7006
Pfam-LogE 0.7340 0.5593 0.6115 0.6348
Gene-Expr 0.7426 0.5801 0.6414 0.6644
Seq-Sim 0.7274 0.5574 0.6067 0.6312

Integration methods
HiBiNa 0.9492 0.6298 0.7361 0.7572
HiBiNp 0.9442 0.6329 0.7355 0.7579

highlights the differences between the proposed method and
the baselines. Figures 2, 3 and 4 show the level-by-level per-
formance comparisons in terms of precision, recall and F-
measure, respectively, between hierarchical single source ap-
plied on PPI-BioGrid dataset, flat integration, HiBiNa and
HiBiNp methods. Since PPI-BioGrid dataset performed the
best for hierarchical single source method, compared with
other datasets, we chose it as a representative dataset for
the hierarchical single source method. The per-level analy-
sis reveals a degradation in the performance, in all methods,
with respect to the depth of the functional classes. However,
this degradation is significantly lower when the data integra-
tion and the hierarchial relationships among the classes are
taken together into account.

Figure 4: Comparison of the per-level average F-
measure across the five levels of the FunCat taxon-
omy using flat integration, hierarchical single source
(applied on PPI-BG dataset), HiBiNa and HiBiNp

methods. BG stands for PPI-BioGrid dataset.

5. CONCLUSION
In this paper, we developed HiBiN, a general probabilis-

tic framework for gene function prediction through the in-
tegration of heterogeneous data sources while maintaining
the hierarchy constraint among the functions. Our results
showed that the integration can improve the performance
of the standard classification-based gene function prediction

algorithms. Our future work includes establishing a proba-
bilistic weighting scheme of data sources.
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ABSTRACT
Calmodulin (CaM) is a calcium-binding protein that is in-
volved in a variety of cellular processes, interacting with
many proteins. Since many CaM interactions are calcium-
dependent, they are difficult to detect using high-throughput
methods like yeast-two-hybrid. Furthermore, detection of
CaM binding sites requires a significant experimental effort.
Using a collection of CaM binding sites extracted from the
Calmodulin Target Database we trained SVM-based classi-
fiers to detect CaM binding sites using a variety of sequence
features; our best classifier achieved an area under the ROC
curve of 0.89 for detecting binding site locations at the amino
acid level. We apply our classifiers to the problem of detect-
ing CaM binding proteins in Arabidopsis; at a false-positive
level of 0.05 we detected 638 novel putative CaM binding
proteins. These proteins share overrepresented Gene On-
tology terms associated with the functions of known CaM
binders.

1. INTRODUCTION
Calmodulin (CaM) is a ubiquitous, highly-conserved calcium-

binding protein found in all eukaryotes [5]. Calcium sig-
nals are important for many cellular processes, including ion
transport, enzyme activation, phosphorylation, and dephos-
phorylation of proteins [16]. Calmodulin acts as a major
calcium sensor and interacts with diverse proteins and reg-
ulates their function [17]. Finding the interaction partners
of CaM is therefore important for the understanding of the
processing of calcium signaling in the cell.

It is difficult to find interactions of CaM using high-throughput
methods like yeast-two-hybrid [17]. A recent experiment us-
ing a protein array that targeted a thousand Arabidopsis
proteins has revealed CaM interactions for around 200 of
the proteins spotted on the array [14]. Although the choice
of proteins was biased towards proteins that are likely to
interact with CaM (kinases and transcription factors), these
results indicate that CaM interacts with a large number of
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proteins in the Arabidopsis proteome.
Despite the increasing availability of protein-protein in-

teractions, binding site location remains hard to obtain, and
this type of data is still relatively scarce. The need to ad-
dress this gap has led to the development of a variety of
methods for identifying interaction sites (see [22] for a re-
view). The majority of binding site prediction methods use
structural information on surface residues to predict the like-
lihood that they belong to a protein-protein interface. Yet,
due to the lack of available structural models for most pro-
teins, the applicability of these methods is limited. There-
fore it is of interest to develop prediction methods that use
features inferred from sequence alone, and the work of Ofran
et al. [12] suggests that it is indeed possible. Ofran et al. fo-
cused on predicting binding sites in general; in contrast, our
work focuses on binding sites of a specific protein, namely
Calmodulin.

Previous work has shown the feasibility of predicting CaM
binding sites from sequence [15]. Their method uses a com-
plex neural network architecture that is trained using fea-
tures that characterize sequence characteristics of a window
of amino acids. We obtain slightly improved performance
using a conceptually simpler approach that uses support
vector machines (SVM); we explore the effect of different
representations on classifier performance, and obtain better
performance than the previous work of Radivojac et al. [15].

2. APPROACH AND RELATED WORK
We address two problems: identification of CaM binding

sites within known CaM binders and the identification of
proteins that interact with CaM. Prediction of CaM bind-
ing sites is the problem of identifying which amino acids
in a protein are likely involved in the interaction, whereas
prediction of CaM binding proteins is a problem at the pro-
tein level and classification addresses the binary response of
whether a protein has the potential to interact with CaM.

The problem of predicting CaM binding sites is an in-
stance of the label-sequence learning problem [7]. Given a
protein sequence x of length n, we want to associate with
it a sequence of labels y = (y1, y2, . . . , yn) where yi, indi-
cates whether position i is part of a binding site. A stan-
dard approach for solving this problem is the sliding window
method [7] which reduces the problem to a two-class classi-
fication problem: Each position in the sequence is predicted
to either belong to a binding site or not, independently of its
neighbors. At this level one can apply standard classifiers
that use features computed on the basis of a fixed-length
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window of amino acids. This is the approach taken in [15],
and is the strategy of our binary SVM method.

It is also worth mentioning methods that predict binding
at the level of conserved domains or motifs [20]: methods
which aim to explain an observed network of interactions in
terms of interactions between these features. Such methods,
while using global information on the interaction network,
ignore properties of the individual proteins, and only provide
a coarse-grained prediction of binding site location. The
proposed methods in this work are much more specific. By
training a classifier on examples of interaction partners for
a specific protein (CaM), it is possible to capture properties
of the binding sites.

3. METHODS

3.1 Binary Classification with Support Vector
Machines

The support vector machine (SVM) is a state-of-the-art
classifier that constructs a maximum-margin boundary sep-
arating two classes of data [6]. It is being widely used in
bioinformatics because of its accuracy and ability to deal
with a variety of data with the help of kernels [4].

The data for a binary classification problem is composed
of N examples xi, each belonging to some input space X ,
with labels yi ∈ {1,−1}. Finding the maximum margin
linear classifier whose discriminant function is f(x) = wT x+
b is formulated as a maximum-margin problem using the
following optimization problem [6, 4]:

minimize
w,b

1

2
||w||2 + C

NX
i=1

ξi

subject to yi(w
T xi + b) ≥ 1− ξi, ξi ≥ 0, i = 1, . . . , N,

(1)
where ξi are slack variables that allow examples to fall within
the margin (margin violations) or be misclassified, and C is
a positive constant that specifies the penalty associated with
margin violations and errors.

3.2 Sliding-Window Classifiers
To apply a binary SVM to the problem of CaM binding

site prediction we take advantage of the fact that CaM bind-
ing sites are contiguous in sequence [13], allowing us to use
the sliding window approach. In what follows we denote the
ith amino acid in protein x by x[i]. The event of binding at
position i of a protein x is represented by a window of length
2k + 1 that incorporates features computed on neighboring
amino acids x[i − k], . . . ,x[i + k]. For amino acids that lie
at the beginning and end of the sequence, the window is
shorter in length. For instance, the window associated with
the first amino acid will only consist of the amino acids up
to position k in the sequence.

3.3 p-spectrum Kernel
Since known CaM binding sites are of varying lengths, we

use sequence kernels that represent a sequence in a fixed di-
mensional feature space, independent of its length. In order
to leverage the amino acid content of a protein, we use the
p-spectrum kernel [11] for p = 1 and p = 2. The p-spectrum
of a string over an alphabet Σ is a vector whose components
count occurrences of all length-p substrings. For protein
sequences, Σ is the 20-letter amino acid alphabet. In our

experiments, the p-spectrum kernel is normalized using the
cosine kernel,

kcosine(x,x
′) =

k(x,x′)p
k(x,x)k(x′,x′)

. (2)

3.4 Gappy Pair Kernel
We propose a simple extension of the 2-spectrum kernel

that considers all pairs of amino acids that are up to a given
distance apart, which will allow us to capture short motifs
that are present in CaM binding proteins. Let φd

uv(x) be
the number of times the amino acid u is followed by the
amino acid v at a distance of at most d. The feature map
Φd

gappypair(x) is the vector with components φd
uv(x). The

Gappy Pair Kernel is then defined as

kgappypair(x,x
′) = Φd

gappypair(x)T Φd
gappypair(x

′). (3)

Normalization is performed using the cosine kernel, Equa-
tion (2). While the dimensionality of the Gappy Pair feature
space is d |Σ|2, a sequence x has only O(d|x|) nonzero fea-
tures. Therefore it is feasible to explicitly represent the fea-
ture vector Φd

gappypair, leading to kernel computation which
is O(d ∗ (|x| + |x′|)) for sequences x and x′. In this work
we used a sum of gappy pair kernels with d in the range
0, . . . , 9.

3.5 Physico-Chemical Kernel
The Amino Acid Index Database provides access to sev-

eral physico-chemical properties of amino acids [10]. The
physico-chemical mapping used in this work represents a se-
quence of amino acids as a 60-dimensional feature vector
where each component is the average of an individual prop-
erty across the sequence. To account for the different scales
of different properties, each feature vector is standardized,
where the means and standard deviations are computed by
sampling windows over all training data. This type of repre-
sentation has been used by [15] for prediction of CaM bind-
ing sites.

3.6 PSI-BLAST Kernel
Given that CaM is highly conserved across a variety of

species, and as it has been shown that interacting proteins
tend to co-evolve [8], it is likely that CaM interaction sites
share similar evolutionary histories. To represent the evolu-
tionary history of an amino acid sequence, position-specific
scoring matrices (PSSMs) are built for each protein using
PSI-BLAST [1]. For a protein sequence x of length n we ob-
tain

PSSM(x) =

26664
p1(x[1]) p1(x[2]) . . . p1(x[n])
p2(x[1]) p2(x[2]) . . . p2(x[n])

...
...

. . .
...

p20(x[1]) p20(x[2]) . . . p20(x[n])

37775 , (4)

where pm(x[i]) is the level of conservation of amino acid m
for the ith position of x.

For this work, PSSMs for all training and test sequences
were generated running PSI-BLAST for five iterations us-
ing default parameters against the non-redundant UniRef50
database [19].

We define a feature mapping that represents a PSSM as a
length-400 feature vector where each feature represents the
average level of conservation of an amino acid with respect

ACM-BCB 11 382



to another:

φm,s(x) =
1

|x|

|x|X
i=1

Im(x[i])ps(x[i]), (5)

where Im(x[i]) is the indicator function that equals 1 if
x[i] = m, and 0 otherwise. Each feature φm,s(x) corre-
sponds to the average level of conservation of the amino acid
s, over columns of the PSSM where an amino acid m is en-
countered in x. Let Φpsi(x) be the vector with components
φm,s(x). The kernel is then defined as

kpsi(x,x
′) = Φpsi(x)T Φpsi(x

′). (6)

Normalization is then performed using Equation (2).

3.7 CaM binding and binding site prediction
In what follows we assume a single CaM binding site per

sequence. A binding site is predicted at the location for
which the discriminant function achieves its highest value
along the length of the protein.

We use the classifiers trained to predict CaM binding sites
to rank potential CaM interaction partners. A protein is
assigned a score which is the maximum score of all windows
in the protein. These scores are used to rank potential CaM
binders.

3.8 Experimental Setup

3.8.1 Datasets
For the prediction of CaM binding sites we use the Calmod-

ulin Target Database, which provides a central data reposi-
tory for CaM binding site data, containing nearly 200 pro-
teins from a variety of species [21]. From this database, a
non-redundant dataset of 153 proteins containing 185 bind-
ing sites was extracted by [15]. This dataset was constructed
such that no two proteins share more than 40% sequence
identity, and no two binding sites more than 50% identity.
The known binding site or sites in each protein serve as pos-
itive examples for the binary SVM; we generated negative
examples by sliding a length-21 window at 10 amino acid
increments.

Our second experiment is aimed at prediction of CaM
binding proteins in Arabidopsis. We train a CaM bind-
ing site predictor on the data from the Calmodulin Target
Database and use it to rank Arabidopsis proteins for the
likelihood of an interaction with CaM. All Arabidopsis pro-
teins that are not in the training set were used to test this
classifier. The 241 proteins found in [14] to interact with
at least one of the Arabidopsis CaMs were used as positive
examples, and all other Arabidopsis proteins were used as
negative examples.

3.8.2 Leave-One-Protein-Out Cross Validation
Following [15], we use a leave-one-protein-out cross vali-

dation (LOPOCV) procedure. For each protein, a classifier
was trained on the remaining proteins, and the prediction
on the test protein was noted. This procedure was repeated
until every protein was involved in testing.

Classifier performance was measured using the area under
the Receiver Operating Characteristic (ROC) curve. In our
LOPOCV procedure an ROC curve is generated by averag-
ing the ROC curves produced for each left-out protein. The
area under the curve (AUC) is then computed to produce

Kernel AUC AUC50

1-spec 0.87 0.62
2-spec 0.87 0.57
pchem 0.87 0.58
psi 0.88 0.61
gappy-pair 0.89 0.61

Table 1: Classifier performance at the amino
acid level for the 1-spectrum and 2-spectrum (1-
spec, 2-spec), Physico-Chemical (pchem), PSI-
BLAST (psi), and the Gappy Pair (gappy-pair) ker-
nels.

an overall classifier score. We also used AUC50 scores which
are computed by considering the ROC curve until the first
50 false positives.

3.8.3 Model selection
The size of the sliding window was chosen as 21, as this is

the average length of the CaM binding sites in our data, and
the maximum distance for the gappy pair kernel was chosen
as 10. When running LOPOCV the SVM slack penalty pa-
rameter C was chosen for each left out protein using 3-fold
cross-validation using the values

˘
10−4, 10−3, . . . , 103

¯
. By

using the AUC as the performance criterion, the C with the
highest score is used for overall classifier assessment. SVM
experiments were conducted using PyML which provides a
machine learning framework for kernel-based learning [2].

4. RESULTS

4.1 Binding Site Prediction
ROC curves computed using our LOPOCV procedure are

shown in Figure 1, and the associated AUC and AUC50

scores for each kernel are provided in Table 1. We ob-
serve that the PSI-BLAST and gappy-pair kernels perform
slightly better than the kernels defined using the 1-spectrum,
2-spectrum, and physico-chemical properties. This high-
lights the added benefit of incorporating evolutionary infor-
mation, and the flexibility of the gappy-pair kernel, which
allows the classifier to capture simple motifs associated with
CaM binding (see details below). The differences are evi-
dent in the lefthand panel in Figure 1, which zooms on the
highest ranking predictions. The fact that the 1-spectrum
kernel worked almost as well as our more sophisticated ker-
nels suggests that binding site selection is driven by amino
acid composition. This is not surprising, as it is well known
that CaM binding regions are often disordered, a property
that is largely determined by amino acid composition [15].

Adding kernels often leads to improved performance [3],
but has not been the case here. This is the result of the sim-
ilarity in the information captured by the different kernels,
as illustrated in Figure 2, which shows binary SVM discrimi-
nant values plotted along the length of a known CaM binding
protein.

4.2 Classifier Weight Analysis
The weights learned by a classifier provide useful informa-

tion on the relative importance of the input features for the
different kernels we studied.

1-spectrum kernel.
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Figure 1: ROC curves for binding site prediction. On the left is the full ROC curve, and on the right we zoom
in on the left-most section of the curve. The kernels used are: 1-spectrum (1-spec), 2-spectrum (2-spec),
physico-chemical (pchem), PSI-BLAST (psi), and Gappy-pair (gappy-pair). The corresponding AUC scores
are found in Table 1

0 200 400 600 800 10003

2

1

0

1

2

3

4

1-spec
2-spec
pchem
psi

Figure 2: Discriminant values for each amino acid for the Arabidopsis protein AT4G37640 computed using
the binary SVM with several kernels. The dashed lines indicate the location of the known binding site. For
each kernel, the maximum value across the protein occurs within the known binding site.
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Certain amino acids have a higher tendency to occur in
CaM binding sites, and the binary SVM trained using the
1-spectrum kernel assigned these features weights that are
in agreement with these tendencies. We found high positive
weights for arginine (R), lysine (K), and tryptophan (W)
and negative weights of aspartic acid (D), glutamic acid (E),
and proline (P); this is in agreement with the propensity of
CaM binding to occur at amphiphilic alpha helices.

Physico-Chemical kernel.
The top feature chosen by the SVM for physico-chemical

properties kernel was the flexibility parameter, suggesting
that CaM binding sites are more flexible than non-binding
regions. A high degree of flexibility often coincides with
a region that is disordered, a property shared by several
CaM binding sites [15]. Other top features correspond to
propensities of forming amphiphilic alpha-helices, which as
mentioned previously, agrees with the literature on CaM
binding sites.

Gappy Pair kernel.
The gappy pair kernel allows the classifier to represent

short motifs. Alignment of CaM binding sites has revealed
a few weak motifs [18], and calcium-independent interac-
tions were characterized by the so-called IQ motifs. The top
gappy-pair feature was the motif Q...R, where ’.’ denotes a
gap. This motif forms the beginning of most of the motifs
that represent calcium-independent interactions. The rest
of the top features were dominated by the amino acids argi-
nine (R) and lysine (K), which are enriched in CaM binding
proteins.

4.3 Interaction Prediction

Kernel AUC
1-spec 0.71
2-spec 0.71
pchem 0.64
psi 0.74
gappy-pair 0.71

Table 2: AUC scores for the task of predicting pro-
teins that interact with CaM in Arabidopsis.

We used our binding site classifiers to predict CaM bind-
ing by assigning a score to each protein as described in Sec-
tion 3.7. We tested the classifiers by testing them on the
Arabidopsis proteome (27,379 proteins), where the known
CaM binders in Arabidopsis were used as positive test ex-
amples and the remaining proteins were used as negative
test examples. AUC scores for each classifier were com-
puted and the results are summarized in Table 2. Fig-
ure 4 features the ROC curves for the binary SVM. In this
task the binary SVMs performed better for all kernels with
the exception of the Physico-Chemical kernel. There was
also a clear advantage to the PSI-BLAST kernel, which
performed best. Although the AUC score of 0.74 for this
kernel may not seem impressive, at a threshold where the
false positive rate is expected to be around 2.5%, 747 poten-
tial CaM interactions are identified, of which 638 are novel
(this threshold is marked by a star in Figure 4). As our
knowledge of CaM binders is only partial, we believe that
actual classifier accuracy is higher than indicated by these

results. A demonstration of this phenomenon in the context
of protein function prediction is provided in [9]. Protein-
level annotation of our 750 top predictions with potential
CaM binding sites are found on a companion website at
http://combi.cs.colostate.edu/supplements/cam/.

4.4 Comparison to Previous Work
Previous work by Radivojac et al. [15] achieved an AUC

of 0.89 for binding site prediction using a post-processing
step that rejects regions that are underrepresented in the
training data. We are able to achieve the same level of per-
formance for all potential binding sites. We obtained the
raw predictions made in [15], and as shown in Figure 3, our
most accurate kernels perform slightly better across all pos-
sible thresholds, especially for highly confident predictions.
The difference in performance is much more pronounced in
the Arabidopsis CaM binding task. Radivojac et al. have
kindly provided us with their method’s predictions on the
Arabidopsis proteome from which we computed protein-level
predictions using the same strategy we applied to our amino-
acid level classifiers. Improved performance of our methods
is readily observable in the ROC curves shown in Figure 4.
At the chosen false positive level our method achieves a true
positive rate that is several times better than Radivojac et
al.’s.
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Figure 3: ROC curves for the top performing kernels
and previous results (rad) by Radivojac et al. [15].
The inset represents highly confident predictions.

5. CONCLUSION
In this work we presented an SVM-based method for pre-

dicting CaM binding proteins and identifying CaM bind-
ing sites. Performance using amino acid composition alone
was nearly as accurate at predicting CaM binding sites as
more sophisticated kernels, suggesting that the problem is
driven by amino acid composition. Predicting CaM bind-
ing proteins in Arabidopsis proved to be a more challeng-
ing problem, and in this case the kernel that uses sequence
conservation computed using PSI-blast showed much better
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Figure 4: ROC curves for the binary SVM and pre-
vious results (rad) by Radivojac et al. [15] tested
at the protein level to predict CaM binding in Ara-
bidopsis. The inset represents highly confident pre-
dictions and the star marks the threshold used for
the GO analysis.

performance. In addition, our methods are shown to per-
form better than the work of Radivojac et al. [15] especially
in the protein interaction prediction task.

Our results on predicting CaM binding activity directly
from sequence show the promise of our approach. At a very
conservative threshold, our classifiers identified 638 novel
CaM binding proteins in Arabidopsis, adding to around 200
known CaM binders. This large number of interactions
highlights the key role of CaM in the plant cell. The in-
terested reader can find binding site predictions for these
predicted CaM binders in a supplemental website at http:

//combi.cs.colostate.edu/supplements/cam/.
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ABSTRACT 
With recent advances in experimental technologies, the number of 
metabolites measured in bio-fluids of organisms has markedly 
increased. Given a set of measurements, a common metabolomics 
task is to identify the metabolic mechanisms that lead to changes 
in the concentrations of given metabolites, and interpret the 
metabolic consequences of the observed changes in terms of 
physiological problems, nutritional deficiencies, or diseases.  
This paper presents the SMDA (steady-state metabolic network 
dynamics analysis) technique and its computational performance 
limits using a mammalian metabolic network database. The query 
output space of the SMDA tool is exponentially large in the 
number of reactions of the network. However, (i) larger numbers 
of observations exponentially reduce the output size, and (ii) 
exploratory search and browsing of the query output space allows 
users to mine and search for what they are looking for.   

Categories and Subject Descriptors 
J.3 [Computer Applications]: Life and Medical Sciences – biology 

and genetics.  

General Terms 
Algorithms, bioinformatics. 

Keywords 
SMDA, Metabolomics, Metabolic Network,  In Silico Analysis. 

1 INTRODUCTION 
Currently, metabolomics data analysis necessitates a time-
consuming, extensive, and manual cross-referencing of metabolic 
pathways, in order to critically evaluate the measurements data. 
Recently, an excellent novel In Silico approach (IOMA) that 
integrates metabolomics data with a metabolic network model, 
and infers metabolic fluxes is proposed [1]. However, IOMA (a) 
requires many information (e.g., availability of the stoichiometry 
matrix of the network, dissociation constants, enzyme turnover 
rates, mass balance constraints, flux capacity constraints, etc.), 
and (b) infers a single network state with all the computed 
metabolic fluxes. 
In this paper, we propose a much simpler database-enabled and 
graph-traversal-based technique, called SMDA (Steady-state 

Metabolic network Dynamics Analysis), that infers all allowable 
states of the network. Given a set of bio-fluid (e.g., blood) and 
tissue-based metabolite concentration measurements at steady-

state, SMDA answers the question of “what type of alternative 
steady-state metabolic network activation/inactivation scenarios 
exist, given the observed measurements?” In more detail, SMDA 
takes as input user‟s (i) metabolomics data, (ii) metabolic sub-
network, selected from a metabolic network database already 
available to users, and produces a set of possible alternatives for 
active/inactive metabolic sub-networks.  
SMDA can be viewed as both a constraint- and rule-based 
approach. It is constraint-based [2, 3, 4] in that it uses conditions 
(pre-stored in its database) to locate all “allowable states” [5] of 
the reconstructed metabolic network model (pre-stored in its 
database). And, it is rule-based in that its graph-expansion and 
merge strategies employ a number of biochemistry rules to capture 
the underlying metabolic biochemistry as much as possible. 
Advantages of SMDA include its ease of use and simplicity; it is 
designed as a “first-step” and „online” tool for wet lab researchers 
(a) to evaluate their hypotheses about observed measurements, 
and (b) to be used for “what if” types of questions (i.e., 
knowledge discovery). The disadvantages of SMDA include: (a) it 
returns only two flux values for a reaction, namely, 0 (inactive), 
and 1 (inactive); (b) as is the case with other techniques that 
return “all allowable states” [2], it is inherently exponential. 
However, the computational performance of SMDA is acceptable 
for networks with up to 60 reactions (with some paths/pathways 
abstracted into “abstract reactions”; see supplement [8] and 
Section 4). SMDA is implemented, and available on the web as an 
online tool [6], as part of PathCase family of applications [7]. 

1.1 SMDA Overview 
Prior Preparation. SMDA database has a fully hierarchical and 
compartmentalized metabolic network, i.e., one with tissues, 
organelles, etc. And, the steady-state “activation conditions” (or, 
the ACT condition set) for each reaction and transport process to 
be active (i.e., flux: 1) are characterized a priori, saved in a 
database, and used during query-time analysis.  Initially, the status 
values of all reactions and all metabolite pools in the metabolic 
network are Unknown. 
Query-time Analysis. At query time, the user chooses a metabolic 
sub-network to query. SMDA takes the observed metabolite set 
and the selected smaller sub-network as input, and executes the 
following steps. 
o Initialization. (i) For each bio-fluid-based metabolite 

observation, it identifies whether its transport processes are 
active or not (by checking, for each transport process, 
whether all conditions in its ACT set are satisfied or not). (ii) 
For each tissue-based metabolite observation, it derives its 
metabolite pool label, which is one of Unavailable, 

Available, Accumulated, or Severely Accumulated. 
o Expansion: Metabolic Network Traversal and Active-

Inactive Reaction Assessment. Starting with active/inactive 
transport processes and tissue-based observed metabolites, 
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and continuing with metabolic reactions in tissues, SMDA 
locates iteratively those reactions with satisfied or unsatisfied 
ACT condition sets, and marks (i) those reactions whose 
ACT conditions are completely satisfied as Active, and (ii) 
those reactions whose ACT conditions contain at least one 
unsatisfied ACT condition as Inactive (i.e., flux is 0). 

The above summarized query-time analysis creates and iteratively 
expands multiple possible metabolic sub-graphs, called Active-

Inactive Graphs (GAI), where, in each GAI graph, the status  of 
each reaction, and the label of each metabolite pool is clearly 
marked (i.e., no reactions or metabolite pools with “Unknown” 
status/label). The result is a set of GAI graph sets where each GAI 
graph set specifies one distinct alternative steady-state 
activation/inactivation scenario for the metabolic network. An 
alternative output to GAI graphs is R-graphs where an R-graph is a 
GAI graph without metabolite pool labels. We give an example. 
Example 1.1. Assume that the user selects Catabolism of Cysteine 
in liver as the metabolic sub-network to be queried, and has three 
observed metabolite measurements in cytosol: O2 as 80mM/L (we 
assume that O2 is “estimated” as it is very difficult to measure O2 
in tissue of intact organ), cysteine as 60µM/L, and SO3 (3-
sulifino-L-Alanine) as 80µM/L. Assume that the database 
conditions state that, in Liver cytosol, “O2 is marked as Available 
if it is in between [1, 100]mM/L”, “cysteine is marked as 
Available if it is in between [1, 100]µM/L”, and “SO3 is marked 
as Available if it is in between [1, 100]µM/L”. Thus, the SMDA 
initialization step concludes that O2, cysteine, and SO3 are all 
Available. And, the execution of the expansion step as 
summarized above concludes that there is only one R-graph with 
only one GAI graph in the output of the query, as shown by the 
(actual) SMDA output of Figure 1.1. 

 
Figure 1.1. SMDA result as a single GAI graph 

In summary, given metabolomics observations and a query sub-
network, SMDA locates all possible alternative active-inactive 
scenarios on the sub-network. This approach provides compact 
and complete steady-state views of possible metabolism dynamics 
as independent and alternative snapshots in the form of user-
friendly visual steady-state views of the metabolic network. There 
are two issues: (i) prioritizing and ranking different alternatives--
not discussed in this paper; please see the supplement [7] for a 
number of ranking mechanisms. (ii) What happens when, for a 
large sub-network, there are many alternative GAI graphs? As a 
response to this issue, SMDA allows for an exploratory search of 
the resulting GAI graphs. That is, an “interactive query” execution 
takes place where, as a response to the query, the user is given the 
total number of “possible results” (i.e., GAI graphs), and, is then 
prompted to choose and view different GAI graphs in the output 
with respect to participating metabolites and enzymes. For 
example, the user is told, say, that Pyruvate dehydrogenase is 

active in two R-graphs and inactive in four R-graphs, and is given 
the option of viewing only the first two, or the latter four, or all 
six R-graphs. We refer to this process as an “exploratory search 

and browsing” of the SMDA query output search space. 
The observation set of example 1.1 is available as “Sample 
Observation 0” on the web [6]; and, running the SMDA Tool with 
Sample Observation 0 produces the results of example 1.1. 
SMDA tool, an evolution of OMA Tool [9], is currently being 
beta-tested in cystic fibrosis metabolomics data analysis. 
This paper is organized as follows. Section 2 specifies a complete 
condition-based model of the metabolic network behavior. We (i) 
list the assumptions of our model and define the notion of (quasi-) 
steady-state for the metabolic network, (ii) introduce the notion of 
metabolite pool label identifiers, (iii) employ a three-valued logic 
to specify metabolite pool label conditions and Activation 

Condition Sets for reactions as well as transport processes, (iv) list 
transport process rules, and, finally, (v) specify a number of basic 
biochemistry-based rules. Due to space constraints, in the 
supplement [8], we present the SMDA algorithm with GAI (R-) 
graph initialization, expansion, and merge steps. The algorithm 
iteratively constructs the GAI Generation Hierarchy where, when 
it terminates, each leaf node of the hierarchy contains one possible 
activation/inactivation scenario within the query sub-network. 
Also, in the supplement, we specify three different alternative 
expansion strategies for the expansion step. Section 4 presents a 
brief computational performance evaluation of the SMDA tool by 
using PathCase-MAW mammalian metabolic network database. 
Section 5 lists future work. 

2 CONDITION-BASED MODELING  

2.1 Assumptions and Terminology 
We make the following assumptions about our environment. 
 Complete metabolic network is pre-captured and available in a 

metabolic network database. 
 The metabolic network database models tissue-level 

compartmentalization; that is, it is a multi-tissue and a multi-
compartment (e.g., cytosol, mitochondrion, etc.) environment. 

 The metabolic network is “sound” in the sense that all 
metabolites that are not in bio-fluids are both produced by 
(i.e., are a product of) at least one reaction and consumed by 
(i.e., are a substrate of) at least one reaction. 

 Initially, we label each unmeasured metabolite pool size with 
the identifier “Unknown”. During query-time analysis, the 
labels may change into one of "Unavailable", “Available”, 
“Accumulated”, or “Severely accumulated”. The reason for 
nonquantitative labeling (as opposed to numerical size values) 
is that this paper does not employ quantitative pool size 
estimation techniques, discussed in more detail in Section 2.2. 

 No a priori knowledge of the size of each metabolite pool is 
assumed, except for measured metabolites. 

 Given a reaction r, and a metabolite m as a substrate, co-
factor-in, activator (product, co-factor-out, inhibitor) of r, the 
knowledge of the lowest (highest) metabolite pool size label 
of m at steady-state for m to activate (inhibit) a reaction so 
that r is “active” (“inactive”), is assumed to be available. This 
is discussed more in Section 2.4 below. 

 The organism (represented by its metabolic network database) 
is queried when it is at a steady-state for a time interval T. 
Steady-state is defined in terms of two properties: 
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a. Production-Consumption Rate Equality (PCRE): During 
the time interval T, the rate of formation of every 
metabolite m is (almost) equal to its rate of degradation, 
i.e., all metabolite pool sizes (concentrations) remain 
(almost) constant during the time interval T. Put another 
way, production rate of each metabolite is equal to its 
consumption rate. 

b. Metabolite Pool Label Invariability (MPLI): During the 
time interval T, all metabolite pool labels stay the same. 
That is, if the label of a metabolite pool is Available, it 
stays Available during the time interval T. 

The PCRE property at steady-state is a natural property, referring 
to the state of constancy or the homeostasis (equilibrium) of the 
organism. As an example, in the fed state of, say, humans, 
glucose, through Glycolysis, is catabolized to Acetyl CoA, which 
is converted to fatty acids or oxidized in the TCA Cycle. Although 
Acetyl CoA is available to both metabolic pathways (i.e., Fatty 
Acid Synthesis and the TCA Cycle), it does not accumulate, as the 
combined consumption rate of Acetyl CoA by Fatty Acid 
Synthesis and the TCA Cycle is (almost) the same as its 
production by Glycolysis. 
We use the MPLI property in order to capture a snapshot of the 
metabolism when metabolite pool size labels also stay constant 
during steady-state. Next we define some terminology.  
Def’n (Metabolic Network). A metabolic network is a connected 
graph G(V, E) with a vertex set V of reactions and metabolite 
pools (a metabolite pool can be a substrate, regulator or product in 
a reaction), and a directed edge set E such that there is an edge 
from node u to node v if (i) v is a reaction, and u is a substrate, 
regulator of v, or (ii) u is a reaction, and v is a product of u. 
Def’n (ProductionRate and ConsumptionRate of metabolite pool 
m): Consider any metabolite pool m, its producer reactions p1, p2, 
…, pi, and its consumer reactions c1, c2, …, cj.  Let prm, k denote 
the production contribution rate of reaction pk, 1 ≤ k ≤ i, for 
metabolite m, and crm,v denote the consumption contribution rate 
of reaction cv, 1≤ v ≤ j, for metabolite m, during time period T. 
Then 
 Pm = {(p1, prm,1), (p2, prm,2), …, (pi, prm,i)} is the active 

producer set of m, where each pair (pi, prm,i) refers to a 
producer pi of m and its contribution rate prm,i; and (prm,1 +  
prm,2 +…+ prm,i) is the ProductionRate(m) of m; and 

 Cm = {(c1, crm,1), (c2, crm,2), …, (cj, crm,j)} is the active 

consumer set of m, where (cj, crm,j) refers to an activated 
consumer cj of m and its consumption rate crm,j; and (crm,1 +  
crm,2 +…+ crm,j) is the ConsumptionRate(m) of m. 

Below we formally characterize the notion of (quasi-)steady-state 
for the metabolism. 
Def’n ((quasi-)steady-state for an organism during a time 
period): Given an organism Org, its metabolites ml, 1 ≤ l ≤ n, and 
two constants εml and T, the organism Org is said to be in a 
steady-state during the time period T if 

(a) ProductionRate(ml) = ConsumptionRate(ml) ± εml  for 
each ml, 1 ≤ l ≤ n, during the time period T, and 

(b) Label of each metabolite ml, 1 ≤ l ≤ n, stays the same 
during the time period T. 

2.2 Metabolite Pool Label Identifiers 
The purpose of metabolite pool label identifiers is to simplify the 
ACT set specifications for reactions and transport processes.  
Def’n (Metabolite pool label during a time period): Let TAVAIL(m), 
TACC(m), and TSAC(m) , TAVAIL(m)< TACC(m) < TSAC(m), be three 

threshold constants for a metabolite m, stored in the database. 
Given the metabolite pool m, the label of m during the time period 
T is marked with one of the following five identifiers. 
 Unknown (id:-1): if the metabolite pool size for m, Size(m), 

is unknown during time period T. 
 Unavailable (id: 0): the metabolite pool size for m, Size(m), 

is less than the threshold  TAVAIL(m) and ProductionRate(m) )  
≤ εml  during time period T, where )  εml  is a small constant. 

 Available (id: 1): the metabolite pool size for m, Size(m), is 
greater than or equal to the threshold TAVAIL(m) and less than 
the threshold TACC(m) during time period T. 

 Accumulated (id: 2): the metabolite pool size for m, Size(m), 
is equal to or above the threshold TACC(m), but less than the 
threshold  TSAC(m) during time period T. 

 Severely Accumulated (id: 3): the metabolite pool size for m, 
Size(m), is equal to or above the threshold TSAC(m)  during 
time period T. This label is used for the product inhibition 
rule BC4 of section 2.5. 

There is need to use different metabolite pool labels of Available 

and Accumulated because, for some reactions, “availability” of a 
metabolite m as a substrate (or regulator) may be sufficient for the 
reaction (i) to be active through substrate availability (provided 
that there are no other inhibiting mechanisms) or (ii) to experience 
the regulating effect (i.e., inhibition/activation) of m, in those 
cases where m is a regulator. However, for activation/regulation, 
other reactions may require the “accumulation” of m--at least, at 
moderate levels. We give an example.  
Example 2.1. Acetyl CoA is an allosteric activator of the first  
(also the committed) step in Gluconeogenesis, which is catalyzed 
by pyruvate carboxylase.  And, pyruvate carboxylase activation 
needs Acetyl CoA accumulation.  In the fed state of organism, 
Acetyl CoA is produced by Glycolysis (hence, is Available), but 
does not accumulate (hence has “Not Accumulated”). Thus, 
pyruvate carboxylase is not activated, which leads to the 
inactivation of Gluconeogenesis pathway. But, in the fasting state 
of the organism, Acetyl CoA is produced by Beta Oxidation, and 
consumed by the TCA Cycle and Ketone Body Synthesis. In this 
case, accumulation of Acetyl CoA occurs (slowly, but steadily), 
since its production rate by Beta Oxidation is higher than its 
combined consumption rate by the TCA Cycle and Ketone Body 
Synthesis. 

2.3 Metabolite Label Condition Characterization 
The metabolite label condition C about the label identifier q of a 
metabolite pool m is denoted as C <q, m>.  
Example 2.2. Ketone Body Synthesis requires the accumulation 
of Acetyl CoA to use it as a substrate. Then, the required 
condition can be stated as C<Accumulated, Acetyl CoA> or, 
equivalently, as C<2, Acetyl CoA> when the identifier of 
Available is used. 
We employ three-valued logic (True, False, Unknown) in 
evaluating conditions about metabolite pool labels of reactions. 
Def’n (Satisfaction of a metabolite label condition): A metabolite 
label condition C<q, m> is 

(i) True if m is marked with the identifier  qActual where either 
(a) 0 < q.id ≤ qActual.id or (b) q.id = qActual.id = 0 holds, 

(ii) False if m is marked with the identifier qActual where either 
(qActual.id ≠ -1 and qActual.id < q.id) or (q.id = 0 and qActual.id 
> 0), 
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(iii) Unknown if m is marked with the identifier qActual where 
qActual.id = -1. 

Example 2.3. The condition C<Accumulated, Acetyl CoA> (or, 
C<2, Acetyl CoA>) from Example 2.2 is True when the 
corresponding pool of Acetyl CoA has the label Accumulated (id: 
2) or Severely Accumulated (id: 3). 
Def’n (Negation of a Condition): Negation of a condition C<q, 
m> is denoted as C<q, m>.   C<q, m> is True if m is marked 
with a identifier qActual such that either (a) qActual.id≠-1 and 
qActual.id < q.id, or (b) q.id = 0 and qActual.id > 0. 
Example 2.4. The negation of the condition from Example 2.2, 
i.e.,  C<Accumulated, Acetyl CoA>, is True only when Acetyl 
CoA is marked as Available (id: 1) or Unavailable (id: 0) (i.e., no 
active producer). 
Def’n (Conflicting Conditions): Two conditions C1<q1, m> and 
C2<q2, m> which are defined on the same metabolite m are in 
conflict if there is no possible pool label identifier for m that 
would satisfy both C1 and C2. 
Example 2.5. C1<Available, Acetyl CoA> is in conflict with 
C2<Accumulated, Acetyl CoA>. 
Def’n (Condition Subsumption): Condition C1<q1, m> subsumes 
another condition C2<q2, m> if C2 is satisfied whenever C1 is 
satisfied. 
Example 2.6. C1<Accumulated, Acetyl CoA> subsumes 
C2<Available, Acetyl CoA>. 

2.4 Trigger Values and Activation Condition 

Sets  
The label of a reaction r, a transport process T, or a pathway can 
be one of active, inactive, or unknown, as discussed next.  
2.4.1. Reaction 

We start with the notion of a “metabolite trigger value” for a 
reaction, which can be either Available or Accumulated. 
Def’n (Trigger value t of metabolite m for reaction r to be active): 
Let m be a metabolite involved in a reaction r. For r to be active, 
metabolite m is said to have a trigger value tm,r, tm,r  {Available, 
Accumulated}, if 

(i) m is a substrate, cofactor-in, or an activator of r, and the 
metabolite pool identifier for m is tm,r, or 

(ii) m is an inhibitor of r, and the metabolite pool identifier 
for m is below (the integer id value of) tm,r . 

Each reaction r (or pathway) has a set of participating metabolite 
pools and their predetermined trigger values, available in a 
database. Each reaction (or a pathway) is associated with a set of 
“activation conditions”, which are created based on the 
participating metabolites and their trigger values. 
Def’n (Activation Condition Set of a Reaction/Pathway): 
Activation condition set of a reaction (or a pathway) r, denoted as 
ACT(r), defines the conditions for r to be active, and is 
constructed as follows.  
o For each m in reaction r where m is a substrate/cofactor-

in/activator of r with trigger value tm,r, C<tm,r, m>  ACT(r) 
where tm,r  {1, 2}       (1 and 2 are ids of Available and 
Accumulated labels, respectively) 

o For each m in r where m is an inhibitor of r with trigger value 
tmr, C<tm,r, m>  ACT(r) where tm,r  {1} 

o For each m in r where m is a product/cofactor-out of r, 
C<3, m>  ACT(r) (Product Inhibition rule BC4; 3 is the 
id of Severely Accumulated label). 

o If the ratio T=size(m1)/size(m2) of energy metabolite pairs is 
specified as an activator for r, then C1(Accumulated, 
m1)ACT(r),  and C2(Accumulated, m2)ACT(r). If T is an 
inhibitor for r, then C1(Accumulated, m1)ACT(r), and 
C2(Accumulated,m2)ACT(r) 

The activation condition set ACT of a given reaction is defined a 
priori (offline) before any metabolomics analysis is carried out. 
2.4.2. Transport Processes 

We view each transport process Tc1-to-c2 as having one metabolite 
transported from compartment c1 to compartment c2, subject to 
the activation condition set ACT for Tc1-to-c2. We give an example. 
Example 2.7. The transport process Tbl-to-muscle of glucose from 
blood to muscle may be characterized with the ACT(Tbl-to-muscle 
(glucose, blood, muscle)) as {C<Available, blood.glucose>, 
C<Available, blood.insulin>}. That is, for glucose to be 
transported from blood to muscle, both glucose and insulin must 
be at least Available. On the other hand, the transport Tmuscle-to-bl of 
glutamine from muscle to blood can be conditioned based on its 
availability in muscle, i.e., ACT(Tmuscle-to-bl (glutamine, muscle, 
blood)) = {C<Available, blood.glutamine>}. 
We have the following transport process rules. 
Rule TR1. Let c1 and c2 be two compartments, m be an observed 
metabolite in compartment c1, and Tc1-to-c2 (m, c1, c2) be m‟s 
transport process from c1 to c2. Assume that pool label of m in c2 
is Unknown. Then if ACT(Tc1-to-c2) is satisfied then Tc1-to-c2 (m, c1, 
c2) is active; otherwise, it is inactive.  
Rule TR2. For active transport processes (i.e., the ACT set is 
satisfied), we assume that the metabolite pool of the product has 
the same label with the substrate. 
Rule TR3. For transport processes, the product inhibition rule 
(Please see rule BC4 of Section 2.5) does not apply. 
2.4.3. Steady-State Labels for Reactions and Transport 

Processes 

We define the steady-state label of a reaction/transport process as 
one of active, inactive, or unknown, based on the satisfaction of 
its associated activation condition set ACT. 
Def’n (active, inactive, or unknown reaction/transport process 
state): Given a reaction/transport process r with an associated 
activation condition set ACT(r) defined on the participating 
metabolites, r is said to be active (i.e., having a nonzero flux) 
during the steady-state time period if 

(i) All conditions in ACT(r) are satisfied; i.e., all conditions 
that involve substrates, cofactors, and products of r are 
satisfied, and 

(ii) Among the conditions involving regulators of r, those 
conditions that include regulator(s) with the highest 
precedence are satisfied. 

Reaction/transport process r is inactive if there is at least one 
unsatisfied condition in ACT(r). Otherwise, the state of r is 
unknown. 
Note that, for some reactions there may be multiple activators and 
inhibitors, in which case, we assume that (a) we have a priori 
information about the precedence of regulators, and (b) we make 
use of such precedence information in deciding whether the 
reaction is active or inactive. 
2.5 Biochemistry-Based Rules 
Next, we list a number of basic biochemistry (BC)-based rules 
that we use in the rest of the paper.  
Rule BC1. For each reaction, when multiple regulators with 
conflicting regulatory effects (activation or inhibition) on an 
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enzyme are in place, the regulator with the strongest effect 
(highest precedence) on the enzyme is considered, and the other 
regulators are ignored. 
The regulated reactions in a pathway may be classified as rate-
limiting and committed steps. Once the committed step takes 
place, other reactions in the pathway follow this reaction until the 
end-product is produced, provided that none of the other 
regulated processes are blocked or inhibited. A committed step of 
a pathway is usually one of the early irreversible reactions in the 
pathway. As an example, in glycolysis, the committed step is the 
same as the rate-limiting step, PFK1. 
Rule BC2. If the committed step of a pathway p is blocked (i.e., 
inactive), then p is inactive (i.e., all reactions in p are inactive). 
We associate each compartment with particular pools of 
metabolites as its input and output. We then connect two 
compartments in the metabolic network if a transport process 
connects the two. 
Rule BC3. Each input and/or output metabolite of a compartment 
is associated with a transport process (precaptured and modeled in 
the database). A transport reaction and an enzymatic metabolic 
reaction are connected if they share at least one metabolite pool 
(i.e., as their substrate and/or product). 
Due to similarities in the way they bind to enzymes, substrates are 
in competition with products to bind to their enzymes. As the 
concentration of products increase, this competition slows down 
the rate of enzymes binding the substrates. Hence, the reaction 
rate decreases. Eventually, when the product accumulation 
reaches to high levels, the corresponding reaction is inhibited 
dramatically. 
Rule BC4. Whenever a non-bio-fluid metabolite m is marked as 
“severely accumulated”, all reactions that produce (and, therefore, 
due to the steady-state assumption) and consume m are “inactive”. 
The next set of rules follows from the steady-state assumption. 
Rule BC5. If all producers (consumers) of a metabolite pool m 
are inactive then, due to the PCRE property, regardless of the pool 
label of m, all consumers (producers) of m are inactive. 
Rule BC6. If at least one producer (consumer) of a metabolite m 
is active, then (i) m is either available or accumulated, and (ii) at 
least one consumer (producer) of m is active. 
Rule BC7. If the metabolite m is Unavailable then all consumers 
(and, thus, due to the steady-state assumption) and all producers 
of m are inactive. 
Rule BC8. Substrate and product labels of a transport process 
with no conditions are always the same. 
Next, using rules BC1-8, we specify the notion of “inconsistent” 
metabolite pool and reaction label assignments. 
Def’n (Inconsistency): For each Rule BCi, 1 ≤ i ≤ 8, violation of 
Rule BCi in terms of metabolite pool and/or reaction label 
assignments constitutes an inconsistency in metabolite pool and 
reaction labels. 
For example, as a product of an active reaction r, the label of 
metabolite pool m should not be Severely Accumulated, since it 
violates Rule BC4. 

3 ACTIVE/INACTIVE GRAPH 

GENERATION, EXPANSION-MERGE 
Starting from a given set of observations, SMDA employs 
iterative backward and forward reasoning with the goal of 
identifying possible metabolic mechanisms which may have led to 
the observed changes.  Please see the supplement [8] for the 
details of the SMDA expansion and merge algorithm. 

4 COMPUTATIONAL PERFORMANCE 

EVALUATION 
In this section, SMDA algorithm is empirically evaluated, and 
different expansion strategies are compared with real data.  
4.1 Experimental Settings  

Environment. The experiments are performed on a Dell 
PowerEdge R710 Server with two Intel® Xeon® quad processors 
and 48 GB main memory, running the Windows Server 2008. The 
web application server is Microsoft IIS 7. The database server is 
Microsoft SQL Server 2010. The SMDA web site is implemented 
with Microsoft ASP.NET; and the client visualization is 
implemented with Java. 
Database. The metabolic network database, constructed from data 
in the literature and continually expanded, includes mammalian 
metabolic pathways that are built for PathCase Metabolomics 
Analysis Workbench, with 22 pathways, 202 metabolites, 375 
metabolite pools, and 240 reactions. The thresholds are set up 
according to the Human Metabolome Database [10].  
Observations. Metabolomics observations used in experiments 
are from cystic fibrosis mice metabolomics profiles. 

4.2 Experimental Results  

A. Relationship between the number of observations and the 

number of GAI and R-graphs. 

In this experiment, we evaluate the performance of SMDA for 
different number of user observations. We experiment with three 
different size sub-networks. For each sub-network, we change the 
number of metabolite pool observations and record the number of 
graphs in the result, as listed in Table 4.1. 
Observation 1. For small sub-networks, a linear increase in the 

number of observations results in an exponential decrease in the 

number of GAI and R-graphs in the output.  

From Table 4.1, regardless of the size of the sub-network, the 
number of GAI and R-graphs decreases as we provide more 
observations as input. Note that, in some cases, increasing the 
number of observations will not reduce the number of graphs, 
since there is only one possible label for the input pools in the 
results. Then the input pool observation is really duplicate 
information with no reduction on the result size. 
Sub-Network # Reactions # M. Pools # Observations # GAI-

graphs 
# R-
graphs 

Pentose 

pathway 
8 16 

1 8938 846 

2 860 423 

3 588 376 

Glycolysis 

pathway 
14 25 

1 152 12 

2 8 8 

3 4 4 

Glycolysis+TCA 
Cycle pathways 24 48 

2 332288 160 

4 166144 80 

6 128 32 

Table 4.1. The number of observations versus the number of output 
graphs for small sub-networks. 

In another experiment, for a larger sub-network, we observe how 
the algorithm scales. We choose a connected sub-network with 6 
pathways, 48 reactions and 132 metabolite pools.  The number of 
GAI and R-graphs versus different numbers of observations is 
shown in Table 4.2. 
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# Reactions # M. Pools # Observations # GAI-graphs # R-graphs 

48 132 

17 3072 40 

23 1536 20 

31 384 12 

33 192 12 

35 192 12 

37 192 12 

Table 4.2. The number of observations versus the number of graphs for a 
large network. 

From Table 4.2, we can see that, even in a large sub-network, we 
can get reasonably small numbers of GAI and R-graphs with 
increased number of pool observations. 
Observation 2.  For larger sub-networks, a linear increase in the 

number of observations results in an exponential decrease in the 

number of GAI- graphs and a linear decrease in the number of R-

graphs in the output. 

B. Algorithm time efficiency. 

The execution time is composed of two parts: expansion time and 
merge time.  For each sub-network, we execute each of the three 
expansion strategies.  The results show that, in general, increasing 
the no. observed pool observations decreases the execution time 
exponentially. This is due to the fact that, with more observed 
values, expansion time is decreased exponentially by reducing the 
expansions of many small sub-networks, instead of one large 
network.  However, in some experiments, increasing the number 
of pool observations has actually increased the execution time, 
instead of decreasing it. In those cases, we have found that merge 
time costs are significantly higher than expansion time costs.  
Observation 3. A linear increase in the number of metabolite 

pool observations results in an exponential decrease in the 

execution time of the algorithm. 
Figure 4.1 shows how the algorithm behaves with “Selective 
expasion1” strategy.  The results are similar for “Naïve 
expansion” and “Selective expansion2” strategies.  

 
Figure 4.1. SMDA time cost for a single network versus the number of 
observations for Glycolysis and TCA Cycle combined. 

C. Comparing  expansion strategies for a large sub-network. 
Next we use the connected sub-network of Table 4.2 with 6 
pathways, 48 reactions and 132 metabolite pools. Figure 4.2 
shows execution times of different expansion strategies. 
SMDA employs [7] three different expansion strategies during the 
GAI graph expansion stage, namely, the naïve expansion, the 
selective expansions #1 and #2. Since “Selective Expansion #1” 
excludes the set of energy metabolite pools during the expansion, 
it takes less time than other two expansion strategies when the 
observations are less. 
Observation 4. Selective Expansion#1 time costs are invariably 

much less than the time costs of Naïve Expansion and Selective 

Expansion#2 Strategies. 

 
Figure 4.2. Expansion strategy times for a sub-network with 6 pathways 

5 CONCLUSIONS AND FUTURE WORK 
SMDA is currently being evaluated extensively for (i) its 
usefulness in a cystic fibrosis research, and (ii) in reproducing 
similar results (when constrained to 0/1 flux values) to other 
metabolomics-related in silico studies that characterize all 
allowable states. Other future research directions include (a) 
incorporating Exploratory Data Mining and Knowledge 

Discovery capabilities for the SMDA query output search space, 
and (b) adding more precision to its selected/discovered 
“hypothesis” (i.e., an activation/inactivation scenario) by 
estimating flux rate ranges via the use of constrained-based 
techniques [2, 3, 4]. 
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ABSTRACT
We study the relation between genome rearrangements, break-
points and gene expression. Genome rearrangement research
has been concerned with the creation of breakpoints and
their position in the chromosome, but the functional conse-
quences of individual breakpoints remain virtually unknown,
and there are no direct genome-wide studies of breakpoints
from this point of view. A question arises of what the bio-
logical consequences of breakpoint creation are, rather than
just their structural aspects. The question is whether prox-
imity to the site of a breakpoint event changes the activity
of a gene. We investigate this by comparing the distribution
of distances to the nearest breakpoint of genes that are dif-
ferentially expressed with the distribution of the same dis-
tances for the entire gene complement. We study this in
data on whole blood tissue in human versus macaque, and
in cerebral cortex tissue in human versus chimpanzee. We
find in both data sets that the distribution of distances to
the nearest breakpoint of “changed expression genes” differs
little from this distance calculated for the rest of the gene
complement. In focusing on the changed expression genes
closest to the breakpoints, however, we discover that several
of these have previously been implicated in the literature as
being connected to the evolutionary divergence of humans
from other primates.

1. INTRODUCTION
The phenotypic consequences of genome rearrangements

in humans, such as infertility or developmental patholo-
gies when these mutations occur in the germ line, and can-
cer when they occur in somatic cells, are well documented
[16] and often understood down to the level of changes in
gene expression. The classic example is the Philadelphia
t(9;22)(q34;q11) translocation creating the Philadelphia chro-
mosome [17] and the BCR-Abl fusion gene whose tyrosine
kinase product has wide-ranging molecular interactions ul-
timately responsible for chronic myeloid leukemia. The sit-
uation with the homozygotic rearranged genomes of repro-
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ductively isolated populations is quite different. The break-
points of the evolutionary rearrangements differentiating these
genomes are known to co-occur with a large number of ge-
nomic features, such as regions that are gene-rich regions,
GC-rich, hypomethylated, duplicated, pericentromeric or sub-
telomeric, as often reviewed (e.g., [18]), but the functional
consequences of individual breakpoints remain virtually un-
known, and there are few direct genome-wide studies of
breakpoints from this point of view. An early comparison
of the chimpanzee and human genomes [15] found genes on
rearranged chromosomes tended to change expression, and
included a report that some, unspecified, genes within 2 Mb
of breakpoints, or in the same chromosomal band region,
changed more than others, but this work was limited by
the small set of breakpoints only known at that time from
cytogenetic studies in the early 1980s [23].

In this paper, we propose a new paradigm for this type of
investigation. The idea is basically to compare any changes
of expression of genes that are close to, or even disrupted by,
chromosomal breakpoints in the comparison of two genomes
with changes affecting the gene complement more generally,
controlled of course for tissue and experimental conditions.
This is not a trivial exercise. There are now high-resolution
techniques to identify breakpoint regions [12, 13, 2], and
thousands of data sets containing the results of whole-genome
microarray assays, but comparative, whole genome data sets,
controlled for tissue, with orthologous chromosomal posi-
tions specified for two species, are not easy to come by [14].

We have been able to make use of two, relatively early,
tissue-controlled comparisons of orthologs in humans and
non-human primates, the first [5] on whole blood tissue in
macaques and humans, and the second [4] on the cerebral
cortex of chimpanzees and humans. The blood compari-
son lacks chromosomal positioning of genes, and does not
examine chromosomal rearrangements. The cerebral cortex
study relies on breakpoint data from early cytological stud-
ies only. Both suffer, for our purposes, from obsolete gene
nomenclature. Although we have implemented a system for
high throughput analysis, the largely manual conversion of
gene names remains a bottleneck that will only be relaxed
when more comparative expression data becomes available
using current gene and marker terms.

In Section 2, we formalize the null hypothesis of no sys-
tematic relationship between gene expression and proximity
to breakpoints. In the Section 3, we describe the ortholog
expression data sets, the breakpoint data sets, and our pro-
tocol for linking the two, as well as the details of our method
and its implementation. In Section 4, we present the sta-
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tistical results of our study on change of expression near
breakpoints. We find little evidence for rejecting the null
hypothesis in either the human-macaque whole blood tissue
data set or the human-chimpanzee cerebral cortex dataset.
For the few genes closest to breakpoints that do change ex-
pression, however, several have previously been tied to the
have some interesting correlates. Then, in the Conclusions,
we discuss the potential for larger scale studies within this
paradigm.

2. THE NULL HYPOTHESIS
Were there no association between breakpoint creation

and change of expression of neighbouring genes, we would
expect changed-expression genes to be spatially distributed
independently of breakpoint positions. Consider the inter-
val determined by the position a1 and a2 of the two break-
points on either side of a changed- expression gene. Let
u = |a1 − a2|/2. The position of the gene, considered as
a random variable y should be uniformly distributed in the
interval [ymin, ymin + 2u] where ymin = min(a1, a2). The
distance x to the closest breakpoint will then be distributed
as a uniform variable on the interval [0, u].

For visualization purposes, since the scale of intergenic
distances is of the order of hundredths or thousandths of
inter-breakpoint distances, we will study the distribution of
z = log x rather than of x. Since x is uniform on [1, u], the
probability density of z will have the form of a truncated
positive exponential distribution

p(z) = ez−u, (1)

for 0 ≤ z ≤ u, as in Fig. 1a.
Since the distance 2u between the breakpoints will itself

be distributed randomly (as the distance between two or-
der statistics, namely a negative exponential) and depend
on the length of the chromosome and the number of break-
points, the empirical distribution of distances is predicted by
a sum of variables, all with density p(z) but with different
parameters u, as in Figure 1b.

3. THE DATA
To assess this hypothesis, we need to choose two genomes

that are closely enough related that a comparison of gene
expression still carries a signal of events in their recent evo-
lutionary divergence, but distant enough so that there are
numerous rearrangement breakpoints in their genomic align-
ment. For our purposes, we should also have relations of or-
thology established across the two genomes. Of the many ex-
pression databases available, there are few that satisfy these
criteria. In the future, however, we can expect many more
evolution-oriented genome-wide expression projects and this
motivates our preliminary study. The present study is con-
fined to two comparisons, one of the human and macaque
genomes and gene expression in whole blood samples, and
the second of human and chimp genomes and gene expres-
sion in cerebral cortex tissue. The tools we use to ana-
lyze these data, however, are are applicable to much wider
datasets.

3.1 The gene expression data

3.1.1 Whole blood tissue
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Figure 1: a) Distribution of z = log distance to
nearest breakpoint, under the null hypothesis, with
u = e16. b) Predicted empirical frequency distribu-
tion, based on equally weighted u = 15, 16, 17.

Dillman et al. [5] analyzed whole blood tissue in hu-
man and three closely related non-human primates (NHP)
namely the rhesus macaque, the cynomologous macaque,
and the green african monkey. Each of their probe sets was
defined by 54,000 probes, representing 38,500 genes from the
completely sequenced human genome (2004 release).

The gene expression profiles for NHP and human whole
blood tissue were compared in [5] using a variety of statis-
tical techniques (principal components, hierarchical cluster-
ing, analysis of variance) in order to find genes differentially
expressed in humans and NHPs. The results include genetic
elements identified as genes, mRNAs and ESTs.

Note that where these data tell us a gene is expressed more
in one genome than the other, it does not tell us whether ex-
pression increased in the first genome since divergence from
a common ancestor, or whether it decreased in the other.

We extracted 317 genetic elements with significant fold
change from the data to use in testing our hypotheses. It is
important to note that there is no gene coordinate or BPR
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information in the gene expression database. Thus the crux
of our investigation is to relate these unpositioned expression
data associated with gene names to the breakpoint data,
which is simply positional, with no gene names. To do so,
we require a database containing both name and positions
of human genes.

3.1.2 Cerebral cortex tissue
The second case study is confined to the comparison of

the chimpanzee and human genomes and gene expression in
brain tissue. It is based on a separate study by Cáceres et
al. [4] , who analyzed brain tissue in human, chimpanzee
and rhesus macaque using rhesus macaque as an outgroup.
They measured gene expression levels by using Affymetrix
human microarrays. Each of their probe sets was defined by
12,625 probes, representing 10,000 genes.

From the data in [4], we extracted the set of 80 differ-
entially expressed genes that were up-regulated or down-
regulated in chimp.

3.2 The breakpoint data
Breakpoints can today be determined more precisely than

with the classical cytogenetics methods [12]. Comparing dif-
ferent human genomes the position of the breakpoint can by
determined down to the nucleotide level [1], but this is not
generally for inter-specific comparisons where positional ho-
mology may not be well-defined especially for non-coding
regions [21]. Lemaitre et al. [13] compared the genomes of
human and five mammals: dog, mouse, rat, macaque and
chimp, using a methodology that allowed them to delineate
evolutionary breakpoint regions along the human genome
with a finer resolution than observed previously.

These authors defined a breakpoint region (BPR) in the
human genome as“a region that underwent at least one large
chromosomal structural change, or is orthologous to such
region in a non-human lineage”.

They performed pairwise comparisons between human and
the other mammals and identified 622 non-intersecting BPRs
ranging from 1 to 2,887,673 nucleotides with a mean size of
104 kb. Those 622 BPRs are stored in a database of sets of
coordinates of breakpoints, organized by chromosome.

3.2.1 Breakpoints for the whole blood tissue study
To compare the macaque genome to the human, we ex-

tracted only those breakpoints, 92 of them, on evolution-
ary branches leading to these species from their most recent
common ancestor, namely those labelled in the dataset as
human, human-chimp or macaque, as illustrated in Fig. 2.
All other breakpoints are found in both human and macaque
or in neither.

dog

mouse

rat

    macaque

chimp

human

rodent

human-chimp
primate

Figure 2: Phylogeny of species in the breakpoint
database, with branches pertinent to the human-
macaque comparison indicated.

It is important to note that there is no systematic ac-

counting of gene expression or even of gene information in
the BPR database, although these features of the human
genome (but not in other genomes) played a role in the char-
acterization of BPR regions in [13].

3.2.2 Breakpoints for the cerebral cortex study
There are too few breakpoints on the human genome dur-

ing the period of evolutionary divergence from chimpanzee
to be able to carry out our study, and the breakpoints in
[13] are only given in terms of the human genome.

Thus we ran the Cassis software [2] to identify 38 break-
points on the chimp genome during the period of evolution-
ary divergence from humans.

3.3 The genome database
Since the breakpoint data are stored in UCSC Genome

Browser [9] coordinates, we used the entire set of human
genes from the human genome assembly of May, 2004 (NCBI35
or hg17) from this browser as a baseline against which to test
our differentially expressed genes in human and macaque
whole blood tissue. This set is more comprehensive and
more accurately positioned than the original set of ”no changed
expression” genes in the original two studies.

For our cerebral cortex study, we used the entire set of
chimpanzee genes from the chimpanzee genome assembly of
March, 2006 (CHIMP2.1) and the human genome assembly
of February, 2009 (NCBI37 or GRCh37) from the Ensembl
Genome Browser [6] as a basis for comparison of our differ-
entially expressed genes.

3.4 Making connections
We first sketch the general protocol for linking each break-

point dataset with the corresponding expression data set via
the UCSC gene browser. We then describe how we imple-
mented this in a way that can handle data sets much larger
than those available for the present study. As

1. quantitative measures of gene expression become more
accurate,

2. as gene terminology becomes standardized across genomes,

3. as data on multiple tissues are generated, and

4. as we compare more highly rearranged genomes,

it will be useful to have a high throughput system to generate
the data for statistical analysis.

3.4.1 Link breakpoints and expression via gene names
The protocol is as follows.

1. Scan the gene expression database for genes showing
significant fold change in the human-macaque or human-
chimpanzee comparison and extract the human gene
name.

2. Locate the records for these differentially expressed
genes in the genome browser, by matching names in
the two databases. This step is not fully automated
since a good proportion of the “names” in the whole
blood tissue expression database are not gene names
at all, but are ESTs or transcripts of part of the gene,
which can be located in other UCSC browser files, or
obsolete gene names, which have to be tracked down
in gene databanks. A full 50 of the 317 differentially
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expressed elements in the human-macaque study did
not have hits at all in the UCSC browser, and had to
be dropped from our analysis. Eight of the 80 differ-
entially expressed genes in the cerebral cortex study
were discarded for the same reason.

3. Extract the chromosome and coordinates of these genes
in the human genome, and in the case of the cerebral
cortex study, in the chimpanzee genome.

4. Compute the distance in nucleotides to the closest BPR
in the BPR database.

5. Similarly, for all the human genes in the full genome
browser that do not match those differentially expressed
genes previously identified, compute the distance in
nucleotides to the closest BPR.

Having extracted all these data on 267 differentially ex-
pressed genes from the whole blood tissue expression database,
or the 72 differentially expressed genes from the cerebral cor-
tex expression database, as well as the corresponding infor-
mation on the rest of the human gene complement, we are
now in a position to treat them statistically.

4. RESULTS

4.1 Whole blood tissue
Fig. 3(top) compares the distance to the nearest break-

point of differentially expressed genes to that of the entire
set of human genes located in all of the chromosomes that
contains breakpoints. While the shape of the distribution
is generally as expected from our model in Section 2, it is
clear that there is little difference between the distributions
for the differentially expressed genes and the rest of the hu-
man gene complement. This is what we would expect if
rearrangement generally has no impact on gene expression.
However, this does not mean that rearrangement never has
this effect.

This prompted us to inspect more closely the small num-
ber of differentially expressed genes close to BPRs for each
chromosome that contains breakpoints: one in chromosome
16 where d = 216 and four in chromosomes 1,2 and X with
d < 105. As a visualization tool, our distribution on a log
scale depicts this neatly, as in Fig. 4 for genes in chromo-
some 16.

4.1.1 NBPF
Though the few differentially expressed genes close to break-

points that we found do not seem to be functionally re-
lated, it is of interest that one of those on human chro-
mosome 1 is member 10 of the Neuroblastoma breakpoint
family (NBPF). This family was so named because of a pa-
tient with a constitutional translocation t(1;17)(p36;q12-21)
breakpoint near a gene family member, thought to suppress
formation of this tumour, eventually developed a neurob-
lastoma [10]. This gene family is known to evolve rapidly
in the primates, by full and partial duplication and diver-
gence [22], has undergone a rapid recent expansion reflected
in copy number variation in humans [20], and is thought to
play a role in the physiological divergence of primate species.
Thus it is of particular interest that one family member near
an evolutionary breakpoint has changed expression level in
the whole blood tissue study.
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Figure 3: Histogram of distances from genes to clos-
est BPR for differentially expressed genes vs. not
differentially expressed genes for all chromosomes.
Top: whole blood tissue. Bottom: cerebral cortex
tissue

4.2 Cerebral cortex study
As in the blood study, Fig. 3 (bottom) compares the dis-

tance to the nearest breakpoint of differentially expressed
genes to that of the entire set of chimpanzee genes located
in one of the chromosomes that contains breakpoints, in the
cerebral cortex data. Again the shape of the distribution is
as expected from our model in Section 2, so that there is lit-
tle difference between the distributions for the differentially
expressed genes and the rest of the human gene complement.

Again, however, we examined a number of differentially
expressed genes close to BPRs in chimpanzee for each chro-
mosome that contains breakpoints: one in chromosome 1
where d = 9.5 Kbp and four in chromosomes 19, 15, and 17
where d between d = 2.2 and d = 3.2 Mbp. As a visualiza-
tion tool, our distribution on a log scale depicts this neatly,
as in Fig. 5 for genes in chromosome 1 in the chimpanzee
genome.

It is interesting to note the two closest differentially ex-
pressed genes to a BPR in chromosome 19 shared the same
BPR where d = 2.2 and d = 2.6 Mbp, respectively.
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Figure 4: Histogram of distances from genes to clos-
est BPR for differentially expressed genes vs. not
differentially expressed genes for chromosome 16 in
whole blood tissue.
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Figure 5: Histogram of distances from genes to clos-
est BPR for differentially expressed genes vs. not
differentially expressed genes in cerebral cortex tis-
sue for chromosome 1.

4.2.1 MAPT

The MAPT gene was the closest differentially expressed
gene to a breakpoint in chromosome 17 in the chimpanzee
vs. human comparison, where d = 3.2 Mbp. This gene codes
for Tau, a protein involved in the nucleation, elongation,
and stabilization of microtubules [11]. It is associated with
a group of human neurodegenerative diseases characterized
by the presence of filamentous Tau deposits in nerve cells
and glial cells [11, 3], such as Alzheimer’s disease (AD), pro-
gressive supranuclear palsy (PSP), and frontotemporal de-
mentia and parkinsonism linked to chromosome 17(FTDP-
17)). The chimpanzee brain has a relative resistance to de-
veloping Tau pathology [7]. Since humans and great apes
have very similar Tau protein sequences, differences in in-
tronic sequence might explain their differential susceptibil-
ity to developing filamentous Tau inclusions, in particular,
the apparent resistance of the chimpanzee to developing a
filamentous Tau pathology in the brain [8]. The proximity

of the MAPT gene to an evolutionary breakpoint that we
have pointed out here, in connection with its changed ex-
pression level in chimpanzee brain tissue, suggests that the
wider chromosomal environment of the gene may also play
a role in the resistance of the chimpanzee to developing Tau
pathologies.

4.2.2 The retinoblastoma genes

The Retinoblastoma 1 gene RB1 on chromosome 13 reg-
ulates cell growth and proliferation in the brain and other
organs, and the suppression of both copies of this gene is as-
sociated with an embryonic neoplasm of retinal origin called
retinoblastoma. A study of the high degree of sequence con-
servation of RB1 in human and primates supports a hypoth-
esis of purifying selection in RB1 throughout the history of
primates [19].

We found that the Retinoblastoma-like 2 (RBL2) gene
was the closest differentially expressed gene to a breakpoint
in chromosome 16 in the chimpanzee vs. human compari-
son, where d = 7 Mbp. This gene, down-regulated in chim-
panzee, regulates RB1.

In addition, in our survey, we found that the retinoblastoma-
binding protein 5 (RBBP-5) was the closest differentially ex-
pressed (up-regulated) gene to a breakpoint in chromosome
1 in the same comparison, where d = 9.5 Kbp.

The facts that both RBL2 and RBBP-5 interact with the
highly conserved RB1, and that both change expression con-
sequent to rearrangement events, suggest a possible role of
the rearrangement process in concert with purifying selec-
tion processes, in maintaining or adjusting the function of
RB1.

5. CONCLUSIONS
Genome rearrangement research has been concerned with

the creation of breakpoints and their position in the chro-
mosome. The question arises of what the biological conse-
quences of breakpoint creation are, rather than just their
structural aspects.

We have asked whether proximity to the site of a break-
point event changes the activity of a gene. We investigated
this by comparing the distribution of distances to the near-
est breakpoint of genes that change expression after rear-
rangement with the same distribution for those that do not
change. This question has not been investigated previously
on a genome-wide basis.

The data currently available on individual gene expression
change across entire genomes for different species is limited.
Nevertheless, we have been able to exploit two data sets
from published comparisons of gene expression, one of ex-
pression in whole blood tissue in humans and macaques and
the other of expression in cerebral cortex tissue in humans
and chimpanzees. We used published data on breakpoints
in the human genome and available software to calculate
breakpoints in the chimpanzee genome.

We compared the distribution of distances to the near-
est breakpoint of genes that change expression after rear-
rangement with the same distribution for those that do not
change. The two distributions were indistinguishable, both
in the human-macaque comparison and in the human chim-
panzee comparison.

In focusing on the chromosomal regions closest to the evo-
lutionary breakpoints, however, we do find suggestive ten-
dencies for the genes that change expression to be those pre-
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viously documented as being associated with primate evo-
lution. In this sense, our analysis is detecting a new kind of
functional evolutionary signal.

There is a trade-off between evolutionary depth and func-
tional comparability that limits our the applicability of our
analysis, at present to an unknown extent. Statistical analy-
sis would benefit from increasing the evolutionary divergence
of the genomes to be compared, since this would increase the
number of rearrangements intervening between the two ex-
tant genomes, and hence the amount of breakpoint data.
At the same time, however, we cannot expect the functional
comparisons to be as meaningful in highly diverged species
with disparate physiologies.

With the advent of Next Generation Sequencing, quan-
titative RNA sequence data on many tissues from related
species should soon become available. Our analytical proto-
col may be of utility at that time.
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ABSTRACT 

Cell counting is an important problem in many microscopy related 
applications of cellular functional analysis or disease diagnosis.  
While automatic 2D image processing and pattern recognition 
approaches for cell counting have been studied, their 3D 
counterparts are less visited, especially when the cells are 
crowded. Here we propose a discriminative model to count cells 
automatically and apply it to for 3D confocal images of the 
Drosophila melanogaster (fruit fly)’s larval nervous system. We 
design and implement the process of cell counting based on the 
detection of nuclear centers; we formulate a binary classification 
task that incorporates both 3D morphological and texture features. 
Compared with unsupervised cell counting based on template 
matching, our model produces more reliable results. This 
supervised model also requires a smaller number of parameters 
than the unsupervised approach, and at the mean time improves 
the robustness. Our cell counting method is also computationally 
efficient, which is important for high-throughput quantification of 
3D cellular images.   

Categories and Subject Descriptors 

I.4. [Computing Methodologies]: Image Processing and Computer 
Vision; I.5.4 [Computing Methodologies]: Pattern Recognition – 
applications; J.3 [Computer Applications]: Life and medical 
science - Biology and genetics 

General Terms 

Algorithms, Measurement, Performance, Experimentation. 

Keywords 

3D cell counting, discriminative model, classification, high 
content cellular image quantification. 

1. INTRODUCTION 
Cell counting is a general problem encountered in many 
microscopy-related problems for the purpose of cellular functional 
analysis or disease diagnosis [1][2].    

With the recent use of image processing and pattern recognition 
methods in high content biological image analysis [3][4], 
automatic algorithms and tools for cell counting have been 
studied.  Most of the existing work has been focusing on methods 
for two-dimensional (2D) cell profiling such as recognizing and 
quantifying cellular or sub-cellular patterns for 2D cell images 
[2][5-8]. Along with the recent vast availability of higher 
dimensional microscopy images, researchers have started to 
explore effective visualization and automatic analysis of three or 
higher dimensional analysis. Many three-dimensional (3D) image 
visualization and analysis tools have been developed recently 
[9][10][11]. Some attempts have also been made to analyze 
contents in a 3D setting such as determination of protein sub-
cellular locations in 3D mammalian cell images [12][13]; 
FARSIGHT [14] explored cell segmentation and classification of 
rat brain tissues; Some plug-ins for visualization tools V3D [10] 
and Fiji [11] also address general 3D registration and 
segmentation tasks.  However, the automatic quantification of 
high content 3D cellular images, as the step beyond visualization 
and initial analysis tasks, is still at a very immature stage 
compared with 2D counterparts, despite that it is the step critical 
for scientific discovery.  This is due to several unique challenges 
for 3D cellular images.  For example, cellular images may contain 
very crowded objects; some microscopic images may have high 
xy-z resolution disparity; big morphological variation among 
objects of interest can make the design of quantification algorithm 
challenging, and less portable from one image set to another. 
These special considerations are different from images of other 
domains where 3D image analysis has been relatively more 
mature such as 3D medical image analysis. In addition, high-
throughput image sets greatly increase computational demand so 
that some algorithms working well on 2D images may not be able 
to handle the large amount of higher dimensional data efficiently 
and effectively. 

Automatic 3D cell counting is one important image quantification 
task that faces the above challenges. Among the limited existing 
work, most are based on unsupervised image processing 
algorithms (such as template matching) after implicit or explicit of 
segmentation, which are generally sensitive to initial conditions 
and parameter settings. 

In this paper, we propose and implement a new 3D cell counting 
method that uses a 3D discriminative model to automatically 
count cells in antibody labeled Drosophila melanogaster’s central 
nervous system.   

We use the term discriminative model to describe pattern 
recognition algorithms and related workflow that make use of 
training samples to classify and detect objects of interest. They 
have been successfully used in cell phenotype determination and 
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protein expression annotation for 2D biological images [2][5][6]. 
Comparatively, discriminative models including feature extraction 
methods based on 3D volume images have been less studied than 
their successful 2D counterparts, and are rarely used in 3D cell 
counting in particular.   

One reason of such lag behind is related to the fact that 
discriminative models depends on a reliable training set. It can be 
a difficult task not only because of the human labor involved, but 
also because of the long time unavailability of interactive tagging 
tools in a real 3D fashion (i.e, tagging in a volume image instead 
of tagging each 2D frame for a 3D image stack) which is 
important for effectively label and quantify 3D objects. The latter 
problem, however, had been successfully addressed recently by 
visualization software V3D [10], which can estimate the three 
dimensional location on a 2D monitor screen, and has been 
successfully used in some significant studies of neuroscience [15]. 

The cell counting method proposed in this paper makes use of 
discriminative model to avoid subjective estimation of algorithm 
parameters and facilitate the incorporation of effective and 
efficient 3D volume features that represent the center of a nucleus.  
Based on the detection of cell nuclei using trained models, 
hundreds to thousands of cells in confocal images of Drosophila 
melanogaster central nervous system are automatically counted.  
The experiments show that our proposed method based on 
discriminative model leads to more robust results with fewer 
parameters to be adjusted than conventional methods.  In addition, 
our implementation as a V3D plug-in does not require proprietary 
platform such as Matlab, and is efficient for high throughput 
quantification of 3D cellular images. 

2. METHODOLOGY 

2.1 Experimental Data and Challenges 
 

 

Figure 1. A 3D confocal image of Drosophila’s larval nervous 

system, and a zoomed view of its central area. Red: nuclei of  

neurons. Green: membrane. Image size is 512*512*147. 

Figure 1 shows an example of 3D confocal image of Drosophila 

melanogaster (fruitfly)’s central nervous system. Neurons of 
Drosophila  larvae brain (at L3 stage) are stained with antibodies 
in two channels: The red channel is lacZ.nls for cell nuclei and the 
green channel is membrane staining with GFP. Zeiss 510 confocal 
microscope is used for imaging. Imaging resolution is 0.45 µm 
per pixel, with a width of 232.06 µm, a height of 232.06 µm and a 
depth of 66.15 µm for an image of 512*512*147. 

We can see from Figure 1 that, to count the cells in 3D confocal 
image of Drosophila central nervous system, we encounter several 
computational challenges: 1) Cells form dense clusters, each of 
which consists of a large number of cells; 2) Color saturation of 
such dense image region can blur the boundaries among cells or 
even nuclei.  In addition, large sizes of such 3D images and high 

throughput of such images also make the computational efficiency 
of the algorithm a necessity. 

In order to overcome the above challenges, we proposed the cell 
counting method using discriminative models.   

One key rationale of using discriminative model for cell counting 
(and for quantification in general) is that it can flexibly 
incorporate features that are extracted and/or selected to best fit 
the purpose of the task. In a sense, it inherently combines several 
quantitative measures that can be used for analysis and decision-
making. Another reason is that when the features are fed to an 
intelligent machine learning algorithm such as a support vector 
classifier, the model building process automatically detects 
suitable settings for some important parameters that may 
otherwise need to be set manually in methods such as template-
matching.    

In our problem, we observe that although the cells are very 
crowded and can be blurred along cell or nuclei boundaries, the 
center of nuclei is distinguishable. So while an explicit 
segmentation of all nuclei boundaries may be difficult, the task of 
cell counting can instead be formulated effectively by focusing on 
the detection of centers of nuclei.  Detecting the existence of the 
center of nuclei is a binary classification task made for a voxel 
based on features extracted from the 3D region around it.   
Counting is then done based on the detected and validated nuclei 
centers. 

Compared with traditional cell counting methods such as template 
matching, discriminative models need to use a trained classifier, 
which requires labeled training data.  With the help of the recent 
tool V3D, we can collect a sufficient number of tagged training 
data in a 3D volume image without a major effort. In our 
experiment, the training tags are labeled for the center voxel of a 
nucleus, which is considered the positive class, other voxels that 
are not nuclei centers are randomly labeled as negative. 
Geometrical information for the 3D region around a nuclei center 
is estimated during the tagging processes. It is set to 7*7*7.  The 
3D volumes around the nuclei centers have distinguishing 
morphological and textural features. We will explain several 
morphological and textural 3D volume features used in the 
experiment, then detail the flow of our cell counting process. 

2.2 3D feature extraction  

One key component to 3D image analysis is to extract effective 
and efficient features used by discriminative models for the 
purpose of classification and quantification.  In our cell counting 
algorithm,  we need to use features that are discriminative for the 
existence of  nuclei center.  The following two categories of 
features are used: 

1) 3D morphological features.  Morphological features describe 
the shape and structure of 3D volume regions. We extract 3D 
morphological features by extending a corresponding 2D feature 
based on 4-connected neighborhood to a 3D 6-connected 
neighborhood. (It is also possible to extend 8-connected 
neighborhood to a 3D 26-connected neighborhood which would 
be more computational expensive.) Several morphological 
features are calculated: 

• Moments features including mean and standard deviation of 
voxel intensity. This is based on the observation that centers 
of nuclei typically have higher intensity. 
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• Geometry features based on spatial symmetry of 3D volume. 
This is based on the observation that different from other 
regions such as nuclei boundary areas, around its center a 
nucleus is almost symmetrical in 3D. 

• Shape feature quantified by the correlation coefficient with a 
3D Gaussian shape.  

2) 3D texture features.  Among the family of features that describe 
the texture of images, we employ wavelet features that are 
powerful families of features based on discrete wavelet transform 
with wavelet functions.  To extend texture features to 3D can be 
more involving than extending morphological features in that full 
extension of these features to 3D can lead to a big increase of the 
number of features and consequently a bigger storage and 
computational need, which will be an issue for large volume 3D 
biological images. For example, a full extension of 2D discrete 
wavelet features to 3D wavelet features will lead to a number of 
features that is cubic to the side length of the 3D object/region, 
instead of being quadratic in 2D.  To reduce the spatial and 
temporal expense, partial extension to a subset of directions or 
image stacks can be considered.  We employed a weighted sum of 
a subset of 2D wavelets as the approximation of 3D wavelet 
features.   Level 1 HAAR wavelet is used in our experiment.  

For each voxel of interest (which is limited to local maximum 
voxels, as will be explained below), the feature vector is 
calculated based on its surrounding 3D region. The resulting 
feature vector is a combined vector of all the above features. 

 

2.3 3D Cell Center Detection and Counting 

based on Discriminative Model  

 

Figure 2. Flowchart of the 3D cell counting algorithm. 

In Figure 2, we summarize the workflow of the cell-counting 
process. The flow can be divided into two components. One is to 
train the model for detecting nuclei center, the other is to employ 
the trained model for cell counting.  The workflow for training 
model starts with a preprocessing step that uses a 3D Gaussian 
smoothing filter to smooth out uneven regions or holes. The 
smoothing filter is of size 7*7*7 in our experiment. 3D feature 
extraction is then done for all the tagged voxels, positive and 
negative.  The training data are then sent to a support vector 
classifier for training.  

For the workflow of the cell counting process, the same 
preprocessing step is employed.  After that, a local maximum 
detection is done. We assume that a center of nuclei is either a 
local maximum or close to a local maximum.  In other words, the 

set of local maxima is considered to be the superset of the nuclei 
center candidates. The purpose of local maximum detection is to 
reduce the number of candidate positions for nuclei centers.  
Although the set of local maxima is still bigger than the desired 
final set, it reduces the number of needed classification decisions 
greatly compared with sliding through the entire 3D image and 
making a decision on each voxel.  As an example, a typical 3D 
image as shown in Figure 1 has about 30M voxels. Local 
maximum detection reduces the number of 3D feature extraction 
operation and decision-making (application of the trained SVM 
classifier) down to just several thousands. The detection is done 
using a 6-neighborhood 3D morphological dilation operator. The 
region of dilation is decided using size prior of nuclei obtained 
during tagging process and set to 3*3*3 in our experiment. Figure 
3 gives an example of result of image smoothing and detected 
local maxima. 

 

Figure 3. Image smoothing and local maximum detection. 

Smoothing is done with 3D Gaussian filtering. Local maxima 

are obtained using 3D morphological dilation. This figure is 

better to be viewed in a document viewer software. 

3D feature extraction is conducted on the local maximum voxels. 
Features are then sent to the trained support vector classifier to 
obtain a decision whether this is considered a possible nuclei 
center. If the decision is positive, we consider it a nuclei center 
candidate.  Post-processing step will then check surrounding 
regions of the nuclei center candidate to find the nearest Center of 
Mass (CoM). If two centers of mass are too close according to the 
size prior,  they are merged.   The number of the final validated 
centers of mass is the cell count. The method has been 
implemented in C++  as a V3D plug-in. 

 

3. EXPERIMENTAL RESULTS AND 

DISCUSSIONS 

Experiments are conducted on 3D confocal images of Drosophila 
melanogaster ’s central nervous systems at L3 stage.  We had a 
total of six 3D confocal images. Each 3D image is of size 
512*512*148 (with one exception which is 512*512*147).   One 
image has several hundreds to close to one thousand cells 
(neurons). One image is used as for training. 886 locations in the 
training image are tagged as positive and 838 locations are tagged 
as negative samples.  The rest of images are used for testing.    
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We first show results on smaller regions to better illustrate the 
results. Comparison is done with manual counting as well as 
counts obtained using template matching. Manual count is done 
using V3D software, produced in the same way as in [15]. The 
template matching method detects a cell nucleus based on the 
correlation with a 3D Gaussian template: when the correlation 
coefficient is higher than a threshold t, a cell nucleus is considered 
detected.  The Gaussian filtering and local maxima procedures are 
the same for both computational methods. The results are listed in 
Table 1. Figure 4 visualizes the result of one image (S3) using our 
discriminative method.  

Table 1. Results on small 3D images.  Error rate is calculated 

as |Manual Count – Method’s Count|/Manual Count.  The 

calculation of error rates assumes that the manual count is the 

ground truth. The threshold of the template matching method 

is 0.66. 

Image 
#   

Image Size Manual 
Count 

Our 
Method 

Template 
Matching 

S1 64*39*50 11 11 12 

S2 512*106*93 174 159 132 

S3 88*55*147 34 33 29 

S4 76*97*147 36 42 41 

Error 
Rate 

- - 7.0% 15.4% 

 
 

 

Figure 4. Visualization of nuclei center detection result on a 

small image with about 34 cells.  Left: the original image. 

Right: The detected cells. The spheres of various colors are 

visualization of nuclei using the V3D software. 

Table 1 and Figure 4 demonstrate that our method can count the 
cells with higher reliability (smaller error rate) compared with 
unsupervised template matching method even with blurred and 
crowded objects. 

 In Table 1, we calculate the error rates by assuming that the 
manual count is the ground truth, which is reasonable for small 
images but not always true for larger images. One main reason is 
that manual counts sometimes miss a certain percentage of cells 
when a large number of crowded cells are present (which in fact 
may indicate a bottleneck of manual quantification of high content 
images). We thus analyze the results by examining their 
robustness in terms of parameters. The template matching method 
requires setting a set of parameters during detection of cell nuclei 
and one critical parameter is the threshold for correlation 
coefficient to determine if a match is found.  Manually setting and 
tuning such parameters are not always straightforward, especially 
for practitioners without computational background.   
Comparatively, discriminative method just needs to set size priors 

for preprocessing filtering and post-processing validation, which 
are also needed by template matching, yet with the process of 
tagging in a discriminative model, they can be more reliably 
estimated.  The discriminative method does not need any manual 
parameter setting during the decision making process for nuclei 
detection because the related information has been captured by the 
trained model during learning process. 

In Table 2, we list the cell counting results of our method on 
larger images, as well as several results using template matching 
method with different setting of threshold t. The higher the t is set, 
the stricter the rule for finding matches for the template, thus the 
smaller the cell count. 

Table 2. Cell counting results on larger 3D confocal images for 

fruitfly larvae, compared with template matching for nuclei 

detection. Image sizes are 512*512*148 except B1, which is 

512*512*147. Other parameters are the same for two methods. 

Image# Our 

Method 

Template 
Matching 
(t=0.80) 

Template 
Matching 
(t=0.75) 

Template 
Matching 
(t=0.60) 

B1 422 202 417 491 

B2 634 297 597 696 

B3 446 275 589 1015 

B4 672 152 636 848 

B5 400 149 498 574 

 
From Table 2, we can see that cell counting based on template 
matching is very sensitive to the threshold of correlation 
coefficient. A region of 0.6 to 0.8 can have a large variation of 
cell counts to as many as several hundreds. Such variation can 
lead to some confusion for tool users especially those who are not 
familiar with the computational algorithm and the meaning of 
parameters. Compared with the template matching method, our 
method consistently gives a cell count estimate that falls in the 
region of estimates given by template matching, and is a 
reasonable count based on approximate manual counting. At the 
same time, our method based on the discriminative model 
automatically detects suitable settings for important parameters.  It 
avoids setting sensitive parameters such as decision-making 
thresholds for cell detection.  With less number of parameters to 
be adjusted, the overall sensitivity to parameter tuning for the cell 
counting method is reduced, which also leads to better result 
robustness and tool usability. Note that while we use template 
matching as the method for comparison in our experiment, such 
scenario is actually common for unsupervised methods that rely 
on manually setting and tuning important parameters. 

In Figure 5, we show an example of detected cells using our 
method. We also list the cell counting time in Table 3. The 
experiment was conducted on a regular PC with Intel Core2 CPU, 
2GHz, 2G memory.  Our approach only needs an average of about 
one minute on a PC with very average power and resource, to 
process a 3D image as large as 30Mega voxels. It is promising to 
be used for high throughput screenings.   
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Figure 4. Nuclei center detection. (a) The original 3D confocal 

image of cell nuclei. (b) The detected nuclei. The spheres of 

various colors are visualization of nuclei using the V3D 

software. (c) and (d) The detected nuclei centers overlaid on 

the original image (c), with its central area zoomed in (d). 

 

Table 3. Computational time for cell counting (in seconds). 

Image# B1 B2 B3 B4 B5 Average 

Time 90 54 72 53 48 63.4 

4. CONCLUSIONS 
We proposed a cell counting method for 3D confocal cell images.  
In particular, we demonstrated a cell counting system for counting 
cells of Drosophila melanogaster ’s central nervous system. Our 
3D cell counter built based on discriminative model avoids the 
confusing tuning of some sensitive thresholding parameters often 
used in unsupervised approach of cell counting, such as template 
matching.  Overall, our proposed method achieves robust 
counting results with fast performance on large three dimensional 
images. 
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ABSTRACT
We report a representation, ISO, that unambiguously and compactly
describes patterns in nucleic acid secondary structure. ISO is equally
as expressive as other methodologies including dot-parenthesis no-
tation, and various structure graph variations, for representation of
well-formed structure patterns. ISO naturally expresses pseudo-
knot structures as well, without a change or extension in notation,
an advantage not possible with commonly used representations.
The numerical basis of ISO is readily amenable to development
of mathematical evaluation rules, distance metrics, and further ab-
straction for either design or analysis purposes. For structure analy-
sis, we show how to write feature filters that determine the presence
of bulges, internal loops, hairpins, stem-loops, multibranches, and
pseudoknots, along with their precise sizes. We additionally show
use of ISO for high-throughputin silico screening of sequence vari-
ants used to architect new synthetic systems. ISO provides an easy
mechanism to further understanding of structure-function relation-
ships in natural systems, and to automate design tasks in synthetic
systems.

Categories and Subject Descriptors
B.1 [B.1.4]: [Languages and Compilers]; B.8 [B.8.2]: [Perfor-
mance Analysis and Design Aids]; D.4 [D.4.8]: [Modeling and Pre-
diction]; E [E.4]: [Data Compaction and Compression]; I.2 [I.2.4]:
[Representations]; J [J.3]: [Biology and Genetics]

General Terms
Algorithms, Design, Performance, Standardization, Verification

1. INTRODUCTION
Nucleic acid secondary structure prediction is critical to under-

standing their functional behavior in biological systems. The in-
verse problem entails directing functional behavior by design in
synthetic systems, where (deoxy)ribonucleic acids (DNA, RNA)
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can be used as a raw material for a variety of nanoscale applica-
tions. In our work, we devise molecular computing systems com-
posed of short single-stranded oligonucleotides. In solution, these
oligonucleotides undergo hybridization, dissociation, and cleavage
in a directed manner to serve as molecular-scale computing primi-
tives. Designing such a system requires arranging oligonucleotides
to act by individual selection of each particular base. These sys-
tems work without negative or positive feedback to regulate their
actions. Therefore, the absence of a control system places a certain
burden on design to not only create intended effects, but to do so
without the later opportunity to ameliorate noise.

In describing DNA or RNA, the hierarchy of data starts with the
list of basesA, G, C, andT for DNA, or A, G, C, andU for RNA,
as the primary structure. Secondary structure denotes folding con-
formation of bases bound as Watson-Crick complementsG−C,
and A− T or A−U . Tertiary structure denotes spatial orienta-
tion, but is not yet included in large scale computational studies
due to model complexity. Since the number of choices of a single
oligonucleotide is exponential in the lengthn of its string of bases
(Σ = {A,C,G,(T,U)}, 4n strings), and hundreds to millions of sec-
ondary structures per string may be evaluated as part of the design
process, it became essential to us to develop a numerical secondary
structure abstraction, amenable to incorporation into a molecular
compiler.

Relevant questions for a representation are 1) how much struc-
ture information is conveyed and how much is disregarded? 2) how
compact is the representation? and 3) how can the abstraction be
used effectively? Before the mid 1990s, few groups were build-
ing synthetic nucleic acid systems, hence application was directed
at understanding structure-function relationships, and formulating
RNA structure space found in natural systems. To explore the
space of secondary structure, distance metrics between structures
and structure alignment techniques are required. These needs per-
sist, since the study of natural systems is ongoing, but they are now
augmented by design challenges in building synthetic systems.

To address these needs, we invented and have been actively using
a novel structure representation,ISO (index, stem, opening). We
present it here as a useful alternative to other previously developed
notations, and illustrate its use in the design process. Advantages
of ISO over other representations include the following:

• The notation is compact and simple, yet maximal structural
information is retained.

• The ability to characterize secondary structure in numerical
terms amenable to molecular compiler incorporation.

• The ability to express pseudoknot structure wherein hybridiza-
tion regions are not properly nested.
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2. ISO
ISO notation describes nucleic acid secondary structure as a list

of triples (index, stem,opening), where each triple defines a distinct
hybridization region within a single oligonucleotide, or between
multiple oligonucleotides bound together as a complex.

Definition 1. LetP= {p0, p1, . . .} be a set ofnnucleotide strings,
drawn fromΣ = {A,C,G,T,U}, and letd 6∈ Σ be a neutral spacer
symbol. Form concatenated stringc by ordering 5′ to 3′ all strings
p j ∈P, separating each twop j by d such thatc= p0dp1d . . .dpn−1.
Let t be a list ofm triples, t = [(i,s,o)0,(i,s,o)1, . . . ,(i,s,o)m−1].
Then,t is a unique representation of secondary structure features in
c where for each feature:

1. i defines the (zero-based) indexing location relative to thep0
5′ end.

2. s defines the length of the binding stem.

3. o defines the length of the opening enclosed bys, equal to the
number of bases, paired or unpaired, which are intermediate
between the last opening base and first closing base of the
feature.
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Figure 1: Folding for a 55 base DNA sequence. The first hybridiza-
tion feature starts at base 0, has a 10 bp stem, and encompasses a
15 base opening. The second feature starts at base 35, has a 2
bp stem, and a smaller 5 base opening. The ISO representation is
[(0,10,15),(35,2,5)].

Figure 1 exemplifies this notation for an oligonucleotide designed
to fold into a conformation with two stem-loops. The dot-parenthesis
representation is ((((((((((...............))))))))))((.....))........... in com-
parison. A complex of two or more oligonucleotides requires spacer
characters between sequences which are counted as part of the in-
dexing scheme. The length of the sequence, or sequences and
spacer characters, is not captured in this representation and must
be supplied separately when needed.

A more challenging form to express is a pseudoknot. A struc-
ture is pseudoknotted wherever there are regions of intercalated,
or non well-nested, hybridization. Considering bindings relative to
the 5′ end, for bases located at indicesa, b, c, andd hybridized as

a−b andc−d, and wherea andc are opening base indices andb
andd mark their respective closing bases, ifa < c < b < d, then
the opening ofc−d occurs before the closing ofa−b and these
pairs are said to be pseudoknotted. RNA found in nature folds into
pseudoknots [10] as a result of additional stacking plane hydro-
gen bond opportunities, which yield stability benefits despite the
asymmetric and jumbled appearance. RNA has evolved its use of
pseudoknots for a variety of cellular functions including ribozyme
self-cleavage, frameshifting of coding regions, telomerase activi-
ties, and viral gene expression autoregulation[1]. Figure 2 shows
how we can describe pseudoknotted structure using ISO.
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Figure 2: Hepatitis Delta Virus (HDV) ribozyme structure.
The 74 base sequence segment folds into several pseudo-
knots with five stem regions. We describe this structure as
[(0,7,23),(9,7,50),(16,3,8),(20,2,15),(42,5,10)], where two base-
pairs of stem P4, and the 10 base opening, are not shown and in-
stead abbreviated as UA1-RBD.c©Staple and Butcher [10].

3. ISO EXPRESSIVE POWER
Nucleic acids may naturally, or as synthetically directed, prefer

to fold into a variety of motifs including bulges, internal loops, hair-
pins, stem-loops, multibranches and pseudoknots. ISO expresses
all structure information exactly for each of these forms by virtue
of relationships between the triples. Consider a structure withm
features,[(i,s,o)0,(i,s,o)1, . . . ,(i,s,o)m−1]. A motif anchored at
feature j within the list is identified in the following ways. In each
of these we can recognize existence of the specific motif, locate it
precisely, and infer the size exactly by arithmetic over the triples
defining the structure.

1. Bulges. A bulge is one or more unpaired bases on one side
of two stem regions. A bulge is recognized within the list of triples
where features(i,s,o) j and(i,s,o) j+1 satisfy one of the following
variations, but not both:

i j+1− (i j +sj) > 0, and(i j +sj +o j )− (i j+1 +2sj+1 +o j+1) = 0

i j+1− (i j +sj) = 0, and(i j +sj +o j )− (i j+1 +2sj+1 +o j+1) > 0

We see an example of a bulge in Figure 3, conforming to the first
variation, in triples 4 ((24,3,32)) and 5 ((29,7,16)), sincei5−(i4+
s4) = 29− (24+3) > 0 and(i4+s4+o4)− (i5+2i5+o5) = (24+
3+32)− (29+14+16) = 0.
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Figure 3: 104 base RNA segment with two stem-loops, five
internal loops and one three-way multi-branch [2]. The
ISO representation, starting from the marked 5′ end, is
[(2,5,92),(8,7,57),(17,3,46),(21,2,40),(24,3,32),(29,7,16),
(40,4,3),(82,6,4)].

2. Internal loops. An internal loop is formed by unpaired open
regions surrounded by exactly two stems, where at least one un-
paired base must occur on both sides. An internal loop is recog-
nized within the list of triples where features(i,s,o) j and(i,s,o) j+1
satisfy:

i j+1− (i j +sj ) > 0, and(i j +sj +o j )− (i j+1 +2sj+1 +o j+1) > 0

One internal loop example in Figure 3 is found between the stems
represented by triples 1 ((8,7,57)) and 2 ((17,3,46)), sincei2−
(i1 +s1) = 17− (8+7) > 0 and(i1 +s1 +o1)− (i2 +2s2 +o2) =
(8+7+57)− (17+6+46) > 0.

3. Hairpins. Hairpins are terminal stems with no unpaired bases
intervening. Hairpins are recognized as a triple with a size zero
opening,o j = 0.

4. Stem-loops. Stem-loops are hairpins with at least one un-
paired base between the opening and closing paired bases of the
stem. Stem-loops are recognized as a triple with an opening greater
than zero,o j > 0. An example stem-loop is seen in Figure 3 as the
last triple ((82,6,4)), where a binding stem of six base pairs sur-
rounds four unpaired bases.

5. R-way multibranches. An r-way multibranch is an inter-
nal loop formed byr surrounding stems. Anr-way multibranch
is recognized within the list of triples where exactlyr−1 features
(i,s,o) j+1, . . . ,(i,s,o) j+r−2 are enclosed by feature(i,s,o) j , but
not enclosed by each other:

∀ik, k > j , i j + sj < ik < i j + sj + o j , and ik + 2sk + ok > ik−1 +
2sk−1 +ok−1

The first constraint tracks binding openings and stipulates that each
triple defining a multibranch stem follows the initiating 5’-most
stem, and is completely enclosed by the opening and closing bind-
ings of this stem. The second constraint tracks binding closings
and stipulates that subsequent stemsnot be enclosed by any pre-
vious defining one. For example, in Figure 3, triple 0 ((2,5,92))
initiates a 3-way branch, and triples 1-7 are enclosed by this triple.
However, triples 2-6 are excluded since each of their extents is en-
closed by triple 1 ((8,7,57)), and therefore they fail to satisfy the
second constraint. Hence, the 3-way branch is represented by sub-
list [(2,5,92),(8,7,57),(82,6,4)], incorporating triples 0, 1, and 7.

6. Pseudoknots. A pseudoknot is recognized where features
(i,s,o) j and(i,s,o)k, k > j , satisfy:

ik < i j +sj +o j , andik +sk +ok ≥ i j +2sj +o j

The first constraint places the opening bases of feature(i,s,o)k
within the unpaired open region of feature(i,s,o) j . The second
constraint places the corresponding closing bases of(i,s,o)k out-
side feature(i,s,o) j , hence the features are crossing. We see an ex-
ample in Figure 2, with three areas of intercalated bindings. First,
P1 (0,7,23) and P2 (9,7,50) qualify, since 9< 0+ 7+ 23 and 9+
7+50≥ 0+14+23. Second, P3 (16,3,8) and P1.1 (20,2,15) qual-
ify, since 20< 16+ 3+ 8 and 20+ 2+ 15≥ 16+ 6+ 8. Finally
P1 (0,7,23) and P1.1 (20,2,15) qualify, since 20< 0+ 7+ 23 and
20+ 2+ 15≥ 0+ 14+ 23. This final binding intercalation is not
usually described in the literature as a pseudoknot, however the
bindings are distinct and not well-nested. An additional filter equa-
tion for recursive pseudoknots can be written in similar fashion to
check for structure within the opening of a pseudoknot.

4. ALTERNATIVE REPRESENTATIONS
The earliest non-tabular secondary structure representation, the

dot-parenthesis (dot-bracket) notation, was introduced in 1984 [5].
Thermodynamic modeling programs such as Vienna [4], Mfold [6],
and Nupack [13], all use the basic dot-parenthesis notation as ei-
ther output for predicted conformations, or input for determination
of energy parameters associated with a desired conformation. This
notation nominally uses a three-character alphabet{.,(,)}, where
full stop (“dot”) symbols indicate unpaired bases, and matching
parentheses indicate paired bases. Strings with nested parenthe-
ses describe structure patterns in which all hybridization regions
are non-crossing. Location information for interesting folding fea-
tures such as multibranching, stem-loops, or hairpins, can only be
accomplished by overlaying a numeric index. Expression of pseu-
doknots requires additional symbols, separate annotation, or use
of colors, to distinguish between each new intercalated binding re-
gion.

Zuker and Sankoff [14], and Fontana [2], used rooted trees to
represent secondary structure where nodes denote base level in-
formation. Shapiro [9] also used rooted trees, but introduced the
notion of only describing structural features and their connectivity,
while leaving off specific base information. Shapiro additionally
showed a mapping from trees to nested feature lists in the style of
the programming language LISP. Rather than rooted trees, Gan [3]
introduced planar graphs to describe structural features and how
they are connected, and again left out specific base information.
Ramlan [8] extended the dot-parenthesis notation with a larger set
of symbols. Structure is represented by non-unique strings requir-
ing reduction techniques to show equivalence, and readability is
complex.

4.1 Equivalence to dot-parenthesis notation
ISO and dot-parenthesis notation are equivalent by inspection,

except for sequence length. ISO indexing (i), stem length (s), and
loop opening (o), for each hybridization region, are directly in-
ferred from dot-parenthesis notation by starting at the 5′ end of a
structure string and noting the index location of each opening base
pair, the number of base pairs before a loop opening, and the inter-
vening unpaired bases encountered before the first closing base pair
is reached. Sequence length is implicit in dot-parenthesis simply by
counting the total number of structure characters.

We show algorithms to transform dot-parenthesis notation into
ISO and the reverse direction, from ISO into dot-parenthesis. First,
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to transform dot-parenthesis notation into ISO, a linear scan of the
input string yields two lists of open and close parenthesis indices.
Repeating until listcloseis empty, we examine listopenfrom the
end forward to find each corresponding opening parenthesis. From
this location, the largest continuous stem possible is built and used
to write a complete ISO triple. Participatingopenandcloseele-
ments are removed as each triple completes.

To transform an ISO list into dot-parenthesis notation, length in-
put is required. We form a list of full stop (dot) characters equal
to the input length, and replace each with either an open or close
parenthesis symbol based on examination of each ISO triple. We
then convert the list into a string as output.

Algorithm 1 Dot-Parenthesis-to-ISO
Input: Dot-Parenthesis stringoligo.
Output: List of ISO triples.

1: open=close=triples=[]
2: idx=0
3: while idx < len(oligo) do
4: if oligo[idx]≡ “(” then
5: append(open, idx)
6: if oligo[idx]≡ “)” then
7: append(close, idx)
8: idx← idx+1
9: if len(open) < 1 then

10: return triples
11: while len(close) > 0 do
12: anchor_close← close[0],open_idx← len(open)−1
13: while anchor_close< open[open_idx] do
14: open_idx← open_idx−1
15: i← open[open_idx]
16: s← 1
17: o← anchor_close−open[open_idx]−1
18: open_del = close_del = []
19: append(open_del,open[open_idx)]
20: append(close_del,close[0])
21: prev_open← open[open_idx], prev_close← close[0]
22: open_idx← open_idx−1,close_idx← 1
23: while close[close_idx] − prev_close≡ 1 ∧ prev_open−

open[open_idx]≡ 1 do
24: append(open_del,open[open_idx])
25: append(close_del,close[close_idx])
26: prev_open← open[open_idx]
27: prev_close← close[close_idx]
28: open_idx← open_idx−1,close_idx← close_idx+1
29: i← i−1,s← s+1
30: append(triples,(i,s,o))
31: for all elt ∈ open_del do
32: delete(open,elt)
33: for all element∈ close_del do
34: delete(close,elt)
35: return sorted(triples)

5. DEOXYRIBOZYME DESIGN USING ISO
Our approach to computing with nucleic acids relies on a single

deoxyribozyme for signalling production of output, ligated with
one or more stem-loop input recognition regions, which together
compose Boolean logic gates [11, 7]. Figure 1 exemplifies the sim-
plest gate which serves as an identity function and recognizes a
single input. Other primitives are able to execute the basic Boolean

Algorithm 2 ISO-to-Dot-Parenthesis
Input: List of tr iples, integerlength.
Output: Dot-Parenthesis string.

1: dpstring← []
2: idx← 0
3: while idx < lengthdo
4: append(dpstring, “ .”)
5: idx← idx+1
6: for all iso∈ triplesdo
7: sdx← 0
8: while sdx< iso[1] do
9: dpstring[iso[0]+sdx]← “(”

10: dpstring[iso[0]+ iso[1]+ iso[2]+sdx]← “)”
11: sdx← sdx+1
12: return string(dpstring)

connectivesnot and and, as well as several extended relations be-
tween multiple inputs. One or more gates together with their inputs
solve problems as instances of combinatorial logic in solution.

Transforming logic equations into DNA sequences constitutes
a molecular system compilation pass. Since high-quality thermo-
dynamic modeling programs are available to predict structure and
energy, it remains to sift through the variations of sequences to de-
termine a set that satisfies the constraint problem of maximizing hy-
bridization where intended between gate recognition regions, and
inputs and minimizing it elsewhere. Relatively small numbers of
gate, input and substrate elements generate large numbers of com-
binations, and each combination is modeled as a statistical ensem-
ble distributed over a set of folding states. Some of these states
will be advantageous and entail gates folding perfectly to designed
conformations, hybridizing correctly to input oligonucleotides, and
cleaving a sufficient number of substrate molecules. Others will
be deleterious to some degree and therefore contribute to system
noise, or possible failure to yield adequate output product. A care-
ful design entails considering an entire range of structures exposed
as possible folding states, and their associated predicted free ener-
gies to determine the overall population of competing structures.

Rule Feature (i,s,o) j Feature(s) (i,s,o)k Score
k > j

stem-1 i j = 0,sj > 9 1.00
stem-2 i j = 1,sj > 8 0.90
stem-3 i j = 0,sj = 9 0.90
loop-1 o j > 14 ik > i j +2sj +15 1.00
loop-2 o j = 13, i +s= 11 ik > i j +2sj +15 0.80
loop-3 o j = 11, i j +sj = 12 ik > i j +2sj +15 0.60
loop-4 o j < 11, i j +sj > 12 ik > i j +2sj +15 0.00

Table 1: Selected set of design specifications for the
deoxyribozyme 8.17.1 Yes Gate [7]. Structuret =
[(i,s,o)0, . . . ,(i,s,o)m−1] is decomposed into required and in-
cidental successive features. Feature(i,s,o) j must occur, whereas
additional features may or may not be present. Rules check for
perfect stem and loop form, and for minor defects.

To automate evaluation, we first transform each predicted struc-
ture into its ISO representation. For different combination scenar-
ios (gate alone, gate and input, etc.), we write design specification
rules for secondary structure by decomposing the desired structure
into multiple features of interest. This allows us to determine quan-
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tified similarity of each feature observed in modeling against its
specification, and compute feature scores on a scale from 0.0 (fail-
ure) to 1.0 (perfect). Multiple feature scores for the difference com-
bination scenarios are then combined together to formulate a single
predicted expectation of utility. We show a representative subset
of scoring rules in Table 1 for the deoxyribozyme YES gate design
which recognizes a single input, and therefore has a single stem-
loop (Figure 1), along with a sampling of scoring results for a set
of folding states predicted by the NUPACK thermodynamic model-
ing code [13]. Form to function mapping captured in the scoring is
not arbitrary, and instead captures long-term laboratory results and
experience from previous studies.

ISO Prob. Stem Stem Loop Loop
Score Exp. Score Exp.

[(0,10,15)] 0.20 1.0 0.20 1.0 0.20
[(0,10,15),(14,2,4)] 0.08 1.0 0.08 0.8 0.07
[(0,9,17)] 0.06 0.9 0.05 1.0 0.06
[(1,9,15),(34,3,5)] 0.06 0.9 0.05 1.0 0.06
[(0,10,15),(14,2,6)] 0.03 1.0 0.03 0.8 0.03
[(0,10,15),(43,1,4)] 0.03 1.0 0.03 1.0 0.03
[(0,10,15),(35,2,5)] 0.03 1.0 0.03 1.0 0.03

Table 2: Deoxyribozyme 8.17.1 Yes Gate example evaluation re-
sults for 7 most probable variants of a single gate sequence. Prob-
ability of occurrence is computed as a function of predicted free
energy and the partition function, with scores based on rules dis-
played in Table 1, yielding computed expectation as the product of
score and probability.

6. DISCUSSION
We have shown ISO as a novel, unambiguous, compact repre-

sentation for secondary structure. We focus on the single most
critical aspect of working with or understanding nucleic acids, pre-
cisely showing where bindings are occurring. This focuses atten-
tion onto the positive space of oligonucleotides, yet it also reveals
the negative space, the areas of strands which are unbound, and
therefore available for subsequent bindings. ISO is equivalent to
dot-parenthesis representation, and by extension also to tree repre-
sentations. However, in comparison, ISO is more informative and
expressive than any other scheme, and does not require modifica-
tion to describe pseudoknotted structure. ISO is amenable to use
as part of nucleic acid functionality standards development and ex-
change of information, such as the RNAML syntax [12].

For molecular computing nucleic acid primitives, secondary struc-
ture serves as a compiled-to instruction. Using ISO to represent
structure enables compiler construction encompassing design spec-
ification rules as demonstrated here. Alternatively, ISO could be
used as an intermediate representation in a possible optimization
pass where individual oligonucleotide sequences are incrementally
modified in a generate-and-test scheme to determine the best over-
all set of structures that satisfy the logic of a particular problem.

We have additionally recognized the applicability towards align-
ment, structure-function, and structure space studies. Cataloging
and classifying secondary structure in terms of motifs and how they
are connected is an active research area. ISO keeps feature location
and size, therefore in addition to connection determination, distinc-
tion can be made for motif extents rather than abstracted away. By
virtue of using numbers to describe what is ultimately hydrogen
bonding between molecular chains, we can cast many nucleic acid
structure questions as pattern recognition problems. This under-

standing can be done using arithmetic expressions, without resort-
ing to more complicated techniques. To these ends, we are using
ISO as the basis for determining structure space, including the pos-
sibility of pseudoknots, formulating a distance metric between two
ISO instances, and using this metric towards an algorithm for op-
timal structure alignment. The simple numeric basis of ISO leads
us to expect that the final forms of algorithms developed for these
tasks will be efficient.
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ABSTRACT 
SMDA is a recently proposed computational tool that (i) captures 
a metabolic network and its rules via a (mammalian) metabolic 
network database, (ii) given a set of metabolic observations, 
mimics the reasoning of a biochemist, and locates efficiently all 
possible metabolic activation/inactivation alternatives. However, 
many factors may cause the SMDA algorithm to eliminate 
feasible scenarios. These factors include (i) inherent error margins 
in observations (measurements), (ii) lack of knowledge to classify 
measurements as normal versus abnormal, and (iii) choosing a 
highly constrained metabolic sub-network to query against. In this 
work, we present and formalize these obstacles. Then, we propose 
techniques to eliminate them, and present an experimental 
evaluation of our proposed techniques. 

Categories and Subject Descriptors 
J.3 [Computer Applications]: Life and Medical Sciences – biology 

and genetics.  

General Terms 
Algorithms, bioinformatics, databases 

Keywords 
Metabolomics, Metabolic Profile, SMDA 

1. INTRODUCTION 
Biochemists trace the implications of changes in the levels of 

metabolites in bio-fluids to reach to conclusions about the 

activity/inactivity of parts of the metabolism. However, the size of 

the metabolic network is huge, and the number of alternative 

reaction activation/inactivation scenarios is exponentially large. 

Thus, there is a need for efficient computational algorithms that 

reason like an expert biochemist and use metabolic biochemistry 

principles. Towards this goal, we have recently released a 

computational tool, called the SMDA Tool [11] that takes as input 

a selected (“query”) metabolic network MNQ and a set O of 

observed metabolites (i.e., metabolic profile), and produces as 

output all possible activation/inactivation scenarios for the 

network MNQ.  

The SMDA algorithm [1] first discretizes the observations in O 

provided by the user, into one of four possible metabolite (pool) 

status values, based on pre-defined thresholds which are based on 

data obtained from HMDB [14]. One problem is that the HMDB 

data has been compiled from many papers in the literature, and 

there maybe multiple “normal” levels for the same metabolite. 

This may result in a misclassification of an observation, which 

may create conflicts in the algorithm. Another problem occurs 

when the user chooses an overly simplified or overly constrained 

sub-network; and, as a result, the SMDA algorithm ends up 

having no feasible flows for the given observations.   

This paper proposes alternative mechanisms to overcome the 

above-listed two types of conflicts. In Section 2, we briefly 

summarize the literature on metabolic network analysis, and in 

Section 3, we summarize the SMDA algorithm. In Section 4, we 

present the types of conflicts that can occur, and, in Section 5, we 

provide solutions against such cases. Section 6 evaluates our 

proposed techniques, and Section 7 concludes.  

2. RELATED WORK 
Our work of evaluating the activation/inactivation scenarios of the 
metabolic network at steady state is related to metabolic network 
analysis techniques such as metabolic control analysis (MCA) [3], 
flux balance analysis (FBA) [9], metabolic flux analysis [12] and, 
finally, metabolic pathway analysis (MPA) (elementary flux 
modes (EFM) and extreme pathways (EP)) [15]. Detailed 
comparison between these techniques and SMDA can be found in 
[1]. Using a system of equations, MCA characterizes metabolic 
systems using response, control, and elasticity coefficients. By 
making use of summation and control theorems, it analyses the 
global changes in a pathway (sub-network) with respect to local 
changes like flux of an enzyme or concentration of a metabolite. 
In summary, MCA and FBA solve a set of under-constrained 
differential equations; in comparison, our SMDA approach can be 
considered as a rule-based knowledge discovery approach within 
a given metabolic network database. SMDA needs no additional 
assumptions other than the steady-state assumption. None of the 
existing metabolic network analysis techniques attempt to identify 
all possible activation scenarios, based on a given metabolic 
profile (observations). The SMDA problems and their solutions 
addressed in this paper are new, and specific to the SMDA 
approach. 

3. SMDA ALGORITHM: OVERVIEW 
Given a metabolic profile O of an organism, obtained when the 
organism is at steady state, the SMDA algorithm identifies all 
possible activation/inactivation scenarios of a user-selected and 
user-simplified metabolic sub-network MNQ of the organism. In 
this section, we briefly summarize the SMDA Algorithm [1]. 

3.1 Assumptions and Model 
The “complete” metabolic network MNC is a connected graph 
G(V,E) where the vertex set V consists of  metabolite pools and 
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reactions, and the edge set E consists of directed edges from a 
vertex u to vertex v if (i) u is a metabolite pool that plays the role 
of substrate or regulator in that reaction, or (ii) u is a reaction and 
v is a product of that reaction.  
To query, the user chooses a certain “query” metabolic network 
MNQ, which is a sub-network of MNC. The SMDA algorithm 
makes use of many biochemistry principles such as Substrate 

Availability, Product Inhibition and Committed Steps, etc. See [1] 
for details. 
There are five discrete states a metabolite “pool” can be in: 
Unknown, Unavailable, Available, Accumulated, and Severely 

Accumulated. If there is a metabolite pool that is not observed 
(i.e., measured) by the user, it is labeled as Unknown; otherwise 
the algorithm compares the user-provided observation with 
predefined metabolite level thresholds (originally obtained from 
HMDB [14], and stored in SMDA database).  

There are three discrete states for a reaction, namely, Unknown, 
Active and Inactive. Initially, all reactions are labeled as 
Unknown. Each reaction has a set of conditions for it to be Active. 
This set is called Activation Condition Set and defined in 
accordance with the many biochemistry principles mentioned 
above.   

3.2 Algorithm Flow 
After labeling observed metabolite pools, SMDA algorithm starts 
its reasoning from each of the observed metabolite pools, and 
iteratively expands by assigning labels to adjacent metabolite 
pools and reactions: it (i) generates all possible metabolite pool 
combinations for Unknown metabolite pools, and (ii) assigns a 
state to those reactions that produce, consume, or use as regulators 
the involved metabolite pools, in accordance with biochemistry 
rules of SMDA. 
The algorithm makes use of two concepts: Activation/Inactivation 

Graph (GAI) and GAI Group. A GAI is a connected sub-graph of 
the metabolic sub-network MNQ, where (i) each metabolite pool is 
assigned a label other than Unknown (Unavailable, Available, 

Accumulated, or Severely Accumulated) and (ii) each reaction is 
assigned a label other than Unknown (Active or Inactive). A GAI 
group is a set of GAIs, where all GAIs share the same set of 

reactions and metabolite pools; but, they differ by at least one 

metabolite pool label assignment. Put another way, a GAI group 

represents all possible activation/inactivation scenarios within a 

subgraph MNGAI of the query network MNQ. 

In summary, a GAI group contains all possible activation and 
inactivation scenarios of a sub-network MNGAI of MNQ that it 
spans. And, GAI’s of each GAI group span the same sub-network 
MNGAI, and differ from each other only by assignments to 
metabolite pools or reaction labels. 

SMDA algorithm has two main steps: Initialization and 
Expansion-and-Merge Cycle. Initialization converts metabolite 
measurements to metabolite pool labels; and, then for each 
observation, it creates a GAI group with a single GAI containing 

the observed metabolite pool with its recently assigned label. This 

metabolite pool is called a border pool as it is on the border of the 
current sub-network covered by this GAI group. All reactions that 

(i) are not in the reactions of the GAI group, and (ii) have any of 

the border pools as substrate/product/regulator, are called border 

reactions. 

Expansion-and-Merge Cycle iteratively performs the following 

tasks: (a) locate border reactions; (b) for each GAI in that GAI 

group, and for each border reaction, find all metabolite pools that 
are “attached” to the border reaction; and (c) perform Expansion-

and-Merge as follows. For Unknown metabolite pools, generate 

all possible pool label combinations, and based on each 
combination, mark each reaction as either Active or Inactive. Each 
such combination corresponds to a new child GAI, which inherits 

reactions and metabolite pools of its parent. These child GAIs 

replace the GAIs in the group, and the group’s border metabolite 

pools are updated as those metabolite pools which were recently 

assigned a status. This concludes an Expansion. Then SMDA 

checks if any two groups share border pools. If so, a merge 

merges these two groups to obtain a larger group which is the 

merger of GAIs in the parent groups, agreeing on the labels of all 

shared border pools across groups. SMDA stops if all reactions 

are assigned a status, and returns the resulting group (note that 

there can only be a single group at the end) and its GAI set as the 

query output; otherwise, one more Expansion-and-Merge follows. 

We give an example. 

 
Figure 1. Example for Expansion-and-Merge Cycle.  
 
The legend we use in the figures throughout the paper is as 
follows: Metabolites (circles): White is Unknown, Green is 
Available, Dark Green is Accumulated, Grey is Unavailable; 
Reactions (rectangles): White is Unknown, Green is Active, Grey 
is Inactive, and Striped is Conflict. Green Arrow means that the 
metabolite pool is activating the reaction. Arrows of a reaction are 
bold if the reaction is Active. Dashed objects mean that metabolite 
pools/reactions exist in the larger network MNC, but not in the 
query sub-network MNQ of interest. 
 
Example 3.1. Figure 1 shows an example where we have two 

observations: the metabolite pools Glucose and G6P are both 

Available. Two groups are initialized for each observation, and 

each group has a single GAI graph. First Group #1 is picked for 

expansion. The border metabolite pool Glucose leads us to the 

border reaction Hexokinase. The algorithm generates two cases 

for the only Unknown metabolite pool attached to the border 

reaction: Available and Accumulated. This results in two new GAI 

graphs for Group #1 as shown in the figure. Then, as the two 

groups share border metabolite pools G6P, they are merged. The 

GAI graph #2 for Group #1 and the GAI graph #1 for Group #2, 

share the metabolite pool labels; so, they are consolidated to 

generate a combined GAI graph which is the only GAI graph of the 

newly formed GAI Group #3. Since GAI graph #1 for Group #1 has 

G6P as Accumulated, this contradicts with our G6P observation of 

Available, and Group #3 is eliminated from further consideration.  

4. CONFLICTS IN REASONING 
The underlying assumption in SMDA is that the observations are 

consistent with each other, and, all groups will eventually merge, 
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and, at the end, there will be a single GAI group that, hopefully, 

“covers” the query network MNQ with alternative 

activation/inactivation scenarios as R-graphs and GAI graphs. 

However, a conflict with respect to the observation set O and the 

metabolic sub-network MNQ may lead to cases where the SMDA 

may end up concluding that there are no results, and that the query 

result set is empty. A Conflict can occur in two contexts; 

Expansion Conflict (See Figure 2) and Merge Conflict (See 

Figure 3), defined as follows. 

Def’n (Expansion Conflict): Given a GAI Group Gr and a border 
reaction r of Gr, there does not exist a GAI, G ∈ Gr such that r can 
be assigned the label of Active or Inactive with respect to the label 
assignments in Gr 
Def’n (Merge Conflict): Let Gr1 and Gr2 be GAI Groups, 
BMP(Gr1) and BMP(Gr2) be border metabolite pool sets, and 
BMP(Gr1) ∩ BMP(Gr2) ≠ ∅. Then, for each pair of GAIs, namely 

GX and GY such that GX ∈ Gr1 and GY ∈ Gr2, there exists a 

metabolite pool mp, mp ∈ (BMP(Gr1) ∩ BMP(Gr2)) and 
metabolite pool status of mp in GX ≠ metabolite pool status of mp 
in GY.  
The conflicts mentioned above can arise from two reasons (1) 
misclassification of observations and (2) due to constrained 
network. These are explained in the following subsections. 

4.1 Misclassification Conflicts 
SMDA gets an observation from the user as a real value with its 

unit type. Since the SMDA model uses non-quantitative labels for 

pool measurements, namely, Unavailable, Available, Accumu-

lated, and Severely Accumulated, the algorithm needs to convert 

each quantitative measurement to its non-quantitative label. As 

explained in Section 3.1, each observation is compared against 

predefined thresholds that define normal and abnormal values for 

each metabolite. This process is error-prone because of the 

following reasons: (1) Thresholds obtained from HMDB may not 

be conclusive as different works in the literature may propose 

different levels as normal or abnormal. For example, the “normal 

level” for L-Alanine for adults and for both genders is listed as 

(259.0-407.0) uM in one study [2] and 563.0 - 607.0 uM in 

another study [7], both cited in HMDB [14]. (2) Thresholds for 

some metabolites may not be available at all, e.g., D-Fructose 2,6-

bisphosphate [14] and (3) Measurement technologies such as 

Mass Spectrometry themselves introduce errors in the values 

observed. 

Hence, once the observation set is obtained, it is possible to 

misclassify metabolite labels while converting continuous 

measurements to discrete metabolite pool labels. Misclassification 

in turn may lead to incorrect results as well as to conflicts which 

may result in SMDA executions with empty results.. 

We illustrate the expansion conflict with an example. 

Example 4.1. Figure 2 displays a case where an Expansion 

Conflict occurs. Consider a simplified version of pathway 

Glycolysis with only three reactions as the metabolic network 

MNQ: The first and the last reactions are Hexokinase and Pyruvate 

Kinase, and the third is an “abstract” reaction (representing all 

other intermediate Glycolysis reactions as a single reaction) that 

connects reactions Hexokinase and Pyruvate Kinase. And, 

metabolite pool ATP acts as an activator for both Hexokinase and 

Pyruvate Kinase. SMDA (algorithm) has as input two discretized 

observations: Glucose is Unavailable (forms Group 2), and 

Pyruvate is Available (forms Group 1). As Glucose is 

Unavailable, Hexokinase is Inactive; and G6P is Unavailable, 

because G6P does not have its single producer reaction Active. 

For ATP, SMDA enumerates all possibilities to obtain four GAI 

graphs as alternatives. However, as ATP is shared among groups, 

SMDA merges them and obtains Group 3. Among the four GAI 

graphs within Group 2, only the one having ATP Available 

survives the merge; and, there is only one reaction that can be 

expanded in Group 3 as shown in Figure 2. SMDA cannot assign 

it the label Active as G6P is Unavailable. And, SMDA cannot 

assign it the label Inactive as PEP is Available and the one and 

only producer has to be Active.  

 

Figure 2. An Expansion Conflict due to misclassification  

Therefore, the SMDA algorithm returns an empty result set, 

informing the user that there are no possible 

activation/inactivation scenarios for the given network MNQ and 

the observation set O. Next, we illustrate the Merge Conflict in 

the context of misclassification with an example. 

 
Figure 3. A Merge Conflict due to misclassification 

Example 4.2. Figure 3 demonstrates a case for conflict 2, where 

the same network MNQ of Example 4.1 is employed except that 

ATP is removed from consideration so that the network MNQ 

consists of three reactions aligned in a straight line going from 
metabolite pools Glucose to Pyruvate. The same observation set O 
is used. SMDA has ended up in two overlapping groups and 
attempts to merge them. However, the shared metabolite pool 
G6P label is Available in Group 2, and Unavailable at Group 1; 
and, therefore, there is no possible merge. The SMDA algorithm 
thus returns an empty result. 

4.2 Conflicts Due to Constrained Network  
SMDA algorithm works on a user-specified metabolic sub-
network MNQ. However, excluding some paths of MNC in the 
sub-network MNQ may mean excluding some flows, and may lead 
to the violation of the steady-state assumption used in the 
algorithm. In Example 4.2, assume that there is no 
misclassification (Pyruvate is Available and Glucose is 
Unavailable). If we had the knowledge of another producer of 
Pyruvate other than the path from Glucose to Pyruvate, we could 
conclude that that production path is Active and this path is 
Inactive. However, exclusion of such a path results in a conflict. 

5. ELIMINATING CONFLICTS 
As explained in Section 4, whenever one of the above conflicts is 
observed, SMDA has to take actions to recover from the 
erroneous “conflict state”. In this section, we present 
computational and user-guided techniques to overcome such 
conflicts. We use the following observations to design our 
techniques, which are covered in the upcoming subsections. 
Observation 1: The origin of conflict is not at the place where 
SMDA encounters it (as shown in examples of Section 4), 
meaning that the reaction or the metabolite pool that runs into a 
conflicted state (e.g., Reaction R in Figure 2, G6P in Figure 3) is 
not necessarily the source of the problem (e.g., misclassification 
of either Glucose or Pyruvate in Figure 2 and Figure 3).  
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Observation 2: A conflict can occur either at the time of merge of 
two groups or the expansion of a single group. Hence the part of 
the sub-network that needs to be investigated is the part that is 
spanned by the group(s) that has (have) generated the conflict.  
Observation 3: A conflict implies that two observations (or two 
observation sets) conflict with each other. One observation 
suggests the Availability of a metabolite pool, and the other 
suggests its Unavailability in the case of merge conflicts, whereas, 
in expansion conflicts, one expansion suggests that the reaction is 
Active, and the other suggests that the reaction is Inactive.  

5.1 Enlarging Query Sub-Network 

Note that, when eliminating conflicts we consider new reaction 
paths in MNC, but not MNQ. We refer to this larger network as the 
“enlarged network” even though the user’s query network MNQ 
stays the same. 
Def’n (Enlarged Network). Given a set of metabolite pools MP in 
metabolic sub-network MNQ,  enlarged network refers to MNQ 
plus reactions of MNC that are (i) not included in MNQ, and (ii) 
iteratively connected to at least one of the metabolite pools in MP. 
Although observation 2 is used to prune parts of the sub-network 
and to reduce the number of metabolite pools to be considered, 
there is no guarantee on which iteration the SMDA algorithm 
encounters the conflict. This means we may have to consider the 
complete sub-network for possible fixes. Next, we propose a 
technique to narrow down the part of the network to be enlarged. 

5.1.1 Locating the Active Conflicting Sub-network 
As observation 3 states, the conflict is between two sets of 
observations, one implies flow along the path in the network and 
the other suggests no flow. Enlarging the network helps for 
redirecting the flow to some other part of the network that has 
been excluded before. Thus, we need to locate the part of the sub-
network that needs to be modified to redirect the flow. We make 
use of the following concepts to locate the active conflicting sub-
network that results in the conflict, to help narrow down the part 
of the sub-network to be considered for enlarging. 
Def’n (k-Neighborhood of a metabolite pool): Given the sub-
network MNQ and the metabolite pool mp in MNQ, the k-

neighborhood of mp is a subnetwork of MNQ formed by the 
metabolite pools and reactions that can be reached from mp, by 
following paths in MNQ that contain at most k reactions 
(regardless of the direction). 
Next, we constrain this definition by finding the active subset of 
the k-Neighnorhood of a metabolite pool. 
Def’n (Active k-Neighborhood of a metabolite pool): Given the 
sub-network MNQ and the metabolite mp in MNQ, the Active k-

neighborhood of mp is the sub-network of MNQ formed by (a) the 
set of metabolite pools in MNQ, that can be reached from mp by 
following a path P containing (i) at most k Active reactions in 
MNQ, and (ii) no Inactive reactions (regardless of the direction), 
and (b) only the Active reactions in path P. 
Def’n (Active *-Neighborhood of a metabolite pool): Active *-
Neighborhood of a metabolite pool is the Active k-Neighborhood 
of the metabolite pool such that Active (k+1)-Neighborhood and 
the Active k-Neighborhoods are the same (no change). 
Having defined the active *-Neighborhood, next we identify 

“conflicting” metabolite pools for which we will find 

neighborhoods.  

Def’n (Conflicting metabolite pool): Conflicting metabolite pool 
is a metabolite pool that (a) gives rise to an Expansion Conflict by 
implying that the reaction that it is a substrate or a product of, 
should be Active when, in fact, the reaction status cannot 

determined (i.e., Expansion Conflict) or (b) gives rise to a Merge 
Conflict by not sharing status among groups.  
In Figure 2, the conflicting metabolite pool is PEP as it implies 

that Reaction R should be Active and R’s status cannot be 

determined and in Figure 3, the conflicting metabolite pool is 

G6P. Next we define the active sub-network that is going to be 

considered for modification using the definitions above. 

Def’n (Active Conflicting Sub-network (ACS)): Active Conflicting 
Sub-network is the union of the Active *-neighborhoods of the 
conflicting metabolite pools. 
As an example, in Figure 3, ACS consists of G6P, PEP, Pyruvate, 
Reaction R and Pyruvate Kinase. 

5.1.2 Locating the Inactive Conflicting Subnetwork 
After locating the ACS, we then investigate the other side of the 
sub-network which implies no flow. We make use of the concepts 
that are symmetric to definitions in Section 5.1.1 (Active vs. 
Inactive) to locate the inactive conflicting subnetwork (ICS) that 
results in the conflict. We skip the details due to space constraints. 

5.1.3 Modifying the Sub-network 
As explained in Sections 5.1.1 and 5.1.2, after a conflict occurs, 

we locate the ACS and ICS, based on reaction or metabolite 

pool(s) that lead to the conflict. This prunes MNQ further into a 

possibly smaller network, i.e., ACS and ICS, as we might even 

exclude some parts of the group(s) that lead to the conflict. In this 

subsection, we discuss techniques to efficiently locate (i) which 

reactions to consider for enlarging MNQ so that conflicts are 

eliminated, and (ii) if considering the enlarged network would 
solve the problem at all. We start with ACS. While considering 
ACS, the goal is to change the direction of the flow going over a 
metabolite pool so that some other reaction currently with the 
label Unknown can be assigned the label Active, resulting in the 

elimination of the conflict.  
Example 5.1. We consider the MNQ shown in Figure 4. Three 

observations are input to the algorithm: Acetyl-CoA (Available) 

assigned to Group 1, Malate (Available) assigned to Group 3, and 

Alpha-ketoglutarate (Unavailable) assigned to Group 2. As 

algorithm proceeds it merges Group 1 and 3 into Group 4. While 

Group 2 and 4 is being merged, a conflict occurs as shown in 

Figure 4. The conflicting metabolite pool is Citrate and the Active 

*-neighborhood of Citrate consists of reactions: Malate 

Dehydrogenase and Citrate Synthase and metabolite pools: 

Citrate, CoA, Acetyl-CoA, Oxaloacetate and Malate. 

For ACS, our approach starts with each conflicting metabolite 
pool (its Active 0-neighborhood), and enlarging, if possible, the 
network by adding (i) a consumer reaction if the conflicted pool is 
being produced (there is an Active producer, but no Active 

consumers) in the ACS, or (ii) a producer reaction if the conflicted 
pool is being consumed (there is an Active consumer, but no 
Active producers) in the ACS. Notice that adding a reaction in this 

manner, suggests another direction of flow. If there is no such 

reaction in the complete network, we set all reactions (in the 

Active 1-Neighborhood in this case) of the conflicting metabolite 

pool to Inactive, and change the label of the conflicting pool itself 

to Unavailable. If the metabolite pool is an observed one, we 

cannot change its label, and, hence, we conclude that we could not 

find a solution. If not observed, then we go on to investigate 

metabolite pools in the Active 1-neighborhood of the conflicting 

metabolite pool, while ignoring the Active 0-neighborhood 

(previous one). Then for the metabolite pools in the 1-

neighborhood (but not in the Active 0-neighborhood), we apply 

the same procedure for the conflicting pool. Notice that we have 

changed the ACS by changing the label(s) of the reaction(s) to 
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Inactive, so being consumed/produced in the neighborhood is 

decided after this change.  

If any of the pools that require a modification, and lack the 

corresponding type of reaction (producer/consumer) in MNC, we 

apply the same procedure for the next neighborhood (Active 2-

neighborhood in this case). If we eventually try for Active *-

neighborhood of a conflicting metabolite pool and fail, we 

conclude that this is a misclassification conflict. Otherwise we 

modify the sub-network and re-run the algorithm. We give an 

example. 

 

Figure 4.  ACS and ICS for Citrate. 

Example 5.2. For the network in Figure 4, we search the Active 

0-neighborhood of Citrate. As it is produced in the Active *-

neighborhood, we look for a consumer in MNC and add Citrate 

Transport, which is the solution to the problem. If we did not have 

Citrate Transport in the complete network, we would then 

investigate Active 1-neighborhood and change the label of Citrate 

Synthase to Inactive. We would not need to add a reaction to CoA 

as Citrate Synthase is the only reaction attached to CoA and it is 

Inactive. Although Acetyl-CoA does not have any other attached 

reactions than Citrate Synthase, we still would need to add a 

consumer as it is observed. As there is no such reaction for either 

Acetyl-CoA or Oxaloacetate, enlargement process would fail and 

we would conclude that this is a misclassification error.  

Next we attempt to modify ICS. The strategy is to generate flow 
by satisfying the Activation Condition Sets of the reactions by 
considering external producer/consumer reactions. We skip the 
details of this part due to space constraints. 

5.2 Suggesting Fixes to Metabolite Thresholds 
It is possible that the problem lies with the metabolite pool label 
thresholds, and cannot be solved by enlarging the metabolic sub-
network. If this is the case, the solution needs to have three steps: 
(i) locate the problematic observations (thresholds), (ii) correct the 
thresholds (so, re-classify metabolite pools), (iii) restart the 
SMDA algorithm. 

5.2.1 Locating Problematic Thresholds 
Going back to observation 2 above, the thresholds that are of 
interest are the ones that are in those GAI group(s) that lead to the 
conflict. However, with the same reasoning summarized in 

Section 5.1, the group(s) may end up spanning the whole 
metabolic sub-network MNC, and end up suggesting changes for 
all observations. Therefore, it is essential to prioritize the 
thresholds to be changed. Among the candidate metabolite 
thresholds that are grouped based on their distances to the conflict 
in ACS or ICS, those that are closer to thresholds are more likely 
to be erroneous due to the inherent error in both the thresholds and 
the measurements, as mentioned in Section 4.1.To address this 
issue, for each metabolite pool measurement, we find the range it 
falls in. Then, in this range, we find the threshold that is closer to 
the observation (e.g., for an observation that falls in the Available 
range, we identify if it is closer to the Available threshold or the 
Accumulated threshold). Finally, we find the distance between the 
closer threshold and the observation, and normalize this distance 
by the range it falls in. As being distant from the thresholds is 
better, we negate the value found. So the range of the score is [0,-
1]. Below, we formally define the misclassification score of an 
observation using the intuition above. We assume an observation 
can be as much as twice the Accumulated threshold to calculate 
the score. 
Def’n (Misclassification score of an observation): Given a 
metabolite pool mp with the metabolite pool label thresholds 
specified as AvailableThmp, AccThmp, S.AccThmp, respectively, and 
the observed value for that pool Obsmp, the misclassification score 
of an observation is computed using the following function. 
                       (     )
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5.2.2 Correcting Problematic Thresholds 
Having found the candidate thresholds for correction, we next 
identify which is likely to be problematic, and then make an effort 
to correct the threshold.  
As the number of pools is huge (with possible 4 states), and the 
algorithm itself is exponential, rather than applying automated 
reasoning, we think that, at this point in time, it is more feasible to 
provide a solution based on user feedback than to apply an 
automated trial and error procedure. That is, currently, we follow 
the approach of providing the information back to the user about 
problematic thresholds by ranking them, and let the user fix with 
the problem with his/her domain knowledge.  

6. EXPERIMENTS 
In this section, we present an empirical evaluation of our proposed 
techniques.  

6.1.1 Experimental Setting 
Dell PowerEdge R710 Server with two Intel® Xeon® quad 
processors and 48 GB main memory has been used in the 
experiments. The mammalian metabolic network database, 
constructed from literature, includes: 22 pathways, 202 
metabolites, 375 metabolite pools, and 240 reactions. The 
metabolite pool label thresholds are obtained from HMDB [14]. 
To test our techniques, three MNQ metabolic networks are used: 
Network 1: Consists of 4 reactions and 8 metabolite pools. There 
are 5 observations. Network 2: Consists of 24 reactions and 48 
metabolite pools. There are 8 observations. Network 3: Consists 
of 48 reactions and 89 metabolite pools. For this network, we 
have generated a random sample of 37 observations. 
For each of three networks described above, the SMDA 
Algorithm returns a non-empty set of results. To generate 
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observation conflicts in the algorithm, we change the observation 
of a single metabolite pool in the observation set from Available 
or Accumulated to Unavailable (e.g., 0.0 uM). We do this for each 
observation in the observation set for Network 1 and 2, and a 
subset of the observations for Network 3 (11/37 observations), 
and then take the average of the results for each case that result in 
a conflict. This approach creates conflicts for 5 out of 5 
observation changes in Network 1, 4 out of 8 observation changes 
in Network 2, and 11 out of 11 observation changes in Network 3. 
If a conflict occurs (i.e., Merge or Expansion Conflict), then we 
generate the ACS and ICS of the conflicting metabolite pool(s). 
We also prepare the list of candidate metabolite pool thresholds to 
be changes and rank them. 

6.1.2 Experiment Results 
In this section we present the results of our tests on the ability to 
prune the sub-network and the ability of pruning/ranking the 
candidate observation thresholds to be changed. 

 
Figure 5.  Size of MNQ versus the sizes of ACS and IC 

6.1.2.1 Pruning the Sub-network 
Figure 5 shows the average sizes of the ACS and ICS versus the 
size of MNQ, where we measure the size of the network with the 
number of reactions. #Reactions in Conflicting Sub-network 
shows the size of the network when ACS and ICS results are 
unified (added together). Figure shows that sizes of ACS and ICS 
are smaller than the size of MNQ by orders of magnitude. Out of 
the 20 observation changes that resulted in conflict in all three 
networks, 8 of them could be solved by checking the ACS, and 1 
of them could be solved by modifying ICS. Although these results 
depend on the network topology and distribution of observations 
in the network, on the average, our techniques perform very well. 

 
Figure 6.  Evaluation of the Problematic Threshold Suggestion  

6.1.2.2 Pruning/Ranking Candidate Thresholds 
Figure 6 shows the total number of observations that has been 
input to the algorithm by #Possible Problematic Thresholds. Then 
we show the average number of thresholds suggested to the user 
as candidates, which is significantly lower than the total number 
of observations. Finally, as we revised one observation label at a 
time, we know the problematic threshold in the observation set 
(since, if we reset it, the SMDA algorithm returns a non-empty set 
of results). We checked if the observation that we revised is in the 
candidate set; and, if so, we recorded the rank of it. In our tests, 
the revised observation was in the candidate list in 20 out of 20 

cases, and, on average, it was ranked within the first two 
candidates, as Figure 6 depicts. 

7. CONCLUSIONS  
SMDA Algorithm is an important tool for biochemists to grasp 
the dynamics of the underlying metabolic network by only 
looking at the metabolic profiles of the organisms. Observations 
input to the algorithm might end up conflicting with each other 
either due to working on a constrained network or 
misclassification of observations due to incorrect metabolite pool 
label thresholds. Our techniques presented in this paper 
effectively solve the problem computationally by (i) focusing on a 
significantly smaller network, (ii) using metabolic biochemistry 
principles to redirect the flow, and (iii) in misclassified threshold 
cases, guiding the user to solve the problem manually. 
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ABSTRACT
Detection of structural variations is an important problem.
With the next generation sequencing technology, it is rela-
tively easier to obtain a set of paired-end short reads from
an individual (the donor). By aligning these reads onto a
reference genome (the reference), we are able to detect some
of the structural variations that exist between the donor and
the reference. A number of tools were developed in this di-
rection. However, these tools are not able to detect all types
of variations. In particular, they do not perform well for the
detection of tandem duplications which are found to be asso-
ciated with some diseases. In this paper, we try to solve this
problem and developed algorithm to identify novel tandem
duplications that exist in donor and vice versa. Experimen-
tal results on both simulated and real datasets showed that
our solutions are effective.

General Terms
Algorithm

Keywords
structural variations, novel tandem duplication detection

1. INTRODUCTION
Structural variation refers to the variations between the

genomes (usually of the same species). The smallest varia-
tion involves a single nucleotide is termed single nucleotide
polymorphisms (SNPs). In general, structural variation can
be of any length of variations which include insertions, dele-
tions, inversions, translocations and duplications. Recent
studies have revealed that the number of structural varia-
tions is more than originally expected [14, 4]. The structural
variations have significant contribution to human genome
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diversity [11, 10, 5] and many are also associated with ge-
netic diseases [20]. Finding the structural variations between
genomes is essential.

To detect the structural variation of a person whose com-
plete genome is usually not available, one commonly used
approach is to use only one assembled genome (the refer-

ence) and a set of paired-end reads from another the genome
of that person (the donor). Then, based on the alignments
of the donor’s paired-end reads to the reference genome,
we try to detect the structural variations. The success of
this approach is due to the recent advancement on next-
generation sequencing (NGS) technologies which can pro-
duce low cost high-throughput paired-end whole-genome se-
quencing reads.

Existing tools which belong to this category includes: Vari-
ationHunter [9, 6], MoDIL [15] and BreakDancer [12]. In
their approaches, every pair of reads from the donor genome
are generated with approximately known distance between
them. The reads are mapped to the reference genome, and
if the pairs are mapped at a distance significantly differ-
ent from the expected length or with improper orientation,
structural variations are thus suggested to exist [19]. These
pairs with abnormal mapping are termed discordant paired-
end reads in [6]. All these existing tools focus only on the
discordant reads. If the pair-end reads span the region of
deletion, then the distance between the mapping of the pair
would be larger than the expected length. On the other
hand, if the pair-end reads span the region of insertion,
then the distance would be smaller than the expected length.
Also, if the pair-end reads span across boundary of the inver-
sion, then the orientation of the mapping of one read will be
changed. VariationHunter makes use of the discordant reads
and a probabilistic model to detect deletions, insertions, in-
version and also insertion of repetitive elements (in its newer
version). MoDIL used discordant reads and considered the
distribution of the distance between the pair-end reads to
further improve the sensitivity of insertion and deletion de-
tection. BreakDancer made use of the discordant reads to
detect more types of structural variations including inser-
tion, deletion, inversion and translocation. However none of
these software consider the detection of insertion/deletion of
tandem duplications. These techniques cannot be directly
applied for this detection.

Tandem duplication (TD) is found association with some
diseases, such as, Miller-Dieker syndrome [3], Lynch syn-
drome [17], Soto syndrome [1, 13] and Catilage-hair hypopla-
sis [8]. The studies found that the patients have tandem
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duplications of some specific regions in chromosomes, while
those regions are not duplicated for the persons without the
diseases. The size of the regions being duplicated vary a
lot, depending on the type of the diseases. Some may be
as short as 14bp while some as long as 1K or even 1M.
In this paper, we propose method for the detection of in-
sertion/deletion of tandem duplication. Unlike the existing
methods, we consider not only the discordant reads, but also
(1) the paired-end reads with normal mapping (i.e. the dis-
tance between the pairs falls within the expected range and
the orientations are proper) of which the mappings overlap
with the mappings of discordant reads; and (2) the paired-
end reads of which one has unique mapping but another has
multiple locations of mapping. Note that another compu-
tational method, which measures the depth of coverage of
donor’s reads mapped to the reference genome and identifies
the changes of coverage of the mappings along the reference
genome, can only detects the duplication of large region like
>5K bp [2]. Our method has no this limitation and can de-
tect the duplication of regions of size less than 100bp. Ac-
cording to our experiment result, our method outperforms
the existing software and exhibits high sensitivities in detec-
tion of insertion/deletion of tandem duplications.

2. DEFINITIONS

Figure 1: (a) Insertion of tandem duplication: the
red region, which appears once in the reference
genome, is duplicated and appears more than one
times consecutively in the donor genome. (b) Dele-
tion of tandem duplication: the red region, which
appears more than one times consecutively in the
reference genome, appears only one time in the
donor sequence.

Figure 2: An example of tandem duplication of pat-
ten ”ACAGTTGCCCACGATT” with copy number
equal to 2.

Our aim is to detect the insertion or the deletion of tan-
dem duplications on the donor genome when compared with

the reference genome. Precisely, the insertion of tandem du-
plication refers to the situation that there is a region, which
appears once in the reference genome, is duplicated and ap-
pear more than one time consecutively in the donor genome
(as illustrated in Figure 1a). Conversely, the deletion of tan-
dem duplication exists when there is a region, which appears
more than one time consecutively in the reference sequence,
appears only once in the donor sequence (as illustrated in
Figure 1b). As illustrated in Figure 2, we denote the whole
region of the tandem duplication as tandem duplication re-

gion, the regions of the pattern which is duplicated consec-
utively more than one time inside the tandem duplication
region as blocks, the length of the block as block size, the
boundaries between the blocks as inner boundaries, and the
number of times the block being duplicated as the copy num-

ber. Please note that our method can support for the copy
number greater than or equal to 2.

Consider the paired-end reads from the donor genome.
Every pair of reads from the donor genome should be gen-
erated with approximately distance between them. Assume
the distances (d) between every pair of reads follow a nor-
mal distribution with mean µ and standard deviation σ and
all the reads are in the same length r. Every length-r read
should cover a range of positions on donor. Let the starting

position and the ending position of the read be the first po-
sition and the last position it covers. For every paired-end
reads, let left read be the read with smaller starting position
and right read be another one. Note that we assume there is
no overlapping between the left read and the right read (i.e.
the ending position of left read is smaller than the starting
position of right read). Also, the orientation of the left read
should be different from the orientation of the right read.

All the reads should be first mapped to the reference
genome sequence. Then our method is applied to detect
the insertion or the deletion of tandem duplications accord-
ing to the mappings of the reads. Please note that the re-
sulting mappings of the reads depend on the criteria used
for aligning them to the genome sequence (like the number
of mismatches or edit distance allowed) and the choice of
alignment tool. There may exist more than one mapping
for each read, and each mapping represents a valid align-
ment between the read and a region of the reference. The
starting position of the mapping is the first position in the
region, and ending position is the last position in the region.
Also, let left mappings be the mappings of the left read, right

mappings be the mappings of the right read, and define the
span of the mapping is the region from the starting posi-
tion of the left mapping to the ending position of the right
mapping.

Our problem is: given (1) the reference genome sequence,
and (2) the mappings of the paired-end reads of donor to
the reference, we would like to output (1) the starting and
the ending positions (according to the reference) of the re-
gions of which the patterns appear once in the reference but
appear more than once consecutively in the donor (for the
case of insertion of tandem duplications) and (2) the start-
ing and the ending positions (according to the reference) of
the tandem duplication regions in which the pattern of the
block appear only once in the donor sequence (for the case
of deletion of tandem duplication).

3. METHOD
Due to the space limitation, we only focus on the inser-
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tion of tandem duplication, i.e., the tandem duplication is
new in the donor and does not occur in the reference. For
the case of deletion of tandem duplication, please refer to
the extended version of the paper[18]. The high-level idea
of our method is that when insertion of tandem duplication
occurs, by considering a pair of reads of which one read is
inside the first block of the tandem duplication and another
read is inside another block, we found that there is special
characteristic of the mappings which is unique to the inser-
tion of tandem duplication.

When insertion of tandem duplication occurs, since the
pattern of the block appears once in the reference genome,
if a read is from a block in the tandem duplication on the
donor genome (i.e. both of the starting and the ending po-
sitions of the read fall inside the same block) and the read
is not too short, it has high chance that the mapping of the
read on the reference is unique. Therefore, to make it simple,
our method only considers the unique mapping of each read
and ignore all the multiple mappings of the reads. Also, by
considering the unique mapping, we can make sure that the
regions outputted by our method appear only once in the
reference genome. For ease of explanation of our method,
we first consider the tandem duplication with copy number
equal to 2. The method can be extended to detect the in-
sertion of the tandem duplication with copy number greater
than 2.

Consider a pair of reads such that the left read is inside
the first block of the tandem duplication (i.e. the starting
position and the ending position of left read are inside the
first block) and the right read is inside the second block, an
observation is that the unique mapping of the paired-end
reads can be categorized depending on the block size of the
tandem duplication (as in Figure 3). Figure 3a shows the
case that when the block size is exactly equal to d (the dis-
tance between the paired-end reads), the ending position of
the left mapping is equal to the starting position of right
mapping −1. Interestingly, if the block size increases (as
shown in Figure 3b and 3c), the left mapping would start
overlapping with the right mapping. And if the block size
further increases (as shown in Figure 3d), the right mapping
may be in the left side of the left mapping (i.e. the start-
ing position of the left mapping is greater then the ending
position of the right mapping). On the other hand, if the
block size decreases from the value of d (as shown in Figure
3d), the distance between the left mapping and the right
mapping increases and note that the distance between them
is always less than d.

Let t be the distance between the ending position of the
left mapping and the starting position of the right mapping,

t = d − b (1)

For example, when b = d (the block size is equal to the
distance between the reads), the distance between the left
and right mappings is zero (as in Figure 3a), and when d <
b < d + 2r, t will be between (−2r, 0). The negative value
of t indicates the starting position of the right mapping is
less than the ending position of the left mapping. Since
|t| < 2r, the left mapping overlaps with the right mapping
(as in Figure 3b and 3c). And when b > d+2r, since |t| > 2r
and t < 0, the right mapping will be in the left side of the
left mapping and would not overlap with each other (as in
Figure 3d). Finally when b < d, then t > 0 and the right
mapping will be in the right side of the left mapping. As

Figure 3: Let b be the block size and d be the distance

between the paired-end reads. (a) The case for b = d. (b)

The case for d < b ≤ d+r. (c) The case for d+r < b ≤ d+2r.

(d) The case for b > d+2r. (e) The case when the patten

length p is smaller than d.

the block size (b) decreases, the distance between the left
and the right mapping increase. Since the block size has to
be greater than zero (i.e. b > 0), the distance between the
left and the right mappings is always less than the distance
between the left and the right reads (i.e. t < d).

Therefore, if the insertion of tandem duplication exists,
there are three phenomenons: (1) the left mapping overlaps
the right mapping; (2) the right mapping is in the left side
of the left mapping; (3) the right mapping is in the right
side of the left mapping with distance less than d (which we
regard as insertion mapping because this type of mapping
usually appears when a basic insertion exists). (1) and (2)
are strong signal to detect the insertion of tandem duplica-
tion, because there is no other variation having these situ-
ations. Note that if the same tandem duplication appears
in the reference genome, since our method only considers
the unique mappings, we will not report those regions as
insertion of tandem duplication. However, (3) is not a suffi-
cient signal because this signal will also appear if the basic
insertion exists.

There is an additional unique phenomenons for insertion
of tandem duplications which can be used for verification
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Figure 4: For the insertion of tandem duplication
region, there always exist normal mappings overlap-
ping with the insertion mappings.

when the insertion mappings exists. As shown in Figure 4,
when insertion of tandem duplication occurs, there should
exist a set of normal mappings (i.e. the distance between the
pairs falls within the expected range and the orientations
are proper) overlapping with the insertion mappings. This
situation would not appear in the basic insertion.

Thus, to detect the insertion of tandem duplication, we
first obtain all the unique mappings with any of the follow-
ing characteristics: (1) the left mapping overlapping with
the right mapping, (2) the left mapping in the right side of
the right mapping, (3) the left mapping is in the left side of
the right mapping with distance between less than µ− 2 ∗ σ
(to make sure the distance is not shorter than the expected
length by random) and is overlapped with some normal map-
pings. Then cluster all these mappings according to the span
of the mapping. Two mappings will be in the same cluster if
their spans overlap with each other. Each cluster is consid-
ered to represent an insertion of tandem duplication, And
the smallest starting positions (or the largest ending posi-
tions) among all the mappings in cluster will be reported
as the starting (or the ending) of the region of which the
patterns appear once in the reference but appear more than
once consecutively in the donor.

Please note that as shown in Figure 5, insertion mapping
also exists when the left read inside the first block and the
right read outside the tandem duplication region, or the left
read outside the tandem duplication region and the right
read inside the second block. As we may notice that the in-
sertion mapping should also overlaps with the normal map-
pings, this situation would not confuse the detection of the
insertion of tandem duplication, although the reported re-
gion may be a bit larger. Moreover, if the copy number of
the tandem duplication is greater than 2, all the above phe-
nomenons also exist and so the same method can be applied
to detect for the insertion of tandem duplication, although
the equation 1 and the corresponding block size for each
phenomenon may not be the same.

Note that there is an assumption on our described method
that the block size has to be larger than the read length. If
the block size is smaller than the read length, one of the
pair-end reads cannot be mapped to any position, and so
the same strategy cannot be applied to detect the the end-
ing position of the tandem duplication region. Therefore,
for every read which cannot be mapped to any position in
reference, we can simulate three shorter reads near the start,
the middle and the end of the read (please refer to [18] for
details). Then if any of them can be mapped to the genome,
the same method can be applied to detect the insertion of
the tandem duplication regions.

Figure 5: (a) Insertion mapping exists when the left
read inside the first block and the right read outside
the tandem duplication region. (b) Similarly, inser-
tion mapping also exists when the left read outside
the tandem duplication region and the right read
inside the second block.

Table 1: Summary of the simulated data
Similarity % Total # # of # of # of TD

between of TD insertion deletion with no
the blocks of TD of TD change

100% 30 12 13 5
99% 30 10 15 5
98% 30 17 8 5

4. EXPERIMENTAL RESULT
We have implemented both of the methods for detection

of insertion/deletion of tandem duplication by C++. To
evaluate the effectiveness of the methods, we simulated four
set of data for testing. Each set of data includes a reference
sequence and a donor sequence, and both sequences are 1M
long. Then we randomly simulated a total of 30 tandem
duplications with copy number 2 or 3 and block size between
50 and 500 into the sequences. Some tandem duplications
are inserted, some are deleted and some have no change in
donor sequence compared with the reference sequence. Since
in nature the blocks inside the tandem duplication may not
be exactly the same, we also simulated some changes among
the block so that the similarities between the blocks in the
four sets of data are 100%, 99%, 98% and 95%. Table 1 lists
out the summary of the four set of simulated data.

We then simulated the paired-end reads from the donor
sequence by using wgsim (part of the SamTools [7]). The
read length is 75, the mean of the outer distance between
the pairs (i.e. the distance between the starting position of
the left read and the ending position of the right read) is 320
with standard deviation 30. Error rate is 2% and the cover-
age of the reads is 40X. We use 2BWT[16] to align the reads
to the reference sequence by setting the allowed number of
mismatches is 4. After the reads of donor are aligned to the
reference by the alignment tools, we then use our method
and try to identify the insertion and the deletion of tandem
duplication. Table 2 lists out the performance of the soft-
ware for detection of insertion of tandem duplication. As we
can see, our method performs well with sensitivity 92% and
specificity 100% when the blocks in the tandem duplication
are highly similar (i.e. 99-100%). However, the performance
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Table 2: Summary of our performance.
similarity total # of # of # of sens- spec-
between insertion/ insertion/ answers itivity ifcity

the deletion deletion outputted (%) (%)
blocks of TD of TD

correctly
identified

100% 25 23 23 92% 100%
99% 25 23 23 92% 100%
98% 25 20 21 80% 95.2%
95% 25 15 15 60% 100%

Table 3: Summary of the performance of the soft-
ware on the data with 100% similarity between the
blocks.
Software total # of # of # of sens- spec-

insertion/ insertion/ answers itivity ifcity
deletion deletion outputted (%) (%)
of TD of TD

correctly
identified

VH 25 2 31 8% 6.5%
MoDIL 25 0 0 0% –

BD 25 3 25 12% 12%

drops quickly to 60% sensitivity when the similarity level be-
tween the blocks is 95%.

Although there is no existing software which is designed
for detection of insertion/deletion of tandem duplication,
we still select some softwares such as VariationHunter(VH)
[9, 6], MoDIL [15] and BreakDancer(BD) [12] for testing.
We would like to confirm whether the existing methods are
able to identify the structural variations involving inser-
tion/deletion of tandem duplication. We tested the software
on the data with 100% similarity between the blocks and ta-
ble 3 lists out the performance of the software. As one can
see, all the sensitivity and the specificity of the software are
very low (i.e. less than 15%). The poor performance of the
software is due to the situation that they does not consider
the structural variations including the insertion/deletion of
duplication.

Finally, we selected the chromosome 17 of the reference
genome in NCBI (version R37.p2) as reference and chromo-
some 17 of the Venter’s genome [14] as donor, and use our
method to detect the insertion of the tandem duplication on
Venter’s genome when compared with the reference genome
in NCBI. Our software outputted two regions. When we
tried to look into these regions manually, they are very likely
an insertion of tandem duplication (i.e. there is only one
copy of the pattern in the reference genome in NCBI, but
the pattern appears more than one times consecutively in
Venter’s genome). The details of the regions are listed in
the table 4. Thus our software seems able to detect inser-
tion of tandem duplication in the real chromosome. Note
that after the reads are aligned to the reference genome, our
method needs less than 15 minutes to make detection for the
reads of the genome over 50M. Our machine has 8G memory
and a dual-core 2.6GHz CPU.
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Table 4: Insertion of tandem duplication outputted
by our software in Venter’s chromosome 17 with re-
spect to NCBI’s reference genome.

positions on positions on copy block
Venter’s NCBI’s Ref number size
chr 17 chr 17

2515080- 2622740- 1.9 110
2515853 2623472

66089502- 70697756- 2.1 140
66090120 70698413
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ABSTRACT 
Numerous different algorithmic approaches have been developed 
to map the short-reads produced by next-generation sequencing 
technologies onto reference genome sequences. When sufficiently 
close reference genomes do not exist, less rigorous approaches 
must be taken, as is the case for analysis of diverse environmental 
samples. We have developed a new suite of data structures and 
algorithms specifically for the mapping of reads from 
environmental sequencing projects. A pipeline was developed 
which can rigorously map reads to genomes with many 
mismatches between the two. Using 50+ million reads generated 
from soil samples, we present the results of our performance 
analysis of our approach. 

Categories and Subject Descriptors 
J.3. Computer Applications; Life and Medical Sciences; Biology 
and Genetics 

General Terms 
Algorithms, Design 

Keywords 
short-read mapping, metagenomic sequence analysis 

1. INTRODUCTION 
The past five years has seen a dramatic surge in the quality and 
quantity of sequencing reads produced by next-generation 
technologies. A variety of different sequencing strategies have 
been employed by competing technologies. (For a review see, e.g. 
[17,18].) Characteristic of next-generation sequencers is the 
relatively short ‘read’ (or DNA sequence) length produced, 
varying from 26 to 400+ nucleotides or bases. While initially 
marketed for resequencing projects, these technologies are now 
being employed for de novo sequencing of larger genomes. 

To make sense of the reads produced by sequencers, one often 
compiles or ‘assembles’ them into longer sequences 
representative of gene sequences, segments, chromosomes, or 
whole genomes. Resequencing projects have the advantage of 
being able to ‘map’ or align the reads to a reference 
sequence/genome. Programs developed for the assembly and/or 
mapping of reads produced by the Sanger sequencing method do 
not perform well when considering reads produced by these new 
technologies. The reason is two-fold – these programs do not 
scale up to the increased number of reads produced nor do they 
scale down to the shorter read lengths produced [23]. As a result, 
a number of new software tools have been developed, including 
MAQ [14], RMAP [21,22], SOAP [15], MOM [5], Bowtie [12], 
SHRiMP [3], ZOOM [16], CloudBurst [20], PerM [2], X-MATE 
[24], BWA [13], mrsFast [8] and mrFAST [1], amongst many 
others. These tools vary in their speed and sensitivity in 
recognizing matches. 

It is important to note that the aforementioned next-generation 
sequence mapping tools have been developed with mammalian, 
primarily human, resequencing projects in mind. Metagenomic 
studies, or the examination of the microbial life present within 
ecological niches, present a very different challenge. In such 
projects, a variety of organisms can be present. Moreover, the 
organism from which the read came may not have a sufficiently 
close near-neighbor species sequence available to be used as a 
reference. In other words, the number of mutations (substitutions 
as well as indels) separating the read sequence and the closest 
homologous sequence present within a known genome may 
exceed the threshold supported by the mapping tool. In the 
aforementioned tools, many consider just two or three 
substitutions as a ‘match’ and the majority do not screen for 
indels. Thus, programs developed specific for the mapping of 
metagenomic reads, e.g. MEGAN [9], CARMA [11], and MG-
RAST [19], depend on heuristics such as BLAST to accommodate 
significant sequence divergence and a large collection of 
reference sequences. As a result, the sensitivity of the search is 
reduced and/or a great deal of false positive matches can be made.  

Permission to make digital or hard copies of all or part of this work for 
personal or classroom use is granted without fee provided that copies are 
not made or distributed for profit or commercial advantage and that 
copies bear this notice and the full citation on the first page. To copy 
otherwise, or republish, to post on servers or to redistribute to lists, 
requires prior specific permission and/or a fee. 
ACM-BCB ‘11, August 1-3, 2011, Chicago, IL, USA. 
Copyright © 2011 ACM 978-1-4503-0796-3/11/08…$10.00. 

Herein we present a new tool, specifically designed for the 
mapping of metagenomic short reads, implementing an approach 
more akin to those developed for mammalian resequencing 
projects while accommodating greater sequence divergence. 
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2. METHODS 
2.1 Sequence Representation 
By using a bit-wise representation of a nucleotide sequence 
(rather than character), the memory required to store sequences 
can be decreased. As such, we chose to represent a nucleotide 
sequence as two binary numbers – the RY-id indicating purine (R: 
A/G=0) or pyrimidine (Y: T/C=1) and the WS-id indicating weak 
(W: A/T=0) or strong (S: C/G=1). Thus, two bits are needed to 
represent each nucleotide in the sequence. 
 

2.2 Preprocessing Reference Sequence(s) 
Each reference sequence is decomposed into the collection of all 
subsequences present of length r which are then represented as an 
RY-id and WS-id pair (subsection 2.1). The length r is equivalent 
to the length of the read sequences to be mapped; thus variable 
read sizes necessitates each length to be considered separately. 
These RY-id and WS-id pairs are sorted and stored in an array A. 
Furthermore, each pair is represented by an index value which we 
define as the binary to decimal conversion of l select bits within 
the RY-id. For instance, in Figure 1A, the index value is defined 
as the binary to decimal conversion of the RY-id’s first six 
nucleotides, l=6. The index, however, can be any contiguous or 
concatenation of non-contiguous positions within the RY-id. The 
index value is introduced to expedite the mapping process; each 
element in array I is a reference to an array D containing pointers 
to elements in the A having the same index value. The I and D 
arrays serve as a look-up table for RY-id and WS-id pairs 
according to the index value. The memory required for array A is 
2rM bits where M is the length of the reference sequence(s). 
 

2.3 Identifying Exact and Close Matches 
Each read is represented as a binary pair, r(RY-id) and r(WS-id). 
Each read’s r(RY-id) value is compared to all RY-id values in A 
that have the same index value i. If the two differ in less than or 
equal to t bit positions, where t is a user specified threshold, then 
the WS-id and r(WS-id) are compared. Because i is based upon 
the two-alphabet purine/pyrimidine representation and not a 
specific nucleotide, sequences which differ due to transitions 
(purine to purine or pyrimidine to pyrimidine mutations) will have 
the same index value i. Thus, each r(RY-id) will be compared to 
subsequences which may be many transitions away. The approach 
implemented here was designed to take advantage of the fact that 
transitions occur much more frequently in nature than 
transversions (purine to pyrimidine or vice versa), e.g. [7]. 
(Although indexing according to the WS-id was also tested during 
development, it did not perform as well (results not shown).) We 
refer to this search strategy as the bin search strategy (Figure 1B). 
In the event that a transversion within one of the l index positions 
differentiates a read from its ‘true’ location in the reference 
sequence(s), the bin search method will not identify this match. 
By examining all indices one transversion away (1TV), additional 
RY-id and WS-id pairs in A will be examined. Additional 
transversions (2TV, 3TV, etc.) or even indels could be considered 
following this same strategy. We refer to this search strategy as 
the index-close search (Figure 1C). 
Run-time estimates are dependent upon the search strategy 
employed and the length of the index used (l). On average one can 
expect approximately M/2l comparisons for each index value. 
Thus for mapping a read set containing n reads, the run-time 

estimate for the bin search strategy is O(n×M/2l-1). Considering 
one transversion within the index (index-close search), the run-
time would thus increase to O(n×l×M/2l-1) per read. 

 
Figure 1. Mapping short reads to a reference sequence(s). (A) 
Preprocessing the reference sequence(s): The RY-id and WS-
id pair of wj is indexed by D12 and the I12 for fast look-up. (B) 
Bin search strategy: The RY-id and r(RY-id) differ at mm 
positions (indicated in red). If mm ≤ t, the WS-id’s are 
compared. (C) Index-close search strategy: Elements in A 
pointed to by D arrays one transversion away are examined; 
the indices 1TV away are listed. 
 
 

2.4 Implementation 
The aforementioned approach was implemented in C++ as part of 
a pipeline application (Figure 2). In the first stage, raw 
sequencing reads are processed, removing any reads including 
ambiguous base calls. Using these higher-quality reads, the read 
sets are filtered (Figure 2, step 2), mapping reads to a collection 
of non-target genomes and sequences. Non-target sequences can 
include possible contaminants or regions that are not of interest to 
the study. Next, the bin search strategy is performed, mapping the 
filtered reads against the target genome(s) or sequence(s) of 
interest. Reads mapped during this process can be excluded from 
further mapping and thus continue on to analysis; a closer match, 
however, may exist as a result of a mismatch within the index. 
Next, reads are mapped using the index-close search strategy. 
Mapped reads are subject to further analysis. In our present 
implementation, all mappings where tmm ≤ t are recorded. 
Analysis can include, for example, identifying the closest match 
for each read and/or closest match for each read for each 
individual target sequence. 
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Figure 2. Pipeline for mapping of metagenomic reads. 

 

RY-id and WS-id comparisons were implemented using bitwise 
operations and the function popcount. Information about each 
match was collected, reporting not only the sequence in which the 
match was found but also the location, orientation (original or 
complementary strand) and number of mismatches separating the 
read sequence and reference subsequence. 
 

3. RESULTS AND DISCUSSION 
To test the performance of the algorithms developed, we used a 
set of reads representative of the microbial diversity present 
within the soil surrounding three trembling aspen trees grown at 
ambient CO2 levels [10]. Samples were sequenced using three 
lanes of the Illumina Genome Analyzer IIx, each lane being from 
the soil of one individual tree. Each read was 51 nucleotides in 
length and the entire read set included over 52 million individual 
reads. For simplicity, we stored the RY-id and WS-id values as 
64-bit integers. Seven complete bacterial genomes were 
downloaded from NCBI’s Genome database (Table 1). They were 
selected as the test reference genome set as they are representative 
of variations in genome lengths and GC-contents as well as their 
likelihood to be found in soil. The calculations described hereafter 
were all executed on a single processor of a 32GB RAM machine 
with a 2.33GHz Quad-core Intel® Xeon® processor. 

 
Table 1. Target genomes included in performance analysis. 

Accession # Organism GC-
content 

Length 

NC_008600 B. thuringiensis 35% 5,257,091 

NC_000913 E. coli 50% 4,639,675 

NC_008595 M. avium 68% 5,475,491 

NC_008095 M. xanthus 68% 9,139,763 

NC_006570 F. tularensis 32% 1,892,775 

NC_006461 T. thermophilus 69% 1,849,742 

NC_012850 R. leguminosarum 61% 4,767,043 

 

The first stage of the pipeline excludes those reads having one or 
more ambiguous (non-A, T, C, or G) bases. Next, reads mapping 
to non-microbial genomes were filtered out. These non-target 
genomes include all available complete plant, animal and insect 
genomes from NCBI’s ftp site (ftp://ftp.ncbi.nlm.nih.gov/) as of 
February 2011. Also included as a non-target genome was reads 
from Zea mays (corn), obtained from PlantGDB 

(http://www.plantgdb.org/ZmGDB/). A strict filtration was 
implemented, removing any read which exactly (i.e. mm=0) 
matched to one or more of the non-target genomes. After this 
filtration step, there remained 52,007,404 individual reads 
representative of the pooled samples. Note, a more comprehensive 
filtration can be performed using either the bin or index-close 
search strategies. 

 

3.1 Mapping to target sequences via the bin 
search strategy 
In order to explore how the index size impacts the mapping 
sensitivity and speed, four different index lengths l were 
considered: 8, 12, 16 and 20. In all four cases, the index was 
defined as the first l contiguous bits of the RY-id or r(RY-id), 
although any l bits could be selected as long as the same indexing 
method is used for the target sequences and reads. A threshold of 
90% similarity or a maximum of 5 mutations was enforced. Table 
2 lists the number of matches found between the filtered read set 
and each individual genome. Because a read could map to several 
different positions within the genome, e.g. reads which map to 
repetitive regions or regions coding for ribosomal RNAs or 
tRNAs, we next determined the number of unique read mappings; 
the total number for each index size is included in Table 2. 

 
Table 2. Number of matches identified for the bin 

search strategy for each test reference genome.  
The number unique matches are listed in parentheses. 

 index size l 

Accession # 8 12 16 20 

NC_008600 51,167
(2,761) 

45,641 
(2,551) 

41,671
(2,349) 

38,761
(2,214) 

NC_000913 23,028
(1,957) 

20,036 
(1,722) 

17,942
(1,534) 

16,073
(1,384) 

NC_008595 14,484
(12,563) 

11,713 
(10,140) 

9,811
(8,463) 

8,260
(7,062) 

NC_008095 24,882
(9,846) 

20,842 
(7,956) 

17,931
(6,503) 

15,742
(5,365) 

NC_006570 8,492
(1,285) 

7,499 
(1,138) 

6,873
(1,047) 

6,627
1,047) 

NC_006461 144,583
(1,787) 

98,244 
(1,494) 

73,053
(1,276) 

53,370
(1,288) 

NC_012850 22,319
(12,162) 

19,225 
(10,314) 

16,891
(8,830) 

15,098
(7,670) 

Total number 
of matches: 

288,955
(42,361) 

223,200 
(35,315) 

184,172
(30,002) 

153,931
(26,030) 

 

As expected, the smaller indices identified more matches. The 
species R. leguminosarum (NC_012850) and M. avium 
(NC_008595), both bacterial species commonly found in the soil, 
had the most unique reads mapped to them. While R. 
leguminosarum is a nitrogen-fixing symbiot of legumes, 
homologous genes for symbiotic interactions with plants are 
likely present within the microbes living with the trembling aspen 
tree [6]. More reads mapped uniquely to each of these two species 
than M. xanthus, another bacterium common in soils [4]. Run-
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time, however, is dependent upon the size of the reference 
genome rather than the number of reads matching; consequently 
comparison of the reads to the M. xanthus genome took the 
longest to run. The correlation between run-time and index size is 
logarithmic (Figure 3). While the index size 12 mapped 83% of 
the reads mapped for l=8, a significant trade-off exists when 
considering specificity of the search and run-time. 

 

 
Figure 3. Run-time for bin search strategy of mapping 

the reads to each genome for different index sizes. 

 
 
 
Table 3. Number of unique matches found for the index-close 

search strategy between the reads and reference genomes. 

 index size l 

Accession # 12 16 20 

NC_008600 3,365 3,262 3,155 

NC_000913 2,502 2,391 2,296 

NC_008595 17,415 15,935 14,504 

NC_008095 13,600 12,455 11,314 

NC_006570 1,615 1,557 1,509 

NC_006461 2,529 2,289 2,103 

NC_012850 16,272 15,354 14,354 

Total number of 
matches: 57,299 53,243 49,235 

Total Run-time: 15.91 days 32.93 hrs 3.89 hrs 

 
 
3.2 Mapping to target sequences via the 
index-close search strategy 
The filtered reads were also mapped to the same seven genome 
sequences using the index-close search strategy, allowing an 
additional one transversion (1TV) to occur within the index. This 
time, three index lengths were considered, l=12, 16, and 20, 
corresponding to the first l positions of the RY-id with t=90%. 
Just as was observed for the bin search strategy, many of the reads 
mapped to multiple locations within the genome (results not 
shown). As such, the number of unique reads mapped (Table 3) is 

less than the number of matches found. The run-time increased 
linearly for the different index sizes (Table 3). By allowing for 
one transversion within the first 20 nucleotides (l=20), more 
unique mappings were found in under four hours than were found 
when l=8 by the bin search strategy in the 19.07 days it ran on the 
same seven reference genomes. Thus, balancing the index size l 
and the number of transversions allowed within the index can 
expedite the search while simultaneously improving the mapping 
capabilities. 

 

 

4. CONCLUSIONS 
In contrast to the tools developed for mammalian resequencing 
projects, the run-time of the approach here is not dependent upon 
the number of mismatches which can be accommodated; rather it 
is dependent upon the size of the reference genome collection, 
index size and search strategy employed. By favoring transitions, 
the bin search strategy is able to identify sequences several 
mismatches away as long as they share the same succession of 
pyrimidines and purines in the index positions. When permitting 
just a single transversion within one of the longer index lengths, a 
greater number of unique maps were found than when shorter 
index lengths were considered by the bin search approach. The 
performance analysis conducted here was critical in identifying 
the trade-off between the index size and the consideration of 
transversions within the index. Although the latter increased the 
run-time, a larger index size could be utilized thus ultimately 
reducing the run-time. As our results show, allowing one 
transversion within the index increased the number of unique 
matches found in a more time-efficient manner than decreasing 
the index size for the bin search. Metagenomic mapping solutions, 
however, often perform on a multiple compute node system 
[9,11,19], not a single processor as was used here. Thus, 
parallelization of the pipeline’s searches will greatly increase the 
pipeline’s performance. 

Current trends suggest that next-generation sequencing 
technologies will continue to increase their read sizes. As such, 
existing short-read mapping technologies will be evaluated under 
a new light. Longer reads can include a greater number of 
mismatches in addition to potential increased memory 
requirements. The method proposed here was developed with this 
in mind. For longer reads, a two-RY/WS-id approach can be 
taken. Instead of needing two 64-bit integers to represent a single 
read or subsequence, we now need four. For reads longer than 128 
nucleotides, the full read and sequence comparison can then be 
conducted. Although this necessitates a greater number of 
comparisons, selecting an appropriate index length and search 
strategy can make evaluation of longer reads feasible. We are in 
the beginning stages of expanding our current pipeline to 
accommodate reads up to 1000 nucleotides in length in a parallel 
environment. 
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ABSTRACT
Stochastic chemical kinetics (SCK) has become an impor-
tant formalism for modeling and analysis of complex bio-
logical systems as it can capture the discreteness and the
randomness of underlying biochemical reactions. One of the
assumptions made by SCK is that each reaction be an el-
ementary step which cannot be broken down into smaller
steps. As such, transition events of the SCK model occur
spontaneously in that there is no time lag between the re-
action initiation and completion. In practice, however, it
is very difficult to experimentally determine if an observed
state change is a result of an elementary reaction or a se-
quence of several reaction steps. To test various hypothe-
ses on such time-delays through the use of the SCK, all of
the intermediate reactions and species need to be explic-
itly specified, which can quickly become cumbersome. To
more efficiently model and analyze potential effects of such
intermediate reaction steps, this paper proposes a new for-
malism for higher-level discrete-stochastic treatment of bi-
ological systems with reaction delays. Our new formalism
can represent a time delay caused by intermediate reaction
steps as an Erlang random variable, allowing a model’s size
to be reduced substantially. This paper illustrates an appli-
cation of this formalism for analysis of the effect of different
transcription elongation steps and rates on the distribution
of RNA molecules.

Categories and Subject Descriptors
I.6 [Computing Methodologies]: Simulation and Mod-
eling; I.6.5 [Simulation and Modeling]: Model Develop-
ment—Modeling methodologies

General Terms
Algorithms, Performance
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1. INTRODUCTION
Biological processes are inherently stochastic at the molec-

ular level. With recent advances in high resolution single-
molecule and single-cell experimental methods, numerous
empirical observations have indicated that a wide range of
living organisms can have substantial fluctuations in their
gene expression processes [16, 18] and such fluctuations can
play a crucial role in shaping system-level behaviors (for re-
views, see, for example, [17, 13]).

To capture these effects in silico, a biological system must
be represented using a stochastic modeling formalism. One
of the most commonly used stochastic formalisms to analyze
temporal behavior of biological systems is stochastic chemi-
cal kinetics (SCK) [10]. This is mainly because (i) the level
of abstraction of the SCK model offers a good compromise
on accuracy and efficiency for analysis of molecular inter-
action networks and (ii) a relatively simple and straight-
forward procedure called the Gillespie stochastic simulation
algorithm (SSA) is available for statistically exact simulation
of SCK models [7].

However, the computational cost of the SSA can be sub-
stantial especially when biochemical reactions in the SCK
model have large time-scale differences. This cost is largely
due to the fact that the SSA requires that every single re-
action event be simulated one at a time in a statistically
accurate way. To speed up simulations via the SSA, various
improved versions of SSA as well as various approximation
methods have been proposed (e.g., [6, 9, 5, 11, 12]).

This paper introduces a new discrete-stochastic formalism
for analysis of biological systems, which can be viewed as a
higher-level abstraction of the SCK formalism. This new
approach to formulate biological systems is called Erlang-
delayed stochastic chemical kinetics (ESCK) since it can
treat certain reactions in SCK models as reaction delays,
each of which is represented by an Erlang random variable
without losing accuracy. The ESCK model can reduce the
number of reactions while exactly preserving the overall tem-
poral behavior of the underlying SCK model. This can make
modeling and analysis within the ESCK framework signif-
icantly more efficient than that with the SCK framework.
The ESCK formalism can efficiently and quantitatively test
various hypotheses about the distribution as well as the rates
of time delays in reactions. This paper applies the ESCK
formalism to analysis of the effect of various transcription
elongation steps and rates on the steady state distribution
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of RNA molecules. Our analysis suggests that even changes
in the distribution of time delays alone can have a significant
effect on the distribution of mRNA.

2. ERLANG-DELAYED SCK FORMALISM
This section introduces the formalism of Erlang-delayed

stochastic chemical kinetics (ESCK), a higher-level discrete-
stochastic formalism with reaction delays for temporal be-
havior analysis of biological systems. In what follows, the
reader is assumed to have knowledge on SCK. For the back-
ground information on simulations of SCK models, the in-
terested reader is referred to a review article by Gillespie
[10] and references therein.

2.1 Related Work
A general framework for modeling and analysis of biolog-

ical systems has been developed that can handle reactions,
each of whose waiting time follows more general distribu-
tions [14]. Such a framework is useful to model experimen-
tally observed behaviors without having knowledge at the
elementary-reaction level. However, it is more convenient
and efficient to model and analyze effects of reaction de-
lays on system-level behaviors by focusing on a formalism
that can specifically deal with reaction delays. This is be-
cause, among other things, a reaction that has an Erlang-
distributed waiting time is generally different from a reaction
that has an Erlang-distributed reaction delay. The initiation
event of the former is Erlang-distributed, while the initiation
event of the latter is, as in the case with the SCK model,
exponentially-distributed.

Several stochastic simulation methods to handle reaction
delays have been developed to efficiently analyze delay ef-
fects on system dynamics [4, 3, 1]; however, these methods
focus on constant time lags rather than treating them as
random variables. Hence, these methods cannot be used to
analyze potential effects of various distributions of each re-
action delay on system-level properties. Furthermore, such
approaches cannot be mapped to lower-level SCK methods
as constant reaction delays cannot be treated by a Markov
process.

2.2 Erlang-Delayed SCK Model
The ESCK model is a higher-level abstraction of the SCK

model that allows one to specify a reaction delay as an Er-
lang random variable. Like the SCK model, the system
state of the ESCK model is the molecule populations of
S ≡ (S1, . . . , SN ), the N -dimensional vector of molecular
species, whose state is updated by R ≡ (R1, . . . , RM ), the
M -dimensional vector of biological reactions.

Definition 1. A ESCK model is specified by a 7-tuple
〈t,X,a,W,V−,V+,x0〉 where

• t is the independent, continuous variable that repre-
sents time, which is initially set to 0;

• X ≡ (X1, . . . , XN ) is an N -dimensional vector of inte-
ger random variables where Xi(t) represents the count
of molecule Si at time t;

• a ≡ (a1, . . . , aM ) is the M -dimensional vector of func-
tions whose j-th element, aj : NN 7→ R, is the propen-
sity function of Rj which is defined such that, given

Figure 1: Reaction mechanism in an Erlang-delayed
stochastic chemical kinetic model. Here, given that
X(t) = x, the reaction initiation time of Rj is repre-
sented by τ1, which is an exponential random variate
with mean 1/aj(x), and the time lag between the ini-
tiation and the completion of Rj is represented by
τ2, which is an Erlang random variate with shape
parameter κj and rate parameter λj.

X(t) = x, aj(x)dt is the probability that one Rj re-
action initiates in the next infinitesimal time interval
[t, t+ dt);

• W ≡ ((λ1, κ1), . . . , (λM , κM )) is the M -dimensional
vector of 2-tuples whose j-th element, (λj , κj) where
λj ∈ R+ and κ ∈ N0, has the parameters that specify
the reaction delay of Rj ;

• V− ≡ (v−1 , . . . ,v
−
M) is the M-dimensional vector whose

j-th element, v−j ≡ (v−j1, . . . , v
−
jN ) is theN -dimensional

vector of integers whose i-th element v−ji ≤ 0 is the
change in Xi by the initiation of one Rj event;

• V+ ≡ (v+
1 , . . . ,v

+
M) is the M-dimensional vector whose

j-th element, v+
j ≡ (v+j1, . . . , v

+
jN ) is theN -dimensional

vector of integers whose i-th element v+ji ≥ 0 is the
change in Xi by the completion of one Rj event;

• x0 ≡ (x10, . . . , x
N
0 ) is the N -dimensional vector of inte-

gers whose i-th element represents the initial state of
Xi as Xi(0) = xi0.

From Definition 1, the time evolution of an ESCK model
begins with X(0) = x0. Given that X(t) = x, the next
transition can happen via either a reaction initiation or a
reaction completion. As shown in Fig. 1, if the initiation of
Rj is chosen as the next event, which occurs at time t+ τ1,
then the system is transitioned so that X(t+ τ1) = x + v−j .

Each element of v−j is defined to be less than or equal to
0, which means that, in the ESCK model, molecular counts
of species cannot be increased by a reaction initiation. If
this instance of Rj event takes τ2 time units for completion,
then the system moves so that X(t+ τ1 + τ2) = x+v−j +v+

j

assuming no other transition events occur between t + τ1
and t + τ1 + τ2. As opposed to the reaction initiation, the
reaction completion cannot decrease the molecular counts
of species since each element of v+

j is defined to be greater
than or equal to 0.

Let T−j (x) be a random variable that represents the ten-
tative waiting time for the next Rj initiation, given that
X(t) = x. Then, as in the SCK model, T−j (x) is an expo-
nential random variable with density function:

f
T−
j

(τ ; x) = aj(x) exp (−aj(x)τ). (1)
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Let T+
j be a random variable that represents the time

delay of reaction Rj , that is, the time lag from one particular
Rj reaction initiation event to the corresponding reaction
completion event. Then, the j-th element of W, (λj , κj), is
used to characterize the density function of T+

j as follows:

f
T+
j

(τ ;κj , λj) =

{
λj
κj τ

κj−1
e
−λjτ

(κj−1)!
if κj > 0,

δ(τ) otherwise,
(2)

where δ : R 7→ R is the Dirac delta function, which has the
property that δ(τ) = 0 when τ 6= 0 and

∫∞
−∞ δ(τ)dτ = 1 [8].

In other words, if κj is set to be positive, the reaction delay
of Rj is an Erlang random variable with shape parameter κj
and rate parameter λj which has mean κj/λj and variance
κj/λj

2; otherwise, there is no reaction delay in Rj . Since
an Erlang random variable with shape parameter κ and rate
parameter λ can represent the waiting time of the sum of
κ independent exponential random variables with the rate
parameter λ, it can be used to model a time lag caused by
a sequence of κ unimolecular reactions, each of which has a
rate constant λ. Thus, any given ESCK model can be trans-
lated to a SCK model. Here, reaction delays are not affected
by changes in X as each f

T+
j

(τ ;κj , λj) is independent of X.

Often, it is more intuitive to capture the semantics of an
ESCK model from a reaction-type form. This paper shows
one such reaction-type form to represent ESCK models. Us-
ing this form, for example, the following structure of an
ESCK model:

〈t,X, (a1(X)), ((λ1, κ1)),V,x0〉

where

X = (X1, X2, X3),

a1(X) = c1X1X2,

V = ((0,−1, 0)), ((0, 0, 1)),

x0 = (10, 100, 0)

can be represented by the following reaction-type form:

R1 : S1 + S2
c1−→ S1[κ1]

λ1−→ S3

x0 = (10, 100, 0)

When κj = 0 (i.e., Rj has no time delay), then λ1 can be
omitted from the reaction form above as R1 does not have
a reaction delay in such a case.

2.3 Discrete Event Simulation Algorithm
As is the case in the SSA, the simulation algorithm for

ESCK models is based on randomly choosing when the next
event occurs and what the next event is. Since, however,
an ESCK model may not be Markovian and can have more
general distributions for reaction completion events, our sim-
ulation algorithm is based on a more general discrete event
simulation framework. Suppose there are L potential events
(e1, . . . , eL) whose event time (τ1, . . . , τL) are sampled from
the corresponding density functions. Then, the algorithm
chooses the event eµ as the next event if eµ has the shortest
waiting time, τµ, that is, τµ = min (τ1, . . . , τL). This is sim-
ilar to the first reaction method and next reaction method
[6] except that the waiting time for each event may not be
exponentially distributed.

Our discrete event simulation for an ESCK model is sum-
marized in Algorithm 1. The approach of our simulation

Algorithm 1 A simulation method for an ESCK model

1: t← 0, x← x0, Q← ∅
2: evaluate all aj(x), and calculate a0(x)
3: repeat
4: pick 2 unit uniform random numbers n1 and n2

5: ti ← − ln (n1)/a0(x) + t
6: tc ←∞
7: if Q 6= ∅ then
8: (tc, µc)← min(Q)
9: end if

10: if ti > tc then
11: remove(Q)
12: t← tc, x← x + v+

µc

13: else
14: µi ← smallest integer s.t.

∑µi
j=1 aj(x) ≥ n2a0(x)

15: t← ti, x← x + v−µi

16: if κµi > 0 then
17: τ ← a random variate from Erlang(λµi , κµi)
18: insert(Q, (t+ τ, µi))
19: else
20: x← x + v+

µi

21: end if
22: end if
23: update aj(x) and re-calculate a0(x)
24: until simulation termination condition is met

method is to partition events into two groups: reaction ini-
tiations and reaction completions, and choose the next event
by comparing the tentative next events from the two groups.
To choose the next event from the two groups, the absolute
time to the next event is used instead of the relative time
by following the next reaction method [6]. Let (ti, µi) be
the pair of the tentative next reaction initiation time and
the index of the tentative next reaction initiation. Then,
since the reaction initiation events are all exponentially dis-
tributed, the direct method of the SSA can be used to find
(ti, µi). Let (tc, µc) be the pair of the tentative next reaction
completion time and the index of the tentative next reaction
completion. Then, to select (tc, µc), a priority queue, Q, is
used where Q has the following operations:

• insert(Q, (key, item)): inserts a pair (key, item) in Q;

• min(Q): returns the element (key, item) of Q with the
minimum key;

• remove(Q): removes the element (key, item) with the
minimum key from Q.

By having the reaction completion time as the key and the
index of the corresponding reaction completion as the item
for each element of Q, thus, min(Q) can retrieve (tc, µc)
if Q is not empty. At this point, if tc < ti, then (tc, µc)
is selected as the pair of the next event and removed from
Q. The system state is, then, incremented by v+

µc
, and the

time is updated to be tc. On the other hand, if ti ≤ tc,
then (ti, µi) is selected as the pair of the next event, and the
system state is incremented by v−µi

while the time is updated
to be ti. At this point, if reaction Rµi has a time delay
(i.e., κµi > 0), then τ , a sample based on f

T+
µi

(τ ;κµi , λµi),

is generated as the reaction delay of Rµi , and (t + τ, µi)
is then inserted into Q. Note that pseudo-Erlang random
variates can be efficiently computed, for example, using the
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algorithm in [15]. If reaction Rµi does not have a time delay
(i.e., κµi = 0), then the system state is incremented by v+

µi
.

It is important to note that this approach can work only
because each reaction delay is independent of the system
state. Hence, whenever X is changed by transition events,
(tc, µc) does not need to be reselected, while (ti, µi) needs
to be reselected based on each update.

2.4 Additional Mechanism to Conserve Mass
Since an ESCK model can abstract away intermediate

species that are present in the corresponding SCK model,
mass conservation constraints of the SCK model may not
be preserved in the ESCK model. This may present a prob-
lem in accurate analysis of an ESCK model.

In order to circumvent this problem, the M -dimensional
vector of random variables, (Y1, . . . YM ), where Yj(t) repre-
sents the number of reaction initiation events of Rj from
time 0 to time t is subtracted by the number of reaction
completion events of Rj from time 0 to time t. Since each
Yj(t) can accurately represent the number of Rj events that
are waiting for completion, it can also represent the total
number of molecules in the intermediate species of the cor-
responding reactions of the SCK model.

3. APPLICATIONS
As a case study, a transcription regulation process is mod-

eled and analyzed using the ESCK formalism. Our model
has four species and four reactions as follows:

R1 :Pfree
c1−→ [0] −→ Pinactive,

R2 :Pinactive
c2−→ [0] −→ Pfree,

R3 :Pfree +RNAP
c3−→ Pfree[κ]

λ−→ RNAP +mRNA,

R4 :mRNA
c4−→ [0]

0−→ ∅.

(3)

Here, Pfree is the free state of the promoter of a gene of
interest. RNA polymerase (RNAP) can bind to Pfree to ini-
tiate the transcription of the gene. The promoter can also
be in an inactive state (Pinactive) where binding of RNAP to
the promoter is disabled, for example, by having a repressor
bound to the promoter or by chromatin modification. When
the promoter’s state is Pinactive, the transcription of the gene
cannot be initiated. Once transcription is initiated, RNAP
can traverse the template strand of DNA to synthesize a sin-
gle mRNA molecule from the gene. In this model, reaction
R1 represents the transition of the promoter from the free
state to the inactive state with a rate constant c1. Reaction
R2 models the reverse transition where the promoter state
changes from inactive to free with a rate constant c2. While
transcription is often simplified to be modeled as a single
reaction step, transcription elongation is unarguably multi-
ple reaction steps. Thus, reaction R3 abstracts intermediate
transcription elongation steps by a reaction delay with shape
parameter κ, rate parameter λ, where its reaction initiation
has rate constant c3. Such transcription elongation steps are
included, for example, in a detailed phage λ lysis/lysogeny
decision circuit [2]. Different mRNAs have different half-
lives, and the stability of mRNAs is controlled by a degra-
dation mechanism of the mRNA molecules. In this model,
the degradation of mRNA is captured by reaction R4 that
has a rate constant c4.

This model is used to analyze the effect of the reaction
delay in R3 on the steady state distribution of mRNA. For

this analysis, the mean of the reaction delay is fixed to be 10
time units, while κ can take four different values from 1 to
100 so that the effect of various shapes of the reaction delay
distribution can be analyzed. This setting makes the value
of λ dependent on κ such that λ = κ/10.

This ESCK model is simulated using a C implementation
of Algorithm 1 with the initial condition: Pfree(0) = 1;
Pinactive(0) = 0; RNAP (0) = 30; and mRNA(0) = 10. To
estimate the steady state distribution of mRNA, the simu-
lation is run for 100,000 time units where the time evolu-
tion of the system is sampled every 0.1 time units to collect
1,000,000 samples. Since all the states in the underlying
Markov chain of the corresponding SCK model are reach-
able from any state, these samples can be used to estimate
the steady state distribution of the mRNA level by discard-
ing the first 5,000 samples to reduce the effect of the initial
condition.

Our results show that intermediate reactions can have
substantial effects on the steady state distribution of mRNA
(Fig. 2). While the steady state mean of the mRNA count re-
mains virtually unchanged for each κ value, the shape of the
steady state distribution of mRNA can be changed substan-
tially. That is, as the value of κ is increased, the distribution
of mRNA changes from unimodal to bimodal. The results
suggest that, as the intermediate reaction steps in the tran-
scription elongation become large and the variance of the
reaction delay is reduced, the mRNA distribution becomes
bimodal. This result has an implication in transcriptional
bursting [16] in that elongation delay distribution alone can
have impacts on the distribution and the variance of mRNA.
This analysis would have been time-consuming and ineffi-
cient using the SCK formalism; to capture κ transcription
elongation steps in a SCK model, additional κ species and
κ reactions must be explicitly introduced, making the mod-
eling process extremely tedious. Moreover, modeling this
transcription regulation process with various κ cannot be
easily achieved within the general SCK framework. Fur-
thermore, the simulation of this SCK model can significantly
slow down as κ increases since one transcription process re-
quires as many as κ + 1 reaction events, while the ESCK
simulation time is more or less independent of κ since the
intermediate reactions are captured by one reaction delay in
R3. For example, with κ = 100, the runtime comparison in-
dicates that the ESCK simulation was more than 105 times
faster than the simulation of the corresponding SCK model
in our study.

4. CONCLUSIONS
This paper introduces a higher-level discrete-stochastic

formalism for modeling and analysis of biological systems,
called Erlang-delayed stochastic chemical kinetics (ESCK).
Since the ESCK model can represent each reaction-delay as
a single Erlang process, the ESCK formalism not only gives
a more efficient means to model and analyze potential effects
of intermediate reactions on system-level behaviors than the
commonly-used stochastic chemical kinetics (SCK) formal-
ism, but also allows any given model to be translated into an
SCK model. Furthermore, ESCK models can be efficiently
simulated for statistical verification since delays are treated
as an intrinsic part of the reactions.

As a case study, ESCK is applied to analyze potential ef-
fects of various intermediate transcription elongation steps
on the steady state distribution of mRNA within a transcrip-
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Figure 2: Comparison of the stationary distribution of mRNA for ESCK model 3 with various shape values
κ. (A) κ = 1. (B) κ = 10. (C) κ = 100. For this analysis, the parameters are specified as: c1 = 0.08; c2 = 0.08;
c3 = 1.0; and c4 = 0.1. The delay rate parameter λ is set to be κ/10 so that the mean delay time is set to 10.
The broken vertical lines show the stationary means.

tional regulation process. Our results indicate that, changes
in distribution of transcription elongation delays alone can
have impact on the distribution of mRNA in a non-intuitive
way. While this system is efficiently modeled and analyzed
within the ESCK framework, such a study would have been
tedious and inefficient with the SCK formalism since many
intermediate species and reactions would have been explic-
itly modeled and the simulation could have been orders-of-
magnitude slower than the counterpart ESCK simulation.

Future work includes applications of the ESCK formalism
to more complex gene regulatory networks to gain insights
into how the distribution of transcription and translation
delays play a role in system-level dynamics.
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ABSTRACT
Phosphorylation is a ubiquitous and fundamental regulatory mech-
anism that controls signal transduction in living cells. It acts
as switches in cell communications. One of the most important
factors contributing to the dynamics is the binding competition,
which refers to the existence of more than one protein that phys-
ically binds to the same or an overlapping residue on a protein.

By integrating data from different sources on the HeLa cancer
cells and all available Homo sapiens (human) cells and iteratively
examining the phosphorylation interfaces, we found a number of
conflicting interaction pairs. We extended the search into in-
direct conflicts over direct upstream cascades and further into
the whole network and calculated a min-max conflict-sensitive
decomposition of phosphorylation network by graph-theoretical
methods. Further we used EGF-stimulation phosphoproteome
data and obtained activation patterns of phosphorated proteins
by soft clustering. By combining these two groupings, we calcu-
lated an optimal conflict-free activation patterns using maximum
bipartite matching. Sorting the average peak time of the ac-
tivation patterns brought forth an activation order of min-max
conflict-sensitive decomposition subnetworks.

We evaluated conflict-sensitive phosophorylation dynamics by an-
alyzing the importance of the conflicting interactions in the whole
networks, the distribution of serine/threonine/tyrosine phospho-
rylation, and the direct or indirect activation order of phosphory-
lated proteins. Compared with a previously published approach
[15], our solution discovered conflict-sensitive dynamics that re-
solved conflicts and it inferred more practical causal effects con-
sistent with EGFR signaling pathways.

1. INTRODUCTION
Cell dynamics are regulated by a number of multi-layered,
interconnected mechanisms. One important regulatory mech-
anism is post-translational modifications (PTMs). Two of
the most important PTMs are phosphorylation and dephophory-
lation. In these modifications, a protein kinase works as
an enzyme that modifies other target proteins (substrates)
by chemically adding or removing phosphate groups to or
from them. The changes it makes usually trigger functional
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changes in the target proteins. In the cellular communica-
tion, kinases play a vital regulatory role by acting as switches
to activate or deactivate the consecutive regulatory interac-
tions together with the downstream signals.

An uttermost important factor contributing to the dynamics
of the regulatory mechanism is binding competition, which
refers to the existence of more than one protein that physi-
cally bind to the same or an overlapping residue on a protein.
In a competitive binding situation, because of the proximity
of the target residues, only one can interact on the target
protein unless the interaction halts without changing the
dock of the target protein [3, 13].

The authors of [15] analyzed the time profiles of regulated
phosphopeptides and identified via clustering classes of promi-
nent activation patterns. They showed: 1) more than three
quarters (77%) of proteins with a regulated phosphopeptides
also had at least one other phosphopeptide with different
behaviors, and thus, 2) proteins may exhibit different acti-
vation patterns. We noted that while the work is of great
significance the authors left out the issue of the dynamics
caused by binding competition and thus that competing pro-
teins may exhibit different patterns.

We hypothesized that the acting proteins of competitive
bindings, which we call Mutually Exclusive Interactions (in
short, MEIs), may be concurrently present but only one of
their competing interactions occurs. This hypothesis led to
the idea of dividing a given set of protein interactions into
groups of competition-free interactions and a set of conflict-
free interactions at one time. Figure 1 explains this idea.

We integrated data from different sources, found a number
of conflicting interactions, and ran a novel co-clustering-like
method for predicting conflict-sensitive dynamics of phos-
phorylation networks. The methods can be executed on
other types of post-translational modifications.

The paper is organized as follows. In Section 2 we first
present our graph-theoretical optimization algorithms for
finding a min-max conflict-sensitive decomposition of phos-
phorylation networks. In Section 3 we describe how to calcu-
late optimal activation ordering of conflict-free decomposed
subnetworks. In Section 4 we present our experiments and
discuss the results obtained by them.
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A) Conflicting protein interactions B) Conflict graph with a coloring

Figure 1: A real instance of conflicting interactions
and their conflict graph. Left panel: The nodes are
proteins; a directed edge (u, v) with label w shows
that u acts v on all residue sites appearing in w.
Right panel: The nodes represent interactions. The
node color represents group membership after par-
tition.

2. MIN-MAX CONFLICT-SENSITIVE NET-
WORK DECOMPOSITION

Here we will present our model for generating a phosphoryla-
tion network as a directed graph in Section 2.1 (see Fig. 1.A),
our method for obtaining a min-max conflict partition that
divides conflicting interactions into different groups in Sec-
tion 2.2, and we consider all indirect conflicts in Section 2.3,
especially stressing the conflicts caused by the regulatory
chains or cascades.

2.1 Graph model
We represent a phosphorylation network as a directed graph
G = (V,E). Here V is the set of proteins and E is the
set of all interactions. An edge e = (u, v) represents an
interaction where the tail u is a protein kinase, and the head
v is a target protein (substrate) such that u acts on v. We
assume that each interaction edge is labeled with the type of
interaction (e.g., phosphorylation and dephosphorylation),
a value between 0 and 1 that represents the confidence of
interaction, and a list of possible residue sites.

2.2 Min-max partition of direct conflicts
2.2.1 MEIs and conflict graph

First we define the concept of mutual exclusive interactions
(MEIs), or competing interactions. Intuitively, e and e′

conflict with each other if they have the same target and
they perform post-translational modifications possibly on
the same or overlapping interface.

Definition 1. Let G = (V,E) be a phosphorylation net-
work. Let e = (u, v) and e′ = (u′, v′) be two distinct edges of
G. We say that e conflicts with e′ if (i) v = v′ and (ii) the
residue positions of e intersect with those of e′. The vertex v
appearing as the target protein of phosphorylations is called
the conflict point of conflicting edges e and e′.

Definition 2. The conflict graph of a phosphorylation
network G is the vertex-labeled, vertex-weighted undirected
graph H = (E,F ) such that for all e, e′ ∈ E, e and e′ are

linked by an edge if and only if e and e′ are conflicting inter-
actions. The vertex labels of H are the corresponding edge
labels of G and the vertex weights of H are the corresponding
edge weights of G.

To make distinction between the vertices of the original
phosphorylation network G and the vertices of its conflict
graph, we will refer to the vertices of the former by protein-
vertices and those of the latter by interaction-vertices.

The conflict graph H = (E,F ) of a phosphorylation network
G = (V,E) can be constructed straightforwardly by using
breadth-first search of G by following arcs from head to tail.
During the traversal we compare each pair of incoming edges
of the protein-vertex currently being visited in order to iden-
tify edges of the conflict graph. Clearly the conflict graph
of G = (V,E) can be computed in time O(|V |2|E|).

Note that the conflict graph H consists of connected com-
ponents. The single-node components of H are those in-
teractions with no conflict with other interactions. Each
nontrivial connected component of H is the minimal set of
interactions in which each interaction has a conflict with at
least one interaction in the set but no conflict with interac-
tions outside the set (see Fig. 1).

2.2.2 Min-max conflict partition
The existence of conflicts among interactions in a nontrivial
connected component of the conflict graph suggests that the
interaction vertices of H can be partitioned into groups so
that in each group the interactions are compatible with each
other. The partition aims to find a minimum number of
maximum groups, called min-max conflict partition. It is
equivalent to find maximum independent set or minimum
graph coloring. Namely, it is to find the chromatic number
of H, i.e., the minimum number of colors required to color
H so that for each edge of H, its two end-points are given
distinct colors.

Definition 3. Let H = (E,F ) be the conflict graph H =
(E,F ) derived from a phosphorylation network G = (V,E).
Let λ be the chromatic number of H. Let C1, . . . , Cm be
nontrivial connected components of H. A conflict partition
of H (and thus, of G) is (P1, . . . , Pm) such that for each
i, 1 ≤ i ≤ m, Pi is a coloring (and thus, partition) of Ci,
(Pi1, . . . , Pini) with at most λ colors (ni ≤ λ).

We get a min-max conflict partition Pi in each connected
component Ci of the conflict graph by a heuristic algorithm.
We start with any arbitrary node u of a connected compo-
nent, assign it a color, and iteratively do the routine: 1)
choose an un-colored neighbor v; 2) assign non-conflicting
colors to v. A combination of all {Pi|i ∈ [1..m]} forms a
min-max partition of the whole conflict graph (see Fig. 1 as
an example). A back-track algorithm is practical to list all
colorings due to the limited chromatic number.

2.3 Expansion to indirect conflicts
Next we define the conflict-free upstream cascades of a con-
flict edge.

ACM-BCB 11 431



Definition 4. Let e = (u, v) ∈ E be an interaction ver-
tex of a conflict graph H = (E,F ) generated from G =
(V,E). Let f1 = (s1, v), . . . , fm = (sm, v) be the other in-
teractions adjacent to v in the connected component of H
to which e belongs. A vertex t ∈ V is in the conflict-free
upstream cascades of e if (1) there exists an activation path
from t to v that goes through u such that none of dephos-
phorylations exists on the path, and none of the vertices on
the path, excluding the end points t and v, are conflicting
points; and (2) from t none of s1, . . . , sm is reachable. By
CFUC (G, e) we denote the union of e and the set of all
conflict-free direct upstream cascade nodes of e in G. Intu-
itively CFUC (G, e) is the set of all interactions that must oc-
cur for e to occur. Also, for a set, T , of edges e1, . . . , ek such
that no two of them are mutually exclusive, CFUC (G,T ) de-
notes the union of CFUC (G, e1), . . . ,CFUC (G, ek).

We implemented an iterative reverse-directional-DFS-based
algorithm to compute CFUC , which takes O((|E|+|V |)|V |2)
runtime. We also expanded the search of indirect conflicts
over the whole network, considering that the spreading of
downstream signals builds the cascades of direct regulatory
interactions[2]. The problem is similar to the one of binary
transitive reduction[1]. To address the problem, we pro-
posed an adapted Floyd-Warshall algorithm with the run-
time of Θ(n3).

2.4 Min-max conflict-free decomposition
By substituting each group Pij defined in the Section 2.2
with its conflict-free upward cascade or its expanded group,
denoted extended(G,Pij), we obtain a min-max conflict-free
network decomposition.

Definition 5. Let H = (E,F ) be the conflict graph H =
(E,F ) derived from a phosphorylation network G = (V,E).
Let λ be the chromatic number of H. Let C1, . . . , Cm be
nontrivial connected components of H. An extended conflict
partition of H (and thus, of G) is (Q1, . . . , Qm) such that
for each i, 1 ≤ i ≤ m, Qi = (Qi1, . . . , Qini) with ni ≤ λ
colors for Ci as well as Qij = extended(G,Pij) for every
j ≤ ni. (Q1, . . . , Qm, G−Q1 ∪ . . . ∪Qm) forms a min-max
conflict-free decomposition of G.

The conflict-free subnetworks obtained by this process is a
min-max conflict-free network decomposition because (a) all
kinase-substrate interactions in any subnetwork happen in
the same cell and no binding competition occurs in the sub-
network; and (b) conflicts will happen if we added one more
pair to any decomposition subnetwork.

3. IDENTIFYING ACTIVATION ORDER OF
CONFLICT-FREE SUBNETWORKS

In Section 2, we described a method to find min-max conflict-
free network decomposition However, the decomposition it-
self does not provide sufficient information for us to make
inference about the timing, e.g., the order the subnetworks
act in. We studied the use of time profile data represent-
ing dynamics of the participating proteins and defined the
problem of identifying activation order of conflict-sensitive
subnetworks as follows.

Definition 6. Let G = (V,E) be a phosphorylation net-
work and let π = (Q1, . . . , Qm) = ((Q11, . . . , Q1n1), . . .,
(Qm1, . . . , Qmnm)) be a min-max conflict-free network de-
composition of G. Also let {Xi = {X1

i , X
2
i , ...X

T
i }|i ∈ V }

be the corresponding time series, where Xt
i corresponds to

the concentration of protein vi at time point t. An optimal
activation order of min-max conflict-free subnetworks of G
is a mapping σ : π → R+ such that σ(Qij1) 6= σ(Qij2) if
and only if j1 6= j2, 1 ≤ i ≤ m, and 1 ≤ j1, j2 ≤ ni.

Given such data we search for activation patterns in time
profile data disregarding the affects of conflicts on the dy-
namics. Then we combine the activation patterns with the
conflict-sensitive subnetwork decomposition by building a
bipartite graph so that an optimal conflict-sensitive acti-
vation patterns can be calculated by maximum bipartite
matching. Finally we obtained the ordering of the opti-
mal conflict-sensitive activation patterns by analyzing the
average peak time.

3.1 Searching for activation patterns
Given protein activation data, we searched for activation
patterns by soft clustering (also called fuzzy clustering) [4],
which softly assigns N data to k clusters in a probabilistic
way. The output of the method can be viewed as an N × k
dimensional matrix, U , such that the entry uij is the prob-
ability that the i-th data point belongs to the j-th cluster.

3.2 Optimal conflict-free activation patterns
Q11 ={<u1,v1,w1>,

<u v w >} U T =(U U U )
W(I,j,t)=ρ(Qij) × CT

c
(Qij)

Q1

<u2,v2,w2>} U1
T =(U11,…,Uj1 ,…, Un1)

U2
T =(U12,…,Uj2 ,…, Un2)

Q12 ={<u3,v3,w3>}

U3
T =(U13,…,Uj3 ,…, Un3)

Q13 ={<u4,v4,w4>,
<u5,v5,w5>, 
<u6,v6,w6>}

Q21={<u7,v7,w7>}

Q {< >Q22={<u8,v8,w8>,
<u9,v9,w9>} Q2

Figure 2: The bipartite graph. Each yellow oval rep-
resents a conflict-free decomposition Qi regarding a
component Qi of conflict graph H.

For obtaining optimal conflict-free activation patterns, we
take into account these two groupings, one from conflict-
free decomposition and the other from soft clustering. We
built a weighted bipartite graph and calculated a maximum
bipartite matching between them.

Reliability of conflict-free network decomposition.
Given an extended conflict partition π, we define the re-
liability of the proteins acting together in a subnetwork Qij

appearing in π as ρ(Qij) =
∏

e∈Qij
w(e), where w(e) is a

value representing the confidence of interaction e.

Likelihood of activation patterns. Given time profile
data T , the number k of clusters, and its soft clustering
{Uic|i ∈ V, c ≤ k}, we define the likelihood of activation
pattern c for a subset S ⊆ V as Cc

T (S) = 1
|S|

∑
i∈S Uic. For

every conflict-free subnetwork Qij in every component i of
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the conflict graph H, the likelihood that Qij is assigned to
activation pattern c is

ρ(Qij) · Cc
T (Qij) = ρ(Qij) ·

1

|Qij |
·
∑

v∈Qij

Uvc

Further, given a component, Qi = (Qi1, . . . , Qini), of an
extended conflict partition π = (Q1, . . . , Qm), and time se-
ries data T , we define the likelihood of π with respect to T ,
denoted by LT (Qi) for every i, as:

ni∑
j=1

ρ(Qij) · CT (Qij). (1)

Weighted bipartite graph. For every component i of
the conflict graph H, we built a weighted bipartite graph
of node sets, A and B. Here the nodes of A are conflict-
free subnetworks, Qij , and the nodes of B are activation
patterns Cc

T (1 ≤ c ≤ k) over all proteins. The weight of
edge ((i, j), c) is ρ(Qij) · Cc

T (Qij) (see Fig. 2 as an example
for multiple components).

Maximum bipartite matching. Since the overall likeli-
hood is measured by Eq. 1, finding the optimal conflict-free
activation patterns reduces to the problem of finding the
maximum weight bipartite matching, which is a well-known
polynomial-time solvable problem.

3.3 Activation ordering of conflict-free activa-
tion patterns

Suppose for all the proteins in V activation pattern has been
measured through uniformly conducted experiments. For
a protein u ∈ V , let T (u) be its activation pattern mea-
sured at discrete time points. We assume that each pat-
tern has a single peak. The peak may fall on one single
time point or on a number of consecutive time points. In
the latter, we assume that the middle point (which may
not necessarily be one of the measurement time points) is
the actual peak time. By peakT (u) we denote the peak
time of u calculated from T (u). We extend the concept
of peak to a group of proteins. Given a set of proteins S,
peakT (S) is the average of peakT (u) for all u in S. Also,
if each u has probabilistic membership, pS(u), in S, then
peakT (u) =

∑
u∈S pS(u)peakT (u)/

∑
u∈S pS(u). We calcu-

lated the activation order of the conflict-free activation pat-
terns by sorting their average peak time.

4. EXPERIMENTS AND DISCUSSION
4.1 Data and implementation.

Data integration. We integrated STRING [10] and Hu-
man Protein Reference Database (HPRD) [16] data sets.
We obtained the integrated data by cross referencing to
Swiss-Prot [8] and International Protein Index (IPI) [12].
We paid attention to subcellular localization by construct-
ing such protein-protein networks under the same cell of the
same organism. For example, we obtained the networks with
12,490 interactions over 8,126 proteins for HeLa cancer cell.
Among these interactions, there were 18 pairs with the mod-
ification type of dephosphorylation and 430 pairs with the
modification type of phosphorylation.

Moreover, we expanded the protein-protein network by inte-
grating the data from PhosphoSite [9], which provided extra
1,924 phosphorylation entries for HeLa cancel cell and 2,705
entries for all available Homo sapiens (human) cells, which
are out of the 433 common phosphorylation entries.

We also employed the time profiles of the regulated phos-
phopeptides generated by Olsen et al. for the development
of our model. The time profiles included 6,600 phosphory-
lation sites on 2,244 proteins [15].

Implementation. We used Java for implementation. JDBC
was used to connect to MySQL, which served as the data
storage server.

4.2 Experiments
We have conducted experiments respectively on HeLa can-
cer cell and on all available Homo sapiens (human) cells
with different options such as allowing the integration of
ProsphoSite and/or allowing the expansive search for indi-
rect conflicts.

Importance of MEIs in PPI network. We have extracted
MEIs from the integrated data under the aforementioned
options. We further ranked the importance of the MEIs in
PTM networks by the shortest-path edge betweenness mea-
sure. In this way, we observed that the acting of the enzyme
P28482 on the protein Q02750 is in the second rank of PTM
network of HeLa cell and that P29350 on P07948 is in the
first rank of PTM network of human cells. Their inhibition
may lead to the block of a large number of interaction chains
and to the activation of a series of other chains. Disregard-
ing the importance of MEIs may lead to the noise in the
function analysis of the network.

Comparison with [15]. Olsen et al. [15] identified activa-
tion patterns in the time profiles of the regulated phospho-
peptides only by the soft clustering technique. We itera-
tively examined every pair of direct and indirect conflicting
interactions through their clustering and found that some
competing proteins were assigned to the same cluster (see
Table 1). This may be caused by the noise existing in the
time profiles or by the mixed affect of all other diverse pro-
cesses such as protein degradation or translocation.

Our approach partly reduced the noise effects due to the
consideration of indirect conflicts, as well as enhanced the
stability by maximum bipartite matching between conflict-
free decomposition and protein activation patterns.

Distribution of serine/threonine/tyrosine phosphoryla-
tion in dynamics prediction. Within a protein, phospho-
rylation can occur on several amino acids, usually on ser-
ine, threonine, and tyrosine. We checked the distribution of
residue amino acids in our dynamics prediction. We found
out that phosphorylation on serine was the most common
and phosphorylation on tyrosine happened most in the ear-
lier stages. The finding agreed with the statement in [15]
that the autophorylation of the EGF receptor on multiple
tyrosine residues is the critical step initiating the propaga-
tion of the signal inside the cell. By comparing with the
distribution in the paper by Olsen et al., we noticed of the
same indiction, from both approaches, that serine/threonine
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phosphorylation often attenuates the signal by negative feed-
back (see Fig. 3).

Direct or indirect activation order of phosphorylated
proteins in dynamics prediction. We initially obtained 46
kinase-substrate reactions in the EGFR signaling pathway
from NetPath as EGFR pathway [11]. For evaluating our
results, we calculated the activation reachability of proteins
between different activation patterns as well as within pat-
terns. We found out that 45% pairs between clusters satis-
fied the activation ordering by indirect interactions and 3%
satisfied by direct interaction, and that 46% within clusters
satisfied by indirect interactions and 0.2% satisfied by direct
interactions. However, in the solution by Olsen et al., 8%
pairs between clusters satisfied the activation ordering by in-
direct interactions and 0.6% satisfied by direct interaction,
and 19% within clusters satisfied by indirect interactions and
0.9% satisfied by direct interactions.

5. CONCLUSION AND FUTURE WORK
We have presented a novel co-clustering-like method for pre-
dicting conflict-sensitive dynamics of phosphorylation net-
works, which consists of identifying conflict-sensitive decom-
position of phosphorylation networks by graph-based algo-
rithms, obtaining the activation patterns by soft cluster-
ing to the time profile data of phospho-peptides, calculat-
ing optimal conflict-sensitive activation patterns by maxi-
mum bipartite matching between two clusterings, and finally
estimating an optimal activation ordering of the conflict-
sensitive activation patterns. The methods can be employed
to other types of post-translational modifications.

Table 1: Checking the satisfaction of competing ki-
nases in the clustering by Olsen et al.

Cell Pairs of competing kinases
Over direct conflicts Over conflicts

Satisfied Unsatisfied Satisfied Unsatisfied
HeLa 26 30 2 134
Homo 32 35 1 247

0

20.0

40.0

60.0

80.0

Pattern 1 Pattern 2 Pattern 3 Pattern 4 Pattern 5 Pattern 6 Pattern 7 Pattern 8

#(phosphorylation on threonine in Mann’s prediction)
#(phosphorylation on serine in Mann’s prediction)
#(phosphorylation on tyrosine in Mann’s prediction)
#(phosphorylation on threonine in our prediction)
#(phosphorylation on serine in our prediction)
#(phosphorylation on tyrosine in our prediction)

Distribution of Phosphorated Proteins in 
Dynamic Clusters 

Figure 3: Distribution of residue amino acids in the
dynamics prediction by Olsen et al. and us. In
the approach by Olsen et al., they found six acti-
vation patterns disregarding the affects of conflicts.
In our approach to conflict-sensitive activation or-
dering, we found eight activation patterns.
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ABSTRACT
We consider the problem of finding a subnetwork in a given
biological network (i.e., target network) that is the most sim-
ilar to a given small query network. We aim to find the opti-
mal solution (i.e., the subnetwork with the largest alignment
score) with a provable confidence bound. There is no known
polynomial time solution to this problem in the literature.
Alon et al. has developed a state of the art coloring method
that reduces the cost of this problem. This method ran-
domly colors the target network prior to alignment for many
iterations until a user supplied confidence is reached. Here
we develop a novel coloring method, named k-hop coloring
(k is a positive integer), that achieves a provable confidence
value in a small number of iterations without sacrificing the
optimality. Our method considers the color assignments al-
ready made in the neighborhood of each target network node
while assigning a color to a node. This way, it preemptively
avoids many color assignments that are guaranteed to fail
to produce the optimal alignment. We demonstrate both
theoretically and experimentally that our coloring method
outperforms that of Alon et al. which is also used by a num-
ber network alignment methods including QPath and QNet
by a factor of three without reducing the confidence in the
optimality of the result.

1. INTRODUCTION
Biological processes are often governed through interac-

tions of many molecules. Depending on the types of in-
teractions, collections of such molecules are explained us-
ing metabolic [10], gene regulatory [14] or protein interac-
tion [11] networks. We will use the term biological network to
describe them in this paper. Understanding biological net-
works has been one of the main goals of biological sciences
as they contain key information regarding how organisms
work. To achieve this goal, biological networks are ana-
lyzed in a number of ways. One of them, comparison based
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analysis, identifies similar parts of two or more biological
networks by aligning them. Such analysis has been success-
fully used in many applications such as finding functional
annotations [7], identifying drug targets [19], reconstructing
metabolic networks from newly sequenced genome [10], and
building phylogenetic trees [6].

Existing literature often considers network alignment as
a graph or subgraph isomorphism problem. In order to do
this, they consider each molecule (i.e., gene or protein) as
a node and each interaction as an edge that connects the
nodes corresponding to that interaction. These methods
measure the quality of an alignment in terms of a scoring
function. We explain the concept of network alignment and
scoring function later in this section. The graph and sub-
graph isomorphism problems, however, do not have known
polynomial time solutions [8]. We can classify existing solu-
tions under two categories. The first one develops heuristic
solutions with polynomial time complexities [3, 4, 5, 15].
Although these methods often work in practical time, it is
impossible to tell how the result compares to the optimal one
(i.e., the alignment with the highest score). The second one
(which is the focus of this paper) searches for the optimal
alignment [9, 13, 17, 18]. In order to simplify the problem,
existing methods impose restrictions on network topologies.
Also, in order to reduce the running time, they ensure opti-
mality with a provable confidence bound, which is less than
100%. For example, some use randomized techniques such
as color coding that returns a result which is optimal with a
predefined confidence [9, 18]. We will elaborate on color cod-
ing methods, in Section 2. Formal definition of the problem
we consider in this paper is as follows:

Problem Definition: Assume that we are given two bi-
ological networks denoted with Q = (VQ, EQ) and T =
(VT , ET ), where VQ and VT are the set of nodes (i.e., genes
or proteins) and EQ, ET are the set of edges (interactions)
respectively. An alignment of Q and T is a bijection between
the nodes of Q and T , where mapping two nodes implies that
the edge between them (if they exist) align with each other.
Figure 1 shows the alignment between two hypothetical net-
works. Dashed lines in the figure show the node mappings
between the nodes of the two networks. An alignment allows
insertions and deletions of nodes or edges by matching them
to NULL. The score of an alignment of Q and T is the sum
of following three terms:

1. Pairwise similarity scores of the matching nodes
2. Weights of the matching edges,
3. Insertion and deletion penalties.

An alignment is optimal if it has the largest score among all
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Figure 1: An alignment of the networks Q and T .
{u1, 222, ..., u5} and {v1, v2, ..., v5} are the set of nodes in
networks Q and T respectively. The solid lines rep-
resent the interactions between pairs of molecules.
The dashed lines connect the aligned nodes to each
other. Note that unaligned nodes (e.g., v5) can exist
in any network. They correspond to insertions or
deletions in the alignment.

possible alignments. We say that we have a confidence of ε in
the result if the alignment is optimal with probability ε. Our
aim is to develop an algorithm to find the optimal alignment
between Q and T with a given confidence ε in practical time.

Contributions: In this paper, we develop a novel random-
ized biological network alignment method which can align
two networks optimally with a provable confidence bound.
More specifically, our main contribution here is a smart color
coding method. Unlike the state of the art coloring method
of Alon et al. [1], our method considers the color assign-
ments already made in the neighborhood of each node while
assigning a color to that node. This way it preemptively
avoids many nonpromising color assignments. We formu-
late the confidence calculation for our coloring method. We
evaluate the impact of our coloring method when the target
network has an arbitrary topology and the query network is
a tree or a bounded treewidth graph. We demonstrate both
theoretically and experimentally that our coloring method
outperforms that of Alon et al. [1] which is also used in
QPath [18] and QNet [9] by a factor of three without reduc-
ing the confidence in the optimality of the result.

We use a number of symbols to describe our method. Ta-
ble 1 lists the most frequently used symbols throughout this
paper.

Table 1: Frequently used symbols in this paper
Q,T Query and the target networks to be aligned
VQ,VT The set of nodes in query and target networks
EQ,ET Set of interactions in query and target networks
ui,vj Nodes of networks Q and T
m,n Number of nodes in query and target networks
Sim(ui, vj) Similarity score between the nodes ui and vj
δ Insertion or deletion penalty
ε Confidence in the optimality of the alignment
C Set of colors to color the target network
c(vj) Color of the node vj
Rui

Complete set of children of node ui in Q
ui(k) kth child of ui in Q
N(vj) Set of neighbors of node vj in network T

The rest of this paper is organized as follows: Section 2
elaborates on color coding and dynamic programming algo-
rithms. Section 3 explains our coloring method. Section 4
presents our experiment results. Finally, Section 5 briefly
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Figure 2: Two different coloring instances of a sub-
network of three nodes. The letters x,y and z rep-
resent different colors which can be assigned to
the network nodes. c(vi) represents the color of a
node vi. (Left) An instance which is not colorful
(c(v0) = c(v2)). (Right) A colorful assignment of col-
ors.

concludes the paper.

2. BACKGROUND
Existing solutions for aligning biological networks can be

grouped under two main classes; heuristic [3, 4, 5, 15] and
optimal [9, 13, 17, 18] alignment strategies. A detailed dis-
cussion about existing alignment methods can be found in
our technical report [12]. Next, we explain the color coding
method.

Color coding and dynamic programming: Color cod-
ing is a randomized method for finding small subnetworks
within large networks [1]. Let us denote the number of nodes
in the query network with m. Color coding begins by col-
oring the nodes of the target network using m colors ran-
domly. We denote the set of m colors with C. We say that
a subnetwork of the target network is colorful if all of its
nodes have different colors. Figure 2 demonstrates two in-
stances of coloring of a three node network, among which
only one is colorful. Instead of finding an instance of the
query, the problem now becomes finding a colorful instance
of the query network. This reformulation of the problem re-
duces the time and the space complexity of the problem by a
factor of (n

2
)m. This is a significant improvement as network

sizes in the order of hundreds to thousands are common.
One of the most recent algorithms that use color coding is

QNet [9]. Next, we explain how coloring is used to measure
the confidence in an alignment by focusing on QNet.

QNet develops a dynamic programming algorithm that
uses three different functions to handle match, insertion and
deletion of the nodes of the given networks. Let M , I and D
respectively denote these functions. M has four arguments
which are: query tree node ui, target network node vj , the
color set used by the partial alignment S which is a subset
of C, and set of first k children of ui denoted by Rui(k).
D and I have all the arguments M has except Rui(k). For
every node pair (ui,vj) where ui ∈ Q and vj ∈ T , the base
case is set as follows:

M(ui, vj , {c(vj)}, ∅) = Sim(ui, vj)

I(ui, vj , ∅) = D(ui, vj , ∅) = 0

After initializing M , I and D, dynamic programming re-
cursions take place. Following defines these recursive func-
tions:

M(ui, vj , S, Rui
(k)) =
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max
vj
′ ∈ Nj ,

S′ ⊂ S


M(ui, vj , S

′
, Rui

(k − 1)) +M(ui(k), vj
′
, S − S′, Rui(k))

M(ui, vj , S
′
, Rui

(k − 1)) + I(ui(k), vj
′
, S − S′)

M(ui, vj , S
′
, Rui

(k − 1)) +D(ui(k), vj , S − S′)

I(ui, vj , S) = max
vj ′∈Nj

{
M(ui, vj

′, S,Rui) + δ

I(ui, vj
′, S) + δ

D(ui, vj , S) = max
vj ′∈Nj

{
M(ui(1), vj

′, S,R(ui(1))) + δ

D(ui(1), vj
′, S) + δ

After the recursions are complete, one can find the score
of the best alignment as:

max


max
vj

M(u0, vj , C,Ru0)

max
vj

I(u0, vj , C)

max
vj

D(u0, vj , C)

We can find the alignment by backtracking the matrices
corresponding to M , I and D. A more detailed explanation
of dynamic programming formulation is in Dost et al. [9].

Dynamic programming can discover the optimal align-
ment if and only if the subnetwork of in T that corresponds
to the optimal alignment is colorful. Since all coloring in-
stances have the same likelihood, the chance of finding the
optimal alignment is equal to the ratio of the number of col-
orful instances to the total number of all coloring instances
of that subnetwork. For random coloring, the total number
of coloring instances is mm for the m node subnetwork. The
number of instances which the subnetwork is colorful is m!.
Thus, the chance of finding the optimal alignment is m!

mm .
In order to increase the chance of finding the optimal align-
ment, color coding method repeats coloring and searching
until a required confidence ε (where ε ∈ [0, 1]) is met. For
a given confidence value ε, we compute the number of it-
erations r needed to achieve at least ε confidence from the
following equation:

ε = 1−
(

1− m!

mm

)r

.

Thus, we have:

r =
log (1− ε)

log (1− m!
mm )

. (1)

3. OUR COLORING METHOD
Color coding fails to find the optimal alignment if the true

solution is not colorful. In order to address this, color coding
performs multiple Bernoulli trials. At each trial, it colors the
target network randomly and performs alignment with the
expectation that at least one of those trials (i.e., iterations)
will be successful. As the number of iterations increases, the
confidence in the optimality of the result grows. However,
large number of iterations is undesirable as the running time
grows with the number of iterations.

The number of iterations in any coloring method depends
on two parameters. These are the confidence value and the
probability of coloring the correct subnetwork colorfully in
the target network in a single iteration. Among these, the
first one is supplied by the user. As a result it cannot be al-
tered. Our coloring method increases the value of the second
parameter to reduce the number of iterations.

0
v 1

v
2

v

 )=x  )=y  )=xc(v c(v c(v
0 1 2

Figure 3: A three node network with colors as-
signed. x and y are the colors used to color this
network. This instance of coloring is 1-hop colorful.
However, it is not 2-hop colorful.

Before we explain our coloring method, we define the con-
cept of distance between two network nodes and the neigh-
borhood of a node:

Definition 1. (Distance): The distance between two
nodes in a network is the number of edges on the shortest
path between them.

Definition 2. (k-neighborhood): Given a positive in-
teger k, the k-neighborhood of a node vj in a network T is
the set of all nodes of T with distance at most k to vj.

Our coloring method arises from the following observation.
A query is a connected biological network. An alignment
maps the nodes and the edges of the query network to those
of the target network. As a result, most of the nodes of this
subnetwork are connected to each other directly or through
a sequence of edges. Our coloring method exploits this by
assigning different colors to the nodes whose distance to each
other is small. We formalize this in the following definition.

Definition 3. (k-hop coloring): We call that an as-
signment of colors to all the nodes of a given network as k-
hop colorful if the graph contains no two nodes of the same
color within a distance of k to each other.

Figure 3 depicts an assignment of colors for a three node
network. 1-hop coloring allows this assignment of colors
since every node has different colors with its neighbors. How-
ever, this specific assignment of colors is not possible using
k-hop coloring, where k ≥ 2. This is because v0 and v2 have
the same color, and the distance between these two nodes is
2.

The first question we need to answer at this point is how
fast the k-hop coloring reaches to a given confidence. Fol-
lowing theorem establishes a lower bound to the probability
that a k-hop coloring instance is successful.

Theorem 1. The probability of success (p) of k-hop col-
oring is bounded as:

p ≥ m!

(m− k)m−k
∏k−1

i=0 (m− i)
.

Proof. We defer the reader to our technical report for
the proof of Theorem 1 [12].

Notice that k-hop coloring limits many useless coloring
instances by including an additional constraint parameter-
ized using k. Figure 4(a) presents this on a concrete ex-
ample when the network contains four nodes. For k = 2,
the number of possible 2-hop colorings is 22 × 4 × 3 = 48.
On the other hand the total number of colorings using the
standard coloring method of Alon et al. [1] is much larger
(44 = 256). The network in Figure 4(b) violates the linear-
ity in Figure 4(a) by connecting v3 with v1 instead of v2.
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Figure 4: Coloring instances of two different net-
works of four nodes using 2-hop coloring. Node la-
bels are written inside the nodes. The coloring is
performed in v0, v1, v2, v3 order. The colors are rep-
resented with x, y,z and t. List of possible colors for
a node is written in curly brackets near each node.
The chosen color for each node is underlined. The
figures show the process of (a) coloring a simple lin-
ear path and (b) coloring a branching network. Note
that in (b) list of possible colors of v3 is smaller. This
is because in (b) all the remaining nodes are in 2-
neighborhood of v3.

This increases the size of the 2-neighborhood of v0 and v3.
As a result, the number of possible 2-hop colorings reduces
from 48 to 24. As the value of k grows, the k-hop coloring
method becomes more and more stringent. For instance,
when k is equal to m− 1, using the k-hop coloring method,
we can ensure that any connected subnetwork of size m is
colorful. This implies that (m− 1)-hop coloring guarantees
to return the optimal connected subnetwork in only one it-
eration. However, this restriction comes at a price. Not all
the networks can be colored using k-hop coloring. For ex-
ample, if there is a clique of size m in the network, it cannot
be colored with (m − 1)-hop coloring using m colors. As
the value of k drops the set of networks that can be colored
grows. Our experiments demonstrate that more than 99%
of all the networks in KEGG [16] are colorable using 1-hop
coloring method. We elaborate on this issue in Section 4.1.

Following corollary sets an upper bound to the number of
iterations required by our method.

Corollary 1. The number of iterations needed by k-hop
coloring to achieve a confidence ε is at most:

log (1− ε)

log

(
1− m!

(m−k)m−k
∏k−1

i=0 (m−i)

) .
One can prove Corollary 1 by substituting the success

probability in Equation 1 with that of Theorem 1. As k
grows, the upper bound to the number of iterations drops
as well as the percentage of colorable networks. We observe
that small values of k (such as k = 1) results in a signifi-
cant improvement in the number of iterations with negligible
drop in colorable networks (See Section 4.2 for details).

4. EXPERIMENTS
This section evaluates the performance of our method ex-

perimentally.

Dataset. We used networks from the KEGG database [16]
in our experiments. We downloaded all the gene regulatory
networks that have more than 15 genes (i.e., nodes). In
total, there are 297 such networks as of September 2010. In
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Figure 5: Probability of success versus the number
of iterations for 1-hop coloring. Probability of suc-
cess for t iterations shows the fraction of the align-
ments among all 2500 alignments for which the op-
timal alignment is found within the first t iterations.
For instance, probability of success = 0.9 means that
the corresponding method optimally aligned 90% of
all the query and target network pairs. We used
seven node query networks in this figure.

this database, we had 21 different types of networks (such
as MAPK signaling pathway) from 46 different organisms.

We created three sets of query networks from this dataset
by performing random walks on our gene regulatory net-
works. These sets contain seven, eight and nine node queries
respectively. Each query set consisted of 50 query networks.
All the query and database networks we used in this paper
can be downloaded from our server at http://bioinformatics.

cise.ufl.edu/khop.html.

Implementation Details. We implemented all the meth-
ods we used in our experiments in C++. We use our own
implementation of color coding and dynamic programming
algorithm in our experiments. We used the same dynamic
programming formulation used by Dost et al. [9]. In order to
calculate pairwise similarity scores between two nodes, we
use BLAST [2]. We normalize the minus logarithm of the E-
values to get the scores. We use insertion/deletion penalties
as high as 0.5 times the largest possible match score.

Evaluation Criteria. We measure running time and con-
fidence as performance indicators for the coloring methods
we compared. We measured running time as the number
of iterations. We measured confidence after interaction r
as the percentage of the alignments which find the optimal
alignment after r iterations. In order to use as the optimal
alignments for our experiments, we aligned all the pairs of
networks using random coloring with 99.99% accuracy.

Test Environment. We performed our tests on Linux
servers equipped with dual AMD Opteron dual core pro-
cessors running at 2.2 GHz, and 3 GBs of main memory.

In Section 4.1, we compare 1-hop coloring to the random
coloring method. In Section 4.2, we analyze the effects of k
on our coloring method.

4.1 Performance comparison against the state
of the art coloring

In Section 3, we showed theoretically that our coloring
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Figure 6: The performance improvement of 1-hop
coloring over Alon et al. for query sizes of 4 to 25.
The speedup is calculated by dividing the number
of iterations for Alon et al. by that of 1-hop coloring
until they both reach to the same confidence. We
also draw a polynomial fitting the calculated values.

method outperforms random coloring of Alon et al. [1] in
terms of the speed at which they achieve a given confidence
value. In order to demonstrate the difference in performance
experimentally, we compare 1-hop coloring with the coloring
method of Alon et al. on our dataset. In this experiment, we
randomly picked 50 networks from our database. We then
aligned each of the 50 query networks in each query set with
all of these 50 database networks. So, in total we performed
50× 50 = 2500 pairwise alignments for each query network
size. We carried out each of these 2500 alignments using the
coloring method by Alon et al. [1] and using our 1-hop col-
oring method. For each alignment, we fix the total number
of iterations to 500. We record the resulting alignment score
after each iteration for every alignment. We report the frac-
tion of the alignments among all the 2500 alignments which
reach to the optimal one in first t iterations for 1 ≤ t ≤ 500
for each coloring method.

Figure 5 shows our experiment results when the query net-
work contains seven nodes. Our experiments demonstrate
that 1-hop coloring has a significant performance improve-
ment over Alon et al. [1]. In order to achieve same level of
confidence on the alignment result, random coloring requires
about twice the number of iterations, thus the amount of
time. For example, random coloring reaches probability of
success of 0.9 after more than 350 iterations. On the other
hand, 1-hop coloring needs less than 120 iterations for same
amount of results. Furthermore, in only 150 iterations, 1-
hop coloring achieves a probability of success which random
coloring failed to approach even after 500 iterations. Re-
sults of this experiment reveal that alignment using 1-hop
coloring is more than two times faster than alignment using
random coloring for the same success probabilities.

Figure 5 shows that k-hop coloring outperforms Alon et al.
for seven node query networks. An interesting question at
this point would be how the size of query networks changes
the difference in performance. In order to figure out the
relation between the size of query networks and the perfor-
mance gap between two methods, we theoretically calculate
the speedup 1-hop coloring creates for different query sizes.

Table 2: Statistics of k-hop coloring for k = 1, 2 and
3. The first column shows the percentage of target
networks which can be colored using k-hop coloring.
Percentage of nodes in k-neighborhood is size of k-
neighborhood divided by the total number of nodes
in the network. The last three columns report the
number of iterations required to achieve 95%, 98%
and 99% confidence respectively.

Percentage Percentage Number of iterations
of colorable of nodes in to achieve confidence

networks k-neighborhood 0.95 0.98 0.99
1-hop 100% 8% 193 252 297
2-hop 20% 27% 77 100 118
3-hop 4% 42% 31 40 47

We do this by dividing the number of iterations required by
Alon et al. to achieve a specific confidence value by that of
1-hop coloring. We calculate the number of iterations using
the formulas we provided in Equation 1 and Corollary 1.
Notice that in the ratio, as the term with confidence is can-
celed out, ε does not have an effect on the ratio of running
times.

Figure 6 shows the results of this experiment. Our results
show that the gain in performance by using 1-hop coloring
is greater than 2.5 for every query size. For query networks
which have less than five nodes, the performance difference
is higher than expected, because the confidence of 1-hop col-
oring for such query networks is very high. Considering the
practical query network size of bounded treewidth queries,
which is 6 to 10, our method performs between 2.5 to 2.6
percent faster than Alon et al.. For example, in order to
align a nine node query network to any target network with
80% confidence, Alon et al. requires 1718 iterations. On the
other hand, our 1-hop coloring method requires only 669 it-
erations for the same alignment with the same confidence
on the result.

4.2 Effects of k on coloring
In Section 3, we discussed that with k-hop coloring, higher

confidence can be achieved using larger k. However, as the
value of k grows, the number of networks that can be col-
ored with k-hop coloring drops. In this experiment, we aim
to show the effects of k on the accuracy and performance
of our coloring method. In order to do this, similar to the
experiment in Section 4.1, we randomly choose 50 database
networks and align each of them with all the query networks,
resulting in 2500 pairwise comparisons. We repeat this ex-
periment using the k-hop coloring method for k = 1, 2 and
3. In order to observe different aspects of the k-hop coloring
method, we measure three different types of statistics for
each value of k.

1. Percentage of networks that can be colored using k-
hop coloring. The larger this value is the better. This
is because our method will find the optimal alignment
only if the target network is k-hop colorful.

2. Percentage of nodes that are in the k-neighborhood of
a target node on the average. The smaller this value is
the better as each node in the k-neighborhood limits
the set of colors that can be assigned to that node.

3. The number of iterations needed to reach to a given
confidence value ε when the target network can be col-
ored using the k-hop coloring method. We report this
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for ε = 0.95, 0.98 and 0.99.

Table 2 shows our results for this experiment. Our ex-
periment results reveal that 1-hop coloring can successfully
color every network in our dataset. Moreover, it can achieve
99% confidence in alignment results after less than 300 it-
erations. We also observed that, as k increases the number
of iterations to attain a certain confidence value decreases
significantly. For example at 99% confidence, 2-hop coloring
needs only 40% of the number of iterations of 1-hop. 3-hop
coloring needs about 15% of the number of iterations that
1-hop coloring requires for the same confidence. For the
networks that can be colored, we observe that increasing k
only by one speeds up by more than two times. However,
we see that the improvement in the running time comes at
the price of reduced percentage of colorable networks. This
is because as k grows, so does the k-neighborhood of each
node in the target network. Therefore, based on our ex-
periments, we suggest using the largest k, where the size of
k-neighborhood does not exceed 10% of all network nodes.

In summary our experiments suggest that for a small per-
centage (about 4 to 20%) of the networks in KEGG, 2-hop
or 3-hop coloring are preferable. For the remaining ones,
1-hop coloring is the best choice.

5. CONCLUSION
In this paper, we considered the problem of finding a sub-

network in a given biological network (i.e., target network)
that is the most similar to a given small query network. Alon
et al. [1] has developed a state of the art coloring method
that reduces the cost of this problem that needs to be exe-
cuted for many iterations until a user supplied confidence is
reached. Here we developed a novel coloring method, named
k-hop coloring, that achieves a provable confidence value in a
small number of iterations without sacrificing the optimality.
Our method considers the color assignments already made in
the neighborhood of each target network node while assign-
ing a color to a node. This way it preemptively avoids many
color assignments that are guaranteed to fail to produce the
optimal alignment. We demonstrate both theoretically and
experimentally that our coloring method outperforms that
of Alon et al. which is also used by a number network align-
ment methods including QPath and QNet by a factor of
three without reducing the confidence in the optimality of
the result. We believe that our novel coloring methodology
will improve the utilization of coloring and randomization
in large scale biological network analysis in practical appli-
cations, and thus it will be of great value to biologists.
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ABSTRACT 
Computational protein-protein docking is a valuable tool for 
determining the conformation of complexes formed by interacting 
proteins. Selecting near-native conformations from the large 
number of possible models generated by docking software 
presents a significant challenge in practice.   

We introduce a novel method for ranking docked conformations 
based on the degree of overlap between the interface residues of a 
docked conformation formed by a pair of proteins with the set of 
predicted interface residues between them. Our approach relies on 
a method, called PS-HomPPI, for reliably predicting protein-
protein interface residues by taking into account information 
derived from both interacting proteins. PS-HomPPI infers the 
residues of a query protein that are likely to interact with a partner 
protein based on known interface residues of the homo-interologs 
of the query-partner protein pair, i.e., pairs of interacting proteins 
that are homologous to the query protein and partner protein. Our 
results on Docking Benchmark 3.0 show that the quality of the 
ranking of docked conformations using our method is consistently 
superior to that produced using ClusPro cluster-size-based and 
energy-based criteria for 61 out of the 64 docking complexes for 
which PS-HomPPI produces interface predictions. An 
implementation of our method for ranking docked models is 
freely available at: http://einstein.cs.iastate.edu/DockRank/.   

Keywords 
Protein-protein docking, docking scoring function. 

1. INTRODUCTION 
Protein-protein interactions play an important role in many 
biological systems, forming the physical basis for formation of 
complexes and pathways that carry out different cellular 

processes. The 3D structures of interacting proteins can provide 
valuable residue and atomic level information regarding the 
details of protein-protein interface. Because of the expense and 
effort associated with X-ray crystallography or NMR experiments 
to determine 3D structures of protein complexes, there is 
significant interest in computational tools, such as docking 
methods that can reliably predict the 3D configuration of two or 
more interacting proteins. Docking is often used to gain insights 
into the structural and biophysical bases of protein-protein 
interactions, to validate protein-protein interactions determined 
using high throughput methods such as yeast-2-hybrid assays, and 
to identify and prioritize drug targets in computational drug 
design. The computational cost of exploring the large potential 
conformation space of complexes formed by a pair of proteins is 
high, and the development of an accurate universal scoring 
function to select near-native conformations is still challenging 
[1]. Recently, there has been increasing interest in exploiting 
knowledge of the actual or predicted interface residues between a 
pair of proteins to constrain the search space of docked 
configurations to those that are consistent with the predicted 
interfaces (thus improving the computational efficiency of 
docking) [2]. In this study, we test whether knowledge of 
predicted interface residues can also improve the reliability of the 
ranking of conformations obtained using docking software. 
 
 
Given a pair of protein structures to be docked, widely used 
docking methods, such as ClusPro [3-6], generate hundreds of 
candidate conformations. Selecting near-native conformations 
from the large number of possible models generated by docking 
software presents a significant challenge in practice. Current 
approaches to identifying near-native conformations typically rely 
on energy-based criteria (e.g., lowest energy, center energy). 
However, such energy-based rankings of conformations often fail 
to rank native conformations above most others, for a majority of 
complexes included in the Docking Benchmark 3.0 [7]. Hence, 
there is a compelling need for computationally efficient methods 
capable of reliably distinguishing near-native docked 
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conformations from the large number of candidate conformations 
typically produced by docking software. 
 
Against this background, we introduce a novel method for ranking 
docked conformations based on the degree of overlap between the 
set of interface residues defined by a docked conformation of a 
pair of proteins with the set of computationally predicted interface 
residues between them.  This approach requires a simple and 
robust method for predicting the interface residues between a pair 
of proteins. We used our recently developed method, PS-
HomPPI[8], for predicting interface residues for a pair of 
interacting proteins. While a broad range of  computational 
methods for prediction of protein-protein interfaces have been 
proposed in the literature (see [9] for a review) barring a few 
exceptions [10-12]  the vast majority of such methods focus on 
predicting the protein-protein interface residues of a query 
protein, without taking into account its specific interacting 
partner(s).  Given a set of docked models, our method utilizes a 
scoring function based on the overlap between the interface 
residues predicted by PS-HomPPI and the interface residues in the 
corresponding docked conformations.  Intuitively, the docked 
model with the greatest overlap of interface residues with the 
predicted interface residues is assigned the highest score and 
consequently the top rank. Using the Docking Benchmark 3.0, we 
show that the performance of this method is superior to the use of 
ClusPro cluster-size-based and energy-based criteria for ranking 
docked conformations.  
  
 

2. METHODS 

2.1 Dataset 
Docking Benchmark 3.0 consists of a set of non-redundant 
transient complexes (3.25 Å or better resolution, determined using 
X-ray crystallography) from three biochemical categories: 
enzyme-inhibitor, antibody-antigen, and “others”.  This dataset 
includes complexes that are categorized into three difficulty 
groups for benchmarking docking algorithms: Rigid-body (88 
complexes), Medium (19), and Difficult (17), based on the 
conformational change upon binding. There are 108, 25, and 21 
interacting pairs of proteins in the three groups, respectively. 
2VIS (rigid-body) cannot be processed by Cluspro and was 
deleted. 1K4C (rigid-body), 1FC2 (rigid-body), 1N8O (rigid-
body) were deleted because the bound complexes and the 
corresponding unbound complexes have different number of 
chains. 1K74 (rigid-body) was deleted because the sequence of 
chain D in the bound complex is different from the corresponding 
unbound chain 1ZGY_B. There are finally 119 docking 
complexes: Rigid-body (83 complexes), Medium (19), and 
Difficult (17). 
  
Surface residues are defined as residues that have a relative 
solvent accessible area (RASA) of at least 5% [13]. Interface 
residues are defined as surface residues that have at least one atom 
that is within 4 Å distance from any of the atoms of residues in 
another chain. Interface information is extracted from ProtInDB 
http://protInDB.cs.iastate.edu. Out of 119 docking complexes, we 
used 64 complexes for which PS-HomPPI returns predicted 
interfaces for at least one chain. 

2.2 Ranking Protein-Protein Docking Models 
PDB files of unbound proteins in Docking Benchmark 3.0 were 
submitted to Cluspro 2.0 [3, 4, 6, 14], which is one of the best –
performing docking servers based on the results of a recent 
CAPRI prediction competition. For each docking case1, ClusPro 
typically outputs 20-30 representative docking models. Each 
representative model is chosen from a cluster of docked models. 
Given the docked models of a pair of proteins, A and B, we use 
PS-HomPPI [8] to predict the interface residues between A and B.  
We then compare the interface residues between A and B 
predicted by PS-HomPPI2 with the interface residues between A 
and B in each of the conformations of the complex A-B produced 
by the docking program. The docked conformation with the 
greatest overlap of interface residues with the predicted interface 
residues is assigned the top rank. 
 

2.2.1 Interface Similarity 
Given a docked conformation A:B returned by ClusPro, we 
calculated:  (1) the similarity between the predicted interface 
residues of A with B and the interface residues  of A with B in the 
docked conformation, and  (2) the similarity between the 
predicted interface residues of B with A and the interface residues 
of B with A in the docked conformation. Their average was used 
as the similarity between the predicted interface of A with B and 
the interface of A with B in the docked model (see below for 
details). We encode the interfaces of A as a binary sequence where 
1 denotes an interface residue, and 0 denotes a non-interface 
residue. Many similarity measures for binary vectors have been 
proposed (See [15] for a review). Among these, only  Russell-
Rao, SoKal-Michener and Rogers-Tanmoto(-a) measures are 
defined in the case when both sequences consist of all 0 elements 
(which is the case when there are no interface residues observed 
between the corresponding protein chains, and both PS-HomPPI 
and the docking model correctly predict no interface residues). 
Because the numbers of interface and non-interface residues are 
highly unbalanced, we used weighted SoKal-Michener metric to 
measure the similarity between the  interface and non-interface 
residues in a protein chain A (with chain B) encoded in the form 
of binary sequences AB

P and AB
D based on PS-HomPPI predictions 

and the docked conformation, respectively,  

 

    
    

   
        

 
 

 

where  S11 and S00 are the numbers of positions where the two 
sequences match with respect to interface residues and non-
interface residues, respectively, and   is a weighting factor, 
     , that is used to balance the number of matching 
interface residues against the number of matching non-interface 

                                                                 
1 Each docking case in Docking Benchmark 3.0 consists of one 
bound complex, one receptor (unbound) and one ligand 
(unbound). 
2 To objectively assess our method, if both sides of a homologous 

pair share ≥ 95% sequence identity and are from the same 
species as the query protein pair, these proteins are removed 
from the homologous protein pairs used to infer interfaces of the 
query protein pairs. 
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residues, and N is the total number of residues of protein A. When 
a protein consists of multiple chains, the interface similarities 
were calculated and averaged by pairing each chain of the first 
protein with each chain of the second protein. We calculated the 
weighting factor     for each docking case. For example, for 
docking a protein consisting of a single chain A with a protein 
consisting of two chains, B and C: 

 

 
 
 
where “# int of A|A:B” denotes the number of interface residues in 
chain A computed from the interaction between A with B. 

2.2.2 Performance Evaluation 
We used the experimentally-determined structures of bound 
complexes as the "gold standard" to evaluate our ranking of 
docked models. The similarity between interfaces of a bound 
complex and the interfaces of docking models was used to 
produce the Gold Ranking score3. For each docking case we 
compute five different rankings: Gold Rank, PS-HomPPI based 
rank (both computed using the procedure described above), lowest 
energy rank (which ranks conformations by assigning higher 
ranks to lower energy conformations), center energy rank, and 
ClusPro rank (computed by ClusPro). The last three ranking 
scores were obtained from the ClusPro Server. ClusPro ranks each 
docking model based on the size of the cluster of conformations to 
which the model belongs. ClusPro also provides two types of 
docking energies: the lowest energy among the conformations 
within a cluster of conformations, and the center energy of a 
cluster of conformations. 
 
We denote each ranking of a set of conformations by a vector of 
integers in which the positions of the vector are indexed by the 
conformations and the corresponding element of the vector 
denotes the rank of the conformation (ranging from 1 to the 
number of docked models or conformations being ranked). One 
way to compare rankings is to generate scatter plots of one 
ranking against another. A scatter plot with most of the points 
along the diagonal would correspond to the case in which two 
different ranking methods for a given set of conformations largely 
agree. Scatter plots for all docking cases considered in this study 
are available as supplementary materials at: 
http://einstein.cs.iastate.edu/DockRank/supplementaryData/scatter
Plots.pdf. From these plots, we observed that the ranking of 
predicted interfaces by PS-HomPPI (our proposed ranking 
method) is highly correlated with the ranking based on the actual 
interfaces of the bound complex (Gold Rank), whereas the 
ranking based on the lowest energy or the center energy returned 
by ClusPro shows little correlation with Gold Rank. 
 

                                                                 
3 Note that when a pair of chains in a bound complex has no 
interface residues between them, any docked model that has 
interface residues between the corresponding chains is assigned a 
lower rank than the conformations that do not have interface 
residues between the corresponding chains. 
 

An alternative measure for quantitatively evaluating the similarity 
between two rankings is the correlation coefficient of two ranking 
vectors or    of the regression of the scatter plot. However, this 
measure suffers from a serious limitation because it does not 
distinguish between incorrect ordering of top-ranking models as 
opposed to incorrect ordering of bottom-ranking models. Consider 
a docking case with a total of 30 docked models. Suppose a model 
with rank 1 has the greatest similarity of interface residues to the 
actual bound complex, and a model with rank 30 has the most 
dissimilar interface. In this case, correctly selecting (ranking) the 
top ranking models (ranks 1, 2, 3…) is more important than 
correctly ranking the bottom ranking models (ranks 28, 29, 30…). 
 
To deal with this limitation, we used a normalized Chi-square 
statistic to quantitatively measure the similarity between two 
rankings. Normalized Chi-square is defined as: 
 

             
  

where m is the number of models to be ranked for a given docking 
case.  
 
    follows the conventional definition: 
 

    
       

 

  

 

   

 

 
where Ei is the Gold Rank associated with the ith conformation, 
Oi is the rank assigned to the same conformation by a ranking 
scheme that we want to compare with the Gold Ranking scheme. 
    offers a natural measure of the similarity of rankings. Its 
denominator  Ei  provides a means of assigning higher weight to 
conformations that are ranked close to the top of the list according 
to the Gold Ranking scheme (corresponding to small values of   Ei 
) compared to those that are ranked close to the bottom of the list 
according to the Gold Ranking scheme (corresponding to larger 
values of  Ei ). Because different docking complexes have 
different numbers of docked models, we normalize     by the 
number of models to obtain        . The smaller the value 
of         , the more similar the ranking under consideration is 
to the ranking produced by the Gold Rank. 
 
For each docking case, we calculated four          for the 
rankings from PS-HomPPI, Lowest Energy, Center Energy, and 
ClusPro (Figure 1). We compared these four ranking schemes 
using the respective values of         . The best ranking scheme 
corresponds to that with the smallest value of        , and the 
worst ranking scheme has the largest value of          (relative 
to the Gold Ranking scheme). 
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Figure 1. Comparison of ranking schemes. The numbers 

between parentheses in the bottom table are the ranks of 

normalized Chi-square values computed for each docking 

case. 

3. RESULTS AND DISCUSSION 

3.1 Ranking of Docked Models 
Figure 2 shows a plot of the ranking of         (relative to Gold 
Ranking) value for PS-HomPPI, Lowest Energy, Center Energy 
based and ClusPro’s cluster size based rankings for each docking 
case. We observe that  the PS-HomPPI based ranking scheme 
consistently yields the lowest         in 95% of the docking 
cases for which whose interface residues can be predicted by PS-
HomPPI (61 out of 64). In other words, the PS-HomPPI based 
ranking of docked models is consistently superior to ranking of 
docked models based on Lowest Energy, Center Energy and 
model cluster size (schemes used by ClusPro). 

 
Figure 2. The ranking of           from PS-HomPPI, 

Lowest Energy, Center Energy, and ClusPro for 61 docking 

cases.  

 
To determine whether our proposed PS-HomPPI based scoring 
function significantly outperforms other scoring functions 
considered in this study, we chose to apply a multiple hypothesis 
non-parametric test [16] using  the normalized Chi-square value 
as the performance metric. First, the scoring methods being 
compared were ranked on the basis of their observed normalized 
Chi-square on each case (see Figure 1). The overall performance 
of each method was defined as the average rank over all of the 
docking cases. Figure 3 shows that PS-HomPPI based  method for 

ranking docked models has the best average rank of 1.11 while 
Center Energy, Lowest Energy, and ClusPro scoring methods 
have average ranks 3.17, 2.94, and 2.78 (respectively). As noted 
by Demsar [16], the average ranks by themselves provide a 
reasonably fair comparison of scoring methods. We applied the 
Friedman test to determine whether the measured average ranks 
are significantly different from the mean rank under the null 
hypothesis. Our analysis shows that the null hypothesis could be 
rejected with high confidence (p < 0.0001). We also applied the 
Nemenyi test to determine whether the observed differences in the 
ranks of any given pair of ranking schemes are statistically 
significant. The critical difference determined by Nemenyi test at 
a significance level of 0.05 is 0.59. Hence, the difference between 
any pair of docking scoring methods is statistically significant 
provided the difference between their corresponding average 
ranks is more than 0.59. Figure 3 summarizes the results of 
Nemenyi pairwise comparison of the different docking scoring 
methods considered in our experiments using the Nemenyi test. 
The results suggest that at a significance level of 0.05 there is no 
observed difference between the performance of Center Energy, 
Lowest Energy, and ClusPro scoring methods.  However, the 
difference in performance of the PS-HomPPI based scoring 
method and each of the other methods is statistically significant. 
We conclude that the performance of the PS-HomPPI based 
method for scoring docking models is superior to that of the other 
scoring methods considered in this study. 

 
Figure 3. Pair-wise comparisons of different docking scoring 

methods using Nemenyi test. Methods that are not 

significantly different (at significant level α=0.05) are grouped 

together (via connecting lines). The average “rank” of each 

method over docking cases is shown in the table (and also on 

the x-axis of the plot). 
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ABSTRACT
Human epidermal growth factor receptor 2 amplified (HER2+)
breast cancer is common and aggressive.  Trastuzumab is a
targeted therapy to the HER2 cell surface receptor and has
greatly improved prognosis for HER2+ breast cancer patients,
but trastuzumab-resistance is a significant problem.  Few
biomarkers of trastuzumab resistance of response have been
found, and there has been tremendous difficulty identifying in
vitro biomarkers that transfer to the in vivo HER2+ breast
cancer setting.
We identified gene expression signatures of trastuzumab-
response and trastuzumab-resistance in HER2+ breast cancer
cell lines across 24-hour exposure to trastuzumab.  A set of
180-genes changed significantly in a trastuzumab-sensitive
HER2+ cell line (BT474) and 58 genes changed significantly
across treatment in a trastuzumab-resistant HER2+ cell line
(UACC812).  
To demonstrate that these signatures have clinical relevance,
we applied them in vivo to gene expression profiles from early
stage HER2+ breast tumors treated with a single dose of
trastuzumab. We found that the BT474 trastuzumab-
responsive signature was enriched among the changes in
expression across treatment for responsive patients. The
expression change for the BT474 signature genes was also able
to partially cluster responsive and resistant breast tumors by
outcome.  A subset of the UACC812 trastuzumab-resistance
signature was also enriched in the differential between
responsive and resistant tumors prior to trastuzumab
treatment.
These results show for the first time that cell line-derived gene
signatures can be useful in identifying whether breast cancer
patients will ultimately benefit from trastuzumab treatment.
This approach might one day be applied to enhance clinical
treatment decisions.
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1. INTRODUCTION
Trastuzumab resistance in HER2+ breast cancer is poorly
understood and difficult to predict.  Detecting patients with
resistant tumors early could save money, reduce suffering, and
help inform treatment decisions.  Identifying markers of
resistance could also help us understand what differentiates
resistant from responsive tumors, and might even lead to ways
of re-sensitizing resistant tumors to trastuzumab treatment.
Human epidermal growth factor 2 (HER2, also called
ERBB2/neu) is a cell-surface receptor tyrosine kinase involved
in several signaling cascades that promote cell cycle
progression, proliferation, and survival (Lin and Winer 2004).
HER2+ cancer, which involves the amplification of the HER2
region of chromosome 17q12-21, is a well-characterized
chromosomal aberration that occurs in approximately 20-25%
of all early stage breast cancers (Nahta and Esteva 2006).   Such
HER2 amplification (HER2+) results in a more aggressive
tumor phenotype.
Trastuzumab (brand name Herceptin, from Genentech) was
developed in the late 1990‘s specifically to treat HER2+ breast
cancer.  Trastuzumab is one of the first targeted cancer
therapies against an oncogene, and consists of a monoclonal
humanized antibody to the extracellular domain of the HER2
protein.  While the precise mechanism of trastuzumab function
is poorly understood, the drug has drastically improved
prognosis for HER2+ breast cancer patients when used in
conjunction with other chemotherapy agents.
Although prognosis and survival have improved with
trastuzumab, resistance is still a significant issue.
Approximately 15% of early stage HER2+ breast tumors are
resistant to trastuzumab-based therapy, and nearly all
metastatic cases develop resistance within a year.
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Trastuzumab-resistance is not well understood, though there
are several proposed mechanisms (Nahta and Esteva 2006).
Early attempts to study trastuzumab-resistance by way of gene
expression have met with difficulty.  Few if any gene
expression differences have been observed between patients
who will ultimately respond to trastuzumab treatment
compared to patients who will resist that treatment.  Most
differences that have been observed have only been identified
in HER2+ cell-lines, and have not been confirmed in vivo.
Indeed, in our group's own prior studies, we were unable to
identify gene expression differences between tumors that
respond and those that are resistant, either in patients or cell-
line experiments.  As a major objective is to find differences
that translate to clinical relevance, we would like to identify
differences that differentiate response to trastuzumab
treatment in vivo.  While a recent study of HER2+ breast
tumors has managed to identify a signature associated with
outcome (Staaf et al. 2010), it does not address trastuzumab
resistance.  In our own previous examination of gene
expression prior to treatment in HER2+ patients that were
subsequently treated with trastuzumab, gene expression
differences between response categories were not observed
(Harris et al, 2007).
Discovery of significant in vitro biomarkers could be even
more useful since working with cell cultures is far easier than
accruing clinical trial patients.  Such cell line results only
matter however if they translate successfully to patients.  Thus
far, no significant cell line results have been found that predict
HER2+ patient outcomes.
In this work, we identify signatures of response and resistance
in HER2+ cell lines based on changes that occur with exposure
to trastuzumab.  The responsive cell line signature was found
to be enriched across treatment in the patient tumors with
favorable outcomes, while part of the resistant cell line
signature was enriched in the comparison between responsive
and resistant patient tumors prior to treatment.

2. METHODS
2.1 Cell Line Brief Exposure Experimental
Design
HER2 amplified breast cancer cell lines (BT474 and UACC812)
were maintained in glutamine containing RPMI 1640
supplemented with 10% fetal calf serum and antibiotics
penicillin and streptomycin at a final concentration of 100
U/mL and 100 ug/mL respectively. Cells were plated in 100
mm dishes overnight and grown to 80% confluence.  At 24
hours, medium was replaced with medium +trastuzumab (100
ug/mL).  After 24 hours, total cellular RNA was harvested
using the RNAeasy Mini-Kit (Qiagen, Valencia, CA).  RNA was
stored at -140°C.

2.2 Early Stage HER2+ Breast Cancer Study
Design
80 untreated patients with early stage HER2+ breast cancer
enrolled in the study.  After a core tumor biopsy was performed
(the “pre-treatment” time point), patients received a single
dose of trastuzumab (8mg/kg), and 10-14 days later a second
core tumor biopsy was performed (the "post-treatment" time
point).  Patients then underwent a 12-week standard course of
combined trastuzumab & chemotherapy: either a combined
trastuzumab (2mg/kg) + vinorelbine (25 mg/m2) regimen once

each week for 12 doses total; or a trastuzumab (2 mg/kg, every
week, 12 doses total) + docetaxel (70 mg/m2, every 3 weeks, 4
doses total) + carboplatin AUC (6 mg/m2, every 3 weeks, 4
doses total) regimen.

At the end of 12 weeks of chemotherapy, clinicians measured
tumor size again to quantify clinical tumor shrinkage using
RECIST criteria (response evaluation criteria in solid tumors,
Therasse et al. 2000).  Patients then underwent definitive
surgery where any remaining tumor was excised (the “surgery”
time point).  After the surgery, pathologists examined a slice
of the excised tissue under microscope to look for clear
margins and assess pathological response.  

The outcomes in order of decreasing desirability were defined
as follows.
1.     pathological         complete        response        (pCR)     The tumor has

disappeared completely, to the point where no trace i s
detectable by the pathologist.

2.     clinical          complete         response         (cCR)     The tumor has
disappeared completely according to clinical examination
at the surgery time point, but upon examination of
excised material by the pathologist, some small amount
of tumor cells remain.

3.     clinical        partial       response       (cPR)     The tumor has decreased
by at least 30% according to clinical measurement of
longest diameter of the tumor at surgery time point
relative to pre-treatment time point.

4.     stable        disease       (SD)     The tumor has remained the same size
according to clinical measurement (quantitatively, the
longest tumor diameter qualifies as neither cPR nor PD).

5.     progressive        disease       (PD)     The tumor has grown by at least
20% between the pre-treatment and surgery time points as
measured across the longest diameter.

Response to treatment was defined as the best observed
response.  For example, if the tumor had a PR outcome as
measured by the clinician, but the measured lump was actually
fibrous or scar tissue and the pathologist found no residual
tumor, the outcome would be defined as pCR.

While many of the patients fall into the cCR and cPR outcome
categories, only the pCR patients have definitively correlated
with long term response to treatment, and only SD & PD
outcomes have correlated with long term resistance to
treatment (Fisher et al. 1998).

2.3 RNA Extraction, Array Experiments
Core tumor biopsies were obtained under U/S guidance and
snap frozen for storage in OCT (optimized compound for
frozen tissue) blocks. Tissue was examined by H&E and
macrodissected for invasive tumor.  Tissue was extracted using
Qiagen AllPrep kit.  RNA from both cell lines and clinical
samples was analyzed using Illumina Bead Arrays, however
cell lines were hybridized to the HumanRef8 v2 BeadChip and
clinical samples to the HT-12 BeadChip. Samples were
analyzed at the Keck Genomics Facility at Yale University.
The numbers of samples run at each time point are listed in
table 3.1, divided by outcome.
Table 3.1. Number of patient samples at each time point for

each outcome, and the subset of those for which there are
paired pre- and post-treatment samples.
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pCR cCR/cPR SD/PD Total
Pre 14 43 7 64
Post 9 41 7 57
Paired 8 37 5 50

2.4 Identification of Differentially Expressed
Genes in Cell Lines
Significant differentially expressed genes were identified
through multi-factorial linear modeling analysis of the
normalized gene expression data, using the LIMMA version
3.4.0 package (Smyth 2004) in R.

Significant genes were those that overcame multiple-testing
correction using Benjamini-Hochberg FDR (false discovery
rate) correction (Benjamini and Hochberg 1995).  These
adjustments were assessed after using a built-in empirical
Bayes method to shrink the probe variance towards a pooled
probe variance (Lönnstedt and Speed 2002, and Smyth 2004)).
Genes with FDR-adjusted p-values below 0.01 and with log-
fold-changes of greater than 0.5 in magnitude were considered
significant across the given comparison.

2.5 Enrichment of the BT474 and UACC812
Signatures
Similarly to the cell line analysis, we conducted LIMMA
analysis on gene expression between pCR and SD/PD patients
in four contrasts:
1. pCR patients pre-treatment to SD/PD patients pre-treatment
2.  pCR patients post-treatment to SD/PD patients post-

treatment
3. change in expression for pCR patients across trastuzumab

treatment (post-treatment - pre-treatment)
4 .  change in expression for SD/PD patients across

trastuzumab treatment (post-treatment - pre-treatment)

For each of the four contrasts, we calculated enrichment of the
BT474 and UACC812 signatures by considering them as gene
sets and calculating the enrichment of the gene set using the
LIMMA geneSetTest method.  geneSetTest calculates the
Wilcoxon rank sum test and corresponds to the mean-rank
gene set test implemented by Michaud et al. 2008, which uses
permutation of gene labels to give simulated p-values of gene
set enrichment.  Enrichment was calculated not only for the
BT474 and UACC812 signatures, but also for sub-signatures
of the genes separated out by direction of change.  Therefore
six signatures were assessed for enrichment: BT474-All,
BT474-Up, BT474-Down, UACC812-All, UACC812-Up, and
UACC812-Down.

2.6 Heatmap and Clustering of pCR and
SD/PD Patients
We used the R heatmap function with row normalization on the
log-fold-change in expression of the BT474 signature genes
across treatment in the pCR and SD/PD tumors.  Clustering
used the Ward algorithm on Euclidian distance measures of
each the row and the column similarities.

3. RESULTS
3.1 Changes in Gene Expression with
Trastuzumab Treatment in Sensitive and
Resistant Cell Lines
Between the baseline (pre-treatment) time point and the time
point following 24-hours of exposure to trastuzumab, 180
genes change significantly (FDR-adjusted p-value < 0.01 and
absolute value of the log-fold-change > 0.5) in the BT474 cell
line (table 3.2).  Similarly, over the same time course, 58 genes
changed significantly in the UACC812 cell line.  The
predominant pattern of gene expression changes in the BT474
signature was an increase in genes across the treatment (116
genes go up versus 64 that decrease).  However the UACC812
signature is largely one of repression (12 genes increase
versus 46 that decrease).  The two signatures represent
different responses to trastuzumab treatment since they largely
contain separate genes (only 7 genes overlap between the gene
sets, see table 3.3).

Table 3.2. BT474 (responsive) and UACC812 (resistant) gene
signatures for trastuzumab exposure in cell lines.  Each of

the signatures is divided into the genes that increase and the
genes that decrease in their cell line across treatment.  Gene
signatures are described in methods section 2.4.  Genes that

overlap multiple signatures appear in bold.
BT474 (Up)

HMGCS2,  COLEC12,  EGR1 ,  NUDT8,  SCGN,  VSIG2,  C1orf64,
HIST2H2AC,  MB,  LRP10,  C1orf115,  HIST1H2BK,  PNPLA7,
MAP1LC3A,  ADI1,  HOXC6,  LFNG,  ALOX15B,  ABCC12,  MT2A,
TMEM158,  C17orf58,  HIST1H2BD,  DHRS1,  NUPR1,  MT1F,  MT1A ,
TUBAL3,  PRRT3,  RPS29,  TP53I3,  TNFRSF19,  KRTDAP,  KLHDC9,
EMP1,  KAZALD1,  TSPAN1,  RNF39,  MT1X ,  UPK1A,  CALML5,
C20orf114,  HIST1H4H,  IFITM2,  ST3GAL5,  KIAA0319L,  DYNLRB2,
YPEL3,  GATA3,  DNAL4,  POLD4,  IFITM3,  DUSP1,  ABTB1,  KCTD17,
S100A13,  HMGCL,  RASD1,  MAGED2,  CAPN9,  BRI3,  TMEM44,
PYCARD,  HIST1H2AC,  MXD4,  FSTL1,  SMPD1,  BCAS1,  PIK3IP1,
HIST1H1C,  ST6GALNAC2,  AGR2,  CSRP1,  CYB5D2,  TXNRD2,
GSDMD,  ALDH4A1,  SLC2A10,  GBP2,  SCAND1,  S100A16,  KLHL35,
CORO1B,  ECHDC2,  GPER,  FAM120B,  SPATA20,  STAT2,  C11orf67,
TM7SF2,  ARHGAP1,  ZDHHC16,  NUDT14,  S100A10,  GSTT1,  RBP1,
MAGED1,  PGM1,  HIST2H2BE,  SELENBP1,  TST,  CCNDBP1,  AP1S1,
BIK,  ARSD,  TIMP1,  PIR,  H2AFJ,  PIP,  YPEL2,  S100A6,  NPEPL1,
TP53INP2,  EDARADD,  C1orf116,  GCHFR

BT474 (Down)
EBNA1BP2,  HSPB8,  PPM1E,  TEX14,  SLC6A14,  GJA1,  HSPH1,  LARS,
IL19,  PTGES ,  RPL29,  PDZK1 ,  LRPPRC,  CEP55,  UBE2T,  BRIX1,
RPL34,  PPAT,  DDX21,  C12orf24,  FAM5B,  CDK1,  EME1,  ATAD2,
DLGAP5,  SLC39A10,  CTPS,  ZC3H8,  WDR4,  HSP90AA1,  AEN,
IFRD1,  PPM1K,  PDLIM3,  RPL6,  SNX5,  RPP40,  ZNF143,  NUP205,
PTTG1,  EAF1,  CCT6A,  RPS7,  RAPGEFL1,  LDHB,  NOP56,  SPINK4,
DDIT3,  ECT2,  GREB1,  SMC4,  HSPD1,  RAD51C,  RPF2,  AZIN1,
CCT8,  RABGGTB,  IARS,  MYOF,  ANLN,  EIF4G2,  DKC1,  NAA15,
RPS6KB1

UACC812 (Up)
IGFL1,  CYR61,  THBS1,  MT2A ,  CTGF,  EGR1,  EPHA4,  MT1X,
GCAT,  C3orf57,  MT1A,  MCM5

UACC812 (Down)
C15orf48,  TUBB2B,  PDZK1 ,  IL24,  SERPINA5,  VSIG8,  ANPEP,
SLC25A18,  PNMT,  S100A7A,  PEG3,  SCNN1A,  SREBF1,  INSIG1,
THRSP,  ABP1,  C6orf126,  TGM2,  APOD,  S100A4,  TRIM55,  S100A6,
CLEC3A,  SEMA3B,  STC2,  PLA2G16,  VTCN1,  APOA1,  TSC22D3,
CDK18,  KLK6,  PISD,  SCNN1B,  TFF1,  LDLR,  TMEM176A,  PTGES,
RARRES3,  UGCG,  SUSD3,  SCGB2A2,  IDI1,  ZNF165,  PDCD4,
DHRS3,  ALDOC
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Table 3.3. Overlap of genes between the responsive (BT474)
and resistant (UACC812) signatures.

BT474-up BT474-down Non-overlapping
UACC812-up 4 0 8

UACC812-down 1 2 43
Non-overlapping 111 62

3.2 The Trastuzumab-Sensitive (BT474)
Signature is Enriched across Treatment in
pCR Patients
In order to understand the behavior of the BT474 signature in
breast cancer tumors treated with trastuzumab, we used the
geneSetTest method to look for enrichment of the signature.
The BT474 gene signature was markedly enriched in tumors
that achieved a pathologic complete response (pCR),
specifically when evaluating the change across treatment
(table 3.4).  Even though the BT474 signature does not
differentiate pCR from SD/PD patients at baseline, the change
in BT474 signature expression for the pCR patients across
treatment is highly significant(p-val=4.47e-5), and the BT474
signature does differentiate between pCR and SD/PD patients
at the post-treatment time point.  It is clear that the
differentiation between pCR and SD/PD patients post
treatment is due to the change in gene expression in pCR
tumors, as there is no change in BT474 signature expression in
the SD/PD tumors across treatment (enrichment p-value of
0.968).

Table 3.4.  p-values for enrichment of cell-line signatures
and sub-signatures in each contrast among the HER2+

patients.  Contrasts and gene signatures are those described
in methods section 2.5.  Significant p-values are bolded

 pCR(pre)
vs

SD/PD(pre)

pCR(post)
vs

SD/PD(post)

pCR
(post –
pre)

SD/PD
(post –
pre)

BT474 (All) 0.633 1.70E-06 4.47E-05 0.968

BT474 (Up) 0.442 0.0412 0.00112 0.928

 BT474(Down) 0.770 5.35E-08 0.0074 0.871

UACC812(All) 0.0697 0.104 0.277 0.935

UACC812(Up) 0.806 0.705 0.776 0.523

UACC812
(Down)

0.0178 0.0459 0.147 0.953

While the UACC812 signature is not significantly enriched
across any of the contrasts, the UACC812-down-regulated sub-
signature is statistically significantly enriched in the
difference between pCR and SD/PD tumors prior to treatment.
Similarly, the difference between pCR and SD/PD tumors is
significantly enriched for the UACC812 down-regulation
signature post- treatment.  This difference between responsive
and resistant tumors appears to be a constant difference as
there is no significant change in the UACC812down-regulated
sub-signature induced by the trastuzumab treatment in either

the pCR patients (p-val = 0.247) or SD/PD patients (p-
val=0.953).  

3.3 The BT474 Cell Line Signature Partially
Clusters Patients by Outcome Post-
Treatment with Trastuzumab
Figure 3.1 shows the gene expression log-fold-change across
treatment with trastuzumab for the BT474 signature genes in
the pCR and SD/PD patients.  Though the clustering is not
complete, patients largely group by outcome, and the BT474
sub-signatures largely cluster together as well.  That is, the
BT474-up-regulated sub-signature (dark green row labels)
clusters primarily into two groups at the top and bottom of the
figure.  Meanwhile, the BT474-down-regulated sub-signature
genes (light green row labels) group predominately in the
center rows of the heatmap.

Figure 3.1.  This heatmap shows the log-fold gene expression
changes across trastuzumab treatment for pCR and SD/PD

patients.  The heatmap values go from green for decreasing,
up to red for increasing gene expression.  Responsive (pCR)

patients are labeled along the columns as green, and
resistant (SD/PD) patients are labeled along the columns as
red.  The genes are the 180 genes from the BT474 response

signature.  The row labels indicate whether the gene went up
(dark green) or down (light green) in the original BT474 cell

line.

4. DISCUSSION
It has been difficult to find in vitro biomarkers that translate
to trastuzumab response in vivo.  Despite this, we have
identified two signatures in HER2+ cell lines that demonstrate
enrichment in similar classes of patient tumor samples.  While

ACM-BCB 11 449



the interpretation of enrichment around the BT474 signature’s
change across treatment is relatively clear, understanding the
enrichment of the UACC812-down-regulation signature prior
to treatment is slightly less straightforward.

Since the BT474 and UACC812 signatures were derived from
changes across treatment, what they indicate at a single point
in time is less clear.  It is plausible that enrichment in the
signature at a single time point predicts a particular
phenotype.  For example if gene expression decreases across
trastuzumab treatment in a resistant cell line, that could
indicate an apoptotic pathway that is down-regulated, and this
pathway that differs between sensitive and resistant tumors in
vivo.

An example of this is the UACC812-down-regulation sub-
signature which is enriched in the comparison between pCR
and SD/PD tumors at both the pre-treatment and post-treatment
time point.  While investigation of the biological significance
of this signature is required, it is one of the first signatures
found to differ between responsive and resistant HER2+ breast
tumors in vivo, and thus a promising candidate for further
study.

There are two reasons for separating the down-regulation and
up-regulation cell line sub-signatures.  First is to ensure
concordance of change in the patients since the GSEA method
merely treats the gene set as a group of related genes without
consideration for direction of change.  If the gene signature
was found to change significantly in the patients, but the
signature genes changed in random directions relative to the
direction of change in the cell lines, the enrichment would be
suspicious.  However as the heatmap in figure 3.1 indicates,
the BT474 signature genes change consistently with their
direction of change in the BT474 cells.  Specifically we see two
clusters of BT474-up-regulated genes (the dark green row
labels) and one cluster of BT474-down-regulated genes (the
light green row labels).

The second reason for also examining the up-regulation and
down-regulation sub-signatures separately is that they may
represent different functional responses.  Note that the BT474
signature is largely up-regulated while the UACC812
signature is largely down-regulated.  While the same
biological effect may involve both up- and down-regulated
genes, it is more likely that genes of a single pathway would
move in the same direction if that pathway is impacted.  This
separation of up-regulated and down-regulated sub-signatures
proves useful as we see with the UACC812-down-regulation
sub-signature which differentiates between pCR and SD/PD
patients while the overall UACC812 signature does not.

In the future, we hope to better understand what biological
features and pathways the BT474 and UACC812 signatures
represent.  We also hope to incorporate prior biological
knowledge of HER2+ breast cancer in addition to the unbiased
computational approaches detailed here.  For example, we will
look at the changes directly relating to the HER2 amplicon and
its associated signaling pathways.

For the first time we have identified significant signatures of
response and resistance in vitro that transfer successfully to
trastuzumab response in HER2+ breast tumors in vivo.  This
work demonstrates that identifiable differences exist between
responsive and resistant tumors, and can be used to enrich
candidate genes for future signatures of trastuzumab response.

Most importantly, it is possible that these findings may lead
to improved classification of HER2+ breast cancer, and better
informed treatment decisions by clinicians and patients.
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ABSTRACT
Phylogenetic assignment of 16s rRNA has been frequently
used for taxonomic classification. Recently, high-throughput
sequencing, especially in the context of environmental or
metagenomic sequencing projects, has made fast and ac-
curate taxonomic classification an important goal. Existing
classification methods are either fast, but too coarse-grained
and inaccurate or fine-grained and accurate but too slow for
use in practice. In this paper, we propose a new computa-
tional method, TreeLign, to rapidly and accurately conduct
alignment and phylogenetic assignments for novel sequences,
given a reference phylogenetic tree and an alignment. TreeL-
ign first constructs profiles of every branch on the reference
tree, then, for each query sequence, tries assigning it to every
possible branch, and finally obtains a new tree and a new
alignment which are jointly optimal in terms of Maximum
Parsimony (MP). We tested the accuracy and robustness of
TreeLign on both a large and a small 16S rRNA dataset ex-
tracted from the core set of GreenGenes. The results on the
large dataset show that the assignments of TreeLign are in
general consistent with the phylogenetic tree of the core set
of GreenGenes. And, the results on the small dataset show
that TreeLign achieves comparable accuracy compared with
existing maximum likelihood based methods, but requires
much less computational time.

Categories and Subject Descriptors
I.2.8 [ARTIFICIAL INTELLIGENCE]: Problem Solv-
ing, Control Methods, and Search—Dynamic Programming

General Terms
Algorithm, Theory
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1. INTRODUCTION
Recently, a variety of metagenomics projects [2,14,22–24]

have produced a large amount of 16S ribosomal RNA (16S
rRNA) sequences. In addition, publicly available metage-
nomics databases are emerging [4, 6, 19]. Given this large
amount of environmental sequences, we want to know the
taxonomic groups they belong to. Inferring the phylogenetic
locations of these environmental sequences enables us to sort
these uncultivated sequences into already known taxonomic
clades. Therefore, fast and accurate taxonomic classification
and phylogenetic assessment of these 16S rRNA sequences
have become a challenge for metagenomics. Similar chal-
lenges apply to analysis of other marker genes.

In fact, to taxonomically classify a novel sequence would
be to perform a de novo alignment and phylogenetic infer-
ence (comprising the novel sequence and the reference se-
quences) simultaneously. This will lead to improvements in
both accuracy of the alignment and accuracy of the phy-
logeny [11, 25, 32]. But, in general, such simultaneous de-
termination is computationally intractable. Many heuris-
tic solutions have been employed in rendering practical ap-
proximations for this problem [25, 32]. Typically, multiple
alignment and phylogeny inference are computed separately
(construct an optimal phylogeny based on a fixed alignment
or vice versa). Moreover, even when computed separately,
both problems are still hard [5, 9, 27]. In this case, adding
a novel sequence into a carefully constructed existing align-
ment or phylogeny is a more practical approach.

There are several current state-of-art methods of phylo-
genetic assignment for 16S rRNA sequences. ARB parsi-
mony [16] can add new sequences to a phylogenetic tree
without perturbing its initial topology. However, the overall
sequence alignment has to be constructed before conducting
any phylogenetic analysis, and the quality of the alignment
has great impact on the quality of the phylogenetic analy-
ses that follow. In addition, the construction of the overall
alignment often requires human interaction.

The Ribosomal Database Project (RDP) [28] server em-
ploys the RDP Classifier, a Bayesian classifier, to classify
bacterial 16S rRNA sequences into the higher-order taxon-
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omy [12], which is only capable of making hierarchical classi-
fication to the genus level. GreenGenes, an ARB compatible
16S rRNA gene database, also provides taxonomic classifica-
tion tools using multiple published reference taxonomies [6].
It employs a consensus tree built from taxonomies proposed
by several groups [15, 16, 18, 28] and maintains a consistent
multiple sequence alignment of both archaeal and bacte-
rial 16S rRNA genes to facilitate taxonomic placements.
For user-generated 16S rRNA gene sequences, the NAST
aligner [7] is used to align the query sequences to the consis-
tent alignment. In addition, GreenGenes searches the near
neighbors for each query sequence based on sequence simi-
larity. As expected, these sequence similarity based (similar
to BLAST-based) approaches are very fast, but are not that
accurate.

TreePuzzle [20] is a Maximum Likelihood (ML) based soft-
ware for phylogenetic analysis. MLTreeMap [26] is one of
the TreePuzzle based approaches for making phylogenetic
inference. MLTreeMap evaluates the ensemble of topolo-
gies using TreePuzzle and chooses the phylogenetic topol-
ogy with the highest ML score. Due to the computational
cost of TreePuzzle, it can only be applied on small datasets.
RAxML [21] infers phylogenetic trees based on sequential
and parallel ML, by conducting subtree rearrangement. AM-
PHORA [29] is one of the RAxML based approaches, it em-
ploys a methodology similar to that of MLTreeMap, and
uses RAxML to construct the phylogenetic tree. RAxML
is much faster than TreePuzzle because it employs paral-
lel computing and a rapid bootstrapping algorithm. How-
ever, the speed of RAxML is still not satisfying for large
trees regarding phylogenetic inference. In addition, RAxML
employs subtree rearragnement technique for phylogenetic
analysis, and thus does not respect the topology of the ref-
erence tree. On the other hand, we would prefer respect-
ing the reference trees, because most of the reference trees
should have been developed through costly processes (such
as manual analysis) and been extensively studied [30,31].

Here, we propose a new computational tool, called TreeL-
ign, to assign novel 16S rRNA sequences into a reference
phylogenetic tree while updating the multiple alignment si-
multaneously to achieve maximum parsimony. In the re-
mainder of this paper, we describe the algorithm of TreeL-
ign in section 2. In section 3, we evaluate and compare the
accuracy and robustness of TreeLign with existing methods,
and finally give discussions and remarks in section 4.

2. METHOD
Given a reference phylogenetic tree, an alignment of taxa

in the tree and a new novel sequence, we propose here a
method to quickly and accurately conduct phylogenetic as-
signment, putting the new sequence into the given tree and
the given alignment. Let W = {w1, . . . , wn} be a set of
n species. Let Tr = (V, E) be the (arbitrarily) phyloge-
netic tree of W , rooted at node r. For each node v ∈ V ,
we denote the subtree of Tr rooted at v by Tv. For sim-
plicity and without loss of generality, we require T to be a
proper binary tree. Let Σ = {A, T, C, G} be the alphabet
representing the four nucleotide bases and let ‘−’ represent
a gap. Then, Γ = Σ

S

{−} is the complete alphabet. Let
A = {A1, A2, . . . , An} be the multiple sequence alignment
of length L for species in W , where Ai ∈ ΓL represents
the aligned sequence of wi. Let snew denote the molecu-
lar sequence of a novel species labeled wnew . We aim to

construct a new phylogenetic tree T ′ that best explains the
phylogenetic relationships of wnew to all the species in W by
adding wnew to T , and simultaneously generate a new multi-
ple alignment A

′ by aligning snew with A. The construction
is based on the MP principle, so the parsimony score of A′

on T ′ should be as small as possible (an indel or a mutation
costs 1, with the objective being to minimize the total cost)
while A and T are respected in A

′ and T ′.
The joint cost (the increase in parsimony score for T ′ and

A
′ relative to T and A) of adding wnew to a given branch

of T , assuming a fixed alignment, is computed in the follow-
ing way. Assigning wnew to T along a given branch e(u, v)
is conducted by subdividing the branch e(u, v), adding a
new internal node x between nodes u and v, and attaching
wnew as a descendent node of x. This operation introduces
additional mutations (costs) to the reference tree and the
alignment. For a fixed alignment A

′, the amount of addi-
tional cost can be determined by checking the number of
mutations between snew to the profile of the branch. The
branch profile represents a consensus of all aligned ances-
tral sequences that may possibly occur on that branch: for
each base of snew (or a gap introduced into snew), the cost
is 0 if it matches a possible ancestral sequence at the same
position, and 1 otherwise.

To achieve jointly optimal topology and alignment for
stepwise addition, it remains to find the alignment of snew

to A that results in the minimum score when the sequence
is added to a given branch. If this problem (referred to as
the Profile sequence alignment problem and will be stated
in next subsection) is solved, the decision among the 2n− 2
possible topologies can be made by exhaustively evaluating
every branch, as in typical stepwise-addition approaches to
phylogeny reconstructions. Therefore, we first simply evalu-
ate the cost of assigning the novel sequence to every branch
in the reference tree, then determine the “optimal” branch
that leads to the minimum cost, and finally generate the
topology of T ′. Once snew is aligned with a branch profile,
the pattern of the alignment can be propagated back to all
other nodes without disturbing the reference alignment, ex-
cept for inserting necessary gaps. Consequently, we are able
to construct a new alignment A

′ that achieves the minimal
increase in score in conjunction with the new phylogenetic
tree T ′.

In summary, the procedure of phylogenetic assignment
consists of three phases:

1. Branch profile construction, to construct branch
profiles for all the branches in the reference phylogeny.

2. Profile sequence alignment, to compute the cost of
aligning the novel sequence to every branch.

3. Optimal phylogeny and alignment determina-

tion, to determine the optimal branch that leads to a
minimal increase in MP score, and thereafter generate
a new phylogenetic tree and a new alignment accord-
ingly.

2.1 Branch profile construction
In this section, we describe how branch profiles are con-

structed. By using Fitch’s algorithm [10], we can compute
node profiles of all the interior and exterior nodes based on
the reference phylogeny T and the alignment A. For any
branch e(u, v) ∈ E(T ), we denote the branch profile of e by
puv. puv is the union of bases present at either endpoints
of the branch, and it can be inferred from the profiles of
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nodes u and v (denoted by pu and pv). For each column
k, let pk

u, pk
v and pk

uv denote the kth column of pu, pv and
puv respectively. Then, pk

u, pk
v and pk

uv each represents a set
of characters that may occur in the kth column of pu, pv,
and puv respectively. Assume each column of a profile is in-
dependent, then the value of pk

uv should only depend on pk
u

and pk
v , and pk

uv = pk
u

S

pk
v. Clearly, pk

uv ⊆ Γ as pk
u ⊆ Γ and

pk
v ⊆ Γ. For every branch in T , as long as the node profiles

of both endpoints are known, we can construct the profile
of the branch.

2.2 Profile sequence alignment
As stated above, the problem of aligning a novel sequence

to a reference tree along a branch can be turned into the
problem of aligning the sequence to the branch profile of
that branch, where each branch profile represents a set of
all possible sequences on that branch which are consistent
with the MP criterion. From another point of view, each
branch profile can also be considered as a network of L lay-
ers. Each layer has at most five disconnected internal nodes
that are fully connected to the nodes of the adjacent lay-
ers. In this case, the problem of profile sequence alignment
can be seen as a special case of the network matching prob-
lem [13]. Next, we will propose an algorithm that efficiently
determines the optimal alignment of a branch profile and a
sequence and computes the parsimony score.

At the first step, we need to define the score for aligning
a single column of a branch profile with a single base of a
sequence. Given a branch profile puv and a novel sequence
snew , the cost of aligning the kth column of puv to the hth

base of snew is either 0 or 1, depending on whether the
base sh

new is present at the set of pk
uv (a match) or not (a

mismatch). The cost of aligning sh
new with pk

uv is 0, if sh
new ∈

pk
uv; and 1, otherwise.

score(pk
uv, s

h
new) =



0 s
h
new ∈ p

k
uv

1 otherwise
(1)

Next, we apply dynamic programming to determine an optimal
alignment of puv and snew. Let cost[0..L][0..l] be an (L+1)×(l+1)
array, where L is the length of profile p and l is the length of
sequence s. For each i and j, cost(i, j) is the cost of the optimal
alignment between the sub-profile p

1..i and the sub-sequence s
1..j .

Let both the gap penalty and the cost of a mismatch be 1, we
have the following recursive formulation.

For boundary conditions,

score(0, 0) = 0
score(0, j) = score(0, j − 1) + 1

score(i,0) =



score(i − 1, 0) if − ∈ p
i

score(i − 1, 0) + 1 if − /∈ p
i

(2)

For i ≥ 1 and j ≥ 1,

score(i, j) = min

8

>

>

>

<

>

>

>

:

score(i − 1, j − 1) if s
j ∈ p

i

score(i − 1, j − 1) + 1 if s
j

/∈ p
i

score(i, j − 1) + 1
score(i − 1, j) if − ∈ p

i

score(i − 1, j) + 1 if − /∈ p
i

(3)

The MP cost of aligning a novel sequence to a branch profile
explains the number of additional mutations introduced to the
phylogeny. If the novel sequence conforms to the profile of the
branch (when it happens to be in the set of all possible aligned
ancestral sequences on that branch), there should be no cost as-
sociated with adding the novel sequence along that branch; oth-
erwise, the cost is equivalent to the cost of aligning the novel
sequence to the profile of that branch.

2.3 Optimal phylogeny and alignment deter-
mination

After the costs of aligning the novel sequence along all the
branches are computed, we can select the branch that gives the
minimal cost. Then, we construct the topology of the new phy-
logenetic tree by subdividing the selected branch and adding the
novel sequence as a descendant node of the internal node that
splits the branch. Further, we generate the new alignment by
propagating the pairwise alignment between the novel sequence
and the branch profile back to each interior and exterior node.
For example, if column i of the branch profile is aligned with
column j of the novel sequence (or a gap), then column i of the
reference alignment should also be aligned with column j of the
novel sequence. Similarly, an insertion of a gap to column i of
the branch profile should lead to an insertion of a gap to every
sequence of the reference alignment. The above procedure de-
scribes how the topology of the resulting phylogenetic tree and
the resulting alignment are constructed in TreeLign.

If branch lengths of the new phylogeny are also in need, one
may resort to dedicated programs such as TreePuzzle for precise
branch lengths assignments. However, for the sake of convenience,
we also provide an approximation to estimate lengths of branches
that are incident to the new internal node. Let e(u, v) be the
branch along which wnew is inserted and x be the new internal
node which splits e(u, v). Let |e(u, v)| be the branch length of
e(u, v). Since, the pairwise distances between any pair of existing
leaf nodes in the reference tree are kept intact, then |e(u, x)| +
|e(x, v)| = |e(u, v)|. And, the ratio of |e(u, x)| over |e(x, v)| is
equivalent to the ratio of the profile divergence between nodes u

and x over the profile divergence between nodes x and v.

2.4 Speed up of TreeLign
The overall time complexity of TreeLign is O(nlL). We can

speed up TreeLign by eliminating the number of branches to as-
sign by using BLAST as a filter and we term this heuristic as
TreeLignB (TreeLign with BLAST filter). Although BLAST is
not that accurate for assigning a query sequence to a reference
phylogenetic tree, it gives an indication of where the best branch
to assign may reside in general. The assumption is that the ideal
branch to assign should be close to, if not exactly incident to,
the leaf node that represents the best hit of BLAST. If there is a
high sequence similarity between the two, it is unlikely the query
sequence will be inserted into the tree along a branch which is far
away from the best hit node. Usually, sequences of nodes that are
distantly away from the best hit node should be greatly different
from the sequence of the best hit node, and also be dissimilar to
the query sequence. Thus, we do not need to try every possible
branch on the reference tree, but only a subset of branches that
reside within a certain distance to the best hit. We can narrow
down the search space by only searching branches that are within
the search radius to the best hit node, and discard all the remain-
ing branches. The radius is defined in terms of the sum of branch
lengths, and it may range from 0 (in which only the best hit node
is examined), to the diameter of the tree (in which all branches
are tried). The time complexity of TreeLignB is O(KlL), where
K is the number of branches within the search space.

3. RESULTS AND DISCUSSION

3.1 datasets
The reference phylogenetic tree and multiple alignment for our

tests were drawn from GreenGenes [6] in order to test if TreeLign
could be used as a de novo approach on a real dataset. We down-
loaded the GreenGenes ARB database from GreenGenes’ web-
site [1], and extracted a core set phylogenetic tree (which is named
tree core set) as well as its corresponding multiple alignment from
the database for our tests. The resulting reference alignment
and tree (which is referred to as “the large dataset”) contains
3730 archeal and bacterial species and has a diameter of 0.6968.
The length of the reference alignment is 3408. We also randomly
picked 200 Proteobacteria from the large dataset, including 2 Ral-
stonia, 12 Burkholderiales and 32 β-Proteobacteria, and extracted
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both the corresponding phylogenetic tree and the alignment for
the selected species (referred to as “the small dataset”). The di-
ameter of the resulting tree is 0.3775.

3.2 Measures of observed deviated distance
Following the method used by von Mering et al. [26], we eval-

uated the accuracy of the phylogenetic assignment of TreeLign
based on the deviated distance between the ideal phylogenetic
position where the query species should belong to and the actual
phylogenetic assignment observed. Figure 1 shows the procedures
of removing a clade from a reference phylogenetic tree and assign-
ing a query species to the remaining tree. In tree T0, the subtree
rooted at node D is removed from the overall phylogeny. This
causes B, the parent of D, to be also removed, and the sibling
of D becomes the child of A in place of B to keep bifurcated,
as shown in T1. As we respect the reference phylogeny, for any
removed species, the ideal phylogenetic assignment should be on
the basal position of the new link. Tree T2 represents an observed
phylogenetic assignment, in which a query species X and an new
internal node Y are inserted. We can obtain the actual phyloge-
netic assignment by mapping the position of Y onto the branch
between C and G in T3. The red star on edge e(vA, vE) and the
green star on edge e(vC , vG) in T3 represent the ideal and actual
phylogenetic assigning positions respectively.

A

B C

E F GD

H I
T0

A

B C

E F GD

H I
T1

A

C

E F Y

T2

A

C

E

F G

T3

GX

Figure 1: The removal of a clade from phylogeny

and the assignment of a new node.

The minimum distance between the ideal and actual observed
branch to assign, denoted by Md, is a good measure for deviated
distances. However, there are cases when branch lengths of the
reference tree are absent, or one may only care about the changes
of topology rather than distances. Then, the number of edges
along the path from the original attachment point to the new at-
tachment point, denoted by Mb, provides an alternative measure.
Mb is of more topological meaning than quantitative meaning, it
cares about the number of branches between the ideal and ob-
served assignments, regardless of the actual deviated distance.
Finally, we define Mp, which represents the exact distance be-
tween the ideal (the red star) and the observed (the green star)
points to assign, as the third measure. Let ei be the ideal branch
to assign, eo be the observed branch to assign, and en be any
neighboring branch that shares exactly one endpoint with eo. Md
and Mb are computed as following:

Md(ei, eo) =

(

0, if ei and eo share endpoints
min
en

{|en| + Md(ei, en)} otherwise

Mb(ei, eo) =

(

0, if ei and eo are identical
min
en

{1 + Mb(ei, en)} otherwise

(4)

3.3 Benchmarking procedure

We compared the performance of TreeLign with the aforemen-
tioned approaches on taxonomic assignments. For TreeLign, we
first eliminated the poorly aligned region of the alignment by re-
moving all the columns that were composed of more than 80%
gaps. Due to the limitations of assembly and sequencing tech-
niques, many query sequences are only partial 16S rRNAs se-
quences. In this case, these partial sequences should only be
aligned to part of the reference alignment. Therefore, we used
TreeLign with local alignment for the tests. For BLAST based
approaches, we just selected the best hit of the query sequence out
of all the sequences in the reference dataset. For TreePuzzle based
approaches, the procedure exactly followed MLTreeMap [26] ex-
cept that 16S rRNA sequences were used instead of marker genes.
First, we built a Hidden Markov Model template for the alignment
using HMMBuild [8] and then aligned the query sequence to the
template using Hmmalign and obtained the new alignment. Next,
we used GBLOCKS [3] to eliminate the poorly aligned regions.
Finally, we applied TreePuzzle to compute the ML score of every
topology in the ensemble, and then selected the one that had the
best ML score as the resulting phylogenetic tree. Because TreeP-
uzzle is able to assign branch lengths for the user-defined trees, we
were able to compute all of Md, Mb and Mp. For RAxML based
approaches, the procedures were exactly the same as TreePuz-
zle except that the ensemble of topologies were evaluated and
scored by RAxML. (Note that RAxML is able to generate an
overall phylogenetic topology based on sequence alignment under
certain topological constraints.) Here, we restricted RAxML to
consider user-specified trees that were consistent with the refer-
ence topology. First, we constructed an ensemble of all possible
phylogenetic topologies, which integrated the query speices while
respecting the reference topology. Next, we used RAxML to eval-
uate the likelihood of each user-specific phylogenetic tree to be
a correct representation of the alignment. Since there was no
branch lengths information available, we only benchmarked Md

and Mb for RAxML.

3.4 Performance of TreeLign
In order to evaluate the performance of TreeLign, we want

to know, given an existing well-established reference phylogeny
and its corresponding reference alignment, whether TreeLign can
make fast, accurate and robust phylogenetic assignments for novel
sequences. The first test is to take in a high-quality large align-
ment and phylogeny and see how accurately we can reconstruct
the alignment and assign the phylogenetic position of each se-
quence if we remove it from the reference and apply the algo-
rithm. The second test is to remove different clades of species
from the existing alignment and phylogeny, and then reassign
these removed species back into the remaining tree. The second
test is able to estimate the robustness of TreeLign in the scenario
when closely related species are missing.

3.4.1 Validation of accuracy on the large dataset
In this test, for each species in the large dataset, we simply

removed it from the reference tree and the alignment. After that,
we reassigned each species back to the reference tree and aligned
its sequence with the reference alignment. ML-based methods
were not compared in this larget dataset test, because most of
them are too slow for thousands of species. For example, TreeP-
uzzle requires more than one month to evaluate the ensemble of
all possible topologies generated for assigning ONLY one query
species to the reference phylogeny in the large dataset, not to
mention thousands of queries. In this case, we only compared the
accuracy of TreeLign with the BLAST based method.

Results show that TreeLign performs much better than BLAST,
according to all three measures. TreeLign makes perfect phy-
logenetic assignments for 45.2% species, with average deviated
distances Md = 0.0083, Mb = 2.40, Mp = 0.030; while BLAST
makes perfect assignments for 34.91% species, with average devi-
ated distances Md = 0.015, Mb = 3.65, Mp = 0.056. This proves
that TreeLign is able to make consistent phylogenetic assignments
with the reference phylogeny and thus can be successfully used
as a taxonomic classification tool for de novo datasets.
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Table 1: Robustness test on the large dataset among BLAST-based mapping, TreeLign and TreeLignB

Methods
Removed Clades

Ralstonia Burkholderiales β-proteobacteria Proteobacteria

Md
BLAST 0.02223 0.03234 0.07381 0.05187
TreeLign 0.01965 0.01192 0.03585 0.01951

TreeLignB 0.02786 0.02297 0.02891 0.01233

Mb
BLAST 3.0 8.522 12.21 11.79
TreeLign 6.5 4.13 7.654 6.584

TreeLignB 8.5 6.391 6.75 5.637

Mp
BLAST 0.04050 0.06899 0.1115 0.10580
TreeLign 0.04708 0.02571 0.06796 0.04778

TreeLignB 0.03716 0.02958 0.04057 0.03143

3.4.2 Estimation of robustness on both the large and
small datasets

The errors of classifications and assignments for species with
low abundance on the reference dataset are much higher than
those with high abundance. We define robustness of phyloge-
netic assignment as the ability to assign a novel sequence, which
has little or no close relatives in the reference phylogeny, accu-
rately. The property of robustness is important for phylogenetic
assignment because although the current phylogenetic tree covers
species of a lot of taxonomic groups, there are still some lineages,
especially those with environmental low abundance or restricted
to poorly-studied environments, remain uncovered. Without ro-
bustness, taxonomic classifications of query species from unrep-
resented clades are usually error prone.

We estimated the robustness of TreeLign by intentionally re-
moving clades that are closely related to the query species from
the reference tree and the alignment, and then evaluating quality
of the phylogenetic assignment of each species in the clade on the
remaining dataset. We selected different levels of clades (Genus,
Class, Order and Phylum) to remove for the test, and compared
the robustness of TreeLign against all the aforementioned meth-
ods. TreeLign and BLAST were tested on both large and small
datasets, while TreePuzzle and RAxML based methods were only
tested on the small dataset.

For tests on the large dataset, the removed clades were Ral-
stonia (Genus), Burkholderiales (Class), β-proteobacteria (Or-
der) and Proteobacteria (Phylum), as in previous tests of ML-
TreeMap [26]. The removed clades contained 2, 23, 52 and 903
species respectively. The average deviated distance between the
ideal and actual assignment was determined using Md, Mb and
Mp. Comparisons among TreeLign and TreeLignB (with radius
0.20) and the BLAST based method are shown in Table 1. TreeL-
ign outperforms the BLAST based method except when Ralsto-
nia, which contains only two species, is removed.

For tests on the small dataset, the removed clades were Ralsto-
nia, Burkholderiales and β-proteobacteria, each containing 2, 12
and 32 species respectively. Comparisons among TreeLign, TreeL-
ignB (with radius 0.16) and aforementioned methods are shown
in Table 2. These results indicate that TreeLign can make robust
phylogenetic assignments even when different levels of closely re-
lated clades are removed. In general, the quality of results gen-
erated by TreeLign is comparable to that of ML-based methods,
but requires much less time. For example, when the clade of
Burkholderiales is removed, on average, the deviated distance Mp

of reassigning the removed species back is equivalent to 0.068 us-
ing BLAST, while it equals to 0.021, 0.019 and 0.014 using TreeL-
ign, TreePuzzle, and RAxML respectively. The deviated distance
of BLAST is almost three folds of those of the other methods, but
the differences in deviated distances among TreeLign, TreePuzzle
and RAxML are slight. Results are similar for Md and Mb. This
is probably because although ML is a better estimation for phy-
logenetic reconstruction, the result of a poor ML search may be
no better than that of a more thorough search under some faster
criterion [17].

We also tested the contribution of simultaneous optimization,
as compared to simply using MP to score phylogenetic placement

Table 2: Robustness test on the small dataset

among BLAST-based mapping, ML-based map-

pings, TreeLign and TreeLignB

Methods
Removed Clades

Ralstonia Burkho-
lderiales

β-proteo-
bacteria

Md

BLAST 0.06479 0.04105 0.08386
TreeLign 0 0.00809 0.02773

TreeLignB 0 0.01342 0.04744
TreePuzzle 0 0.00330 0.03723
RAxML 0 0.00271 0.039

Mb

BLAST 9.5 6.33 8.562
TreeLign 0 3.33 3.344

TreeLignB 1 3.33 5.625
TreePuzzle 0 2.25 4.594
RAxML 0 2 4.812

Mp

BLAST 0.11830 0.06807 0.1159
TreeLign 0.00704 0.02179 0.05565

TreeLignB 0.02361 0.01907 0.06861
TreePuzzle 0.00642 0.01403 0.06509
RAxML - - -

given a fixed alignment. To evaluate the latter, we conducted a
test similar to that of Table 2 and we used a fixed alignment built
by HMMBuild and HMMAlign rather than allowing optimization
of the alignment for each branch. Run times are predictably much
faster, but the results are considerably worse. Regardless of the
clades removed, the deviated distance is greater than that using
TreeLign by at least 22% in terms of Md and at least 35% in
terms of Mb.

3.5 Time performance
The time performance of BLAST, TreeLign, TreeLignB, TreeP-

uzzle and RAxML on both the large dataset and the small dataset
is shown in Table 3. The machine configurations are 32 bit, 2.4G
Hz Quad-CPU, 3.0 GB memory, Fedora 11 OS. In general, TreeL-
ign needs more time than BLAST but is much faster than the
others; while TreeLignB is even faster than TreeLign, but at the
expense of accuracy. BLAST is the fastest of all but not as ac-
curate as the others because it is designed for finding regions
with local similarity between sequences, while sequence similarity
is not the gold-standard for phylogenetic assignment, especially
when sequences of the species are divergent. The computational
time required by TreeLign is on the order of a thousand times
faster than TreePuzzle for both datasets, and hundreds times
faster than RAxML. ML-based methods such as TreePuzzle and
RAxML require a lot of computational resources for calculating
likelihoods and probabilities, while TreeLign is based on MP cri-
terion. In addition, ML-based methods may not make extensive
use of available information contained in the reference phylogeny,
thus consume a lot of computational time for reference species,
among which, the phylogenetic relationships are well known. In
contrast, TreeLign takes advantage of the established reference
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phylogeny and make incremental assignments for novel sequences
without unnecessary re-computation. With the advancement of
sequencing techniques, more genetic sequences of hundreds of
thousands of environmental species will be available. TreeLign
can be used to provide accurate phylogenetic assignments in a
reasonable time.

Table 3: Comparison of time performance

Methods The large dataset The small dataset
BLAST 2 seconds less than 1 seconds
TreeLign 7 minutes 12s 11 seconds

TreeLignB 1 minute 40s 6 seconds
TreePuzzle >1 month 1.1 hours
RAxML 21 hours 21 minutes

In addition, the run time of TreeLign can also largely be im-
proved using Multiple Threading Technique. TreeLign chooses
from all possible phylogenetic assignments the one with mini-
mal cost, while the evaluation of each assignment is independent.
Therefore, the algorithm of TreeLign can be divided into a set
of profile sequence alignment problems, and each problem can be
solved independently using Multiple Threading Technique.

4. CONCLUSION
In this paper, we have developed TreeLign, an automated method

that makes fast and accurate phylogenetic assignments for novel
sequences while improving both the phylogeny and alignment.
TreeLign first constructs profiles of every branch on the reference
tree, then, for each query sequence, tries assigning it to every
possible branch, and finally obtains a new tree and a new align-
ment which are jointly optimal in terms of Maximum Parsimony.
By testing on 16S rRNA sequences, TreeLign is shown to make
accurate assignments that are comparable to ML-based methods,
while requires a lot less computational resources. The program is
freely available at http://www.genome.ucf.edu/TreeLign.
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ABSTRACT
Sequence logo is a widely used tool for visualizing a sequence
motif, the pattern shared by a set of short sequences. It gives
us a clear picture of the motif as a whole, displaying the
base composition and information content at each position.
It however does not allow us to visualize a set of “positive”
short sequences in the context of a set of “negative” ones. In
this work, we address this issue by a geometric approach us-
ing binding sites and non-binding sites of a TF. In particular,
we propose to use Fisher’s discriminant analysis to identify
axes for projecting short sequences onto a 2-dimensional Eu-
clidean space. We showed that, in addition to visualization,
the proposed approach affords discovery of better measures
of similarity between two short sequences in the TF binding
site search problem. Moreover, coupled with a clustering al-
gorithm, this novel technique can be used for motif subtype
identification as well as visualization. Finally, we argue that
our novel approach can be used side by side with sequence
logo for a wide variety of purposes.

Categories and Subject Descriptors
J.3 [Life and Medical Sciences]; I.5 [Pattern Recogni-

tion]

Keywords
visualization, transcription factor, sequence motif, principal
component analysis, Fisher’s discriminant analysis

1. INTRODUCTION
In general, there are two approaches to computational

transcription factor binding site (TFBS) identification, mo-
tif discovery and TFBS search. The former assumes that a
set of sequences is given and each of the sequences may or
may not contain TFBS’s. An algorithm then predicts the
locations and lengths of TFBS’s. The term motif refers to
the pattern that are shared by the discovered TFBS’s. This
kind of algorithms relies on no prior knowledge of the motif
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and hence is known as de novo motif discovery algorithms
[12, 15]. The latter has one additional assumption that the
locations and lengths of TFBS’s are known. An algorithm
then learns from these examples and predicts TFBS’s in new
sequences [10, 5, 9]. In both scenarios, we constantly desire
a graphical representation of a discovered motif. Sequence
logo [1] is the de facto tool for motif visualization. Sequences
constituting a motif can be visualized as a whole by a se-
quence logo. It graphically presents the base composition by
vertically stacked letters and the information content (IC)
by the height of the stacked letters at each position of a mo-
tif. However, the interrelationships between the comprising
sequences of a motif cannot be seen through these tools.

In this work, we focus on visualization techniques that
can potentially be used to improve approaches to the TFBS
search problem. A typical TFBS search method relies on
a scoring function, which in turn depends on a similarity
measure between two l-mers. For illustration purposes, we
consider the centroid method proposed by Osada et al. [10].
It has been shown in [9] that an l-mer can be embedded
in the Euclidean space such that the similarity measure be-
tween two l-mers is preserved by the dot-product operation.
This allows us to manipulate l-mers as vectors in the Eu-
clidean space. Moreover, projecting the vectors onto 2 or 3
axes enables us to visualize the l-mers in a 2-D or 3-D space
and understand the relationships between l-mers. It is thus
perceivable that different choices of axes afford us different
perspectives on the l-mers.

The similarity score between two known binding sites is
expected to be higher than that between a binding site and
a non-binding site. Hence, if we place the known binding
sites of a TF in the context of the known non-binding sites,
a good similarity measure should permit us to distinguish
binding sites from non-binding sites. Limited TFBS search
algorithms explicitly use negative examples [14, 3, 9]. This
is partly due to the vast amount of non-binding sites of a
TF and the low specificity of some TF’s, where a binding
site may be more similar to a non-binding site than some
other binding sites. In this work, we investigate the roles of
negative examples in visualizing binding sites constituting a
motif. Considering nucleotide pairs and weighting by infor-
mation content result in 4 variants of the centroid method in-
vestigated in [10]. Using each similarity measure, we embed
binding sites and non-binding sites in the Euclidean space
and project the vectors onto a 2-dimensional space. Two
approaches to selecting axes for projection are considered.
One uses orthogonal axes from principal component analy-
sis [8], while the other obtains orthogonal axes by means of
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Fisher’s discriminant analysis (FDA) [7]. Visualization and
discovery of motif subtypes are investigated in this work as
well.

2. METHODS
Since the centroid method is chosen for illustration pur-

poses, we refer readers to [10, 9] for details on scoring l-mers
and embedding l-mers into the Euclidean space. Principal
component analysis (PCA) is a well-studied dimension re-
duction and visualization technique, which does not distin-
guish positive examples from negative ones. We refer read-
ers to [8] for details. FDA [7] does take into account the
tag information of each l-mer. Assume that n l-mers are
embedded in R

p and can be categorized into k classes. FDA
finds axes such that projecting the n l-mers onto these axes
pulls class centroids as far apart as possible while keeps the
within-class dispersion as small as possible.

Let X be the n × p matrix each row of which represents
an l-mer in R

p and q be a p × 1 vector, which contains the
coefficients of a linear combination of the original p variables.
Consider the linear transformation y = Xq, where y =
(y1, y2, . . . , yn)T is a n × 1 vector, each element of which
corresponds to an l-mer. FDA can be viewed as fitting the
following multiple linear regression model [13]:

yi =

k
X

j=1

µjI(the i
th

l-mer belongs to class j) + ǫi, (1)

where µj ’s are model parameters, ǫi’s are independent and
identically distributed normal random errors with zero mean
and variance σ2, and I(statement) ∈ {0, 1} is the indicator
function, which equals 1 if and only if the statement is true.
Parameter µj can be interpreted as the centroid of class j

and ǫi is the discrepancy between the ith l-mer and its class
mean. The maximum likelihood estimate of µj is simply
the sample mean of class j. The residual of the ith l-mer
is thus the difference between yi and its sample class mean.
The residual sum of squares (SSE) of this regression model
can be computed by yT(I − H)y, where I is the identity
matrix and H is the usual n × n projection matrix. It cap-
tures the variance not explained by the regression model.
The closer yi’s are to their respective sample class means,
the smaller the SSE will be. The regression sum of squares
(SSR), which gauges the variance explained by the model,
can be computed by yT

`

H − 1
n
J

´

y, where J is the n × n

matrix of all 1’s. In this case, SSR is sum of the squared
distance between each class centroid and the overall centroid
weighted by the number of l-mers in the class.

Now, consider the Rayleigh quotient R(q) = SSR
SSE

= qBq

qTW q
,

where B = XT
`

H − 1
n
J

´

X and W = XT(I − H)X .
Since large R(q) implies tight classes and large distance be-
tween class centroids, FDA finds q such that R(q) is max-
imized, that is, q is the eigenvector of the p × p matrix

W −
1

2 BW −
1

2 corresponding to the largest eigenvalue. For
the purpose of visualization, we choose the two eigenvectors
with the largest eigenvalues as the axes for projection.

3. RESULTS AND DISCUSSIONS
To demonstrate the behaviors of the compared visualiza-

tion methods, we consider the TF FlhDC in a data set used
in [9], where FlhDC was found to be one of the most difficult
TF’s with diverse binding sites.

Figure 1: Sequence logos of the (a) binding site motif and (b)
non-binding site motif of FlhDC, respectively. The vertical
axis is the IC in bits.

3.1 Visualization by Sequence Logos
Figure 1 shows sequence logos of the binding site motif

and non-binding site motif of FlhDC, respectively. Clearly,
these two sequence logos display distinct patterns. We first
noticed that a few positions of the binding site motif contain
no information, that is, at those positions, each nucleotide
is observed with approximately the same probability. Sec-
ondly, many positions in the non-binding site motif have
very similar base composition and all the positions have
comparable IC unlike the binding site motif. Aside from
the aforementioned observations, these two sequence logos
barely indicate anything about the sensitivity and specificity
of a TFBS search model built from the known binding sites.
In other words, from the two sequence logos along, we cannot
infer the performance of a position-specific scoring matrix
constructed from the known binding sites.

3.2 Geometric Visualization by PCA
Figures 2a-d show scatter plots induced by four different

similarity measures along the two axes found by PCA. Over-
all, we can see that the binding sites of TF FlhDC scatter
among the non-binding sites. That is, the binding sites can
hardly be distinguished from non-binding sites in these plots.
Therefore, the plots in Figure 2a-d do not allow us to com-
pare and assess the four similarity measures. These plots
would lead us to the unlikely conclusion that there is no dif-
ference among the four similarity measures. This is clearly
undesirable since Osada et al. [10] showed that considering
nucleotide pairs or weighting by IC significantly improves a
similarity measure.

PCA has been used in many studies to visualize clusters
(e.g. [11, 16]). Oftentimes, distinct clusters can be observed
and the predefined classes are well separated from one an-
other (e.g. [11]). The scatter plot in Figure 2b is a typical
scatter plot along two axes found by PCA, where three dis-
tinct clusters of l-mer can be observed. However, this plot
does not cluster all the binding sites into one cluster and all
the non-binding sites into the other two clusters. The scat-
ter plots shown in Figures 2a-d may be unexpected but not
unreasonable. At least two factors contribute to the undesir-
able results shown in Figures 2a-d. One is the nature of the
data set. The average number of nucleotides shared between
any two binding sites of FlhDC is 4.3 out of 16. For any 16-
mer t, the probability of finding a 16-mer that has the same
nucleotides as t at 5 positions is

`

16
5

´

311/416 ≈ 18% assuming
independence among bases and uniform base distribution. A
FlhDC binding site is expected to share 5 nucleotides with
about 1,162 out of 6,454 non-binding sites. It is not sur-
prising that binding sites overlap with non-binding sites in
Figures 2a-d. The other factor is that PCA finds axes ex-
plaining the most variance, which does not guarantee class
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Figure 2: Scatter plots of the binding sites, binding site centroid, non-binding sites and non-binding site centroid of FlhDC on
two orthogonal axes identified by PCA (a - d) and FDA (e - h). The solid arrow in each plot represents the positive centroid
vector µ+, while the dashed arrow represents vector pointing from µ− (centroid of the non-binding sites) to µ+. Pair denotes
the use of nucleotide pairs and IC indicates weighting by information content in similarity computation.

separation even when the classes are indeed separable.

3.3 Geometric Visualization by FDA
Figures 2e-h shows scatter plots induced by four different

similarity measures along the two axes found by FDA. A
general trend can be observed, that is, FDA pulls the bind-
ing sites to one side and the non-binding sites to the other.
Comparing Figure 2e to Figure 2f, we can see that weight-
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ing nucleotides by their respective IC does not make much
difference. The same phenomenon can be observed when
we compare Figure 2g to Figure 2h. In the case of FlhDC,
we can infer that weighting by IC will not improve a TFBS
search method. In fact, leave-one-out cross-validation re-
sults [9] confirmed that weighting by IC marginally worsens
the performance. In terms of the average rank of the bind-
ing sites, weighting by IC changes the index from 725.55
to 749.45. When a similarity measure considers nucleotide
pairs, weighting by IC marginally improves the index from
486.05 to 466.1.

Comparing Figure 2e to Figure 2g, it is clear that consider-
ing nucleotide pairs pulls the binding sites farther away from
the non-binding sites, implying improvement of a TFBS
search method. The same effect can be seen when we com-
pare Figure 2f to Figure 2h. The improvement is evident
since the average rank changes from 725.55 to 486.05 and
from 749.45 to 466.1, respectively. Hence, the interpreta-
tions of scatter plots in Figures 2e-h are very informative
and correlate very well with the actual performance of a
TFBS search method.

3.4 Motif Subtype Identification and Visual-
ization

It has been shown that the binding sites of a TF can be
better represented by 2 motif subtypes [6, 4]. Motif sub-
types can be identified by fitting binding site data to mix-
ture models [6, 4]. We employed the widely used k-means
algorithm [2] and clustered the known binding sites of Fl-
hDC into two clusters. Figure 3 shows the results when each
of the four similarity measures is used. The motif subtypes
are visualized by scatter plots along FDA axes as well as
their sequence logos shown below the scatter plot.

Slight difference in motif subtypes can be observed when
comparing the results from one similarity measure to an-
other. FDA pulls the two motif subtypes away from the
non-binding sites. The two motif subtypes are separated
from each other as well, indicating significant difference be-
tween them. The difference in TFBS search performance
can be inferred from the scatter plots as well. The benefit
of introducing nucleotide pairs into a similarity measure is
evident in these scatter plots. Most importantly, these scat-
ter plots reinforce the results reported in [6, 4], where the
authors showed that mixture models are superior to single
models.

4. CONCLUSIONS
In this work, we proposed a novel approach to visualiz-

ing TFBS’s in the context of non-binding sites by means
of FDA. We showed that comparing the sequence logo of
binding site motif to that of non-binding site motif hardly
afford this important feature. Visualizing TFBS’s in context
allow us to compare different similarity measures. This im-
plies that novel similarity measure can be assessed visually
by our proposed approach, which may lead to discovery of
better similarity measures for TF’s of interest.

We showed that axes identified by PCA are not well-suited
for visualizing TFBS’s. When two clusters are inherently dif-
ficult to separate, we suggest using FDA instead of PCA for
the purpose of visualization. Finally, motif subtypes can be
identified and visualized by coupling our proposed approach
with any clustering algorithms. The proposed approach can
also be used to assess the performance of mixture models

on a particular TF. Our future work aims for identifying
better similarity measures with the proposed visualization
technique. Possible applications of our novel approach will
also be investigated.
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Figure 3: Scatter plots of the binding sites, two binding site centroids, non-binding sites and non-binding site centroid of
FlhDC on two orthogonal axes identified by FDA. The solid arrows in each plot represent the two positive centroid vectors
µ+1 and µ+2, while the dashed arrows represent the vectors pointing from µ− (centroid of the non-binding sites) to µ+1

and µ+2, respectively. Pair denotes the use of nucleotide pairs and IC indicates weighting by IC in similarity computation.
Sequence logos of the two motif subtypes are listed below each scatter plot.
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ABSTRACT
Many genes and proteins have alternate names (synonyms)
in scientific literature, posing a challenge to effectively orga-
nize and exchange information. To address this issue, there
have been several initiatives to collate the synonyms into
dictionaries. Biothesaurus is an extensive dictionary de-
rived from multiple authoritative sources. Despite its ex-
tensive coverage, there are still some synonyms not covered
by Biothesaurus. Wikipedia could be a useful source of the
missing synonyms, as it has a diverse set of contributors
in comparison with authoritative resources, that constitute
Biothesaurus. This paper reports a feasibility study of using
WikiLinks to find synonyms that are not currently covered
by Biothesaurus.

Wikipedia pages containing the word gene or protein were
included in this study. 121 candidate synonyms were ex-
tracted fromWikiLinks referencing 7,339 (16%) human genes.
This number is significant, given that Biothesaurus has been
earlier evaluated to have a coverage of 87%. Hence, Wik-
iLinks were found to be a useful source for collating gene
synonyms that are not recorded in authoritative databases.
Biothesaurus was evaluated to cover 52% of the extracted
candidate synonyms not documented in NCBI. The current
study will be extended in scope to cover all genes and to
extract synonyms from free text in Wikipedia pages.

Categories and Subject Descriptors
J.3 [Computer Applications]: LIFE AND MEDICAL
SCIENCES—Biology and genetics; H.3.1 [Information Sys-
tems]: INFORMATION STORAGE AND RETRIEVAL-
Content Analysis and Indexing[Thesauruses]

General Terms
Experimentation
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Keywords
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Gene/Protein Synonym, Information Storage and Retrieval

1. INTRODUCTION
Many genes and proteins have alternate names in scien-

tific literature. A particular gene/protein can be referred to
by several names (synonymy), and a name may be associ-
ated with several genes/proteins (homonymy) which causes
ambiguity. Synonyms for gene/ proteins pose a challenge for
collating and organizing knowledge. To address this issue,
there have been several initiatives to collate gene/protein
synonyms into dictionaries. Use of dictionaries has facili-
tated text mining applications and improved the quality and
accessibility of biological databases [1, 3]. Biothesaurus [2]
is an extensive dictionary of gene/protein synonyms derived
from multiple authoritative sources. However despite its ex-
tensive coverage, there are still some synonyms not covered
by Biothesaurus.

Wikipedia could be a useful source of the missing syn-
onyms, as it has a diverse set of contributors in comparison
with authoritative resources, that constitute Biothesaurus.
This paper reports a feasibility study of using WikiLinks
to find synonyms that are not currently covered by Biothe-
saurus. Wikipedia is a free web-based encyclopedia devel-
oped collaboratively by volunteers and WikiLinks are the
internal links between its pages. Novel synonyms extracted
from Wikipedia can be incorporated in Biothesaurus to im-
prove its coverage. The study will also provide an estimate
of the current coverage of Biothesaurus.

2. METHODS
We have attempted to discover gene synonyms not recorded

in Biothesaurus by analysis of WikiLinks (internal links be-
tween Wikipedia pages). The WikiLinks from a subset of
Wikipedia pages were analyzed to obtain WikiLink labels
linking to gene symbols. These labels were parsed to ex-
tract synonym candidates that are undocumented in NCBI
(gene info) database. Biothesaurus was queried with the
synonym candidates, to evaluate its coverage and to iden-
tify the unrecorded synonyms. The detailed steps are shown
in Figure 1 and are described as follows:

1. Select set of gene/protein pages
Out of 12 million pages in Wikipedia, 35 thousand
pages (0.3%) containing either word gene or protein
were selected.
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Table 1: Statistics from the study
Date of Wikipedia dump Sep 2010
Number of pages in Wikipedia 10,396,548 (10 million)
Number of pages in Wikipedia that contain the words
gene or protein

35,490 (35 thousand)

Number of links in gene-protein pages 1,285,685 (1.2 million) (approx. 37 links per page)
Number of links resolved (as a small fraction referred
to internal sections or to stubs or had other errors)

1,207,714

Number of human genes considered for analysis 45,510
Number of human genes (with symbols as page titles)
targeted by WikiLinks in the selected Wikipedia subset

7,339 (16% of total human genes)

2. Extract WikiLinks
The selected pages contained 1.2 million WikiLinks
(approx. 37 links per page) (see Table 1). The Wik-
iLinks were identified by parsing the page content in
Wikimedia format, where the links are enclosed in dou-
ble square brackets, e.g. [[autism]]. WikiLinks are
converted to hyperlinks when the Wikimedia content
is rendered into html format by Wikipedia servers.
Appearance of the links is augmented by using dif-
ferent patterns for link representation. For instance,
[[autism]] links to the Wikipedia page on ‘autism’ and
the hyperlink text is also ‘autism’; [[autism|autistic
traits]] also links to ‘autism’ but the hyperlink text
(WikiLink label) rendered is ‘autistic traits’. We con-
sidered WikiLink pattern of the type [[A|B]], that is
simplest and most commonly used of the patterns de-
scribed at
http://en.wikipedia.org/wiki/Help:Link. Thus, aWik-
iLink has two components – i) label : This is rendered
as the hyperlink text when the Wikicode is rendered
into html and ii) target : This is the target of the ren-
dered hyperlink. For instance, in the WikiLink code
[[autism|autistic traits]], the label is ‘autistic traits’
and the target is ‘autism’.

3. Filter WikiLinks referencing human gene sym-
bols
Of 1.2 million WikiLinks extracted in step 2, 1.1 mil-
lion (92%) did not have gene symbols for targets. An-
other 22,098 (2%) had gene symbol as the label as well
as the target (e.g. BRCA1 pointing to BRCA1). They
covered 5,274 (72%) of human genes. The remaining
3,319 (0.3%) referred to a page entitled with a human
gene symbol and had a different label (e.g. BRCC1
pointing to BRCA1 or ‘breast cancer gene’ pointing to
BRCA1). They targeted 2,065 (28%) of human genes.
The labels from the latter set were considered for fur-
ther analysis in the next step.

4. Parse WikiLink labels to extract gene synonym
candidates
The WikiLink labels were parsed to i) split conjoined
synonyms joined by / ii) striped of the end words ‘gene’
and ‘protein’. For example,
[[BRCA1/BRCC1|breast cancer gene]] yielded synonym
candidates BRCC and ‘breast cancer’ for gene sym-
bol BRCA1. 3,088 unique ‘synonyms candidates’ were
obtained from 3,319 WikiLinks. 472 candidates were
found as gene synonyms in NCBI database and were
excluded.

5. Filter synonym candidates
Of the remaining 2,616 candidates (Table 2 ), 2,338
were filtered out on the basis of criteria given in Table
3. The remaining 278 (11%) of the phrases where man-
ually curated to remove 24 common English words and
gene annotations (like function and gene family) and
the remainder 254 were used to query Biothesaurus.

Table 2: Distribution of genes having synonym can-
didates in WikiLinks. The candidates considered
here exclude the ones listed in NCBI.

Number of synonym candidates for gene frequency
1 1,691
2 258
3 68
4 36
5 11
6 1

3. RESULTS
Biothesaurus was queried with the 254 candidate syn-

onyms obtained by the method described in Figure 1. Bio-
thesaurus mapped the candidates to varying number of genes
133 candidates were mapped to the gene that was refer-
enced by the synonym in Wikipedia (Table 4), and hence the
coverage computed to 133/254=52%. 17 candidates were
mapped to the gene other than the one referenced by the
candidate in Wikipedia. For instance, the synonym CaMKII
refers to CAMK2A in Wikipedia; but Biothesaurus maps it
to CAMK2G. For remaining 104 candidates Biothesaurus
failed to make any mapping. Hence, total of 121 candidates
were not mapped to the gene referenced in Wikipedia. These
can be potentially added to Biothesaurus, after manual cu-
ration.

Table 3: Distribution of Filters applied to candidate
synonyms

Contains special character (not an
alphanumeric or − or . )

607

Has less than 3 letters 1,009
Has no alphabet 8
Contained in gene symbol/synonym
/description of target gene

390

Total link names filtered out 2,338
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4

5

Wikipedia pages in Sep 2010 (12 million)

Select Wikipedia pages containing
word gene or protein (35 thousand)

Extract WikiLinks (1.21 million)

WikiLinks having gene
symbols as target (25,417)

WikiLinks NOT having
gene symbols as target
(1.18 million)

WikiLinks having labels
that differ from target
(3,319)

WikiLinks having labels
that is same as target
(22,098)

Parse labels to get unique
synonym candidates
(3,088)

Candidates that are NOT
gene synonyms in NCBI
database (2,616)

Candidates are gene syn-
onyms in NCBI database
(472)

Candidates (278)

Filter out (2338)
Number of letters < 3
Contains character other
than alpha-numeric, space,
or .
Does not have alphabet
Contained in gene sym-
bol/synonym /description
of target gene

Candidates used to query
Biothesaurus (254)

Manually removed com-
mon English words and
gene annotations (24)

Figure 1: Flowchart for extracting candidate for
gene synonym dictionary. Steps corresponding to
the methods section are demarcated in grey.

Table 4: Distribution of the synonym to gene map-
pings made by Biothesaurus
Mapped to gene referenced in Wikipedia 133
Mapped to gene other than the one referenced in
Wikipedia

17

No mapping 104

4. DISCUSSION
This study investigates the feasibility of using WikiLinks

to extract gene/protein name synonyms that are undocu-
mented in Biothesaurus. For the 7,339 (16%) of the hu-
man genes that were referenced by WikiLinks in the selected
Wikipedia subset, 121 candidate synonyms were obtained.
This number appears to be small, but it can be a nontriv-
ial contribution to Biothesaurus given that Biothesaurus is
known to cover 87% of human gene/protein synonyms [2]
found in Pubmed. Hence, WikiLinks are a useful source to
obtain gene/protein synonym candidates to extend Biothe-
saurus.

The 121 candidate synonyms can potentially extend the
coverage of Biothesaurus. However as the synonyms have
been extracted from a non-authoritative resource, manual
curation is necessary before they can be added to Biothe-
saurus. In this study, Biothesaurus was evaluated to cover
52% of the extracted candidate synonyms not documented
in NCBI. This estimate is significantly higher than the 27%
reported in an earlier study [2]. One of the reasons for the
improved estimate is that Biothesaurus has expanded due
to incorporation of more synonyms to its source databases,
as compared to the version used in the earlier study. An-
other possible reason is that the set of synonyms used in
Wikipedia could differ from Pubmed abstracts investigated
in the earlier study.

5. CONCLUSION
WikiLinks are a useful source for collating gene/protein

synonyms that are not recorded in authoritative databases.
Biothesaurus was estimated to cover 52% of the extracted
candidate synonyms not documented in NCBI. The current
study would be extended in scope to cover all genes and
to also extract synonyms from other contents in Wikipedia
pages.
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ABSTRACT
We report and comment the experimental results of the
PRAISED system, which implements an automatic method
for discovering and resolving a wide range of protein name
abbreviations from the full-text versions of scientific arti-
cles. This system has been recently proposed as part of a
framework for creating and maintaining a publicly-accessible
abbreviation repository. The testing phase was carried out
against the widely used Medstract Gold Standard Corpus
and a relevant subset of real scientific papers extracted from
the PubMed database. As far as the Medstract corpus is
concerned, we obtained significantly high results in terms
of recall, precision and overall correctness. As for the full-
text papers, results inevitably varied, due to the complex
and often chaotic nature of the confronted domain; even
so, we detected encouraging levels of recall and extremely
fast execution times. The major strength of the system lies
in addressing the unstructuredness of the scientific publica-
tions and being able to save time and effort for extracting
protein-related information in an automatic fashion, while
at the same time keeping computational overhead to a min-
imum thanks to its light-weight approach.

Categories and Subject Descriptors
H.3.3 [Information Storage and Retrieval]: Informa-
tion Search and Retrieval—retrieval models, search process,
selection process

General Terms
Algorithms, Experimentation

Keywords
proteins, abbreviations, data mining, extraction, resolution

1. INTRODUCTION
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In this paper, we discuss the experimentation phase of the
PRAISED framework, which has been recently proposed in
[1]. We tested its automatic abbreviation discovery and reso-
lution system against the Medstract Gold Standard Corpus
and a manually annotated subset of biological articles ex-
tracted from the PubMed online database. Overall results
were encouraging, for significantly high levels of recall were
achieved, along with promising levels of precision and ex-
tremely short execution time.

The paper is structured as follows. In Section 2, related
work is mentioned. In Section 3, experimental results of
the testing phase of the PRAISED system are reported and
briefly commented. In Section 4, we further discuss pros and
cons of our approach, elaborating on the outcome obtained
while testing the various steps of the automatic discovery
process. And finally, in Section 5, we draw our conclusions.

2. RELATED WORK
In this area, several research groups have proposed a cer-

tain number of methodologies for trying to discover acronyms
within a source text, ranging from general approaches to
more specific techniques. These include the use of regular
expressions [7], linguistic cues and pattern-based recogni-
tions [9, 10, 4, 6, 8, 12], as well as machine learning algo-
rithms, natural language processing and mixed methods [5,
3, 11].

The majority of these approaches impose strong constra-
ints upon the candidate abbreviations, or employ fixed recog-
nition patterns for matching their explanations, thus severely
limiting recall. As a consequence, their scope is usually re-
stricted to abstracts only, where a narrower variety of ab-
breviation forms are usually found. Also, performance in
terms of execution time is seldom mentioned or not at all,
and the overall results are not so easily comparable, for often
modified corpora are used to test the resolution algorithms.

3. EXPERIMENTATION OF THE PRAISED
FRAMEWORK

In this section we will report the results achieved while
testing the automatic process implemented in PRAISED.
We will briefly recall the structure of our discovery process
and then proceed to talk about its experimental results.

3.1 Three-phase process
The three phases of the abbreviation discovery process

implemented in PRAISED are as follows:
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• Phase one: Abbreviation Identification, where, first,
a set of exclusion rules are applied in order to remove
non-acronym words; and, second, a series of syntactical
checks upon the structure of the considered words are
employed, so that such words are ranked according to
the likelihood of being potential abbreviations.

• Phase two: Abbreviation Resolution, where a certain
number of resolution steps, ranging from syntactical
to semantic ones and including some domain-specific
passes as well, are used in order to try and match the
potential abbreviations with their corresponding ex-
planation, as detectable within a number of contigu-
ous words proportional to the abbreviation’s length.
Eventually, a handful of optimization techniques come
into play as a means to improve the overall correctness
of this phase. See Table 1 for further details.

• Phase three: Protein Name Identification, where abbre-
viation-explanation pairs resulting from the previous
phase are matched with known proteins, if applica-
ble: this is done via a check against a properly-indexed
protein dictionary, coupled with some refinement steps
based on the weighted edit distance and the Jaccard
distance between the given explanation and the en-
tries of the protein dictionary. Those explanations not
matching any known protein are excluded from the fi-
nal results.

3.2 Results
We first tested our system against the widely used and

publicly available Medstract Gold Standard Corpus1, made
up of a number of MEDLINE abstracts containing numer-
ous abbreviation-explanation pairs. Here we obtained signif-
icant results of 93.6% recall and 90% precision (f-measure:
91.7). The high level of recall is due to the presence of a
limited variety of abbreviation forms, as mentioned earlier
in Section 2. Since we strive to identify and resolve many
variations of abbreviation-explanation pairs within the full
texts of scientific articles, these results are not surprising;
we also managed to keep a stable level of precision, thanks
to our exclusion rules, both general and domain-oriented.

We then proceeded to test our process against biological
full-text articles, by using a manually annotated subset of
PubMed papers as the input source of our discovery process.
The subset used is not particularly large (∼100 papers),
but is quite significant in terms of all the disparate cases of
abbreviation-explanation pairs featured in it. Since we opted
for a plain, unadulterated processing of the articles (keeping
footnotes, figure descriptions and the like), we were faced
with a great challenge indeed. The results we obtained dis-
played 80.1% recall and 60.3% precision (f-measure: 68.8)).
The lower precision level is easily explained: we came by
a score of biomedical non-protein abbreviations, correctly
resolved by our process, which contained several terms ap-
pearing in as many known protein names from our repository
(e.g. most chemical compounds, like Nitric oxide). As a con-
sequence, during phase three, several of these explanations
generated non-empty candidate lists of protein names, with
candidates scoring higher than the threshold we had set.

Speaking of recall, instead, aside the successfully resolved
abbreviation-explanation pairs captured by our process, there

1http://medstract.org/gold-standards.html

were critical cases of abbreviations which we could not prop-
erly resolve. In the majority of these cases, the explanation
could only be inferred by human insight, since it bared no
apparent syntactical (or easy semantic) bond with its re-
spective abbreviation; for some others, hundreds of words
separated the abbreviation and its explanation, thus escap-
ing our contiguity-based approach. Despite that, we be-
lieve that human intervention will still be needed for very
loosely-bound abbreviation-explanation pairs, which indeed
amounted to a substantial subset of those we could not au-
tomatically resolve.

The execution time for our whole process is considerably
low. On a i7 Quad-Core machine with a medium load from
other tasks, we managed to process an average of 80000
words per minute, resulting in a very quick (sometimes al-
most instantaneous) elaboration of most individual papers.

Scalability and customization have been also taken into
great consideration: changing the combination of identifi-
cation metrics or introducing new ones, modifying the res-
olution process by adding/removing passes and criteria, or
fine-tuning the ranking assignment and threshold settings
for other potential application domains, can all be performed
in no time and with minimal effort. We are also planning to
use declarative, out-of-code rules in order for the customiza-
tion process to be even smoother and more productive.

4. DISCUSSION
In this section, we will provide further insight and com-

ments based upon the empirical evidence obtained from the
experimentation of our system.

During the identification phase, we actually succeed in
identifying almost all of the possible abbreviation forms from
the full-text papers we scanned, with a minimal amount of
false candidates among them. This is thanks to our cur-
rent combination of checks and exclusion rules, whose effec-
tiveness is testified by one of the author’s own professional
experience in the biological domain, and hence were devel-
oped according to his guidelines. It is likewise important to
stress out that, with our current implementation settings,
the identification phase might show promising results even
for abbreviations derived from a bunch of disparate contexts.

Having said that, the resolution phase is doubtless the in-
ner core of our whole discovery process, and also the one
facing the hardest challenges. Given the chaotic nature of
the confronted domain and the inner shortcomings of any au-
tomatic text mining strategy as a whole, we unsurprisingly
tread a very fine line here. Adding more resolution criteria
in order to broaden our recall might on the other hand re-
sult in a consequent loss of precision, and vice versa. A very
delicate balance between advantages and drawbacks must be
kept, by wisely choosing where and when to apply which res-
olution criterion, in order for the results to be the stablest
and most significant. Furthermore, there still exist highly
uncorrelated abbreviation-explanation pairs which are not
matchable by our approach, either because no syntactical
or semantic relationship can be detected among them (aside
their somewhat proximity), or because between the abbre-
viation and its still uncorrelated explanation there lie entire
paragraphs or even chapters of text.

Finally, distinguishing proteins from other terms is by no
means a trivial matter. An approach based purely on equal-
ity queries against a dictionary turns out to be too naive to
produce optimal results, since an author might use a differ-
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Table 1: Resolution passes and optimization techniques for Phase 2
Step No. Description Examples

1 Contiguous words2 PAK1: p21 activated kinase 1

2 Trailing S2 NLRs: (NOD)-like receptors

3 Spelled-out numbers2 PHD3: third plant homeodomain

4 Combined lowercase letters2 Cyp33: cyclophilin 33
5 Combined uppercase letters MAE2: malonamidase
6 Scattered lowercase letters AlstR: allatostatin receptor

7 Semantic expressions2 AGPAT8 is also known as AGPAT9 => AGPAT9: AGPAT8
8 Domain-specific passes CuAO: copper-containing amine oxidase

Yfh1p: yeast frataxin homolog
O1 Proximity correction ...intense catalitic activity where carasius somatostatin-like receptor (CAM-

SLR). . .
O2 Compound recurrence CuAO, ECAO, AGAO, HPAO (with AO = amine oxidase earlier defined)

ent form to indicate a protein than the one contained in the
available dictionary or repository. That is why we refined
our dictionary-based approach by using string similarity to
try and embrace potential lexical variations, like differently-
spelled terms and typos as well. Our choices proved success-
ful in most cases: almost all the protein name abbreviations
were correctly matched with their corresponding UniProt
records, while other abbreviations (like relational database
management system (RDBMS)) resulted in an empty list of
candidates, or with poorly-scoring candidates. Obviously,
proteins not included in the database used, or proteins whose
form largely differs from the database records, were and
will not be matched with a known protein by our process.
Symmetrically, abbreviation explanations containing several
words in common with known protein names, but not actu-
ally referring to a protein, will result in non-empty candidate
lists, with some of their candidates scoring higher than the
set threshold, as we already hinted at in Section 3.

5. CONCLUSIONS
In this paper we have reported and discussed the exper-

imental results of an automatic process for identifying and
resolving protein abbreviations featured within full-text pa-
pers. The implementation of this process in our PRAISED
framework has achieved promising results in terms of preci-
sion and recall, especially within the Medstract Gold Stan-
dard Corpus; the respective values decreased when facing
the far more complex full-text papers, but this is a some-
what expected outcome, given the highly unstructured do-
main we approached and the challenging task we took upon
ourselves.

There is of course room for improvement. While our iden-
tification checks and exclusion rules proved dramatically ef-
fective, for our resolution phase semantic criteria can be ex-
tended and enhanced, in order to resolve more intricately
correlated abbreviations. Furthermore, the accuracy of our
protein name matching phase will have to be strengthened,
in order to increase its precision when dealing with non-
protein abbreviation explanations.
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ABSTRACT 

The A/H1N1/2009 is considered to be a Pandemic outbreak and 
the severity of the disease depends on the mutation in 
hemagglutinin/HA and neuraminidase/NA surface proteins. 
Therefore we study the Neuraminidase protein, its sequence and 
structure analysis was carried out to predict the phylogeny, 
mutational patterns and the drug binding sites for H1N1/2008, 
H1N1/2009 and H1N1/2010 sequences. Since 2009 was a 
pandemic, its predecessor influenza A/H1N1/2008 virus and its 
successor influenza A/H1N1/2010 virus was selected in our study. 
Analyzing the evolutionary relationship of the 76 representative 
sequences, the phylogenetic tree is constructed in which two 
groups were identified. The group 1 consists of sequences from 
the year 2009 and 2010 H1N1 and group 2 consists of sequences 
from 2008 and 2009 H1N1. Structure modeling and docking 
results for the 4 representative sequences of the clusters reveals 
that the binding sites are located in the active pocket and the 
mutations do not interfere with the active binding sites. The 
binding of the currently used neuraminidase inhibitor, oseltamivir 
is used to check the effectiveness over the three years for the 
drugs to remain effective in treatment. We can infer that the 
mutations occurred do not affect the drug binding pocket.    
Keywords 
Influenza A H1N1/2008, H1N1/2009, H1N1/2010, Swine flu, 
Neuraminidase, Oseltamivir  

1. INTRODUCTION 
Influenza, more generally specified as ―The Flu‖ is one of the 
contagious disease caused by the RNA viruses of the group 
Orthomyxoviridae, the influenza viruses [1]. The infection 
advances around the world in seasonal epidemics resulting in the 
deaths of many thousands of people every year [2].  

 

 

 

 

 
 

 

 

 

 

The 2009 swine flu was first identified in April 2009, named it as 
Swine flu and WHO declared it as the first pandemic of the 21st 
century [3]. A new strain of the influenza A virus subtype H1N1 
is the cause for this flu [4]. Basically, this new strain appeared due 
to the triple reassortment of North American swine influenza, 
North American avian influenza, human influenza and swine 
influenza [5]. The Viral neuraminidase is a surface protein which 
is responsible for the release of the virus from the host cell and 
spreads the infection [6]. Oseltamivir, a neuraminidase inhibitor is 
an antiviral drug used for the treatment of the influenza virus 
infections.    

2. MATERIALS AND METHODS 
Sequence Retrieval from NCBI - 4215 full length Neuraminidase 
protein sequences of Influenza A virus – H1N1 subtype for 
human host were retrieved from Influenza virus resource provided 
by National centre for Biotechnology Information (NCBI).  
CD-HIT - The 76 and 4 representative sequences of the clusters 
were obtained using the CD – HIT [7] program.  
Multiple Sequence Alignment and Phylogenetic Analysis - The 
MSA was build using MAFFT [8]. The MSA results were 
visualized using Jalview [9]. The MSA was used as input in 
MEGA [10] and the phylogenetic tree was build using Neighbor-
joining method.  
Structure Modeling and Docking - The Structure for our four 
target protein sequences (ACD47188 (2008), ACU44306 (2009), 
ACQ84460 (2009) and ADC32406 (2010)) were modeled in I-
Tasser [11] server. Docking is done using Autodock 4.2. The 
ligand used in this study is Oseltamivir and the PDB structure is 
downloaded from Drug Bank.     

3. RESULTS AND DISCUSSION 
The 76 representative neuraminidase protein sequences of the 
clusters of H1N1/2008, H1N1/2009 and H1N1/2010 were used 
for constructing multiple sequence alignment using MAFFT [8]. 
The evolutionary analyses were conducted in MEGA5 [10]. To 
analyze the evolutionary relationship of the viruses, the 
phylogenetic tree was generated for all the 76 representative 
sequences using Neighbor-joining method. The phylogenetic 
analysis of the sequences apparently separates the tree into two 
groups. The H274Y mutation is a mutation in the 275th position in 
the sequence numbering where histidine is replaced by tyrosine 
and this mutation could lead to the resistance of the drug 
oseltamivir, confirmed by Collins et al [12]. By observing our 
results, 27 out of 76 representative sequences have this H274Y 
mutation.  
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 08 ACM51322 Delaware 2008/10/30

 08 ACM51271 Maryland 2008/10/27
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 09 ADN89317 California 2009

 09 ACU44310 Delaware 2009/01/12

 09 ACU44245 Maryland 2009/02/09

 09 BAI81948 Yamagata 2009/01/26
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Figure 1: The phylogenetic tree computed by neighbor-joining 

method from MEGA5. 

     

 09 ADJ80747 California 2009/11/24
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Figure 2: The representative Sequences of H1N1/2008, 

H1N1/2009 and H1N1/2010 having H274Y mutation. 

 
Figure 3: MSA of the four representative sequences aligned 

using MAFFT and the alignment visualized using Jalview. 

In order to predict the conserved and mutated positions, the four 
representative sequences were aligned using MAFFT. By 
comparing the residues with the drug binding residues, none of 
the mutated residues fall under the drug active pocket. The 
structure was generated using I-Tasser server and the first model 
has been chosen for our work which has the least C-score value.  

    

     

Figure 4: The Modeled structure of the four representative 

sequences from I-Tasser server. 
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Table 1: The binding sites of H1N1 retrieved from the 

literature [13] 

 
 
 
 
 
 

   

                                                                  

Figure 5: The docked conformations of the Drug oseltamivir 

binding to the receptors of the four representative sequences  

It is proved in wet lab that the binding sites for H1N1 and H5N1 
are identical [13]. Hence those binding sites are chosen for our 
study. The ligand was docked to the rigid receptor using 
AUTODOCK 4.2. The focused docking was applied in this 
project to detect the influence of the ligand oseltamivir on the 
receptor protein to recognize the receptor binding activity. From 
the results we can say that the active region is still conserved. This 
implies that the active pocket of NA is not affected though 
mutations have occurred. H274Y mutation is not present in the 
active region; hence sequences which do not have this mutation 
could still be effective in treatment with this drug. 

Table 2: The residues of the receptor involved in the binding 

sites interaction with the ligand oseltamivir. 

 
 
 
 
 
 
 
 
 
 
 

4. CONCLUSION 
This study employed the phylogenetic analysis, sequence analysis, 
mutational study, structural modeling and docking for the 
representative neuraminidase protein sequences. By mapping the 
phylogenetic relationship for the three years, we infer that there 
are two distinct groups in the phylogenetic tree. Structure 
modeling and docking was done to confirm the drug binding sites 
for oseltamivir and the results suggest that though mutations have 
occurred the active pocket is not affected and there is no change 
in the binding residues. Through sequence and structure analysis, 
we can say that there is no amino acid sequence difference 
between pandemic and non-pandemic strains at the active sites. 
However the mutations at other sites could affect the 
conformation and the binding affinity at the site where further 
studies can be conducted.  
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H1N1/2008 - ARG118, GLU119, ARG156, TRP179,    

                             SER180, GLU228, GLU278  
H1N1/2009 - TRP179, GLU278, ARG225, SER247 

(Non-pandemic) 

H1N1/2009 - GLU119, ARG149, ARG293, ARG368,   

(Pandemic)                      ASP151, TYR402 

H1N1/2010 - GLU119, ARG293, ASN344, ARG368,  

                                                TYR402 
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ABSTRACT
Facial symmetry analysis is complex in both computer vi-
sion and medicine. This paper presents a method to com-
pute the plane of symmetry for 3D meshes of the human
head and face through learning. The two steps of processing
include: 1) landmark-related region detection and 2) sym-
metry plane computation in the learning stage, which uses
the landmarks and the standard symmetry planes identified
by medical experts for training. Experimental results show
that our method performs better than the existing mirror
method [1], and is robust to rotation and noise.

Categories and Subject Descriptors
I.2.6 [Computing Methodologies]: Artificial Intelligence—
Learning ; I.4.9 [Computing Methodologies]: Image Pro-
cessing and Computer Vision—Applications; J.3 [Computer
Applications]: Life and Medical Sciences

Keywords
3D mesh, facial symmetry, learning

1. INTRODUCTION
Symmetry is a common phenomenon in nature, and there

are many applications based on analysis of symmetry in com-
puter vision and graphics, such as image editing [8, 12], sym-
metrizing deformations for 3D data [13], and data repair [15,
19]. Researchers from computer vision and medical imaging
share an interest in computation of human face symmetry.
Symmetry analyses have been used for studying facial at-
tractiveness [10], quantification of degree of asymmetry in
individuals with craniofacial birth defects (before and after
corrective surgery) [17], and analysis of facial expression for
human identification [11]. Benz et al. [1] introduced a com-
mon method for the 3D facial symmetry analysis in which
the original data is mirrored at an arbitrary plane, then
the original and the mirrored mesh are registered using the
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personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
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iterated-closest-point algorithm [2]. Based on the registered
data, the symmetry plane is determined from the centers of
associated points. This method is reliable when the data
is properly aligned [7], but the results rely heavily on the
choice of the initial plane about which the data is mirrored
and the method is not robust to noise [1].

In this paper, a two step approach for learning the plane of
symmetry is proposed. The first step is point-based region
detection, while the second step uses appropriate regions to
determine symmetry properties.

2. METHOD
The proposed method is based on machine learning. There

are two stages of processing: landmark-related region detec-
tion and symmetry plane computation.

2.1 Data Format and Training Set
The 3D data used in our study were collected by investiga-

tors in the Craniofacial Center of Seattle Children’s Hospital
(SCH) using the 3dMDcranialTM imaging system. The data
are 3D meshes without facial texture maps. 40 head meshes
from 40 individuals were used for training. Two medical ex-
perts labeled a set of landmarks on the original textured 3D
models and the average value for each landmark was used
for training. All training data were aligned to face forward
by a semi-automatic method [18].

2.2 Learning Landmark-related Points
The regions used in this work are related to facial land-

marks. The landmarks used here are a subset of the land-
marks used for craniofacial anthropometric measurements
for clinical and research applications [9]. Seven midline
points and four paired landmarks are used, as illustrated
in Fig. 1 (a). Multiple points in a small region around a
certain landmark are used for training instead of a single
point, because they have similar properties and are more
reliable. In the training set, points around expert-marked
landmark k are labeled as positive samples for that land-
mark, and points that are not near landmark k form the
pool of negative samples for that landmark.

Local properties are calculated to form a signature vector
at each surface point. The mean curvature H and Gaus-
sian curvature K [3] were estimated on both the original
data and on a sequence of smoothed data. Hamming win-
dows [6] with multiple sizes were used to smooth the data.
Signature vectors were used to train a REPTree (the Re-
duced Error Pruned Tree) [16] classifier ML to learn the
interesting points on the 3D surface mesh. The WEKA im-
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(a) (b)

Figure 1: (a) The 3D head mesh data with land-
marks labeled by medical experts (b)Interesting re-
gion prediction for inner corner of eye

plementation of REPTree was used in all experiments [5].
After training was complete, each model ML,k was able to
label every point on a 3D head as either interesting or not
for each landmark k and to provide a confidence score for
that landmark. A threshold, T = 0.98, was applied to the
confidence scores. Figure 1(b) shows sample results of land-
mark classification for inner corner of eye (en). The false
positives will be removed in the next stage.

2.3 Learning Regions to Use in Computing the
Location of Symmetry Plane

The second training step, which is used to build the sym-
metry model, is based on the interesting regions. The points
obtained from the last step are extracted and used to form
connected components. Components less than 10 points are
removed. For each component m in landmark model k, the
center coordinates Cm are extracted, as well as the eigen-
values λm1, λm2 and λm3 of the matrix formed by the 3D
coordinates of all the points in component m. Eigenvalues
are used because they reflect the size of the interesting re-
gions and are invariant to rotation.

In the training set, the standard symmetry plane SSP is
determined from the 11 ground-truth landmarks. This plane
is selected by minimizing the distance of the plane to each
of the single landmarks and to the average of each of the
paired landmarks as shown in Figure 2(a).

(a)SSP (b)“Good” components

Figure 2: Training symmetry model.(a) Standard
symmetry plane (SSP ) ground truth (b) a “good”
single component and a good pair of components

A single component which lies on the symmetry plane
and pairs of components that are approximately symmet-
ric to the symmetry plane are marked as positive samples,
which means they are suitable for use in symmetry plane
construction. The rest of the components are negative sam-

ples. Figure 2(b) shows a good single component and a
good pair of components.

The feature vector to describe single component m in-
cludes the number of points in component m, as well as the
3 eigenvalues. The feature vector for paired components m
and n is designed to capture the difference between these
two components. It contains the distance between their ar-
eas, eigenvalues, and centers. Using the features Csingle
along with positive and negative samples for Goodsingle, a
REPTree classifier MS was trained to learn if a component
is suitable for construction of the plane of symmetry. Sim-
ilarly, using the features Cpair and positive and negative
samples for Goodpair, another REPTree classifier MP was
trained to learn if a pair of components is suitable.

The above two steps are performed on the training set.
Now for each landmark k, there is one landmark model
ML,k, one model for determining good single components
MS,k and one model for determining good pairs of compo-
nents MP,k.

2.4 Computing the Symmetry Plane
For new data classification, the steps to identify “good”

components are:

1. Smooth the data by Hamming windows of the designed
sizes

2. Compute curvatures for original data and all the smoothed
data for each point on the 3D head mesh

3. For every landmark type k

Identify interesting regions: use landmark model
ML,k to get a landmark-related confidence score
for every point on the mesh.

Compute features for components: pick all points
with score larger than T = 0.98 and form com-
ponents of 10 or more points. Compute Csingle
and Cpair for all components.

Classify components: run the model for good single
components MS,k and the model for good pair
components MP,k to label components as good
singles, good pairs, or neither.

4. Accumulate the good singles and good pairs for all the
landmark models

After all the “good” components have been classified, a
symmetry plane is determined that satisfies two criteria: 1)
the plane should be perpendicular to the line connecting
each good pair and lie along the centers of good pairs. 2),
the plane should be close to the centers of good single com-
ponents. The plane P was chosen to minimize the function
f

f =
∑

D(P,Cs) +
∑

D(P,Cp) + γAngle(P,Cp)

where D(P,Cs) is the distance of plane P to the centers of
good single components, D(P,Cp) is the distance of plane
P to the centers of good pairs of components, Angle(P,Cp)
stands for the angle between the normal of plane P and the
vector connecting a good pair of components, and γ is a
weight. In order to obtain the optimal plane, the RANSAC
[4] algorithm was applied to get rid of false positive “good”
components, which are not consistent with the others. (See
Figure 3.)
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(a) Centers of (b) Computed
“Good” components symmetry plane

Figure 3: Centers of good singles and good pairs
and the plane of symmetry (a) RANSAC prunes out
false positives (green) (b) the plane of symmetry is
shown on an original 3D mesh

3. EXPERIMENTS AND RESULTS
Several experiments on different 3D data sets including

heads at different orientations, facial images with significant
asymmetry, and heads with asymmetrical shape were run.
We compared our method with the commonly used mirror
approach [1, 14].

3.1 Performance on Data Set one
This data set consists of 15 3D heads and landmarks la-

beled by medical experts. Using the landmarks, the stan-
dard symmetry plane (SSP ) was obtained for each 3D head
and served as its ground truth.

There are two metrics used to evaluate the result of the
computed symmetry plane (CSP ), both from our learning
method and the mirror method. The first metric is the angle
Difa between the SSP and the CSP . The second metric F-
measure reflects how the CSP and the SSP agree with each
other on a point by point basis. The closer the F-measure
value is to 1, the closer are the CSP and the SSP . Figure 4
gives the comparison of our learning method and the mirror
method on this data set. Our method does not result in
large errors and outperforms the mirror method in 60% of
the cases in this data set. The mirror method shows very
poor performance in two cases, both of which are caused by
improper initial position of the data.

3.2 Performance on Noisy, Rotated Data Set
With different sizes of volume blocks placed on one or both

sides of the face, one individual’s 3D image was taken ten
times to form the second data set. The landmarks labeled
by medical experts were used to compute the SSP (ground
truth) for each version of the data. In order to test each
method’s capability to handle random rotations, all data
were rotated in the yaw and roll directions for 30◦, 60◦ and
90◦. As such, 16 orientations were created per head in the
original data set, leading to 160 head meshes.

Our learning method and the mirror method were applied
to the rotated data. Figure 5 shows the capability for both
methods to handle rotated heads. The horizontal axis is the
rotation angle label. The vertical axes represent the angle
between the CSP and the SSP in (a) and F-measure in

(a) Difa (b) F-measure
(lower is better) (higher is better)

Figure 4: Comparison of our learning approach to
the mirror approach (a) Angle differences (b) F-
measure for point differences

(a) Difa (b) F-measure
(lower is better) (higher is better)

Figure 5: Comparison of our learning approach to
previous used mirror approach according to different
rotation angles (a) Angle differences (b) F-measure

(b). The numbers are the average of the 10 heads at each
particular rotation. The mirror method performs best with
yaw or roll in one direction within 30◦. The learning method
produced good results despite the effect of noise (asymmetry
created using volume blocks on cheeks) and rotation.

3.3 Performance on Cleft Data Set
The most challenging data set in our study included 3

individuals with unrepaired clefts of the lip and palate, 19
individuals who had undergone lip repair, and 18 individuals
with other craniofacial conditions, such as skull asymmetry.
The first column of Fig. 6 gives an example of a child with
a bilateral cleft of the lip and palate. Our learning method
can find the symmetry plane across the center of the mouth
even though it has an abnormal shape, while the mirror
method does not find the center well. In the second col-
umn of Fig. 6, the 3D mesh is missing data points on the
lower right. Our method can correctly find the symmetry
plane. In the last column of Fig. 6, the individual has an
asymmetrical head shape at the back of his head (poste-
rior plagiocephaly), which adversely affects the result of the
mirror method, but our learning method is able to perform
correctly despite this asymmetry. While there is no ground
truth SSP available for this data set, medical experts noted
that our results were highly correlated with their clinical
impressions of the midline plane of symmetry.
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Figure 6: sample results of learning method (top
row) and mirror method (bottom row) of a bi-lateral
cleft, missing data and asymmetrical head shape.

4. CONCLUSIONS
We have developed a new methodology for automatically

computing the plane of symmetry for human faces. Our
method uses two stages of learning: landmark-related region
learning and symmetry region learning. Our experimental
results show that it performs better than the commonly used
mirror method. Furthermore, our method does not require
pose-alignment processing and is invariant to rotation.

Future work includes quantification of facial asymmetry,
which would have applications for medical research, and
could be used for more general tasks, such as face recogni-
tion and facial expression analysis. In addition, this learning
framework could be transferred to other 3D models to com-
pute the plane of symmetry or to look for partial or global
symmetry in 3D data.
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Kieferorthopädie, 68(6):477–490, 2007.

[8] K. Huang, W. Hong, and Y. Ma. Symmetry-based
photo-editing. Pattern Recognition, 38(6):825–834,
2005.

[9] J. Kolar and E. Salter. Craniofacial anthropometry:
Practical measurement of the head and face for
clinical, surgical, and research use. CC Thomas, 1997.

[10] M. Komori, S. Kawamura, and S. Ishihara.
Averageness or symmetry: Which is more important
for facial attractiveness? Acta psychologica,
131(2):136–142, 2009.

[11] Y. Liu, K. Schmidt, J. Cohn, and S. Mitra. Facial
asymmetry quantification for expression invariant
human identification. Computer Vision and Image
Understanding, 91(1-2):138–159, 2003.

[12] G. Loy and J. Eklundh. Detecting symmetry and
symmetric constellations of features. Computer
Vision–ECCV 2006, pages 508–521, 2006.

[13] N. Mitra, L. Guibas, and M. Pauly. Symmetrization.
In ACM SIGGRAPH 2007 papers, page 63. ACM,
2007.

[14] M.-M. P, A. GW, G. AB, and S.-E. A. Impact of facial
asymmetry in visual perception: a 3-dimensional data
analysis. American journal of orthodontics and
dentofacial orthopedics, pages 137(2):168.e1–8;
discussion 168–9, 2010.

[15] M. Pauly, N. Mitra, J. Wallner, H. Pottmann, and
L. Guibas. Discovering structural regularity in 3D
geometry. ACM Transactions on Graphics-TOG,
27(3):43–43, 2008.

[16] J. Quinlan. C4. 5: programs for machine learning.
Morgan Kaufmann, 1993.

[17] I. Stauber, E. Vairaktaris, A. Holst, M. Schuster,
U. Hirschfelder, F. Neukam, and E. Nkenke.
Three-dimensional analysis of facial symmetry in cleft
lip and palate patients using optical surface data.
Journal of Orofacial Orthopedics/Fortschritte der
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ABSTRACT 
The Animal QTLdb was created to warehouse, compare and 
facilitate meta-analyses of QTL results from multiple, 
independent experiments. To date, more than 13,930 cattle, 
chicken, pigs and sheep QTL have been curated into the database.  
A number of meta-analysis studies have been carried out in 
several livestock species, but the results are not readily 
comparable due to the use of different models and scenarios for 
statistical inference in these studies. Each analysis is not only time 
consuming, but also not trivial for a biologist to rerun when new 
data are added. On the other hand, the continuing rapid increase of 
QTL data demands a better and faster way to combine QTL data 
in order to speed up the discovery of causal variants that underlie 
each QTL. We have implemented two simple, non-parametric 
meta-analysis methods to perform real-time QTL meta-analysis 
on the fly.  One method is a simple plot of QTL counts at each 
centiMorgan (cM) along a chromosome; the other method is a 
kernel density distribution plot of such counts. In both methods, 
the presence of QTL is computed to indicate the most likely QTL 
locations supported by available data. This function is available 
on the QTLdb when users visualize a QTL relative to a 
chromosome of cattle, chicken, pig or sheep. We are actively 
working to implement more practical and robust meta-analysis 
methods to facilitate better focused QTL data mining.   

Keywords 
Quantitative Trait Loci, Meta-analysis. 

INTRODUCTION 
The Animal QTLdb was aimed at providing a online resource that 
houses all publicly available QTL data from major livestock 
animals (cattle, chicken, pigs, sheep and others) for data mining 
and cross-study comparisons [3, 4, 5]. To date, there have been 
4,682 QTL for cattle, 2,451 QTL for chicken, 6,344 QTL for pigs, 
and 454 QTL for sheep curated into the QTLdb.  As the amount of 
curated QTL data constantly grows, it is becoming a challenge for 
researchers to look at the unprecedented volume of QTL data in a 
relatively short time in a meaningful way and make the most 
efficient use of these data without investing a significant amount 
of efforts. 

 

The Animal QTLdb has been an essential data resource for 
livestock animal QTL analysis. For example, since its creation in 
2004, the QTLdb is receiving more than 500,000 visits per year, 
and to date over 130 journal papers and other publications that 
cited Animal QTLdb.  However, with the previous QTLdb 
versions, users had to mainly rely on their own ways to manually 
compare QTL results across studies. This was typically done 
primarily by using the Animal QTLdb web viewer, or by 
downloading QTL data to make comparisons using their own 
tools. Such a procedure was very time consuming and extremely 
laborious. 
Meta-analysis is emerging as an essential tool for quantitative 
aggregation and synthesis of knowledge from independent studies 
on the same or a similar subject. Pooling of results from several 
studies allows greater statistical power for QTL detection and 
more precise estimation of their genetic effects. Hence, a meta-
analysis can yield conclusions that are stronger than those of 
individual studies and can give greater insight into the genetic 
architecture of complex traits.  Despite of the difficulties to 
combine results of QTL mapping across several studies due to that 
many aspects of these studies may differ, a number of statistical 
methods have been proposed for QTL meta-analysis [1, 2, 6]. 
However, it is not straight forward for most researchers who do 
not have a strong background in statistics to tackle these methods. 
While it is a complex task to study the congruency between these 
results, we made available a couple meta-plot tools for QTL data 
meta-analysis, as a start, to provide users with easy to use, semi-
automated tools as one way to tackle the challenge. 

MATERIALS AND METHODS 
All QTL data used in this study were extracted from published 
journal papers and reports and curated into the Animal QTLdb 
[4].  The parameters, criteria and methods used for data curation 
were described previously [3]. Two non-parametric methods are 
used to perform real-time QTL meta-analysis on the fly.  The first 
method is called “Pile Plot”. It is simply a density histogram to 
empirically depict QTL incidences at every centiMorgan (cM) 
intervals along a chromosome. In the second method, kernel 
density estimation [7] is used to estimate the probability density as 
a function of reported QTL along a chromosome. Let x be a QTL 
incidence with a density ƒ, the kernel density is estimated with: 

    
 

 
 

 
           

 

  

 

   

   
    

 
 

 

   

 

Where K is a parameter adjusted to empirically best fit the density 
plot.  The kernel density plot is based on the QTL incidences per 
centiMorgan and location-wise QTL incidence are plotted 
accordingly (“KD Plot”). The peaks of QTL incidence along each 
chromosome are indicative of possible QTL locations supported 
by the meta-data. 
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The web user interfaces for data query, retrieval and display are 
programmed in Perl/CGI.  Both plots are produced “on the fly” by 
a Perl script, employing Lincoln Stein’s Perl GD library to 
generate instant web graphs. The kernel density estimation is 
carried out “during the fly” with an R program, and the output 
from the R program is ported to the Perl script to produce the web 
graphs.  

All data and tools are hosted on a RedHat Linux server located at 
the Iowa State University, freely accessible at the URL 
http://www.AnimalGenome.ORG/QTLdb   

RESULTS 
The QTL meta-analysis results are visually presented in the form 
of what we call meta-plots. Currently, we have made two types of 
meta-plots available: a pile plot (dense histogram) and a kernel 
density plot.  To use the tool, one needs to browse to the species/ 
chromosome of interests and search for a particular trait for 
analysis. For example, in Figure 1 is shown all QTL for Average 
Daily Gain (ADG) aligned on pig chromosomal 4.  Only when a 
single trait is shown in the resulting page, does the live link to 
meta-plots become available, where user can click on “Show the 
Meta-plot” to see the plots appear to the right of QTL alignments 
(Figure 2). 

Pile Plot: The pile plot is based on the actual counts (y value) of 
the presence of reported QTLs, plotted at one-centiMorgan (cM; x 
value) bins along the target chromosome.  The actual y value for 
plot is the transformed counts with multiple products of Log10 for 
better scalability in a viewable window (Figure 2). 

Kernel Density Plot: The kernel density plot depicts location-
wise density of QTL incidence along each chromosome. Kernel 
density estimation is a non-parametric approach to estimating the 
probability density function of location-wise QTL incidence 
treated as random variable.  It is a basic data smoothing algorithm 
where inferences about QTL in the population are made based on 
a finite data sample. The outcome of the estimates gives the effect 
of smoothing out the plot as if it occurs naturally. 

The advantage of the meta-plot is obvious in visually localizing 
the most probable chromosome region(s) for the QTL under 
examination. It is worth noting, however, that in situations where 
the original QTL distribution is not very obvious, especially with 
large numbers, the role of the meta-plot is more evident. 

DISCUSSION 

Meta-analysis is the application of statistical procedures to 
collections of findings from individual studies for the purpose of 
integrating, synthesizing, and making sense of them.  Notably, 
several statistical meta-analysis methods have been proposed for 
QTL meta analysis. For examples, in order to study QTL 
congruency, Goffinet and Gerber [2] first applied a meta-analysis 
strategy to resolve the number of QTL and their locations based 
on model selection; Etzel and Guerra (2002) developed a meta-
analytic approach to model the between-study heterogeneity and 
to refine both QTL location and the magnitude of the genetic 
effects;  Veyrieras et al. [8] proposed a two-stage meta-analysis to 
integrate multiple independent QTL mapping experiments, 
implemented using the MetaQTL package.  In this study, we only 
adopted two of the simplest approaches without making things 
more complex at this time.  While we have demonstrated the 
power of these meta-plotting tools to assist users, we wish to 
discuss some shortcomings of the tool and to highlight some of 
our development goals. 

Firstly, the current meta-plots consider all reported QTLs equally, 
therefore assuming each reported QTL is supported with the same 
statistical power. In reality, however, this may not be true. For 
example, different statistical analysis methods might have been 
applied; the significance thresholds might be set with different 
methods; some QTL are claimed to be “suggestive” while others 
“significant” based on the test statistics.  As a matter of fact, each 
reported QTL has passed various different statistical threshold 
tests.  For example, each reported QTL experiment may have 
followed different designs, used different family structures and 
number of animals, and the QTL may have been detected using 
different test statistics such as p-value, LOD score, F-test 
estimates, etc. While it is difficult to take all these factors into 
consideration, we took a simple, fast and reliable approach for 
users to instantly meta-plot QTL incidence along each 
chromosome in order to obtain a generalized view of 
chromosome-wise QTL distribution without messing up with 

these hard-to-overcome problems. 

Secondly, the current meta-plots do not distinguish “suggestive 
QTL” from “significant QTL” while weighted contributions by 
each should be more reasonable. This type of information, 
however, has already been recorded in the Animal QTLdb.  We 
are in a process to define appropriate weights for optimal 
description of QTL data by meta-plots. Hopefully an updated 
version of Animal QTL db will accommodate this feature soon. 

 
Figure 1. A snapshot of the chromosomal view of SSC 4 within the Animal QTLdb showing QTL for Average Daily Gain (ADG).  

Note that when only the QTL for a single trait are displayed, a “Show MetaPlot” link appears (red arrow).  When this link is 

clicked, the meta-plots will be displayed to the right of the QTL graphs (see Figure 2). 
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Thirdly, the current version does not allow users to select a subset 
of QTL data for analysis.  All QTL included for meta-plots are for 
data stored in the QTLdb.  Users do not yet have the ability to 
decide which QTL to include or exclude based on their judgment 
of the nature and quality of the original QTL data.  This feature is 
on our to-do list for users to perform a more targeted analysis. 

In order for the QTL meta-analysis to be more subjective and 
robust, it brings about challenges to improve the QTLdb in terms 
of data collections, curations and categorizations. For example, an 
ideal meta-QTL data report should contain all details concerning 
every QTL experiment (e.g., the number of animals, sexes, 
generations, groups, breeds, origins) as well as statistical 
inference used in original studies (e.g., significance tests, 
simulation tests, confidence intervals, etc).  While it might be 
impossible to retrospectively obtain every piece of such 
information from experiments done multiple years ago, this type 
of information at least should contribute positively to designing 
and using proper meta-analytic models and statistical inference 
methods, therefore more robust QTL meta-analysis tools. 
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Figure 2. An example of QTL meta-plots, showing two meta-plots, a Pile Plot and a Kernel Density Plot, for Average Daily Gain 

(ADG) QTL on pig chromosome 4, in which one the peak of meta-QTL is supported by the number of reported QTL that overlap. 

(Legend: A – G-banded and linkage maps of chromosomes; B – Reported QTL plots; C – QTL meta-plots). 
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ABSTRACT
Side chain optimization is the process of packing the sidechains
of a protein onto a fixed backbone structure, such that the
energy of the resultant structure is minimized. The contin-
uous space of sidechain conformations is typically handled
by discretizing (sampling) into a finite set of representative
conformations called a “conformer library”. The key contri-
bution of this work is to use machine learning methods to
distribute (conformational) sampling among different posi-
tions in a protein. The idea is that different positions in
a protein backbone have different sampling requirements,
for example, solvent exposed positions require less sampling
than positions in the core of a protein. We propose a 3-ary
categorization of every position in a target protein based
on its sampling requirements and evaluate it by comparing
against an unbiased distribution of conformers. Our results
demonstrate that this strategy helps to distribute the sam-
pling more efficiently for sidechain optimization.

Categories and Subject Descriptors
[Protein and RNA Structure]: BioInformatics

1. INTRODUCTION
Most sidechain optimization procedures revolve around

four key elements: 1) the protein backbone; 2) a library
of discrete sidechain conformations1 that provides sidechain
mobility; 3) a set of energy functions for scoring structures
and 4) a search strategy to identify the best solution. The
backbone and the library together define the optimization
problem and the search strategy attempts to find the global
minimum energy configuration (GMEC). A number of al-
gorithms exist to search for the GMEC from among the
conformers in the library, however, irrespective of the al-

1Note that sidechain optimization can be performed without
the use of a rotamer library but as far as we are aware,
rotamer/conformer libraries seem to be the popular choice.
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gorithm used, the final result can approach the GMEC only
if the correct sidechain conformations were provided by the
library. This work focuses on improving the library used for
sidechain optimization.

The level of sampling required to fit a sidechain in a posi-
tion depends on the constraints imposed by the environment.
For example, some positions may be present in the protein
core surrounded by immobile backbone atoms, such posi-
tions require specific conformations to interact favourably
with the surrounding atoms. On the other hand, positions
on the surface of a protein are relatively more flexible. How-
ever, an exact relationship between a position and its sam-
pling requirement is difficult to identify. The question that
we address in this paper is the following: How do we identify
the set of sidechain conformations for each position in a pro-
tein that will maximize performance in sidechain optimiza-
tion?. Here, we present a machine learning (ML) method
that analyzes the structural characteristics of each position
in a protein backbone and identifies its sampling require-
ments. We compile a dataset of high resolution structures
from the Protein Data Bank[2], label each position in this
dataset and train a classification algorithm to predict each
label based on environmental features.

This paper makes several key contributions: First, it con-
siders the difficult problem of distributing sampling among
different positions in a protein. To our knowledge, there
is no method that attempts to differentiate between posi-
tions of the same amino acid type. Second, the proposed
method is directly based on the objective function of the op-
timization (energy) and uses structural features that allow
for generalization. Third, evaluation on 44 proteins shows
that the ML-based approach can yield a better search space
compared to the baseline method with similar memory and
runtime constraints.

2. CONFORMER LIBRARY
All experiments in this paper are based on the conformer

library we created in our previous work[9] : a library that
distributes sampling based on the energetic impact of sidechain
conformation instead of pure geometry, compiled using the
following strategy for each amino acid:

1: An exceedingly fine-grained library of N conformers is
created from high resolution crystal structures.

2: A large number M of natural environments(protein po-
sitions) that contain the same amino acid type are se-
lected from the PDB.
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3: The native sidechains in the environments are remod-
eled into the shape of each one of the N conformers
and the energy is measured (with the CHARMM-22[3]
all-atoms force field).The operation produces an N ×
M table of energies.

4: Using a threshold, each energy is converted to a boolean
value to indicate if the conformer fits (T) or does not
fit (F) the environment.

5: The conformer that fits the largest number of environ-
ments is selected as the top-ranking conformer and is
added to the sorted library.

6: All environments that have been already satisfied by
the previous conformers in the list are no longer con-
sidered.

7: The conformer that fits the largest number of remain-
ing environments is selected as the best complement
to the previous and added to the list.

8: The process is continued until all environments are
covered.

The method produced a ranked list of conformers for each
amino acid type where the first n conformers is probably the
best set of ‘n’ conformers.

3. MACHINE LEARNING TO DISTRIBUTE
CONFORMER SAMPLING

We propose to classify each position in a protein into one
of three categories (easy, medium and hard) based on its
sampling requirement.

3.1 Labeling
We score each position in the training set as follows: we

traverse the sorted list and for each position, find the number
of conformers that result in a “good” interaction i.e) suffi-
ciently low energy. An important thing to note is that all
the other positions retain their crystal structure. The score
is then the number of conformers that are a good fit for the
position. Every position with a high score can be fit by a
large number of conformers, therefore, it is easy to find a
conformer in the library that fits this position and so it will
be labeled as “easy” . A position with a low score, on the
other hand, will be labeled as “hard”. We label the top and
bottom 25 percentile of positions (based on the score) as
“easy” and “hard” respectively, and all positions in between
are labeled “medium”.

3.2 Classification
In the labeling step, it is worth noting that the sidechain

atoms of other postions need to be present(in their crystal
states) and so the above strategy cannot be applied directly
on an unknown protein. Hence, we use a set of structural
features that can be obtained easily from the backbone to
train the classifier.The features include: (a) the backbone di-
hedral angles (φ and ψ) for 4 positions before and after the
current, 16 in total (b) local sequence information (i.e., the
residues for 4 positions before and after rji ), 9 features (c)
the number of backbone atoms not in the local sequence and
are within 〈4, 8, 12, 16〉 Å and (d) solvent accessible surface
area. This data set is then used for our second step where
we learn a model to predict the category of each residue
(position) for a given backbone.We employ different learn-
ing algorithms ranging from Naive Bayes to decision trees
to ensemble methods such as bagging and boosting in our

Figure 1: Schematic representation of the biased
sampling strategy.

experiments. The result of the classification step is a label
indicating the “hardness” of a position. Given this label, we
use a preset number of conformers to fit at each position.

3.3 Algorithm for distributing sampling
The different steps involved in our algorithm are presented

visually in Figure 1. The first-step is to compute the scores
and assign a label for each position. Then, we learn a model
that learns a mapping from the features to labels. This
model is then used to label each residue of a seperate test
set of proteins. Then a sidechain optimization algorithm is
used to identify the GMEC for the current protein.

4. EMPIRICAL EVALUATION
Our training dataset consists of approximately 676 pro-

teins and the test set contains around 44 proteins. The
proteins were modeled using MSL[1], which implements all2

the energy terms in the CHARMM[3] potential along with
the hydrogen bonding term implemented in the SCWRL[7]
program. Classification is then performed on this dataset
for each amino acid separately using the WEKA[5] pack-
age. The MSL program used to perform sidechain optimiza-
tion implements dead-end elimination[4], followed by (if re-
sultant search space cannot be enumerated) self-consistent
mean field[8] and metropolis monte carlo search[6]. Our goal
in this section is to answer the following questions:

Q1: Does the labeling scheme really help achieve the goals
of reduced search spaces and/or improved energies?

Q2: How do the classification methods compare against a
baseline method that does not differentiate between
the different positions (but uses a search space of sim-
ilar size)?

4.1 Effectiveness of the Labels
We analyze the precision of the labeling process by per-

forming sidechain optimization using our biased sampling
scheme and comparing energies obtained with an unbiased
sampling scheme. We assign a low level of sampling to the
easy positions and high level of sampling to the hard posi-
tions. The “medium” positions and the unbiased scheme are
assigned the same number of conformers such that the dif-
ference in the search spaces for the biased sampling and the

2We included only the bond, angle, dihedral, improper and
Van der Waals energy terms in our experiments.
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Figure 2: Energies obtained by our biased sampling
scheme (using the actual labels) are lower than those
obtained by an unbiased scheme.

unbiased sampling scheme is minimal. Results in Figure 2
show that sampling less/more on the positions labeled as
easy/hard indeed enables the sidechain optimization algo-
rithm to achieve better energies than an unbiased sampling
scheme, thus answering Q1 affirmatively.

4.2 Experiments with classification algorithms
We use the following classification algorithms from the

WEKA package: a) Bagging b) simpleCART - decision tree
learner c) LogitBoost - Boosting of decision stumps and d)
Naive Bayes. Figure 3 presents the results of the compari-
son of the models against the baseline method which uses an
unbiased sampling for all positions. For each of the classi-
fication methods, we compare the energies produced on the
classified and baseline models. We compute the fraction of
proteins in which the energy for one method is significantly
(> 2 kcal.mol−1) lower than the other. The figure presents
the results for all the classifier methods listed above. As
can be seen, the use of the classification methods yields a
superior performance for a larger fraction of proteins com-
pared to the baseline method. The performance seems to be
comparable for Bagging, CART and NaiveBayes with Log-
itBoost performing slightly less efficiently. Hence, we can
answer Q2 positively i.e., the classifiers perform better than
a baseline that is unbiased.

Thus we see that the labels produced by the classifiers
improve performance in a vast majority of the test proteins.

5. CONCLUSION
In this work, we addressed the challenging problem of dis-

tributing sampling among different positions in a protein.
To achieve this, we developed a two-stage approach that
used an underlying conformer library. In the first-step, we
labeled the positions based on the number of conformers in
the library that can fit in the position. In the second step,
we used a different set of features (i.e., structural features)
to learn a classifier that is able to predict the hardness of the
different positions. We evaluated the two-stage approach on
44 proteins from the protein data bank. Our evaluation al-
lowed us to answer affirmatively a variety of questions rang-
ing from the validity of the labeling strategy to the effec-

Figure 3: Classification methods provide labels that
help attain lower energies in more test proteins than
the unbiased scheme.

tiveness of the various classification algorithms. Our results
strongly demonstrate that the use of machine learning in-
deed results in superior performance compared to a method
that does not explicitly differentiate the positions.
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ABSTRACT 
Most of the existing algorithms for mining frequent patterns in 

multiple biosequences could produce lots of projected databases 

and short candidate patterns which could increase the time and 
memory cost of mining. In order to overcome such shortcoming, a 

fast and efficient algorithm named MSPM for mining frequent 

patterns in multiple biological sequences is proposed. We first 
present the concept of primary pattern, and then use prefix tree for 

mining frequent primary patterns. A pattern extending approach is 

also presented to mine all the frequent patterns without producing 
large amount of irrelevant patterns. Our experimental results show 

that MSPM not only improves the performance but also achieves 

effective mining results. 

Categories and Subject Descriptors 

I.5.2 [Pattern Recognition]: Design Methodology – pattern 

analysis 

General Terms 

Algorithms, Design, Performance,  Experimentation 

Keywords  

Biological sequence; primary pattern; frequent pattern mining; 

prefix tree 
 

1. INTRODUCTION 
Biosequence pattern mining is a key technique in biosequence 
data mining. Given a set of biosequences D, a subsequence T and 

a predefined threshold min_sup, if the number sequences in D 

which consists of T is greater than min_sup, we call T  a frequent 
pattern in D.  Because of the particularity for biological data, the 

previous developed frequent pattern mining methods can not be 
applied directly on large-scale biological data mining. Recently, 

some mining algorithms on biological data have been proposed[1-

7], such as PTR-based algorithms[1], ATR-based algorithms[2,3] , 
TRFinder algorithm[4] by Benson and REPuter[5] algorithm by 

Kurtz. But for the lower minimal support, it is not efficient due to 

the large volume of projected database it constructed. In order to 
further improve the efficiency of mining algorithms for frequent 

patterns on biosequences, we present a fast and efficient algorithm 
named MSPM for mining frequent patterns on biological 

sequence. Our experimental results show that MSPM not only 

improves the performance but also achieves effective mining 
results. 

 

2 PRIMARY PATTERNS AND THEIR 

PREFIX TREE 

 

Definition 1 Given a string S on an alphabet ∑  and a 

character ∑∈x , assuming that S=”S1,S2,…,Sn”, where 

1 2
......

mi i iS S S x= = = = , i1<i2<…<im, we call substring 

“
11 1

......
k k ki i is s s ++ −

” the kth primary pattern of S with respect to x.  

For a set of sequences D, we can record their the primary patterns 
into a table so as to mine the frequent patterns in D.  

Example 1  Assuming set D consists of 4 sequences ：

1 " "S abcbac= ,
2 " "S acbcab= ,

3 " "S bcbabc= and 

4 " "S acbabc= ，table of its frequent primary patterns is as shown 

in Table 1 .  

 Each entry in Table 1 is a record as (Num, Sm, loc_set), where 
Num is the index of the entry in the table, Sm is the primary pattern, 

loc_set is a vector of sets. Each element of loc_set is a set of the 

start points where the pattern Sm located in each of the sequences.   

Table 1. The frequent primary pattern table of D 

Num Sm Loc_set 

1 ab {1}, {5}, {4}, {4} 
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2 abc {1}, ∅ , {4}, {4} 

3 ac {5}, {1}, ∅ , {1} 

4 acb ∅ , {1}, ∅ , {1} 

5 b {2,4}, {3,6}, {1,3,5}, {3,5} 

6 ba {4}, ∅ , {3}, {3} 

7 bc {2}, {3}, {1,5}, {5} 

8 c {3,6}, {2,4}, {2,6}, {2,6} 

9 cb {3}, {2}, {2}, {2} 

10 cba {3}, ∅ , {2}, {2} 

11 cbab ∅ , ∅ , {2}, {2} 

 

    Based on the table of primary patterns, we can construct a 
prefix tree of primary patterns. 

Example 2  For the primary patterns in Table 1 for Example 1, we 
can build a prefix tree  as shown in Figure 1.  

 

 

Figure 1 The prefix tree of primary patterns for D 

 

Assuming there are k sequences in D denoted as S1, S2,...,Sk. In the 

prefix tree shown in Figure 1, each edge represents a substring x. 

Let x be the substring on the edge connecting node d and its father 
and the vector of set assigned at node b be 

T )(b = ),...,,( )()(
2

)(
1

b
k

bb TTT , where },...,,{ 21
)(

k
b

i lllT = is the set of  

starting positions of primary pattern x in Si. For the root of the tree,  

{l1,l2,...,lk} denotes the starting positions of empty strings in S, 

namely li= {1,2,...,|Si|} , the set of all the positions in Si. The 

frequent primary patterns in Table 1 can be obtained by joining all 

the substrings in the path from the root to the leaves. 

 

3 MINING THE FREQUENT PATTERNS  
 
Based on the prefix tree of frequent primary patterns, all the 

frequent patterns can be mined. We present  an algorithm MSPM 

(Multiple Sequence Pattern Mining) for mining all the frequent 

patterns in a set of biosequences. 

MSPM is a recursive process which starts from the root and 

extends patterns for each node layer by layer. Suppose s is a 

pattern in D, and s ends at the positions E(s) in S. The path 

corresponding s in the prefix tree ends at node a. The algorithm 

MSPM(s, E(s), a) spans the pattern s and detects all the frequent 

patterns with s as their prefixes. To mine all the frequent patterns 

in D, we can perform the procedure MSPM (Ф, E, root), where 

E={T1, T2, …, Tk} and Ti={1,2,…,|Si|} , to start the algorithm 

from the root of its prefix tree which represents an empty string,  

and then span the patterns on the nodes layer by layer. When 

reaching the leaf nodes,  it returns to the root of the tree to 

continue the pattern extending. This node spanning procedure will 

be recursively performed until the pattern expended is infrequent. 

The framework of the algorithm is as follows. 

Algorithm 3 MSPM(s, E, a) 

   Input   s: the string to be extended； 

a: the node where the path of s ends;  

E(s) : the set of positions in S where s ends； 

        /*E(s)＝ ( ) ( ) ( )

1 2( , ,..., )s s s

kE E E */ 

Freq-set： the set of frequent patterns； 

min-sup : the minimal support threshold； 

   Output Freq-set: the updated set of frequent patterns; 

Begin  

1  for each sub-node b of a do  

    2      Let the position set of b be Tb=
( ) ( ) ( )

1 2( , ,..., )b b b

kT T T   

3      Let the character on edge (a, b) be x; 

4      num=0    /* compute the support F(Tb)*/ 

5     for i=1 to k do 

6          If  ( ) ( )b s

i i
T E∩ ≠ Φ  then  num=num+1  endif ;  

7         ( ) ( ) ( )( ) | |s b s

i i i
E T E x= ∩ +  

8       endfor;   

    9       if num min sup≥  then  

10        Freq-set=Freq-set { }s x∪ ∗ ; 

11        If  b is not a leaf node then  

12          MSPM ( )( & , , )ss x E b ; 

13        else   

14         MSPM (s, E(s), root)  

15       endif  

16      endif  

    17    endfor 

end  

 

After the pattern s is spanned at node a, its position set in 

sequence Si is
( ) ( )b s

i iT E∩ , its frequency is just ( ) ( )| |b s

i iT E∩ . 

Line 5 to 8 in the algorithm calculates frequency of s after 

spanning from a. Line 9 decides whether s can be further spanned. 

Line 7 of the algorithm computes the position set of the new 

pattern s&x so as to span it by recursively calling the algorithm 

MSPM, here ’&’ is the operation of joining two subsequences.  

When reaching the leaf nodes, line 14 recursively implements 

algorithm MSPM so as to return to the root of the tree and 

continue the extending of pattern s&x.    
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4 EXPERIMENTAL RESULTS AND 

ANALYSIS 
We evaluate the quality and efficiency of  algorithm MSPM, and 

compare it with the traditional algorithms Apriori, BioPM and 

MBioPM.  To ensure the experimental validity, the average length 

of our selected protein sequences is 1000. All the experiments 

were conducted on a 3.00GHZ Pentium 4 with 2.00GB memory. 

All codes were compiled using Microsoft Visual C++6.0. 

We first test the algorithms to compare the computation time 

using different minimal support thresholds. We take protein 

sequence samples from three protein families（G-alpha，Calici 

Coat， Glyco_hydro_19）of pfam database[8] as test data. With 

each specified support threshold, we tested the 50 sequences by 

the using the four algorithms to compare their performance.  

Figure 2 shows the comparison of the computation time of four 

algorithms with different thresholds of minimal supports.  

From Figure 2 we can see that the MSPM algorithm is more 

stable and always faster than the other three algorithms especially 

with the lower minimal supports. Since algorithm MSPM uses 

primary patterns with longer length for mining, it can  avoid 

producing lots of short patterns and more unnecessary candidates. 

Therefore, our algorithm MSPM is more efficient, stable and fast. 

 

Figure 2 Comparison of the computation time of four 

algorithms with different thresholds of minimal supports 

 

We also test the algorithms to compare the computation time on 

different numbers of sequences. We take protein sequence 

samples from ten protein families （ Globin ， short chain 

dehydrogenase，SBP_bac_9, Acety- -ltransferase, GNAT family, 

ATPase family, Glyco_hydro_19, G-alpha, Calici coat, Birna 

VP2）of pfam database[8] as test data. In the experiment, we 

choose some protein sequences with the similar length from each 

of the ten protein families as a test data set. Since the computation 

time cost of algorithm Apriori is more than ten times that of 

MSPM, we only compare the computation time with algorithms 

MBioPM and BioPM. We set the minimal support as 15%, and on 

the data sets with different number of sequences from 100 to 600 

using algorithms MbioPM, BioPM and MSPM to compare their 

total running times.  Comparison of the computation time is 

shown in Figure 3 where we can see that the MSPM algorithm is 

always faster than MBioPM and BioPM. The reason is that 

MSPM mines frequent patterns from primary patterns with longer 

length so that it can avoid producing lots of short patterns.   
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Figure 3 Comparison of the computation time of three 

algorithms on data sets with different number of sequences 

(minl_sup=15%) 

5 CONCLUSION 
Based on the concept of primary pattern,  we present a fast and 

efficient algorithm MSPM for biosequence pattern mining. The 

algorithm first builds a table of primary patterns to store all the 

primary patterns in the biosequences. Then it constructs a prefix 

tree of primary patterns and thereby mines all frequent patterns 

rapidly on the prefix tree. Our analyses on the experimental 

results show that MSPM algorithm is more effective and faster 

than some traditional mining algorithms.  
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ABSTRACT
The structures of non-coding RNAs are found to be criti-
cal in many biological functions. In particular, pseudoknot-
ted structures play an important role in some of these func-
tions. Different pseudoknotted structures may have differ-
ent functionalities. Algorithms developed to handle pseu-
doknotted ncRNAs are usually designed for specific pseu-
doknot structures (e.g. structural alignment algorithms).
It is desirable to have a tool to classify a given RNA sec-
ondary structure into different types. In this paper, we
solve this problem by providing a set of efficient algorithms
to perform the classification. We implemented the algo-
rithms and used them in the web-based tool RNASAlign
(http://www.bio8.cs.hku.hk/RNASAlign) which can auto-
matically classify the input structure into the correct type,
then perform the structural alignment according to the iden-
tified type. The classification algorithms proposed in the
paper are found to be effective.

Categories and Subject Descriptors
F.2 [Theory of Computation]: Analysis of Algorithms
and Problem Complexity; J.3 [Computer Applications]:
Life and Medical Sciences

General Terms
Algorithm

Keywords
Pseudoknot classification, non-coding RNA
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1. INTRODUCTION
A non-coding RNA (ncRNA) is an RNA molecule that

does not translate into a protein. It has been shown to be in-
volved in many biological processes [10, 16, 20]. The number
of ncRNAs within the human genome was underestimated
before, but recently some databases reveal over 212,000 ncR-
NAs [13] and more than 1,300 ncRNA families [11]. Large
discoveries of ncRNAs and their families show the possibili-
ties that ncRNAs may be as diverse as protein molecules [7].
Identifying ncRNAs is an important problem in biological
study.

The structure of an ncRNA molecule is known to play an
important role in its biological functions. Since the 3D struc-
ture is not easy to obtain, researchers usually consider the
secondary structure (how the bases in the ncRNA molecule
form pairs) of the molecule which could give a clue to the
3D structure. It is found that different ncRNAs may form
different secondary structures. Some are more complicated
than the others. In particular, pseudoknot is an important
substructure in which two base pairs cross each other. More
precisely, the secondary structure of an ncRNA is said to
contain a pseudoknot if there are two base pairs at posi-
tions (i, j) and (i′, j′), where i < j and i′ < j′, such that
i < i′ < j < j′ or i′ < i < j′ < j. Secondary structures
containing pseudoknots are found to be critical in some bi-
ological functions [3, 5, 1]. In nature, many different pseu-
doknotted structures are found and may be responsible for
different functions. For example, telomerase [3], which main-
tains telomere length and chromosome stability in stem cells,
germline cells and cancer cells, has a structure of embed-
ded standard pseudoknot (see the formal definition of the
different pseudoknots in Section 2). Also, the self-cleaving
ribozyme of the hepatitis delta virus (HDV) ribozyme has
a structure of recursive simple non-standard pseudoknot [9],
while tombusvirus 3’ UTR, which regulates genome replica-
tion, has a structure of recursive standard pseudoknot [8]. In
Rfam 10.0 database [11], there are 71 pseudoknotted RNA
families with more than 2000 seed members.1 It is expected
that more pseudoknotted RNA families will be discovered.

Given an ncRNA and its secondary structure, while it is
easy to check if the structure contains a pseudoknot, it is not

1In Rfam, a set of more reliable members are regarded as
seed members for each family.
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trivial but desirable to further classify the structure into one
of the pseudoknot types for in-depth analysis if it contains
a pseuodknot. The information of the pseudoknot type of a
known ncRNA can also be used to locate novel ncRNAs in a
genome. A common approach to identify novel ncRNAs in a
genome is to use a known ncRNA as a query and search along
the genome for substrings with high sequence and structure
similarities to the query. Computing the structural align-
ment between a query sequence with known structure and
a target sequence with unknown structure is the key of this
approach. Quite a few methods have been developed to solve
the structural alignment problem. These methods are usu-
ally designed for a specific pseudoknot structure according
to the classification given in Han et al. [12] and Wong et
al. [19]. They classified the pseudoknotted structures into
five types according to the characteristics and features of
the pseudoknots. They are standard pseudoknot, embedded
standard pseudoknot, recursive standard pseudoknot, simple
non-standard pseudoknot and recursive simple non-standard
pseudoknot. The two popular software tools, RSEARCH
[14] and FASTR [21], are designed for structures without
pseudoknots. The algorithms developed in [12] handle the
structure of standard pseudoknot and embedded standard
pseudoknot while the ones in [19] are for the structure of
simple non-standard pseudoknot, recursive standard pseu-
doknot and recursive simple non-standard pseudoknot.

In practice, we need to classify a given pseudoknotted
structure in different pseudoknot types before we can make
use of the structural alignment tools. In this paper, we
provide simple, but very efficient, algorithms to solve the
classification problem according to Han et al.’s [12] and
Wong et al.’s [19] classification. For standard pseudoknot,
embedded standard pseudoknot, recursive standard pseudo-
knot and simple non-standard pseudoknot, our algorithms
are optimal, which can report if the input ncRNA struc-
ture belongs to one of the above types in linear time (i.e.
O(n) where n is the length of the given ncRNA sequence).
For recursive simple non-standard pseudoknot, our algo-
rithm runs in O(n log n) time. We developed the classifi-
cation tool and used it in the web-based tool RNASAlign
(http://www.bio8.cs.hku.hk/RNASAlign), which identifies
the pseudoknot type of the query structure and then perform
the structural alignment between the query and a segment of
DNA region by using the corresponding algorithm designed
for the specific pseudoknot type. Experiments showed that
the classification algorithms proposed in the paper are effec-
tive.

We remark that there is another classification of pseudo-
knots given by Condon et al. [4]. They classified the pseudo-
knotted structures into four classes: R&E, A&U, D&P and
L&P according to the set of pseudoknotted structures which
can be predicted by some pseudoknot structure prediction
algorithms. For example, the set of the pseudoknotted struc-
tures which can be predicted by Rivas and Eddy’s [17] algo-
rithm is regarded as R&E class. Similarly, A&U represents
the pseudoknotted structures predicted by the algorithms
proposed by Akutsu [2] and Uemura et al. [18], D&P is
for Dirks and Pierce’s [6] method, and L&P is for Lyngsø
and Pedersen’s [15] method. Condon et al. also provided
an algorithm for classifying a given pseudoknot into one of
these classes. While the algorithm and the classification are
also interesting, the practical usage of the algorithm is lim-
ited. These classes are only special cases defined in [12, 19].

Figure 1: The time required to check whether the
structure of an RNA is a specific pseudoknot type
(in 10−6 seconds).

This classification cannot be used directly to select the ap-
propriate structural alignment algorithm for novel ncRNA
detection. For structural prediction, the step of performing
pseudoknot classification is usually not required.

2. EXPERIMENTAL RESULTS
In Rfam 10.0 database, there are 71 pseudoknotted RNA

families with altogether 2013 seed members (i.e. a set of
more reliable members of these families). We use the al-
gorithm to classify all these pseudoknotted families. Table
1 shows the distribution of the pseudoknotted families on
each specific type of pseudoknot. 45 families are of stan-
dard pseudoknot, 14 are of recursive standard pseudoknot,
9 are of embedded standard pseudoknot, 1 is of simple non-
standard pseudoknot and 2 families are of recursive simple
non-standard pseudoknot. When we looked into the 2013
RNAs of these families, most of them are of standard pseudo-
knot (37.8%) and of recursive standard pseudoknot (38.4%),
while 19.7% of them are of embedded standard pseudoknot,
1.9% are of simple non-standard pseudoknot and 2.2 % are
of recursive simple non-standard pseudoknot.

Apart from the real structure of the RNAs, we also in-
cluded a set of simulated pseudoknotted structures in dif-
ferent length to test the running time of our algorithms.
Figure 1 shows the running time of the algorithm to check
whether the structure of an RNA is a specific pseudoknot
type. As we can see, it requires less than 70 x 10−6 seconds
to check whether an RNA structure belongs to standard
pseudoknot, embedded pseudoknot or simple non-standard
pseudoknot. Although the time required for recursive stan-
dard pseudoknot and recursive simple non-standard pseudo-
knot increases rapidly when the structure length increases,
the program takes only 1160 x 10−6 seconds and 2240 x
10−6 seconds for recursive standard pseudoknot and recur-
sive non-standard pseudoknot respectively. To identify the
pseudoknot type of an RNA structure, one approach is to
check whether the structure is the specific pseudoknot type
one by one. Therefore the total time required for identifying
the pseudoknot type of an RNA structure of length as long
as 1000 is still less than 1 second.

We used these classification algorithms in a newly devel-
oped web-based tool for structural alignment, RNASAlign
(URL: http://www.bio8.cs.hku.hk/RNASAlign), which con-
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Table 1: Statistics of the pseudoknotted families in Rfam 10.0 database
Structure Number Average Number

type of families length of RNAs %
Standard pseudoknot 45 50.0 761 37.8%
Embedded standard 9 433.2 396 19.7%
Recursive standard 14 459.1 773 38.4%

Simple non-standard 1 137.0 39 1.9%
Recursive simple non-standard 2 96.5 44 2.2%

solidates all different structural alignment algorithms for
different pseudoknot types. The system first identifies the
pseudoknot type of the query structure and then perform
the structural alignment between the query and the target
by using the corresponding algorithm [12, 19] designed for
the specific pseudoknot type. The tool is found to be useful
and being used by some bioinformatics researchers for their
studies.

3. CONCLUSIONS
In the paper, we provided the first set of algorithms to

check whether an RNA structure is a specific pseudoknot
type. Our experiments show that the running time of the
algorithm is very short (i.e. less than 1 second even for
an RNA structure of length as long as 1000). We also in-
corporated these classification algorithms in the newly de-
veloped RNASAlign, which can automatically classify the
input query structure into the correct type and perform the
corresponding structural alignment algorithm.
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ABSTRACT
Brachytherapy is an advanced cancer treatment method.
The computation of the treatment plan is a difficult problem.
One possible approach to get close to real time treatment
planning is to reuse existing treatment plans. In this paper
we address the problem of matching an input object (tumor)
against a repository of model objects associated with known
treatment plans such that the overlap volume is maximized.
We refer to the matching of objects based on maximum over-
lap as volume matching.

1. INTRODUCTION
Brachytherapy is an advanced cancer treatment method in
which radioactive sources (seeds) are permanently placed in
or near a tumor, giving a high radiation dose to the tumor
while reducing the radiation exposure of the surrounding
healthy tissues. Brachytherapy is commonly used to treat
localized prostate cancer, cervical cancer, and cancers of the
head and neck. The computation of seeds placement is a
difficult problem that requires a significant amount of time
to solve. Between the time the images used to compute the
treatment plan are taken and the actual seed insertion pro-
cedure internal body anatomy may change due to local organ
and tissue movement, which could lead to significant errors
in seed placement. Thus, real time dynamic dosimetry op-
timization during the seed insertion procedure is desirable.
However, so far there is no solution applicable in practice,
due to the complexity of the computation.

One possible approach to get close to real time treatment

∗We are very thankful to Dr. Dharanipathy Rangaraj from
Washington University School of Medicine for making ex-
perimental data available to us.
†This research was partially sponsored by NSF awards CNS-
1035460 and CNS-1035508.

Figure 1: Maximum overlap between two polyhedra.
planning is to reuse existing treatment plans, or precom-
puted solutions, if possible, since related tumors may have
similar shape and size. In this paper we address the fol-
lowing problem: Given an input object (tumor) match it
against a repository of model objects associated with known
treatment plans such that the overlap volume is maximized
and compute a new treatment plan based on the match.

For our problem the two matching objects have to be sim-
ilar in shape as well as in size. As a result, one natural
choice for the similarity measure is the maximum overlap
between objects. Given two objects, we call the problem of
finding the optimal rigid motion of one object to maximize
the volume of their overlap the maximum overlap problem
(see Fig.1). We refer to the matching of objects based on
maximum overlap as volume matching.

Most of the previous work on the maximum overlap prob-
lem deals with convex polygons in the plane [5, 6, 4]. In
3-dimensions, Ahn et al. [2] observed that the dth root of
the overlap volume function is concave and presented an al-
gorithm with expected running time O(n3 log4 n), where n
is the total complexity of the two polyhedra. This method
can be generalized to higher dimension with expected run-
ning time O(nd+1−3/n(logn)d+1), where d is the number of
dimensions. The main drawback of the method is that it
does not seem suitable for implementation.

Our focus in this work is to develop methods that can be
easily implemented, have good running times, and produce
acceptable solutions. Matching objects under rotation gen-
erally is achieved by the standard principal component anal-
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ysis (PCA), which computes the principal axes of the object,
i.e. eigenvalues of the covariance matrix. Each object is
aligned so that the principal axes match the system coor-
dinate axes. Hence, we focus mainly on matching objects
under translation after each object is properly aligned to
the system coordinate axes.

Throughout the paper we use the following notations. Given
two polyhedra P and Q in 3D and a vector t = (tx, ty, tz) in
R3, let (P + t) denote the polyhedron P under translation t
and let (P+t)∩Q be the intersection between P and Q under
such translation. We use vol(·) to denote the volume of an
object. The Minkowski sum between two polyhedra P and
Q is defined as P ⊕Q = {x+y|x ∈ P, y ∈ Q}. We call P ⊕Q
the translation space of P and Q, i.e. (P + t) ∩ Q 6= ∅ for
t ∈ P⊕Q. Throughout the paper, we always translate P and
keep Q stationary. We define the score function SCP,Q(t)
of the match of P and Q as SCP,Q(t) = vol((P + t) ∩ Q),
where t is a translation vector and t ∈ P ⊕Q.

2. MAXIMUM OVERLAP BETWEEN TWO
CONVEX POLYHEDRA BY SAMPLING

The geometry of each tumor (object) is obtained by mag-
netic resonance imaging (MRI). The tumor is first scanned
at a number of cross sections. Then, points are sampled
around the contour of each cross section. In order to obtain
an accurate volume matching between objects, modeling or
reconstruction of the object from the set of sample points is
crucial. In this section, we reconstruct the object by com-
puting the convex hull of the input sample points. The
reason we prefer this model is three-fold. First, many tu-
mors treated by brachytherapy are almost convex in shape.
Hence, the convex hull of the sample points should closely
resembles the original shape. Second, the convex hull is a
well-studied data structure and it is easy to compute. Third,
the convex hull reduces the complexity of the reconstructed
model when compared to other reconstruction techniques.

2.1 An exact approach
The combinatorial structure of the intersection of the two
convex polyhedra changes only at O(n2) event planes. Note
that these event planes are not necessarily axis-aligned. These
event planes partition the translation space into O(n6) poly-
hedral cells. A trivial approach would be to compute the
arrangement of these planes and maximize the score func-
tion, which is a cubic function and takes O(n) time to com-
pute, over each cell, which leads to an O(n7) time algorithm.
In [2], Ahn et. al. proposed a way to find the maximum over-
lap without explicitly computing the arrangement of event
planes. The running time is reduced to O(n3 log4 n). Even
though exact algorithms for finding the maximum overlap
between polyhedra were available for years, none of these
algorithms are practical for implementation. In this section,
we propose a fairly straightforward yet practical approach
to approximate the maximum overlap between two convex
polyhedra.

2.2 An approximation algorithm
Given two polyhedra P and Q and a small constant ε, we
discretize the translation space P⊕Q by a grid. We will show
that there exists a translation vector on the grid which gives
us an approximation of the maximum overlap between P and
Q, and the approximation error is less than the constant ε.

If we translate P by a small vector t, the score function
SCP,Q(t) can change by at most |t|A, where A is the area
of projection of P on a plane orthogonal to t. Let Axy, Axz,
and Ayz be the areas of projections of P on the xy-plane,
xz-plane, and yz-plane, respectively and vx, vy, and vz be
the three basis vectors along the three coordinate axes. We
have,

|SCP,Q(t)− SCP,Q(t+
ε

Ayz
vx)| ≤ ε,

|SCP,Q(t)− SCP,Q(t+
ε

Axz
vy)| ≤ ε,

|SCP,Q(t)− SCP,Q(t+
ε

Axy
vz)| ≤ ε.

Hence, we can define a sample grid G ⊆ P ⊕ Q, such that
the spacings along the x-, y- and z-axis are ε

Ayz
, ε
Axz

and
ε

Axy
, respectively.

Lemma 1. For every translation vector t ∈ P ⊕Q, there
exist a vector t′ ∈ G such that, |SCP,Q(t)−SCP,Q(t′)| ≤ 3

2
ε.

Proof. Let t′ be the translation vector in G closest to
t. We can reach t from t′ by three translations along the
coordinate axes, which are at most ε

2Ayz
vx, ε

2Axz
vy, and

ε
2Axy

vz, respectively. The score function changes by at most

ε/2 due to each translation.

By setting ε = 2
3
ε′, we can find a translation vector t′ ∈ G,

such that

|SCP,Q(t′)− SCP,Q(t∗)| ≤ ε′

where t∗ is the optimal translation vector that maximizes
the overlap volume between P and Q.

Theorem 1. The maximum overlap volume between two
convex polyhedra with a total of n vertices can be approxi-
mated in O(n/ε3) time.

Note that the running time for this approach has a hidden
constant factor AxyAxzAyz, which depends on the geometry
of the shape.

3. HEURISTIC ALGORITHMS
If the input objects are represented by sets of points we
propose a heuristic approach that matches the two point
sets directly using point set matching algorithms, such as
the iterative closest pair (ICP) algorithm. Then we compute
the overlap volume between the convex hulls of the two sets.

Given two finite sets of points A and B, to measure how A
resembles B, we want to find a rigid motion such that the
root mean square of distances between points in A and their
nearest neighbors in B is minimized.

One well known point sets matching algorithm for finding
the optimal motion is the iterative closest pair algorithm
proposed by Besl and McKey [3].
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After computing the the optimal matching between point
sets A and B we can compute the overlap volume between
the convex hulls of the two point sets in that alignment,
as a heuristic solution for the maximum volume matching
problem between the two convex hulls.

Object ID 2 3 4 5 6 7 8 9 10
1 3708.6 1637.7 1961.1 2707.2 2791.2 2158.5 3179.1 4112.5 2112.6
2 - 1463.5 1801.9 3048.9 2719.5 1908.7 3187 4660 1964.1
3 - - 1940.4 1292.2 1430.5 2315.1 1614.1 2237.5 2081.1
4 - - - 1486.8 1658.2 2368.6 1930.6 2556.9 2158.5
5 - - - - 2221.9 1808.4 2975.8 3075.4 1620
6 - - - - - 2043.4 2704.6 3464.2 1926.1
7 - - - - - - 2169.7 3155.8 2518.9
8 - - - - - - - 4321.6 2051.1
9 - - - - - - - - 2864.4

Table 1: The execution time (sec) of the approxima-
tion algorithm.

Object ID 2 3 4 5 6 7 8 9 10
1 8.43 4.24 5.18 5.92 5.98 5 6.82 8.14 5.05
2 - 3.82 4.7 5.87 5.42 4.53 6.5 7.82 4.79
3 - - 2.88 3.05 2.69 3.6 3.82 4.06 3.58
4 - - - 3.41 3.3 3.77 4.36 5.66 4.14
5 - - - - 3.89 3.48 5.24 6.04 3.57
6 - - - - - 3.19 5.07 5.61 3.23
7 - - - - - - 4.52 5.43 4.05
8 - - - - - - - 10.62 4.44
9 - - - - - - - - 5.81

Table 2: The execution time (sec) of the heuristic
algorithm.

Object ID 2 3 4 5 6 7 8 9 10
1 -0.83 0.6 0.55 -25.9 -0.99 -1.09 -2.39 -20.20 0.62
2 - 0.59 0.45 -4.81 -11.05 -0.95 -0.53 -18.21 0.31
3 - - -49.89 -24.13 -23.73 -7.28 -16.34 -18.92 -11.73
4 - - - -33.63 -39.54 -23.85 -44.60 -9.25 -8.31
5 - - - - -18.63 -1.05 -4.11 -3.58 0.26
6 - - - - - -0.95 -3.63 -10.60 3.23
7 - - - - - - -33.19 -29.53 -23.84
8 - - - - - - - 0.69 -2.72
9 - - - - - - - - 0.62

Table 3: The difference (%) between the overlap vol-
umes computed by the heuristic algorithm to those
computed by the approximation algorithm.

4. IMPLEMENTATION AND EXPERIMEN-
TAL RESULTS

4.1 Implementation
We have implemented the approximation algorithm using
the CGAL library [1]. For each point set, we compute
its convex hull using the quickhull algorithm. For the lat-
tice construction, we slightly deviate from the original plan.
Clearly, there is a tradeoff between the size of the sampling
grid and the execution time. In our implementation, we
discretize the translation space using a [20 × 20 × 20] grid.
That is, we test no more than 8000 translation vectors in
the translation space. The reason behind our choice is that
the number of contours sampled for each tumor we studied
is generally less than 20. A grid with constant complex-
ity does not guarantee a bound on the approximation error.
However, it has resulted in satisfactory results in our ex-
periments. Furthermore, a grid with constant complexity
allows us to save significant execution time for degenerate
inputs, e.g. elongated shapes, for which the grid size can be
arbitrarily large.

The heuristic algorithm is also implemented using the CGAL
library. The closest pairs between two point sets can be com-
puted efficiently using the 3D range and neighbor search
data structure. Once the optimal matching between the in-
put point sets, the overlap volume between the convex hulls
of the two point sets is computed.

4.2 Experimental results
In this section, experiments are conducted to evaluate the
efficiency of different methods. The testing data being used
are scans of real tumors. We use input data of 10 tumor
and model each object as a convex polyhedron. We compute
the maximum overlap volume between each pair of objects
using the approximation algorithm and the heuristic algo-
rithm. The following tables show computation time using
the approximation algorithm and the heuristic algorithm,
respectively. To compare their accuracies of these two algo-
rithm, we show the difference between the results computed
by these two algorithms. All results are obtained from a PC
with 2.8GHz CPU and 1GB RAM.

The approximation algorithm gives the most accurate re-
sults. However, the approximation algorithm is slow, since
it requires to repeatedly compute the overlap volume be-
tween two objects, which is a time consuming process.

The Heuristic algorithms executes much more efficiently and
gives results quite close, i.e. less than 10% in difference, to
the ones given by the approximation algorithm in 36 out
of 45 instances. However, in some cases, the heuristic al-
gorithms gives less satisfactory results with error ratio up
to almost 50%. The heuristic approach computes only one
translation vector by ICP. Hence, only one overlap volume is
computed for each matching. The inaccuracy is due to two
reasons. First, it is well known that the ICP algorithm does
not guarantee a global optimal matching between the point
sets. It may return a local optimal solution, instead. Second,
a matching between point sets does not always translates to
a good volume matching between the convex hulls of the
two corresponding point sets. However, we still think that
the heuristic algorithm is a good candidate for the volume
matching engine, since matching results with high error ra-
tios are most likely produced by shapes that do not resemble
each other, which will be rejected by the engine anyway.
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ABSTRACT
This paper deals with the approximate string-matching prob-
lem with Hamming distance and a single gap for sequence
alignment. We consider an extension of the approximate
string-matching problem with Hamming distance, by also
allowing the existence of a single gap, either in the text,
or in the pattern. This problem is strongly and directly
motivated by the next-generation re-sequencing procedure.
We present a general algorithm that requires O(nm) time,
where n is the length of the text and m is the length of
the pattern, but this can be reduced to O(mβ) time, if the
maximum length β of the gap is given.

1. INTRODUCTION
The problem of finding factors of a text similar to a given

pattern has been intensively studied over the last thirty
years, and it is a central problem in a wide range of appli-
cations, including file comparison, spelling correction, infor-
mation retrieval, and searching for similarities among biose-
quences.

This work is directly motivated by the next-generation re-
sequencing procedure. The constant advances in sequencing
technology are turning whole-genome sequencing into a rou-
tine procedure, resulting in massive amounts of DNA and
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RNA data that need to be processed [3]. Tens of gigabytes
of data in the form of short sequences (reads) need to be
mapped (aligned) back to reference sequences, a few giga-
bases long, to infer the read from which the genomic location
derived. This is a challenging task because of the high data
volume and the size of large genomes. In addition, the per-
formance, in terms of sensitivity, accuracy and speed, dete-
riorates in the presence of inherent genomic variability and
sequencing errors, particularly so for relatively short inser-
tions and deletions (gaps).

A gap can be described as the absence (presence) of a
region in one sequence, which is (is not) present in another,
as part of the natural diversity between individuals. There
are several mechanisms by which gaps can occur in DNA
sequences, e.g. inserted or deleted bases caused by slipping
of the DNA replication machinery; duplicated or deleted
regions caused by the DNA repair machinery; large deletions
and duplications caused by uneven recombination between
chromosomes; sequencing errors for some platforms.

Concerning the length of the gaps, a very broad range of
lengths is possible. In practice, however, the size of reads is
too small to confidently detect a large gap directly. In Fig. 1,
the distribution of lengths of gaps in exome sequencing is
demonstrated1. The shape of the distribution of lengths
of gaps is consistent with other studies [4]. The presented
data reflect a gap occurrence frequency of approximately
5.7× 10−6 across the exome.

The main observation is the exponential decrease of fre-
quency as length increases, and a preference for multiples of
3. For short reads of length in the order of 100bp the pres-
ence of multiple gaps is unlikely given the gap occurrence
frequency, and could greatly reduce the mapping confidence
of those reads. Hence, applying a traditional dynamic pro-
gramming approach (see [5] for local alignment or [2] for
global alignment), which allows multiple replacements, in-

1Data generated by the Exome Sequencing Programme at
the NIHR Biomedical Research Centre at Guy’s and St
Thomas’ NHS Foundation Trust in partnership with King’s
College London.
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Figure 1: The distribution of lengths of gaps in ex-
ome sequencing.

sertions and deletions in different positions of the read or
the reference, would affect the confidence of the mapping.

In this paper, motivated by the observations made in the
analysis of exome sequencing data, we consider an extension
of the approximate string-matching problem with Hamming
distance, by also allowing the existence of a single gap, ei-
ther in the text, or in the pattern. We present a general
algorithm that solves this problem in O(nm) time, where n
is the length of the text and m is the length of the pattern,
but this can be reduced to O(mβ) time, if the maximum
length β of the gap is given.

Hence, after aligning a fragment of a short read with a
factor of the reference genome as a seed, the proposed algo-
rithm can be directly applied to locally align the remaining
part of the read with a relatively short factor of the refer-
ence, to allow a number of mismatches and the existence of
a single gap, either in the read or in the reference.

2. BASIC DEFINITIONS
A string or sequence is a succession of zero or more sym-

bols from an alphabet Σ of cardinality s; the string with
zero symbols is denoted by ǫ. The set of all strings over the
alphabet Σ including ǫ, is denoted by Σ∗. The set Σ+ is
defined as Σ+ = Σ∗ \ {ǫ}. A string x of length m is rep-
resented by x[1 . .m], where x[i] ∈ Σ for 1 ≤ i ≤ m. The
length of a string x is denoted by |x|. A string w is a fac-
tor of x if x = uwv for u, v ∈ Σ∗. It is a prefix of x if
u is empty and a suffix of x if v is empty. The Hamming
distance δH is defined only for strings of the same length.
For two strings x and y, δH(x, y) is the number of places in
which the two strings differ, i.e. have different characters.
A don’t care symbol ⋆, is a symbol that matches every other
symbol. The don’t care matches every symbol of Σ that is,
⋆ = a for each a ∈ Σ. Given an integer γ, γ > 0, we de-
fine a gap g(γ) as a string of don’t care symbols of length
γ, i.e. g(γ) ∈ {⋆}+. A gap string y is the concatenation of
a sequence of strings over Σ and gaps, i.e. y ∈ (Σ ∪ {⋆})∗.
Given a gap string y = y1g1y2g2 . . . yn−1gn−1yn, such that
yi ∈ Σ∗ and gi ∈ {⋆}

∗, then c(y) = y1y2 . . . yn. A gap string
x matches a gap string y with at most k-mismatches, iff
δH(x, y) ≤ k and |x| = |y|. A gap string y is called sin-

gle gap string, if it contains only one gap, i.e. y = y1gy2,
y1, y2 ∈ Σ∗ and g ∈ {⋆}+.

0 1 2 3 4 5

ǫ G G G T A

0 ǫ 0 0 0 0 0 0
1 A 0 1 1 1 1 0
2 G 0 0 1 1 1 1
3 G 0 0 0 1 1 1
4 T 0 1 1 1 1 1
5 C 0 1 1 1 1 2
6 A 0 1 1 1 1 1
7 T 0 1 1 1 1 2

(a) Matrix G

0 1 2 3 4 5

ǫ G G G T A

0 ǫ 0 1 2 3 4 5
1 A 1 0 0 0 0 0
2 G 2 0 0 0 2 3
3 G 3 0 0 0 1 2
4 T 4 0 0 0 0 1
5 C 5 0 3 2 1 0
6 A 6 0 4 3 2 0
7 T 7 0 5 4 0 0

(b) Matrix H

Table 1: Matrix G and matrix H for t=AGGTCAT
and x=GGGTA

3. PROBLEM DEFINITION
Problem 1. Given a text t = t[1 . . n], a pattern x =

x[1 . .m], t, x ∈ Σ∗, n ≥ m, and integers k, 0 ≤ k < m, α
and β, 0 ≤ α ≤ β, β ≤ n, find all the positions of factors of
t, such that for each factor, say y

• either there exists a single gap string, say y′, with a
gap g(γ), γ > 0, such that y = c(y′), δH(x, y′) ≤ k,
and α ≤ γ ≤ β

• or there exists a single gap string, say x′, with a gap
g(γ), γ > 0, such that x = c(x′), δH(x′, y) ≤ k, and
α ≤ γ ≤ β

• or δH(x, y) ≤ k and α = 0

4. THE ALGORITHM
The initial focus is on computing a matrix G[n+1, m+1],

where G[i, j] contains the minimum number of mismatches
of the factor t[1 . . i] of the text, and the factor x[1 . . j] of the
pattern, with at most one gap, either in the text, or in the
pattern.
Example. Let the text t=AGGTCAT and the pattern x=GG
GTA. Table 1a shows matrix G.

In order to compute the location of the gap either in the
text or in the pattern, we also need to compute a matrix
H [n+ 1, m+ 1] such that,

H [i, j] =






if G[i, j] = G[i, i] and i ≤ j, H [i, j] = j − i
if G[i, j] = G[j, j] and i > j, H [i, j] = i− j
otherwise, H [i, j] = 0

(1)
Example. Let the text t=AGGTCAT and the pattern x=GG
GTA. Table 1b shows matrix H .

The Gap-Mismatches algorithm for computing matrix G
and matrix H is outlined in Figure 2.

Theorem 1. Given the text t = t[1 . . n] and the pattern

x = x[1 . .m], the Gap-Mismatches algorithm can compute

matrix G correctly in O(nm) units of time.

Proof. Without loss of generality, assume that we want
to compute G[i, j], which contains the minimum number of
mismatches of t[1 . . i] and x[1 . . j], with at most one gap.

Let i < j. The minimum number of mismatches can be
computed by the following,
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Gap-Mismatches
⊲Input: t, n, x, m
⊲Output: G, H
1 begin
2 ⊲ Initialisation
3 for i← 0 until n do G[i, 0]← 0; H [i, 0]← i
5 for j ← 0 until m do G[0, j]← 0; H [0, j]← j
7 ⊲ Matrix G and Matrix H computation
8 for i← 1 until n do
9 for j ← 1 until m do

10 if i < j then
11 u← G[i− 1, j − 1] + δH(t[i], p[j])
12 v ← G[i, i]
13 G[i, j]← min(u, v)
14 if v < u then H [i, j]← j − i
15 else H [i, j]← 0
16 if i > j then
17 u← G[i− 1, j − 1] + δH(t[i], p[j])
18 v ← G[j, j]
19 G[i, j]← min(u, v)
20 if v < u then H [i, j]← i− j
21 else H [i, j]← 0
22 if i = j then
23 G[i, j]← G[i− 1, j − 1] + δH(t[i], p[j])
24 H [i, j]← 0
25 end

Figure 2: The Gap-Mismatches algorithm for com-
puting matrix G and matrix H.

G[i, j] = min(δH(t[1 . . i], x[j−i+1 . . j]), δH(t[1 . . i], x[1 . . i]))
(2)

In this case, we take the minimum between the Hamming
distance of t[1 . . i] and the suffix of x, x = x[j − i + 1 . . j],
and the Hamming distance of t[1 . . i] and the prefix of x,
x[1 . . i], while the suffix of x, x[i+ 1 . . j] is considered to be
a gap in the text.

Let i > j. The minimum number of mismatches can be
computed by the following,

G[i, j] = min(δH(t[i−j+1 . . i], x[1 . . j]), δH(t[1 . . j], x[1 . . j]))
(3)

Similarly, in this case, we take the minimum between the
Hamming distance of the suffix of t, t[i− j + 1 . . i] and x =
x[1 . . j], and the Hamming distance of the prefix of t, t[1 . . j],
and x[1 . . j], while the suffix of t, t[j+1 . . i] is considered to
be a gap in the pattern.

Trivially, in the case that i = j,

G[i, j] = δH(t[1 . . i], x[1 . . j]) (4)

The Equations 2, 3, 4 are computed by theGap-Mismatches

algorithm in lines 13, 19, and 23, respectively. Hence, this al-
gorithm can compute matrix G in O(nm) units of time.

As of Theorem 1, starting the trace-back from cellH [si, sj ],
for some 0 ≤ si ≤ n, 0 ≤ sj ≤ m, gives a solution to Prob-
lem 1, iff G[si, sj ] ≤ k and the following hold,

• if si < m, then sj = m, α ≤ m − si ≤ β; there exists
a gap of length m− si in the text

• if si > m then sj = m, α ≤ si −m ≤ β; there exists a
gap of length si −m in the pattern

• if sj < m then si = n, α ≤ n − sj ≤ β; there exists a
gap of length n− sj in the pattern

• if si = m, then α = 0; there is no gap

Finally, we can easily compute the position of the gap by
using matrix H . However, since the threshold β is given, a
pruned version of matrix G and matrix H can be computed
in O(mβ) time and space, similarly as shown in [1].

Lemma 2. There exist at most 2β + 1 cells of matrix G,

that give a solution to Problem 1.

Proof. Let the cell G[si, sj ], contain the minimum num-
ber of mismatches of the text t[1 . . n], and the pattern x[1 . .m],
with at most one gap of maximum length β, either in the
text, or in the pattern. Since the length of the gap is either
m − si, if si < m and sj = m, or si − m, if si > m and
sj = m, or n− sj , if sj < m and si = n, then it holds that

• if β +m ≤ n, then m − β ≤ si ≤ β + m and sj = m
There exist exactly 2β + 1 such cells.

• if β +m > n, then

– if m− β ≤ si ≤ n, then sj = m

– if n− β ≤ sj < m, then si = n

There exist exactly 2β + 1 such cells.

Since we also have to check whether G[si, sj ] ≤ k, the
Lemma holds.

In addition, G[i, j] depends only on either G[i − 1, j − 1]
and G[i, i], if i < j, or G[i − 1, j − 1] and G[j, j], if i >
j, or G[i − 1, j − 1], if i = j (see lines 13, 19, and 23 in
Fig. 2, respectively). Hence, we only need to compute a
diagonal stripe of width 2β + 1 in matrix G and matrix H ,
as shown in Tables 1a and 1b in bold, respectively, for the
case of t=AGGTCAT, x=GGGTA and β = 2. As a result,
the Gap-Mismatches algorithm can easily be modified to
compute the pruned version of matrix G and matrix H in
O(mβ) time and space.
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ABSTRACT
Protein subcellular localization prediction is the problem of
predicting where a protein functions within a living cell. In
this paper, we apply associative classifications (CMAR and
CPAR) and multi-class Support Vector Machines to tackle
the problem of protein subcellular localization prediction.
We use classification feature sources generated from a pro-
tein’s SwissProt annotation record. We visualize the applied
classification rules in an explain graph for domain experts to
interpret. We compare the performance of our approaches
to those of Proteome Analyst 3.0, using the same set of
classification features; we find that all three classification
algorithms outperform Proteome Analyst. Multi-class SVM
achieves overall F-measures [0.934 ∼ 0.991], while CPAR
and CMAR achieve overall F-measures [0.922 ∼ 0.989] and
[0.880 ∼ 0.989], respectively. Our result shows that despite
multi-class SVM is still the most accurate prediction algo-
rithm with overall F-measures, CPAR and CMAR achieve
very similar accuracy. In most cases, CPAR outperforms
CMAR, especially when the feature space is large. Our re-
sult indicates that associative classification algorithms, es-
pecially CPAR, is a good alternative to SVM with simi-
lar accuracy but much better transparency in classification
models.

Categories and Subject Descriptors
I.2.1 [Artificial Intelligence]: Applications and Expert
Systems—Medicine and science

General Terms
Experimentation, Algorithm, Languages

Keywords
protein annotation, associative classification, support vector
machine, text mining, bioinformatics
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1. INTRODUCTION
Predicting the location (subcell label) where a protein

functions within a living cell is essential for elucidating its
functions. In the past two decades, researchers tackled the
problem of protein subcellular localization prediction using
machine learning algorithms with such classification features
as N-terminal sorting signals, amino acid composition and
textual annotation features [8]. Subcell label prediction is
a hard problem due to the scarcity of training data, an-
notation errors and difficulties inherited from the intricate
cell structures. To date, there are on-going efforts in the
field of bioinformatics to improve prediction accuracy, re-
fine localization subcategories, and broaden the category of
applicable organisms for subcell label prediction.

In recent years, SVM gained popularity as the dominat-
ing algorithm for subcell label prediction, thanks to its high
accuracy and ability to handle a large collection of classifica-
tion features [8]. Despite its high accuracy, the trained mod-
els and predicted results obtained using SVM are hard to ex-
plain due to the cryptic nature of the classification algorithm
and the resulting models. Associative Classification (AC) is
a novel classification approach that combines both associ-
ation rule mining and supervised classification [6]. Given
labelled training data, an associative classifier finds the fea-
tures that often co-occur with class labels, and generates
classification rules mapping features to class labels using
techniques in association rule mining. An association rule
takes the form of {f1, f2 . . . fm} → L. The left hand side
{f1, f2 . . . fm} of the rule is called antecedent, which is a
vector of m features; the right hand side of the rule is called
consequent, which is a single class label L. Each association
rule is a deduction from antecedent (features) to consequent
(class label). The collection of discovered association rules
forms a model for supervised classification. These discovered
association rules may be pruned to reduce the model size
and to increase prediction accuracy. Support and confidence
are two parameters that are often used in rule discovery,
rule pruning and prediction. Once trained, an associative
classifier is capable of using the discovered rules to predict
class labels for unseen test cases. AC is a promising classifi-
cation approach thanks to its high accuracy, efficiency and
transparency.

We show that in this paper, AC is as accurate as SVM,
but the resulting models are much more transparent and
easier to understand. Our work focuses on applying associa-
tion classification methods to protein subcellular localization
prediction; we also experiment with multi-class SVM with
various kernels. Given a query protein, we generate features
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Table 1: Statistics for the PA datasets
Organism Type Class Instances Features
Animal 9 15,515 3,861
Plant 9 4,574 1,663
Fungi 9 2,873 2,460
Gram+ Bacteria 3 2,969 1,280
Gram− Bacteria 5 6,168 2,311

from the query protein’s SwissProt annotation record [3],
then we train associative classifiers and multi-class SVM and
compare their performances with Proteome Analyst 3.0 [8],
which uses a collection of binary SVM. Finally, we visualize
the predictions in an explain graph for each AC prediction
to help them determine the reliability of a particular predic-
tion.

2. METHODOLOGIES
We evaluate our approach using the publicly available Pro-

teome Analyst datasets [2]. Table 1 shows important statis-
tics for the PA datasets generated with proteins from five
different organism types (animal, plant, fungi, gram-positive
bacteria and gram-negative bacteria). Similar to Proteome
Analyst, we retrieve a query protein’s top three homologues
using BLAST [4], and extract the keyword, Subcellular Lo-
calization and InterPro fields from these homologues’ Swis-
sProt annotation record. These three record fields have been
selected in Proteome Analyst’s previous experiments, and
they are reported to be the most relevant fields for subcell
label prediction [8]. We purposefully use only these selected
fields to ensure our performances are directly comparable to
those of PA.

We evaluate all supervised classifiers using stratified 5-
fold cross validations for direct comparison with the perfor-
mance of Proteome Analyst 3.0. We report the classifica-
tion accuracy as precision, recall and F-measure We exper-
iment with two different types of associative classification
algorithms: CMAR (Classification based on Multiple Asso-
ciation Rules) [7] and CPAR (Classification based on Pre-
dictive Association Rules) [9]. For associative classification
with CMAR and CPAR, we use the LUCS-KDD software
library [1] with modifications to perform 5-fold cross valida-
tion and to extract classification rules for each prediction.
For multi-class SVM, we use the LIBSVM package [5]. We
optimize the performance of all classifiers within our limit of
computational resources. We run multi-class SVM with lin-
ear, polynomial and RBF kernels; we also optimize CMAR
by varying support and confidence parameter, and CPAR by
varying minimum best gain and gain similarity ration.

Finally, we transform the applied rules for each prediction
into a graphical representation (called explain graph) auto-
matically using an in-house computer program written in the
Python programming language with the GraphViz plotting
program. Figure 2 shows such a graph as an example.

3. RESULTS AND DISCUSSIONS
In this section, we present our results and discuss interest-

ing issues. Overall precision, recall and F-measure for each
classifier using SwissProt annotation features are shown in
Table 2 and Figure 1 with comparison to PA 3.0 [8]. We
also experiment with feature generated from a protein’s ref-
erencing PubMed abstracts and amino acid compositions;

Figure 1: Overall F-measures with various features.

however the results with these additional features are consis-
tently worse than those with SwissProt annotation features
and are omitted due to space limitations.

Both CMAR and CPAR outperform Proteome Analyst
or at least achieve competitive performance. However, nei-
ther CMAR or CPAR significantly outperform PA. Multi-
class SVM achieves the best performance for all organism
types, but the differences between multi-class SVM and any
other predictors are not significant. CMAR and CPAR are
both slightly worse than multi-class SVM in Animal, Plant
and much worse in Fungi. The performances of CMAR and
CPAR are almost indistinguishable, except CPAR outper-
forms CMAR by roughly 4% in Fungi. The differences be-
tween CMAR and CPAR are not significant. In summary,
all classification methods in our approach outperform or per-
form competitively well with Proteome Analyst 3.0 using the
same set of features.

While AC and SVM are two totally different types of al-
gorithms, we can still compare them in terms of prediction
accuracy, efficiency and transparency. First of all, associa-
tive classification is more transparent than SVM, in the sense
that AC is capable of showing the classification rules used
for each prediction and the strength of each rule; AC could
also be modified to allow users to manually edit the trained
classification model. On the contrary, SVM can only provide
the user a cryptic probability score derived from decision hy-
perplanes, which are very difficult to visualize. Second, AC
is as efficient and accurate as SVM. For example, CPAR
only generates a small set of highly selective rules, but it
achieves similar accuracy as both binary SVM (as in PA 3.0)
and multi-class SVM with SwissProt features. However, a
principle drawback of AC is its inefficiency in handling a
very large feature space.

Our result shows that multi-class SVM performs univer-
sally better than Proteome Analyst 3.0, which is a collec-
tion of binary SVM. PA trains a collection of Binary SVM
for each organism type, dedicating each binary SVM to each
class label. As a result, to predict the most probable sub-
cell label for a single query protein, PA needs to train one
model (binary SVM) for each class label. Conversely, with
multi-class SVM, we only need to train one model for each
organism type (with all class labels), thus saving time in
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Table 2: Performance comparison for all classifiers. Best results are shown in bold.
Precision Recall F-measure

Organism PA SVM CMAR CPAR PA SVM CMAR CPAR PA SVM CMAR CPAR
Animal 0.970 0.983 0.963 0.972 0.956 0.983 0.945 0.972 0.963 0.983 0.954 0.972
Plant 0.968 0.986 0.981 0.979 0.945 0.986 0.972 0.979 0.956 0.986 0.976 0.979
Fugni 0.857 0.934 0.913 0.922 0.765 0.934 0.849 0.922 0.817 0.934 0.880 0.922

Gram+ Bac 0.980 0.991 0.991 0.989 0.959 0.991 0.988 0.989 0.969 0.991 0.989 0.989
Gram− Bac 0.984 0.991 0.990 0.987 0.960 0.991 0.984 0.987 0.972 0.991 0.987 0.987

Class : nucleus
Prediction: nucleus

Features : polymorphism, glycoprotein, coiled coil,
cytoplasm, nuclear protein, nucleus,
ipr010978, ipr009053, ipr006933

Classification Rules:

Rule 1: {coiled coil, nuclear protein} -> nucleus (90.45%)
Rule 2: {polymorphism, nuclear protein} -> nucleus (93.97%)
Rule 3: {polymorphism, nucleus} -> nucleus (94.86%)
Rule 4: {polymorphism, nuclear protein, nucleus}

-> nucleus (95.68%)
Rule 5: {nuclear protein} -> nucleus (95.91%)
Rule 6: {nucleus} -> nucleus (96.06%)
Rule 7: {nuclear protein, nucleus} -> nucleus (96.7%)
Rule 8: {polymorphism, cytoplasm} -> cytoplasm (86.2%)
Rule 9: {cytoplasm} -> cytoplasm (89.7%)

Figure 2: An explain graph visualizing the applicable rules for an animal protein ith SwissProt annotation
features. Confidence for each rule is shown in arenthesis.

both training and prediction, while achieving a higher pre-
diction accuracy.

We found that CPAR is more efficient and more accu-
rate than CMAR in most cases. CPAR greedily generates a
highly selective set of rules while CMAR generates all rules
above the support and confidence thresholds before filtering
them. As a result, we observe that CPAR generates far less
rules than CMAR in our experiments, yet achieving higher
prediction accuracy.

4. CONCLUSION
In this paper, we apply two associative classification al-

gorithms (CMAR and CPAR) and multi-class SVM for pre-
dicting protein subcellular localizations using classification
features generated from SwissProt annotation records. Our
result shows that both multi-class SVM and CPAR outper-
form Proteome Analyst 3.0 [8]. Multi-class SVM is still the
most accurate classification algorithm; however CPAR is as
accurate as multi-class SVM in most cases, and in some cases
more robust to noise in the feature sets. CPAR is therefore
a good alternative to SVM in protein subcell label predic-
tion. In addition to our effort in optimizing the performance
of CMAR and CPAR, we also focus on explaining the pre-
dictions of association classifications. We propose a frame-
work of explaining subcell label predictions with associative
classification by visualizing the classification rules to help
domain expert better interpreting the classification process.
We conclude that associative classification has the potential
to achieve similar accuracy as SVM, but with much better
prediction transparency.
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ABSTRACT
We describe a novel statistical relational learning framework
capable to work efficiently with combinations of relational
and numerical data which is especially valuable in bioinfor-
matics applications. We show how this model can be applied
to modelling of gene expression data and to problems from
proteomics.

Categories and Subject Descriptors
I.2.6 [Artificial Intelligence]: Learning; J.3 [Life and
Medical Sciences]: Biology and genetics

1. INTRODUCTION
Modelling of relational domains which contain substantial
part of information in the form of real valued variables is
an important problem with applications in bioinformatics.
In this paper we describe a relatively simple framework for
learning in rich relational domains containing numerical data.
The system relies on multivariate normal distribution and
exploits regularities in covariance matrices for construction
of models capable to deal with variable number of numerical
random variables.

2. GAUSSIAN LOGIC
Let n ∈ N . If v⃗ ∈ Rn then vi (1 ≤ i ≤ n) denotes the i-th
component of v⃗. If I ⊆ [1;n] then v⃗I = (vi1 , vi2 , . . . vi|I|)

where ij ∈ I (1 ≤ j ≤ |I|). To describe training examples
as well as learned models, we use a conventional first-order
logic language L whose alphabet contains a distinguished
set of constants {r1, r2, . . . rn} and variables {R1, R2, . . . Rm}
(n,m ∈ N). An r-substitution ϑ is any substitution as long
as it maps variables (other than) Ri only to terms (other
than) rj . For the largest k such that {R1/ri1 , R2/ri2 , . . . ,
Rk/rik} ⊆ ϑ we denote I(ϑ) = (i1, i2, . . . ik). A (Herbrand)
interpretation is a set of ground atoms of L. I(H) (I(φ))
denotes the naturally ordered set of indexes of all constants
ri found in an interpretation H (L-formula φ).
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Our learning examples have both structure and real param-
eters. An example may e.g. describe a measurement of
the expression of several genes; here the structure would
describe functional relations between the genes and the pa-
rameters would describe their measured expressions. The
structure will be described by an interpretation, in which
the constants ri represent uninstantiated real parameters.
The parameter values will be determined by a real vector.

Formally, an example is a pair
(
H, θ⃗

)
where H is an inter-

pretation, θ⃗ ∈ ΩH , and ΩH = R|I(H)|. The pair
(
H, θ⃗

)
may

also be viewed as a non-Herbrand interpretation of L, which
is the same as H except for including R in its domain and
assigning θi to ri.

Examples are assumed to be sampled from the distribu-

tion P (H,ΩH) =
∫
ΩH

fH
(
θ⃗|H

)
P (H)dθ⃗ which we want

to learn. Here, P (H) is a discrete probability distribution
on the countable set of Herbrand interpretations of L. If L
has functions other than constants, we assume that P (H)

is non-zero only for finite H. fH
(
θ⃗|H

)
are the conditional

densities of the parameter values. The advantage of this
definition is that it cleanly splits the possible-world prob-
ability into the discrete part P (H) which can be modeled
by state-of-the-art approaches such as Markov Logic Net-
works (MLN’s) [3], and the continuous conditional densities

fH
(
θ⃗|H

)
which we elaborate here. In particular, we assume

that f
(
θ⃗|H

)
= N (µ⃗H ,ΣH), i.e., θ⃗ is normally distributed

with mean vector µ⃗H and covariance matrix ΣH . The in-
dexesH emphasize the dependence of the two parameters on
the particular Herbrand interpretation that is parameterized

by θ⃗.

We explore a method, in which parameters determining
P (H,ΩH) can be estimated using the entire training set.
The type of P (H,ΩH) is obviously not known; note that it

is generally not a Gaussian mixture since the θ⃗ in the normal

densities fH
(
θ⃗|H

)
have, in general, different dimensions for

different H. However, our strategy is to learn Gaussian fea-
tures of the training set. A Gaussian feature (feature, for

short) is a L-formula φ, which for each example
(
H, θ⃗

)
ex-

tracts some components of θ⃗ into a vector u⃗(φ), such that
u⃗(φ) is approximately normally distributed across the train-
ing sample. For each feature φ, µ⃗u⃗(φ) and Σu⃗(φ) are then
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estimated from the entire training sample. A set of such
learned features φ can be thought of as a constraint-based
model determining an approximation to P (H,ΩH). We de-
fine Gaussian features more precisely in a moment after we
introduce sample sets.

Given an example e = (H, θ⃗) and a feature φ, the sample

set of φ and e is the multi-set S(φ, e) = {θ⃗I(ϑ)| H |= φϑ}

where ϑ are r-substitutions grounding all free variables in φ,
and H |= φϑ denotes that φϑ is true under H.

Now we can formally define Gaussian features. Let φ be a
L-formula, {ei} be a set of examples drawn independently

from a given distribution and let θ⃗i be vectors, each drawn
randomly from S(φ, ei). We say that φ is a Gaussian feature

if θ⃗i is multivariate-normally distributed.

Given a non-empty sample set S(φ, e), we define the mean

vector as µ(φ, e) = 1
|S(φ,e)|

∑
θ⃗∈S(φ,e) θ⃗ and the Σ-matrix as

Σ(φ, e) = 1
|S(φ,e)|

∑
θ⃗∈S(φ,e)

(
θ⃗ − µ(φ, e)

)(
θ⃗ − µ(φ, e)

)T

.

Finally, using the above, we define estimates over the entire

training set as µ̂φ = 1
m

∑m
i=1 µ(φ, ei) and Σ̂φ = 1

m

∑m
i=1

(Σ(φ, ei) +µ(φ, ei) µ(φ, ei)
T
)
− µ̂µ̂T . It can be shown that

these estimates are consistent and unbiased (asymptotically
unbiased, respectively) despite the fact that samples in in-
dividual sample sets are not independent [6].

Importantly, using the training-set-wide estimates, we can
derive estimates of parameters µ⃗Hn and ΣHn of the densities

fHn

(
θ⃗|Hn

)
for a relational structure H, even if H does not

occur in the training set.

In general, the problem of estimating the mean µ(φ, ei) is an
NP-hard problem (it subsumes the well-known NP-complete
problem of θ-subsumption). However, it is tractable for a
class of features, conjunctive tree-like features [5] for which
we devised efficient (polynomial-time) algorithms. Intuitively,
a tree-like conjunction can be imagined as a tree with the
exception that whereas trees are graphs, conjunctions corre-
spond in general to hypergraphs. Computation of µ-vectors
and Σ-matrices of tree-like conjunctive features can be done
in time polynomial in the combined size of the feature and
the respective example.

Finally, let us briefly describe methods for constructing a set
of features that give rise to models capable to appropriately
model a given set of examples. These methods are special-
ized for working with tree-like features because estimation of
the parameters is tractable for them. The feature construc-
tion algorithm for tree-like features is based on an algorithm
from [5]. It shares most of the favourable properties of the
original algorithm like detection of redundant features1.

3. EXPERIMENTS
We start by describing experiments with gene expression
data. We wanted to find out whether it is possible to im-
prove covariance matrix estimation on gene sets using fea-

1More details can be found in the technical report [6].

GL Train Target w/l against BL GL BL
GDS1975 GDS1975 694/306 -459 -488
GDS1220 GDS1220 827/173 -302 -630
GDS1375 GDS1375 445/555 -334 -409
GDS1975 GDS1220 807/193 -303 -630
GDS1220 GDS1375 423/577 -336 -409
GDS1375 GDS1975 740/260 -459 -488

Table 1: Experimental Results: The first column
displays the training datasets used for Gaussian
logic, the second column displays the target datasets
on which 10-fold cross-validation is performed, the
third column displays the number of wins and losses
against the baseline method [7] (BL). The fourth
and fifth column display average log-likelihoods (per
fold) on unseen target data (estimated by 10-fold
cross-validation) for the two methods.

tures learned on completely different sets of genes from pos-
sibly different datasets (e.g. from different tissues or corre-
sponding to different diseases). To this end we utilized the
algorithms presented in previous sections for construction
and selection of a set of Gaussian features. We, however,
did not use directly the models (mean vectors and covari-
ance matrices) created according to these features for mod-
elling of the data but we used them as shrinkage targets for
covariance-matrix estimation [7].

Before we get to the details of our experimental protocol,
we give here a brief description of KEGG pathways. Each
KEGG pathway is a description of some biological process
(a metabolic reaction, a signalling process etc.). It contains
a set of genes annotated by relational description which con-
tains relations among genes such as compound, phosphory-
lation, activation, expression, repression etc. The relations
do not necessarily refer to the processes involving the genes
per se but they may refer to relations among the products of
these genes. For example, the relation phosphorylation be-
tween two genes A, B is used to indicate that a protein coded
by the gene A adds phosphate group(s) to a protein coded by
the gene B. This is what makes the task of modelling gene
expression (i.e. regulation networks of gene activities) using
only this kind of relational knowledge a rather challenging
task.

We performed the experiments with three datasets obtained
from GEO (Gene Expression Omnibus [4]). We normalized
the data so, in fact, we worked with correlation matrices
rather than with general covariance matrices. We selected
50 smallest pathways from each gene-expression dataset and,
on half of them, we constructed a set of tree-like features and
estimated their parameters. Then we greedily selected a sub-
set of these features on the other half of the 50 pathways.
We performed the experiments constructing the Gaussian
features on one dataset and then applying them on different
pathways from another dataset and also to different path-
ways from the same dataset. As a baseline method we used
the shrinkage-based method from [7]. The experimental re-
sults are displayed in Table 1. Our novel method based on
shrinkage with covariance-matrix targets given by Gaussian
features performs best. It is also fair to say that the most
important feature (which contributed most to the accuracy)
was a feature that added an average correlation for all pairs
of genes. Nevertheless, the other discovered more complex
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features (e.g. g(A,R1), cmpd(A,B), cmpd(B,C), g(C,R2)
or g(A,R1), inhib(A,B), expr(B,C), g(C,R2)) further con-
tributed to the accuracy as well.

The second set of experiments dealt with estimation of DNA-
binding propensity of proteins. Proteins which possess the
ability to bind to DNA play a vital role in the biological
processing of genetic information like DNA transcription,
replication, maintenance and the regulation of gene expres-
sion. The process of DNA-binding has not been completely
understood yet. It has been shown that electrostatic prop-
erties of proteins such as total charge, dipole moment and
quadrupole moment or properties of charged patches located
on proteins’ surfaces are good features for predictive classi-
fication (e.g. [1], [2]). Szilágyi and Skolnick [8] created a
logistic regression classifier based on 10 selected features,
including electrostatic properties, to predict DNA-binding
propensity of proteins from their low-resolution structures.
We will use this method of Szilágyi et al. as a method for
comparisons.

We used Gaussian logic to create a model for distributions
of positively charged amino acids. We split each protein
into consecutive non-overlapping windows, each containing
lw amino acids. For each window of a protein P we com-
puted the value a+i /lw where a+i is the number of positively
charged amino-acids in the window i. Then for each protein

P we constructed an example eP = (HP , θ⃗P ) where

HP = w(1, r1), next(1, 2), . . . , next(nP − 1, nP ), w(nP , rP )

θ⃗P =
(
a+1 /lw, a

+
2 /lw, . . . , a

+
nP
/lw

)
In the experiments that we performed, we constructed only
one feature Fnon = w(A,R1) for non-DNA-binding proteins
since we do not expect this class of proteins to be very
homogeneous. For DNA-binding proteins, we constructed
a more complex model by selecting a set of features us-
ing a greedy search algorithm. The greedy search algo-
rithm optimized classification error on training data. Clas-
sification was performed by comparing, for a tested protein,
the likelihood-ratio of the two models (DNA-binding and
non-DNA-binding) with a threshold selected on the train-
ing data. We estimated the accuracy of this method us-
ing 10-fold cross-validation (always learning parameters and
structure of the models and selecting the threshold and win-
dow length lw using only the data from training folds) on
a dataset containing 138 DNA-binding proteins (PD138 [8])
and 110 non-DNA-binding proteins (NB110 [1]). The esti-
mated accuracies (Gaussian Logic) are shown in Table 2.

Method Accuracy [%]
Szilágyi et al. 81.4
Baseline Gaussian logic 78.7
Gaussian logic 81.9

Table 2: Accuracies estimated by 10-fold cross-
validation on PD138/NB110.

The Gaussian-logic method performs only slightly better
than the method of Szilagyi et al. [8] but uses much less in-
formation. Next, we were interested in the question whether

the machinery of Gaussian logic actually helped improve the
predictive accuracy in our experiments or whether we could
obtain the same or better results using only the very sim-
ple feature F = w(A,R1) also to model the DNA-binding
proteins. The results corresponding to this latter simplified
setting are also shown in Table 2 (Baseline Gaussian Logic)
and indicate that Gaussian logic was really helpful in this
case.

4. CONCLUSIONS AND FUTURE WORK
In this paper we have introduced a novel relational learning
system capable to work efficiently with combinations of re-
lational and numerical data. The experiments gave us some
very promising results. Furthermore, there are other pos-
sible applications of Gaussian logic in bioinformatics which
were not discussed in this paper. For example, finding pat-
terns that generally correspond to highly correlated sets of
genes may have applications in predictive classification of
gene expression data.
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ABSTRACT
It is a challenging problem to predict heterodimeric protein
complexes accurately in size and membership, because, in
yeast, those complexes are the majority of curated protein
complexes, and structures of those complexes are much sim-
pler than those of complexes consisting of three or more pro-
teins. In this paper, we characterize heterodimeric protein
complexes by supervised-learning of a näıve Bayes classifier
from heterogeneous genomic data, including protein-protein
interaction data, gene expression data, and gene ontology
annotations. We have examined predictability of the trained
classifier and compared it with those of existing popular pro-
tein complex prediction tools. The result shows that our
method outperforms the others.

Categories and Subject Descriptors
J.3 [LIFE AND MEDICAL SCIENCES]: Biology and
genetics

General Terms
Systems Biology

Keywords
heterodimeric protein complex, supervised-learning, näıve
Bayes classifier, heterogeneous genomic data, protein-protein
interaction, gene expression, gene ontology

1. INTRODUCTION
Recently, high-throughput methods for detecting pairwise

protein-protein interactions (PPIs), like yeast-two-hybrid [16,
7], have enabled the construction of PPI networks on a
genome-wide scale. It can be observed in such networks that
densely connected subnetworks often largely overlap with
known protein complexes. Based on this observation, a num-
ber of protein complex prediction algorithms have been pro-
posed, for example, MCL [4], MCODE [1], RNSC [8], PCP
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[3], RRW [11], and NWE [12]. They have shown good per-
formance to some extent though they have their own strong
and weak points, respectively (see, for example, [2, 17, 10]).

In order to evaluate performance of those algorithms, databases
of curated protein complexes is often used as gold standards.
One of them is MIPS protein complex catalog [13], a com-
prehensive catalog of manually curated protein complexes
of S. cerevisiae. It contains 217 complexes, excluding com-
plexes derived from high-throughput experimental data sets
[6, 5, 9]. An up-to-date database of curated protein com-
plexes is CYC2008 [14], which contains manually curated
408 heteromeric protein complexes of S. cerevisiae.

It should be noted here that the most frequent size of
curated complexes in the databases is two. Actually, the
number of heterodimeric protein complexes is 64 (29%) in
MIPS catalog, and that is 172 (42%) in CYC2008. However,
to our knowledge, there is no work to develop a method for
predicting heterodimeric protein complexes directly.

We can consider two reasons for this fact. One of the
reasons is that a scoring measure for evaluating a predicted
complex is often designed based on inter-connectivity be-
tween proteins within a predicted complex. With such a
measure, protein complexes should be large to be predicted
correctly, and heterodimeric protein complexes are too small.
The second reason is related to the observation that any
overlap proportion between a small known complex and a
predicted one is more likely to be by chance than the same
overlap proportion involving a larger known complex [8]. As
a result, in order to avoid the uncertainty, the minimum size
of complexes to be predicted is set to be four or five in stud-
ies (see, for example, [8, 3, 12]).

These facts would imply that we need another approach
for predicting heterodimeric protein complexes. Qi et al.

[15] has proposed a supervised approach for prediction of
protein complexes of size three or more using a Bayesian
classifier. It seems that they have succeeded in predict-
ing middle-sized protein complexes. They adopted features
based on graph properties of a given PPI network, including
graph density and degree statistics. Those features work
better for larger complexes. However, the larger protein
complexes are, the few their positive examples are. As a re-
sult, their approach is limited to middle-sized protein com-
plexes.

Inspired by the work, we have in this paper proposed
a supervised-learning method for predicting heterodimeric
protein complexes with various features specialized for het-
erodimeric protein complexes over heterogeneous genome
wide data, including protein-protein interactions, gene ex-
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pression data, and gene ontology annotations. We have
carried out 10-fold cross validation, and compared the per-
formance with those of other existing prediction algorithms
w.r.t. predicted heterodimeric protein complexes and found
that our method is superior to the others.

2. METHODS
Our method is as follows: At first, for each of specified fea-

tures, we calculate two conditional multinomial distributions
of the feature from a training data set. Secondly, we con-
struct a näıve Bayes classifier with the features, and predict
whether a given pair of proteins is a heterodimeric protein
complex or not by calculating the log-likelihood ratio of the
pair. We have designed 6 features based on PPI weights,
gene ontology, repeated random walk distances on a PPI
network, gene expression similarity, neighboring edges, and
common neighboring nodes, respectively. Details of them
will be published elsewhere.

3. EXPERIMENTS AND RESULTS

3.1 Positives and Negatives of Heterodimeric
Protein Complexes

Here we describe the experimental configuration in this
work. To construct a näıve Bayes classifier, we need pos-
itive examples of heterodimeric protein complexes as well
as negatives examples, that is, protein pairs which are not
identical to any heterodimeric protein complexes.
A positive example is a pair of proteins satisfying the fol-

lowing conditions: (i) it is a heterodimeric protein complex
in CYC2008, (ii) it is not a proper subset of any other com-
plex in CYC2008, and (iii) WI-PHI includes the PPI corre-
sponding to it. The total number of the resulting positive
examples is 152. A negative example is generated by the
following way. For each pair of proteins of a protein com-
plex in CYC2008 whose size is three or more, it is set to be
negative example if it has the corresponding PPI in WI-PHI
and is not identical to any heterodimeric protein complexes
in CYC2008. The total number of those negative examples
is 5345.
We evaluate our method by carrying out 10-fold cross val-

idation on the above positive and negative examples.

3.2 Performance measures
Performance of our method is evaluated by precision, re-

call, and f-measure. The precision and recall are defined as
follows:

precision =
tp

tp + fp,

recall =
tp

tp + fn,

where tp is the number of true positives, fp is the number
of false positives, and fn is the number of false negatives.
A ”true” one means that it is predicted to belong to the
correct classification, and a false one does not. Thus, the
precision is the fraction of correct classifications among the
predicted outcomes, and the recall is the fraction of correct
classifications among the given positives. The f-measure is
the harmonic mean of precision and recall:

F = 2 ·
precision · recall

precision + recall.

3.3 Performance Comparison with Existing Pro-
tein Complex Prediction Algorithms

Table 1: Precision, recall, and f-measure. Val-
ues represent the means of precision, recall, and f-
measure, respectively. The figures in parentheses
are respective standard deviations.

feature set precision recall f-measure
all 6 features 0.17 (0.03) 0.65 (0.16) 0.27 (0.05)
top 2 features 0.24 (0.06) 0.44 (0.12) 0.31 (0.08)

We have shown the results of 10-fold cross validation in
Tab. 1 with all 6 designed features and the top 2 features,
which are ones based on repeated random walk distances
on a PPI network and PPI weights, respectively. The latter
features are the top two features in the symmetric Kullback-
Leibler divergence between two learned distributions of a
feature. As can be seen, the result on the top 2 features
shows a more balanced relationship between precision and
recall and a higher f-measure than that on all 6 features.

To our knowledge, this work is the first attempt to directly
predict heterodimeric protein complexes from genome-wide
data, although there are many versatile protein complex pre-
diction tools, like MCL [4]. Although it would be hard to
directly compare the performance of our method with those
of such existing tools, we examine the performance of those
existing prediction tools for heterodimeric protein complexes
just for reference by the following way.

At first, we execute a tool in a default setting except the
option of the minimum size of predicted complexes, which
is set to be two if possible. The heterodimeric protein com-
plexes in CYC2008 [14], which are 172 (42%), are used as
gold standards of known complexes.

Matching statistics for heterodimeric protein complexes
predicted by an algorithm are defined as follows. We here
define the true positives as the predicted protein clusters
of size two which exactly matches a heterodimeric protein
complex in CYC2008, the false positives as the predicted
protein clusters of size two which does not exactly matches
any heterodimeric protein complexes in CYC2008, and the
false negatives as the heterodimeric protein complexes in
CYC2008 which does not exactly matches any of the pre-
dicted protein clusters of size two. We denote the numbers
of them by tp, fp, and fn, respectively. With these numbers,
we calculate precision, recall, and f-measure in Section 3.2.

In addition, we count the number of the predicted protein
clusters of size two which are completely included in pro-
tein complexes in CYC2008. The fraction of this number
divided by the total number of predicted protein clusters of
size two is called precision with inclusion-match. We also
count the number of the heterodimeric protein complexes in
CYC2008 which are completely included in any of the pre-
dicted protein clusters. The fraction of this number divided
by the total number of the heterodimeric protein complexes
in CYC2008 is called recall with inclusion-match.

Tab. 2 shows the performance of the protein complex pre-
diction algorithms, MCL [4], MCODE [1], RRW [11], and
NWE [12]. We can see that our method outperforms the
others in precision, recall, and f-measure. Furthermore, pre-
cision and recall of our method is still superior to precision
with inclusion-match and recall with inclusion-match of the
other methods, respectively, except recall of MCL.
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Table 2: Performance of algorithms for heterodimeric protein complexes. The column labeled with “algo-
rithm” shows the name of algorithms we used. The column labeled with “tp+fp” gives the sum of tp and fp,
which is equal to the number of predicted heterodimeric protein complexes by an algorithm. The column
labeled with “exact match” shows matching statistics with exact match criterion. This column shows tp,
precision, recall, and f-measure. The column labeled with “inclusion-match” shows precision and recall with
inclusion-match. The figure in parentheses shows the number of matches.

algorithm tp+fp exact match inclusion-match
tp precision recall f-measure precision recall

MCL 231 4 0.017 0.023 0.020 0.035 (8) 0.84 (144)
MCODE 3 0 0 0 NA 0 (0) 0.13 (22)
RRW 1824 55 0.030 0.32 0.055 0.092 (168) 0.35 (60)
NWE 1633 57 0.035 0.33 0.063 0.076 (124) 0.36 (62)

In each of the other methods, the value of recall with
inclusion-match is relatively higher than that of recall with
exact match. This fact indicates that known heterodimeric
protein complexes are often predicted to be parts of larger
predicted protein complexes. Namely, those algorithms of-
ten fail to predict heterodimeric protein complexes exactly.
The recall with inclusion-match of MCL, which is 0.84, is

relatively high. This will be due to the fact that MCL gener-
ates as output a partition of all the nodes of a given network,
and the fact that the two proteins of a heterodimeric protein
complex often belong to the same and large cluster.

4. CONCLUSIONS
In this paper, we have proposed a supervised learning

method for predicting heterodimeric protein complexes. Var-
ious features, derived from different genome-wide data, for
heterodimeric protein complexes are designed. Prediction of
heterodimeric protein complexes was carried out by a näıve
Bayes classifier with those features. The classifier attains
much better performance than existing protein complex pre-
diction tools.
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ABSTRACT 
We model transactions as exchange of graphs and propose 
constraint graphs as transaction filters for attribute-based 
transformations in clinical settings. An informal representation 
and working of constraint graphs is presented. A workbench was 
developed using a real world EMR system to demonstrate the 
concept. Results of our experiments using constraint graphs are 
consistent with published benchmark results. 

Categories and Subject Descriptors 
K.6.5 [Management of Computing and Information Systems]: 
Security and Protection; J.3 [Life and Medical Systems]: 
Medical Information Systems; K.4 [Computers and Society]: 
Privacy 

Keywords 
Medical informatics, Privacy 

1. INTRODUCTION 
Transactions involving patient data can be 1) administrative 2) 
financial 3) analytical or 4) clinical in nature. These transactions 
involve raw attributes that form a subset of the patient record. In 
another form of transaction in distributed data mining, raw data is 
not disclosed, but statistics about the attributes are passed along 
[1]. We introduce constraint graphs as a mechanism to enforce 
restrictions on data attributes in both these types of transactions.  

Graph databases [2] are emerging as a viable alternative to 
relational models. The structure of most real life domain models 
is graph. Hierarchical structures, ad hoc structures, dynamic 
structures and semi-structured data are hard to be maintained by 
relational databases. Graph databases provide the agility to 
accommodate changes in underlying structures.  In this study, we 
explore constraint graphs as a mechanism to control security in 
application-level transactions. Constraint graphs gateway is a 
service layer in a multi-tiered pipeline of services (see Figure 1). 

 

Figure 1: Constraint graphs service in a pipeline of services. 

2. RELATED WORK 
Differential Privacy [3] was designed for data analysis and not 
data transactions. In our case, for most transactions, raw data has 
to be shipped outside the system as opposed to differential 
privacy, where no data leaves the population database. Privacy 
Integrated Queries (PINQ) [4] is a data analysis platform that was 
designed to provide access to underlying data sets through a 
declarative language (LINQ) and provides formal guarantee of 
differential privacy. Our approach is similar. Constraint graphs 
enforce site-specific restrictions on data in transit. 

3. PROTOTYPE GRAPHS AND 
CONSTRAINT GRAPHS 
GraphQL [5] deals with graphs as the unit of operation. We model 
graphs as the currency for transactions. Pattern graphs in 
GraphQL are extended to prototype graphs and forms the basis for 
constraint graphs. Prototype graphs can be used for checking 
conformance on a given set of graphs. Constraint graphs are 
prototype graphs used specifically for enforcing transaction-based 
restrictions. The predicates on the attributes enforce the 
restrictions. Constraint graphs are useful in three ways. 1) To 
identify a matching subgraph in a given transaction graph 2) for 
masking specific attributes in selected graphs and 3) for data 
cleansing by applying targeted transformations on specified 
attributes. 
In GraphQL, a graph motif consists of node and edge 
specifications. To extend graph motif, we define “general 
expression” (“genex”) as generalization of the regex quantifier 
metacharacters. The genex tokens are shown in Table 1. 

TABLE I.     LIST OF GENERAL EXPRESSION TOKENS 

Token Interpretation 

? One item satisfies the condition. 

+ At least one item satisfies the condition. 

{n} Exactly n items satisfy the condition. 

{n,m} At least n and ≤ m items satisfy the condition. 

[ ] One item in square brackets satisfies the condition. 

The following is a graph motif: 
                       graph G  {    node v1; 
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                                            node v2; 
                                            edge e(v1,v2);  } 
When the graph motif has a tag followed by an optional genex, it 
is called a “genex motif”. The following genex motifs A & B will 
match graph motif G. Genex motif C will not match motif G. 
 graph A { node x +;       graph B { node u +;       graph C { 
                  node y ?;}                     node v +;             node u {3};}  
                                                        edge (u,v);} 
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A prototype graph is a genex motif with a set of predicates based 
on the tags. The following graph P is a prototype graph. 
graph P {   node x + where x.sex = ‘m’; 
                  node y ? where y.temp > 99; } 
A constraint graph is used for the purpose of filtering out (or 
modifying) specific attributes or relations in a set of input graphs 
for transactions. A constraint graph is a genex motif or a 
prototype graph and a set of actions from the following 3 forms: 

exists <tag>[.<attribute>] 
eliminate <tag>[.<attribute>] 

       substitute <tag>[.<attribute>] =~ /<transform>/ 

3.1  ‘exists’ action 
A constraint graph with ‘exists’ action is a Boolean mechanism to 
qualify a transaction. If all the ‘exists’ conditions are satisfied, the 
transaction is unqualified. Otherwise, the transaction is qualified. 
For example, consider the constraint graph C: 
        graph C {  node u + exists u.name; 
                          node v + exists v.address; 
                          node w + exists w.dob; 
                          node x + exists x.id;  } 
The attributes name, address, date of birth and id together in one 
transaction makes it unqualified.  

3.2 ‘eliminate’ action 
In the eliminate action, specified attributes are eliminated from 
matching graphs. Each eliminate action is independent of each 
other. For example, 
graph E {   node x + eliminate x.dob; 
                  node y + where y.country = “USA” eliminate y.id; } 

3.3 ‘substitute’ action 
The format for substitute action is:  
          substitute <target>[.<attribute>] =~ /<transform>/ 
 /<transform>/ can be a function or a pattern followed by a 
replacement pattern. If it is a function, it takes the format /fun()/.  
A pattern replacement takes the form /<original>/<replacement>/. 
Here, <original> is replaced by <replacement>. For example: 
graph S {  node u + substitute  u.id =~ /hash()/; 
                 node v + substitute v.dob =~ /dob_transform()/; 
                 node x + substitute x.name =~ /Mike/Michael/;   } 

3.4 Combining actions 
Sometimes it is necessary to combine actions to perform more 
interesting transformations. For example, when data records in 
transit have ‘name’ attribute, it is possible to de-identify ‘name’ 
and add another attribute to replace ‘name’. Suppose this action is 
referred to as ‘add’. The following constraint graph represents a 
possible syntax to capture this idea: 
     graph N {  node u + exists u.name; 
                       node u + eliminate u.name; 
                       node u + add u.identifier =~ de-identify(u.name);  } 

4. EXPERIMENTS 
The first two sets of experiments were done in interactive mode, 
while the third set was performed in batch (non-interactive) mode. 

4.1 Workbench in OpenEMR 
The OpenEMR [6] electronic health information system was used 
as the platform for experiment. We implemented the constraint 
graphs server using SOAP Web Services protocol (see Figure 2).  

 
Figure 2: Details of Constraint graph gateway implementation. 

We introduced a user interface (Workbench) for a set of 
transactions that could be initiated in the context of a patient. The 
Workbench allows for the selection of attributes of interest and 
associate a transaction type. We defined three transaction types: 
1) financial 2) administrative and 3) research. Constraint graphs 
for these transaction types were defined and stored in a neo4j 
graph database. Since neo4j supported JAVA natively, we used a 
SOAP-based service for exchange between JAVA and PHP. 
Transformation rules were implemented as PHP functions. 

When a transaction is initiated from the Workbench, a graph 
based on the selection is generated and sent to the gateway 
service. Based on the transaction type, the set of constraint graphs 
for that type is retrieved and applied on the data graph. An 
example of a constraint graph for financial transactions is: 
        graph C {  node x + substitute x.ss =~ /ss_transform()/; } 
The resultant graph is also passed back to the workbench. In a 
working transaction implementation, the transformed data graph 
will be forwarded to the external agency associated with the 
transaction. We verified the working of various constraint graphs 
with actions using different data graphs within the Workbench. 

4.2 Combining Actions 
To illustrate the working of combining actions (sec 3.4), we used 
Bloom filters in a ‘research’ transaction within the Workbench. 
We specified a constraint that ‘name’ and ‘address’ attributes be 
eliminated and a new attribute ‘identifier’ be added. A function 
de_identify() with ‘name’ and ‘address’ as inputs generated the 
‘identifier’. The function concatenated ‘name’ & ‘address’ and 
the result string was run through Bloom Filters to generate 24 
hash bits in a 100-bit array. The hash bit positions were sorted in 
ascending order and combined to generate an identifier. We 
defined a constraint graph for ‘research’ transaction using the 
function de_identify(). Research transactions were initiated to 
trigger the constraint graph filtering. The results were verified to 
be correct.  

4.3 Local Attribute Policy Enforcement 
These set of experiments, based on the work published on 
Distributed ID3-based Decision Tree (DIDT) [1], were used to 
enforce local data attribute policies using constraint graphs. The 
DIDT algorithm builds a decision tree using statistics about data 
from distributed sites. The algorithm iteratively builds the nodes. 
There are two stages in each iteration. In stage one, a global 
schema for data is generated using metadata from the sites. In 
stage two, the node to be split is decided using crosstable matrices 
of attributes in the global view. The DIDT algorithm starts with a 
query to zoom in on attributes of interest. The query is mediated 
by a Clearing House (CH) and forwarded to sites of interest in the 
network. Individual sites identify instances satisfying the query 
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and forward metadata about the instances to the CH. The CH 
aggregates the metadata to create a global view, which is used by 
sites to generate crosstable matrices for attributes. The crosstable 
matrix for an attribute is a representation for the number of 
instances that has a specific value and belonging to a specific 
class. These matrices are used by CH in calculating gain to select 
the node to be split in the decision tree. In each stage, there may 
be local data policies that prohibit the disclosure of attributes. The 
experiments and results published in the cited work under the 
section “Learning from Multiple Sites when some sites constrain 
certain attributes” are use cases of this scenario. We used our 
recent results [1] as the benchmark. 

The baseline experiments used SPECT heart data set of patients 
from the UCI machine-learning repository [7]. The data set 
consists of summary features of 267 cardiac Single Proton 
Emission Captured Tomography (SPECT) images. The patients 
are classified as normal or abnormal. The 22 binary attributes 
were labeled a1, a2, . . . , a22 and classes were labeled c0 & c1. 
Duplicates with all 0’s were eliminated. The resulting 256 data 
instances were distributed randomly to 16 sites, each site getting 
16 instances. The baseline query was a3∧a5∧a8 to select data 
instances with positive values for a3, a5 and a8. During the 
process, attributes were constrained by suppression from being 
disclosed. When we re-enacted the experiments, attribute 
constraints were implemented using constraint graphs with 
‘eliminate’ actions. The layout of gateway services and 
interaction with CH is shown in Figure 3. 

 
Figure 3: Constraint Graph Gateway Used for Local Attribute 

Policy Enforcement 
Attributes a13 and a10 were independently blocked from 4,12 & 
16 sites in 3 consecutive experiments and DIDT was constructed 
using 16 leave-one-site-out cross-validations. Results are shown 
in Table 2. 

TABLE II.  RESULTS OF CONSTRAINING AN ATTRIBUTE 

attribute 
blocked 

# of sites 
blocking 

cross-
validation 

correctly 
classified accuracy 

a13 4,12,16 16 36/37 97.30% 

a10 4,12,16 16 32/37 86.47% 

 
These results are consistent with the published benchmark results, 
thus verifying the working of the actions. The minor differences 
in correctly classified instances in Table 2 vs. published 
benchmark results are due to the randomness of data distribution 
to the sites and consequent aberration in cross-validation results. 

Next set of experiments was using exclusive and inclusive 
constraints enforcements. In both cases, a pair of attributes was 
excluded from a fixed number of sites. In exclusive mode, each 
attribute was excluded from specified number of sites with no 
overlap; while in inclusive mode, the pair of attributes was 

simultaneously excluded from a given number of sites. Results are 
shown in Table 3. 

TABLE III.  RESULTS OF COMBINED BLOCKING OF a13 & a10 

type of 
blocking 

# of sites 
blocking 

cross-
validation 

correctly 
classified accuracy 

Exclusive 8 16 33/37 89.12% 

Inclusive 4 16 33/37 89.12% 

 
These results are also consistent with the corresponding published 
benchmark results, thus verifying the working of constraint 
graphs 

5. CONCLUSIONS 
We presented graph databases as viable store for clinical data and 
constraint graphs as a filtering mechanism to enforce local data 
policies; thus, assuring privacy in medical data transactions. We 
implemented a workbench in an electronic health records system 
to demonstrate the concept. In the case of constraining statistics 
about data, we demonstrated the working of constraint graphs as a 
successful filtering mechanism. Future work directions include 
incorporating more actions, sophisticated general expressions in 
actions and formal specification of actions.  
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ABSTRACT
Traditional algorithms to solve the problem of sorting by
signed reversals output just one optional solution while the
space of optimal solutions can be huge. Algorithms for enu-
merating the complete set of solutions traces were developed
aiming to support biologists studies of alternative evolution-
ary scenarios. Due to the exponential complexity of the
algorithms, their practical use is limited to small permuta-
tions. In this work, we propose and evaluate three differ-
ent approaches to producing a partial enumeration of the
complete set of traces to transform a given permutation to
another one.

Categories and Subject Descriptors
J.3 [Life and Medical Sciences]: Biology and genetics

General Terms
Algorithms

1. INTRODUCTION
Reversals have an important role in the evolution of many

species. Polynomial algorithms to solve the problem of sort-
ing permutations by signed reversals are already known [9].
However, these algorithms output just one solution while the
space of optimal solutions can be huge.
To represent the set of optimal solutions in a more com-

pact way, we can use the concept of traces introduced by
Bergeron et al. [4]. Thanks to the algorithm of Braga et
al. [6], we are able to enumerate the complete set of solu-
tions traces that sort a signed permutation by reversals.
Despite this compact representation, the set of solutions

traces increases exponentially with the permutations size.
To reduce the space of solutions, Braga et al. incorporated
a series of biological constraints to their algorithm [7].
Aiming to improve the algorithm of traces enumeration,

we adopted a stack structure to handle intermediary data.
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With this structure, we were able to extend the process-
ing capacity of the algorithm and to reduce the execution
time [2].

For big permutations (n ≥ 20), the necessary time to pro-
duce the complete set of traces is enormous and makes any
analysis impracticable. In this work, we propose new meth-
ods to produce the maximum possible number of traces con-
sidering the time and memory limits. These methods are
able to produce much more traces than the original algo-
rithm when it is submitted to the same limitations.

2. ENUMERATION OF TRACES
The traditional algorithms [9] that solve the problem of

sorting permutations by signed reversals output just one op-
timal solution, while the space of optimal solutions can be
huge.

Bergeron et al. introduced, for the reversal problem, the
concept of traces to represent sets of optimal solutions [4].
If sequences of reversals are identified as words, Bergeron
et al. define a relation over them: if ρ and θ are reversals
(intervals) and they show no overlap, then the words ρθ and
θρ are said to be equivalent. We say that ρ and θ commute.
Based on this relation, any word that has a sub-word ρθ is
equivalent to the same word that replaces ρθ by θρ.

A class of optimal reversal sequences over this relation is
called a trace. Bergeron et al. proposed that for a given
signed permutation π, the set of all optimal reversals is a
union of traces. Thus, traces can be used to produce a
more adequate result to the problem of sorting by rever-
sals because they provide a more compact representation of
an enormous set of solutions.

An element s of a trace T is in its normal form if it can
be decomposed into sub-words s = u1| . . . |um such that:

• every pair of elements of a sub-word ui commute;

• for every element ρ of a sub-word ui (i > 1), there is
at least one element θ of the sub-word ui−1 such that
ρ and θ do not commute;

• every sub-word ui is a non-empty increasing word un-
der the lexicographic order.

A theorem by Cartier and Foata states that for any trace,
there is a unique element that is in normal form [8]. It allows
the representation of traces using their normal forms.

The number of sub-words in a trace denotes its height.
The size of a trace T is the number of solutions it represents.

The algorithm proposed by Siepel calculates the set of all
optimal 1-sequences of a permutation in time O(n3) [10].
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If we get one reversal ρ of this set and apply it over the
original permutation π, we obtain a new permutation π′

with reversal distance d(π′) = d(π)− 1.
If we apply Siepel’s algorithm over π′, we will obtain a

new set of optimal 1-sequences that, combined with ρ, will
result in a set of optimal 2-sequences. Thus it is easy to see
that, by iterating this algorithm, we can obtain the set of
all optimal d(π)-sequences that sort the permutation π.
The algorithm developed by Braga et al. combines Siepel’s

algorithm with the concept of traces [7]. By using the normal
form representation, it is capable of enumerating the set of
all traces that represents all possible solutions. First, the
algorithm calculates the set of 1-traces (that is equivalent to
the set of optimal 1-sequences). Then, at each subsequent
step i (1 < i ≤ d(π)), every element of the set of (i−1)-traces
is used as prefix to build an i-trace.
Additionally, Braga et al. adapted their algorithm to use

biological constraints. By applying constraints, the algo-
rithm can reduce the size of the output eliminating traces
which do not meet some biological criteria [6, 7].
The set of all solutions can be represented in a tree struc-

ture where a node A keeps the set of optimal 1-sequences of
a given permutation π. Associated with each reversal ρi of
the node A, we have a sub-tree whose root node contains the
list of optimal 1-sequences of the permutation π′ = π ◦ρi. A
path from the root of this tree to a leaf leads to an optimal
solution that sorts the original permutation into the identity
permutation.
The algorithm proposed by Braga et al. explores this tree

in breadth-first manner and adopts a complex data structure
to keep the intermediary information in main memory and
on disk [5].
In a previous work [2], we optimized the algorithm of

traces enumeration by adopting a stack structure to keep
the intermediary data just in main memory. Instead of ex-
ploring the universe of solutions in breadth-first manner, we
adopted a depth-first strategy to explore the branches of the
tree. With this solution, we greatly reduced the amount of
data which must be kept in main memory and we eliminated
the disk accesses. However, this algorithm cannot be used
with most of the biological constraints developed by Braga
et al. and cannot compute the total number of solutions
that is represented by the set of traces.
The time complexity of the algorithm proposed by Braga

et al. is O(Nnkmax+4), where kmax is the maximum width
of a trace and N is the number of solutions traces. The value
kmax is, at least, equal to the maximum size of a sub-word
ui in the normal form of a trace [6]. The complexity of the
algorithm that uses the stack structure is O(Nn42n) [1].
Recently, Badr, Swenson and Sankoff adapted the two al-

gorithms of enumeration of traces [1]. The strategy consists
in grouping i-traces according to the permutation that they
produce when their sequence of reversals are applied to the
original permutation. As many traces can produce the same
intermediary permutation, by grouping them, the authors
avoided unnecessary computations. Instead of generating
the set of optimal 1-sequences for every i-trace, they com-
puted this set just for the intermediary permutation, which
groups a set of i-traces. Despite the gain of 70% over the
execution time of the algorithm proposed by Braga et al.
and 50% over our algorithm that uses the stack structure,
the algorithm proposed by Badr, Swenson and Sankoff uses
a considerable amount of main memory to keep the groups

of i-traces and permutations.

3. PARTIAL ENUMERATION OF TRACES
The main objective of the traces enumeration is to offer

a set of alternative evolutionary scenarios to the biologists.
Due to the exponential complexity of the algorithms, their
application is limited to small permutations (n < 20) even
when constraints are applied during the computation. The
time necessary to process big permutations makes impracti-
cable their use.

In this work, we introduce the strategy of partial enu-
meration of solutions traces. The idea here is to develop
algorithms that can output, for big permutations, part of
the complete set of traces.

To perform the partial enumeration of traces, the algo-
rithms must have specific criteria to finish their execution:
execution time, number of traces, etc. In this work, we
adopted an execution time limit to interrupt the traces enu-
meration. By fixing the same time limit for different meth-
ods, we can evaluate their performance.

3.1 Random algorithm (Random)
A very simple solution for partially enumerating traces

consists in a method that constructs random traces.
Let π0 be the original permutation and πd be the target

permutation, where d is the reversal distance between π0

and πd. This method consists in generating a trace through
the random selection of a reversal among those in the set of
optimal 1-sequences of each permutation πi which is between
π0 and πd (0 ≤ i < d).

3.2 Stack algorithm limited by time (Stack)
Another simple alternative to produce a set of traces is

to use the algorithm of traces enumeration that uses a stack
structure [2]. We have only to include a verification over the
elapsed time to interrupt its execution when the time limit
is reached.

3.3 Sliding window (Window w)
While generating random traces, Random explores just one

branch of the solutions tree at each time.
On the other hand, Stack adopts a different strategy. Ev-

ery times it climbs to a level i + 1 on the tree of traces, it
explores the whole sub-tree of the current i-trace.

In a tree of traces, just a small percentage of the branches
reach the level of the leaves. This happens because of the
occurrence of dead branches. A dead branch denotes a sit-
uation where a reversal ρ was added to the current i-trace
and it does not appear on the last position of the resulting
(i+ 1)-trace (which is represented by another branch of the
tree). In fact, for big permutations, Stack spends most of
the time exploring dead branches.

Let πk be an intermediary permutation obtained after ap-
plying the first k reversals of an optimal sequence of rever-
sals that transforms π0 into πd (1 ≤ k < d(π)). In this
context, we can define a k-trace A and a l-trace B, where
l = d(π) − k. A and B are, respectively, the traces that
represent all solutions that transform π0 into πk and πk into
πd.

If we get the reversals of B and add each one of them,
sequentially, into A, we will produce a trace C that trans-
forms π0 into πd. This new trace will represent a set of
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solutions which use the reversals of A and B according to
the overlapping relationship that can be found among them.
This strategy of combining small traces to construct a big-

ger one can be used in a sliding window algorithm. In this
algorithm, the set of intermediary permutations produced
by an optimal sequence of reversals is used as a “path” to
guide the production of k-traces. Through the combination
of these k-traces, we can produce a set of traces that trans-
form π0 into πd.
The first step of this algorithm consists in generating a

random path of permutations that will be explored. To do
this, we can modify the Random algorithm to produce a set of
intermediary permutations generated by a random sequence
of reversals. Instead of returning a random trace, the algo-
rithm returns a list of intermediary permutations and the
set of i-traces which transform π0 into πi.
With a set of intermediary permutations which transforms

π0 into πd, we can produce sets of small traces and combine
them to build bigger traces. Thus, we can define a window
of size w and slide it through the sequence of permutations
and produce w-traces that transform πi into π(i+w).
Combining the i-traces that transform π0 into πi and the

w-traces that transform πi into π(i+w), we obtain a set of
(i+w)-traces that transform π0 into π(i+w). To produce the
set of all w-traces that transform πi into π(i+w) we can use
the algorithm Stack.

4. RESULTS AND CONCLUSIONS
A series of tests was conducted to evaluate the proposed

algorithms. The results showed that the partial enumeration
of traces is a feasible strategy to produce alternative evolu-
tionary scenarios, more specifically for permutations whose
enumeration of complete set of traces demands a huge com-
putation time.
Stack is a strategy that is suitable for small permutations.

The time lost exploring dead branches degrades its perfor-
mance substantially.
Random shows a performance similar to the one shown by

Stack. However, since that is a random algorithm, it pro-
duces distinct sets of traces for each execution, while Stack

always outputs the same set.
The sliding window algorithm is capable of enumerating

more traces than the other two strategies. Although, the
size of the window must be chosen according to the reversal
distance of processed permutations. The available memory
is also an important factor that must be taken into account
while using this strategy.
Random has an interesting advantage over the other al-

gorithms. As it does not use the algorithm Stack, it can
be easily adapted for using biological constraints during the
selection of random reversals.
A future step of this work is to create a method of classifi-

cation for the produced traces to rank the traces (according
to some biological criteria) and to give some support to bi-
ologist studying alternative evolutionary scenarios.
For more details about algorithms and tests, see our tech-

nical report IC-11-12 [3] at:

http://www.ic.unicamp.br/∼reltech/2011/abstracts.html
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ABSTRACT 
With the increase of the number of available prokaryotic 
genomes, studies focusing on the higher level evolutionary 
events, including the evolution of whole genomes, are now 
possible. Simulated datasets are essential components in 
both the development and evaluation stages for all 
evolutionary studies. In this paper, we implemented the 
first random events-based high level bacterial genome 
evolution simulator with models for a large number of 
possible events at both the gene- and replicon-scale. We 
call this simulator Prokaryote Evolutionary Genomics 
Simulator (PEGsim). PEGsim also implements the concept 
of conserved blocks, which can be biologically related to 
both operons and/or regulons. We present results showing 
genome sizes and replicon numbers in simulated data and 
in real data. These results demonstrate that PEGsim is 
capable of generating evolutionary-related bacterial 
genome datasets with diverse realistic properties.  
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1. INTRODUCTION 
We present a random events-based genome evolution simulator 
that we call Prokaryote Evolutionary Genomics Simulator 
(PEGsim). The goal of PEGsim is to simulate medium- to large-
scale evolutionary events, an area in which good simulators are 
lacking. As it name implies, PEGsim is aimed at prokaryote 
evolution, an area that is benefiting from a rapidly increasing pool 
of datasets. 

2. Events 
In PEGsim a prokaryotic genome contains a main chromosome 

and zero or more additional replicons (which can be additional 
chromosomes or plasmids). We do not include small-scale (i.e. 
nucleotide sequence) evolutionary events (i.e. mutations). We do 
include species-, replicon- and gene-level events. The events 
simulated are: speciation, replicon fission and fusion, replicon 
gain and loss, replicon merge and split, gene gain and loss, gene 
transposition and translocation, gene duplication and reversal, 
horizontal gene transfer, and conserved blocks. 

All the evolutionary events take place at customizable rates and 
the number of genes involved in each event is also customizable.  

3. System and Methods 

3.1 The last common ancestor  
The simulation starts with the specification of features of the 
genome of the Last Common Ancestor (LCA). It can have any 
number of chromosomes and plasmids,  of any size. Genes are 
represented by numbers and orientation by +/-. The ratio of genes 
on the plus strand versus genes on the minus strand is 
customizable, with default value set to 0.7.    

3.2 The global simulation 
Users can define the number of generations and the base rate of 
each evolutionary event. The actual evolutionary rate will 
fluctuate from one species to another. Each species can have at 
most one species-scale event in a single generation, each replicon 
one replicon-scale event and each position on a replicon one 
gene-scale event. The strength of conservation for conserved 
blocks can also be customized, with a default value set at 0.8, 
meaning 80 percent of the gene level events that are supposed to 
happen at a conserved position are rejected. Chromosomes and 
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plasmids can have different value for the strength of conservation. 
Users can also decide which scale events shall occur in the 
simulation. All events are allowed to occur by default. We found 
this feature very useful when the study is focused on a specific 
kind of events.  

The species that are evolving at any generation are also recorded. 
This list is used to determine the source and target species for 
horizontal gene transfers, which can only happen between species 
that are evolving at the same time. 

Two separate streams of pseudorandom numbers are used in 
PEGsim, one to control the speciation events and the other the 
rest of the evolutionary events. The number of genes involved in 
each evolutionary event is also recorded in the order of 
occurrence. Given this information, PEGsim can repeat any 
simulations when desired, or reproduce a given phylogenetic 
topology with different sets of gene- and replicon-scale events.  

3.3 Probabilistic model for evolutionary 

events 
In the beginning of each generation, every evolving species has a 
certain probability to have a speciation event. If a speciation event 
takes place, the two children species with identical genomes as 
the parent species are born and the parent is eliminated from the 
currently evolving species list.  

Each replicon in any species has a certain probability to have at 
most one replicon-scale event, such as replicon split, at each 
generation. Each position at a replicon has a certain probability to 
have at most one gene-scale event, such as a gene reversal. A 
species can have at most one event from any scale for any 
generation. The priority for the events is: species-scale, replicon-
scale and gene-scale 

3.4 Gene Content 
The gene content change in PEGsim is achieved by gene birth and 
gene loss. In PEGsim, gene birth can be achieved through 
different events, including gene duplication, endogenous 
Horizontal Gene Transfer (HGT) and exogenous HGT. Gene 
duplication here means that after the duplication, the duplicated 
genes still have the original function, so they are represented by 
the same gene id. Endogenous HGT can transfer a group of genes 
from one species to another, thus changing the gene content of the 
target species. Exogenous HGT can happen at any position with 
some genes that have never been seen in the group of species 
before, i.e., these genes come from a donor species that is not part 
of the simulation.  

3.5 Power law distribution based length 
All gene-scale events in PEGsim can involve one to several 
genes, with the exact number determined by power-law 
distributions.  Such distributions are ubiquitous in both natural 
and artificial phenomena, including physics, biology, geography 
and even internet ecology [1, 2]. The power-law number 
generator used in the simulator follows the following formula: 

X = [(an+1 – bn+1) y + bn+1]1/(n+1)  

where, a and b are the maximum and minimum values of the 
distribution, respectively, y is a uniformly distributed variant on 
[0,1] and n is a constant that affects the shape of the curve [3, 4]. 

3.6 Conserved blocks 
Conserved blocks are created when the genome is initialized for 
the LCA of all the species in the simulation. The percentage of a 
replicon covered by conserved blocks and the length of the 
conserved blocks are both customizable. By default, 15% of the 
main chromosome and 5% of any plasmid are covered by 
conserved blocks. The lengths of the conserved blocks are also 
drawn from power-law distributions. 

The preservation of conserved blocks is achieved in two ways. 
First, any mutation supposed to happen to genes located in 
conserved blocks could be rejected following a certain probability 
(mentioned above). Second, for the events that have passed the 
first rule, they could be adjusted to affect the entire conserved 
block instead of breaking it. For example, if a part of a conserved 
block is to be reversed, the event could be replaced by a reversal 
of the entire conserved block. The criteria for both methods are 
customizable. 
 

4. Simulator behavior evaluation 
We generated a large number of simulated data to observe the 
behavior of the simulator. A group of 22 fully sequenced species 
from the order Rhizobiales in the phylum alpha-proteobacteria 
were selected to compare to simulated data in a number of 
situations and to guide the parameter setting.  

Since duplicated genes in the real data set are eliminated using the 
method described in [5], we disabled gene duplication in all the 
simulations shown below. The LCA of all following simulations 
has a chromosome of 3000 genes and one plasmid with 500 
genes, and the simulations are set to run 3000 generations.  

4.1 Genome Size evaluation 
The genome size of the simulated genomes can be regulated by 
adjusting any one or combinations of the following parameters: 
gene loss rate, gene insert rate, and horizontal gene transfer rate. 
By altering the parameters, we were able to obtain simulations 
with similar mean and standard deviation as the Rhizobiales 

dataset. We randomly selected ten such simulations and plotted 
them with the real data in Fig. 1.  
We compared another group of simulations with the ten available 
genomes of the Brucella genus in GenBank to demonstrate 
PEGsim’s capacity to generate genome sizes with reduced 
variability. The result is shown in Fig. 2.  
 

4.2 Replicon number evaluation 
The genome architecture of the simulated genomes can be 
adjusted by modifying any one or combinations of the following 
parameters: chromosome split rate, chromosome merge rate, 
plasmid loss rate, plasmid merge rate, plasmid split rate, plasmid 
gain rate. With some parameters properly set, we were able to 
obtain simulated architectures that reproduce reasonably well the 
architecture of genomes in the Rhizobiales dataset. The result is 
shown in Fig. 3. 
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Figure 1. Genome size mean and standard deviation of ten 

simulations and the Rhizobiales dataset (red cross).  

 

 
Figure 2. Genome size mean and standard deviation of ten 

simulations and the Brucella dataset (red cross).  

 

Figure 3. The mean and standard deviation of the number of 

replicons in ten simulations and the Rhizobiales dataset (red 

cross).  

5. Conclusion and discussion 
We have developed the first whole genome simulator for 
prokaryotes that focuses on gene-scale, replicon-scale and 
species-scale events. We have shown that the simulator is capable 
of producing data with vastly different properties (such as genome 
size and number of replicons among extant species), mimicking 
observed properties of real life genomes. We have used recently 
published literature as guidance to set default parameters so the 
non-expert end users can also get high quality simulation.  
By using two separate streams of random numbers, the simulator 
separates events that affect the tree topology from all other 
events, so the end user can have simulations with the same 
phylogenetic tree but different gene- and replicon-scale events. A 
typical use case is for the user to first disable all other events 
except for speciation events to get a satisfactory (according to 
some criterion) tree. With all other events disabled, this process is 
extremely fast. Then, the user can rerun the simulator with the 
seed that determined the tree topology and all other evolutionary 
events enabled to produce multiple simulations. 
PEGsim as here described is a first version. As such, it can be 
improved in a number of ways. We are working on PEGsim in an 
iterative fashion so we can make sure that the basic structure of 
the simulator is always stable, and more features can be added in 
a controlled fashion. 

PEGsim is implemented in perl and is freely available upon 
request.   
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ABSTRACT
With the tremendous large data sets from next-generation
sequencing technology, there is the big challenging task of
how to transform the large amount of sequencing data to in-
formation meaningful for biologists and life scientists. The
initial step is to align these data sets to the known ref-
erence genomes, which is essential for further data anal-
ysis. However next-generation sequencing read alignment
is very time consuming. To address this challenge, we de-
veloped a general framework to build genome-wide unique
gene markers. This framework includes a novel graph theo-
retical model for extracting robust gene markers and effec-
tive methods for evaluating the sets of gene markers. The
genome-wide unique gene markers will help accelerating the
next-generation sequencing read alignment process. We use
the E. Coli genome as a model genome to illustrate our ap-
proach and demonstrate its significance in time saving for
read alignment. Further testing on using the sets of gene
markers for read coverage analysis is being conducted.
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H.4 [Information Systems Applications]: Miscellaneous;
E.0 [Data]: [general, performance measures]
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1. INTRODUCTION
Next-generation sequencing (NGS; also, high-throughput

sequencing (HTS)) technologies are producing huge amounts
of genome-wide sequencing data. These data could signif-
icantly facilitate and benefit biological hypothesis testing
and discovery. Next-generation sequencing at the same time
brings the challenge of how to transform the large amount of
sequencing data to information meaningful for biologists and
life-scientists. Especially this imposes immediate needs and
increasing demands for efficient computational approaches
for processing and analyzing these data.

Different NGS sequencing data sets may require specific
functional data analysis, usually including identifying dif-
ferentially expressed genes, gene clustering, identifying and
constructing pathways and networks, and other functional
analysis. Before conducting any functional analysis, there
are several basic key steps for the analysis work flow of NGS
sequencing data sets. One key step is the alignment process.
In the alignment process, thousands or millions of sequenc-
ing reads are aligned to one full reference genome, which
serves as a reference book. This alignment process is very
time-consuming mainly due to the huge amount of reads
from NGS sequencing data sets (refer to Table 1. for sev-
eral Illumina data sets from NCBI Sequence Read Archive
(SRA)) and the large size of the full genome of a species.
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Table 1: Sizes of several Illumina data sets from
NCBI SRA: http://www.ncbi.nlm.nih.gov/sra.

Data Set Number of Reads Read Length
Set 1 8.9 million 44bp
Set 2 12.4 million 37bp
Set 3 9.2 million 40bp

Much effort has been put in developing efficient methods
for general sequence alignment. Different heuristic ideas are
applied to improve the alignment. Many sequence alignment
software have been developed. However, next-generation se-
quencing alignment is still very time consuming.
To address the challenging time-consuming task of the

next-generation sequencing read alignment process, we de-
velop a novel graph-based approach to extract genome-wide
unique gene markers. Aligning NGS sequencing data sets to
the unique gene markers instead of a full reference genome
will significantly accelerate the alignment process and facil-
itate further data processing and functional analysis.

2. TERMINOLOGIES
We provide in the following several NGS terminologies

related to the discussions of this paper. For other NGS ter-
minologies, readers are referred to [5, 3].
Reads. Next-generation sequencing systems generate large

amount of short fragments, called reads. The read lengths of
different next-generation sequencing systems (such as Roche’s
(454) GS FLX Genome Analyzer, Illumina’s Solexa1G se-
quencer, and Applied Biosystem’s SOLiD system) are dif-
ferent, ranging from 25bp∼750bp.
Read alignment. The process of aligning the large amount

of reads from next-generation sequencing to the genes of a
reference genome.
Read coverage. The average number of reads that cover

a certain region (or, a base) of a gene is called the read
coverage of that region. Coverage is the average number of
times a base of a gene is read in next-generation sequencing.
Usually next-generation sequencing guided by a reference
sequence genome requires coverage of 8 ∼ 12 and de novo
assembly requires coverage of 25 ∼ 70.

3. METHOD
We developed a framework to build genome-wide unique

gene markers. This framework includes a graph theoretical
model for building the unique gene markers, effective ap-
proaches for evaluating the sets of gene markers. The use
of gene markers for read alignment will significantly facili-
tate the alignment of short reads to the reference genome,
and the read coverage calculation for identification of dif-
ferentially expressed genes. We illustrate this framework by
identifying the unique gene markers of the E. Coli genome.
Testing of the framework shows that without compromis-
ing the alignment accuracy, this framework shows significant
running time improvement.

3.1 Graph-Based Approach to Identify Robust
Unique Gene Markers

Given a genome with the total number of m genes, our
approach will identify a set of m unique gene markers for
the corresponding m genes of the genome. Suppose L is the

length of the gene markers. To ensure the robustness of the
set of gene markers, we introduce a parameter d, which is the
Hamming distance threshold between any two gene markers.
That is, we require any two gene markers are different at at
least d bases, d < L.

First all the L-mers of each gene are identified, where
L=20 ∼ 50. Each L-mer of one gene represents the possible
marker for that gene. For a gene of sequence length n1, the
total number of L-mers is (n1−L+1). After all the L-mers
are created for all the genes, we build a graph G = (V,E),
where each vertex v ∈ V corresponds to one L-mer, and
there is an edge (u, v) ∈ E between two vertices u and v
if and only if the two corresponding L-mers are from the
same gene, or the Hamming distance between the two L-
mers are less than the threshold d, where d = 10 ∼ 20.
Note that for the construction of all the vertices of the graph,
suffix trees are implemented to help eliminate the repeated
L-mers from each gene. The number of vertices is bounded
O(m ∗ (n − L + 1)) = O(mn) and the number of edges is
O(m∗(n−L+1))2 = O(m2n2), wherem is the total number
of genes of the genome, n is the maximum length of all the
gene sequences and L is the length of the gene markers.

From this graph model, we can see that any maximum
independent set of size m of the graph G corresponds to
one set of unique gene markers for all the genes. We could
apply algorithms for maximum independent set developed
in graph theory and then output the gene markers. Here we
provide an approach based on depth-first search.

We consider the following bounded search tree. The root
is an empty set of vertices. Each tree node of the first level of
the tree is a set of one vertex {v}, where v corresponds to one
L-mer from the first gene. And each tree node of the second
level of the tree is a set of two vertices corresponding to two
L-mers from the first gene and the second gene respectively.
The whole search tree is continuously built in the same way.
Therefore each inner tree node at the kth level of the tree
contains a potential independent set of size k, k < m, which
represents a potential partial set of unique gene markers, and
each leaf node contains a potential independent set of sizem,
which represents a potential set of unique gene markers. The
depth of the search tree is m, the total number of genes of
the genome, and the branch number of the tree is bounded
by the largest number of L-mers of all the genes, that is
(n− L+ 1). The total number of the leaf nodes of the tree
is O((n− L+ 1)m).

We then apply a depth-first search on the bounded search
tree to find the independent set of the graph. The depth-first
search approach has efficient space usage since the search
only needs to store a search path instead of the whole bounded
search tree, which usually is huge. The depth-first search
approach could output all the unique gene marker sets, by
exploring the bounded search tree and then enumerating all
the independent sets. The running time to find one max-
imum independent set is bound by O(m2 ∗ m) = O(m3)
for the best case when only one branch of the tree from
the root to the leaf is searched. Each additional maximum
independent set could be enumerated in the same running
time in the best case. The worst case of the running time
to find an independent set of the graph G is bound by
O(m2 ∗ (n−L+1)m) = O(m2nm), when the whole bounded
search tree needs to be searched.

Note that Chen et al [1] proposed to use unique markers
to align ESTs to the Human Genome. They represent the
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each N-mer with two binary strings using 11 for A, 10 for
G, 01 for C, and 00 for T, and then using a binary tree to
identify all the unique markers of the human genome. Later
this approach was extended by Hsu and Chen in [4] to multi-
layer unique markers in order for efficiently aligning ESTs to
the human Genome. Note that the unique markers for the
human genome in Chen et al [1] are different from our gene
markers since each gene marker we identified is unique to
each specific gene and is used to represent the specific gene
for NGS read alignment. Also our approach for identifying
the gene markers is different. Our graph-based approach
is powerful and flexible, which could easily incorporate dif-
ferent numbers of mismatches between the gene markers to
build gene markers with strong robustness. Our graph-based
model for identifying gene markers could take advantage of
efficient independent set algorithms developed in the graph
theory field.

4. GENE MARKERS FOR E. COLI GENOME
AND MARKER EVALUATION

We apply our approach to the E. Coli genome. We identify
unique markers for all the 4193 genes. Based on our graph
model for identifying gene markers, a depth-first search on
the bounded search tree could enumerate all the independent
sets of the graph and then output all the corresponding sets
of unique gene markers. The different sets of gene markers
contains the markers at different locations of the genes. We
need to decide which set of gene markers to choose for the
NGS read alignment. We use the entropy score to evaluate
the different sets of gene markers.
We calculated the entropy scores of 100 sets of gene mark-

ers identified for the E. Coli genome, where the gene marker
length L = 20 and the Hamming distance threshold d = 8.
The average entropy score is 26.1589 for the 100 sets of gene
markers and the standard derivation is 0.0005. Our testing
result shows that the quality of the set of gene markers is
not affected by the gene marker locations on the genes.

5. TESTING ON READ ALIGNMENT US-
ING ILLUMINA SEQUENCING DATA

We use Illumina sequencing data sets (downloaded from
NCBI Sequence Read Archive: 8.9 million reads with each
read of 44 bp) to test the E. Coli gene markers for the read
alignment analysis. Refer to Table 2 for the comparison
of the read counts aligned to the 20 whole gene sequences
(with 10 allowed mismatches) and the read counts aligned
to the corresponding 20 gene markers of length 50 (with 10
allowed mismatches). Testing is conducted on a Dell server
PowerEdge R710. The time for aligning the reads to the 20
gene markers is 15 minutes. Compared with the time for
aligning the reads to the 20 genes which is about 20 hours,
this is a significant improvement in running time for the read
alignment process.
Since the length of gene makers affects the running time

of the read alignment process, we conducted testing on gene
markers sets with different lengths. We know that there is
a minimum marker length depending on the genome size of
the organism (the number of the genes of the genome). As
was pointed out in [2] for the general concepts for the PCR
primer design, the minimum primer length used in most
applications is 18 nucleotides, and each additional nucleotide

Table 2: Read alignment testing of 8.9 million Illu-
mina sequencing reads when aligned to 20 E. Coli
genes (running time: 20 hours) and when aligned to
the corresponding 20 gene markers (running time:
15 minutes).

Genes Aligned Reads Markers Aligned Reads

Gene 1 120 Marker 1 75

Gene 2 121 Marker 2 74

Gene 3 127 Marker 3 75

Gene 4 118 Marker 4 73

Gene 5 117 Marker 5 70

Gene 6 125 Marker 6 70

Gene 7 127 Marker 7 75

Gene 8 120 Marker 8 70

Gene 9 117 Marker 9 72

Gene 10 122 Marker 10 73

Gene 11 123 Marker 11 73

Gene 12 122 Marker 12 72

Gene 13 121 Marker 13 72

Gene 14 121 Marker 14 68

Gene 15 121 Marker 15 68

Gene 16 124 Marker 16 70

Gene 17 126 Marker 17 70

Gene 18 124 Marker 18 72

Gene 19 123 Marker 19 67

Gene 20 121 Marker 20 75

will make a primer four times more specific. We choose 20
∼ 40 as the length of gene markers for the E. Coli genome.

What we presented here is a preliminary testing using
Illumina sequencing data sets. Testing with data sets from
different NGS platforms on read alignment will further illus-
trate the usefulness of the genome-wide gene markers. Our
gene marker set could also be applied to the NGS read cov-
erage analysis of the genes in the genome. In [6, 3], the au-
thors discussed how to accurately assess the data quality of
NGS reads. Through proper assessment, pre-processing and
normalization of the NGS reads, we could assume that the
alignment locations of NGS reads are randomly uniformly
located on the genes. Then the number of reads aligned to
a gene marker is proportional to the read coverage of the
corresponding gene and could be used for identifying the
differentially expressed genes of a genome. We are currently
conducting this testing using real NGS data sets.
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ABSTRACT
Many computational approaches have been developed and
used for sampling protein conformations near the native
state. However, it has been difficult to evaluate the quality
of the conformations sampled or to compare them among
the various sampling schemes. In this work, we develop a
novel method for evaluating the quality of conformation en-
sembles and apply it to evaluate ubiquitin conformations
generated from four widely-used conformation sampling ap-
proaches, namely, MD simulation, Elastic Network Model
(ENM), CONCOORD, and tCONCOORD. We choose ubiq-
uitin because there exists abundant experimental residual
dipolar coupling (RDC) data on this protein. RDC data
contains rich ensemble-averaged information about a given
protein and thus provide tight constraints that can be used
for probing what conformations should make up the protein
ensemble. Our results demonstrate that the conformations
generated by MD simulations are the best among all sam-
pling methods. Specifically, MD simulation performs sig-
nificantly better than the other methods in capturing the
side chain motions. The backbone flexibility modeled and
sampled by tCONCOORD comes quite close, with CONCO-
ORD and ENM trailing behind.

Categories and Subject Descriptors
Computer Applications [Life and Medical Science]: Bi-
ology and genetics

General Terms
Algorithms, Design, Experimentation

Keywords
structure ensemble; conformation sampling; populations; ubiq-
uitin; dynamics; RDC

1. INTRODUCTION
1.1 Conformational sampling

It is now well accepted that the functions of a protein are
closely related to not only to its structure but also its dy-
namics. There is strong evidence showing that the best rep-
resentation of the native states of a protein should be an
ensemble of structures [5]. Therefore, numerous computa-
tional approaches have been developed and used to sample
the conformational space around the native state in hope
that the distribution and dynamic transition among the con-
formation states can be well studied and understood.

MD simulation is one of the most commonly used computa-
tional approaches for conformation sampling. The main lim-
itation of MD simulation is its high computation cost, which
greatly limits the timescale that can be reached, especially
for large systems. Recently it also has been shown that MD
simulations beyond hundreds of nanoseconds might have the
potential risk of running into high free energy states and
staying there for a long time, thus skewing the populations
[7]. Therefore, obtaining the correct sampling in a broad
time-scale is still a challenge. To overcome such difficul-
ties, residual dipolar couplings (RDCs) data, which provide
complementary dynamics information that is inaccessible to
NMR relaxation methods, have been used as constraints in
conformation sampling [6, 10].

Elastic Network Model (ENM) is another choice for confor-
mational sampling. Elastic Network Models have been de-
veloped to study the large-scale motions of proteins and pro-
tein complexes where computer simulations using detailed
all-atom models are not feasible. Among these models, the
Gaussian Network Model (GNM) and the Anisotropic Net-
work Model (ANM) have been widely used [1, 2] due to their
simplicity. Specifically, the analytic solutions to residue
fluctuations and motion correlations can be easily derived.
In this work, we use one of the recently developed ENMs,
the Torsional Network Model (TNM) [9], for conformational
sampling. The major advantage of TNM is that the cova-
lent bond geometry, such as bond lengths and bond angles,
are naturally conserved in the motions represented by the
modes.

CONCOORD uses geometrical constraints to sample the
conformational space. From a given input structure, a ge-
ometric description of the structure is calculated and this
geometric description can be used to generate hundreds of
structures [12]. Later, CONCOORD is re-implemented as
tCONCOORD to allow the sampling of conformational tran-
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sitions of a protein under geometrical constraints [13]. The
advantage of the CONCOORD and tCONCOORD over MD
is computational efficiency.

With the development of various structure determination
methods, protein structures are becoming increasingly more
available and for some well-studied proteins, tens and even
hundreds of structures (of the same protein) have been de-
termined and are available in the PDB. These structures
have been shown to capture a representative subset of the
native-state ensemble [3]. Therefore, an ensemble formed
by experimental structures from the PDB can be regarded
as samplings too and can be used as a reference frame to
examine the other conformation sampling methods.

For most conformation sampling approaches, the relative
populations of the sampled conformations in the conforma-
tion space are not known. Currently, few methods exist for
obtaining such relative populations even though they are
essential information for describing the conformation space.
Recently, we developed a method for determining the rel-
ative populations of protein conformation states using ex-
perimental residual dipolar coupling data and applied it to
study the protein recognition mechanism of ubiquitin [8].
Here we apply the method to evaluate the quality of differ-
ent conformational sampling schemes.

The abundant ensemble-averaged information included in
RDC data also provides tight constraints that can be used
for probing what conformations should make up the ensem-
ble [6, 10]. Thus, the aim of this work is to evaluate the
sampling ability of different computational approaches. For
a given conformation sampling method, we will examine how
well the conformations it generates can reproduce the exper-
imental RDC data. Our hypothesis is that the samplings
that best approximate the conformation space should also
reproduce the RDC data with the highest fidelity.

1.2 Significance of the work
Although many conformation sampling methods have been
proposed, to the best of our knowledge there is not much
effort in comparing sampling quality of these methods. The
algorithm presented in this work provides a way to mea-
sure the sampling quality of a given conformation sampling
method, and to identify its strengths and weaknesses. Cur-
rent work uses RDC data as the constraints to evaluate an
ensemble. However, this can be easily extended to include
other experimental data, such as NMR order parameters,
scalar couplings, etc.

2. METHODS
In this section, we give a brief description of the processes by
which conformations are generated using the four different
sampling methods and the quality of the ensembles is evalu-
ated using Q-factor. All the protein structures were aligned
to a reference frame to remove rotational and translational
effects before computations were done.

2.1 The ubiquitin ensembles
Ubiquitin has long been used as a model protein to probe
protein dynamics. In this work, we select 46 X-ray structures
(the same set as used in [6]) to form an X-ray structure

ensemble for comparison with the ensembles obtained from
MD, ENM, Concoord and tConcoord.

2.1.1 Conformational Sampling from MD
NAMD [11], a parallel molecular dynamics simulation pro-
gram, is used to conduct the MD simulations. Periodic
boundary conditions are applied in all simulation processes
under the CHARMM27 force field. Each starting structure
is solvated in a 10 Å water box and each simulation starts
with energy minimization and then equilibration. One 50
ns MD simulation starting from PDB structure 1UBQ and
46 2-ns MD simulations are conducted using a HPC cluster
computer.

2.1.2 Conformational Sampling using ENM
In ENM conformational sampling, we used all the atoms of
a protein in Hessian matrix calculations but only backbone
torsional angles are free to rotate.The steps to generate new
structures from TNM (Torsional Network Model) are : (1)
Torsional modes from TNM are computed. (2) A random
linear sum among the first ten low frequency modes weighted
by their corresponding eigen frequencies are used to obtain
torsional changes. (3) New structures are generated by ro-
tating the original protein chain along the torsional changes
obtained from step 2. (4) Newly generated structures are
then energy minimized to remove any atom clashes.

2.1.3 Conformational Sampling using CONCOORD
and tCONCOORD

46 CONCOORD and 46 tCONCOORD ensembles are gen-
erated from the program CONCOORD [12] version 2.1 and
tCONCOORD [13] version 1.0 respectively. OPLS-AA pa-
rameters are used for VdW parameters and Engh-Huber pa-
rameters are used for the bonded parameters.

2.2 Residual dipolar coupling (RDC) calcula-
tions

Residual dipolar coupling comes from the interaction of two
nuclear spins (dipole-dipole) in the presence of the external
magnetic field and is defined as [14],

Dij =
hrirj

(2πr)3
〈3cos2θ − 1〉 (1)

where ri and rj are the nuclear magnetogyric ratios of the
nuclei i and j, h is Plank’s constant, r is the internuclear
distance between the two nuclei and θ is the angle between
the internuclear vector and the external magnetic field. The
brackets signify the average. Normally, the residual dipolar
coupling is reduced to zero because of isotropic tumbling.
The anisotropic measurement is obtained by the aid of var-
ious types of liquid crystalline media.

Most of the existing methods compute RDC’s from a single
protein structure or an equal weighted ensemble. We have
introduced an iterative least squares method that is able to
determine the relative populations of individual structures
within an ensemble and thus fit the experimental RDC’s
with significantly higher accuracy [8]. A total of 62 RDC
data sets [6], including NH, NC’, HC’, CαC’, CαHα and side
chain methyl, are used to obtaine the relative populations.
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2.3 Evaluating the quality of ensembles using
Q-factor

Q-factor is a commonly used measure of the agreement be-
tween the experimental and calculated RDCs and is calcu-
lated by the following formula [4],

Q =

pP
(Dcalc −Dexp)2pP

D2
calc

(2)

where Dcalc is the calculated RDC and Dexp is the experi-
mental RDC. An ensemble quality can be measured by how
well it can reproduce the experimental RDC data. The
higher the ensemble quality the lower the Q-factor. We
also use the correlation coefficient to measure the agreement,
which is calculated as the following,

ρ =
(Dcalc −Dcalc)(Dexp −Dexp)qP
(Dcalc −Dcalc)2

P
(Dexp −Dexp)2

(3)

3. RESULTS
3.1 The results of a 50-ns MD simulation of

ubiquitin
In this section, we examine the trend of Q-factor changes
over time based on conformations cumulated in a 50-ns MD
simulation (see Figure 1). At the beginning, the Q-factors
of the backbone RDCs, NH, NC and HC RDC, are below
0.45, but at the end of 50-ns simulation, the Q-factors in-
crease to above 0.6. The Q-factor of the side chain RDC is
very high at the beginning, but it decreases to 0.5 around 5
ns. The Q-factor of NH RDC also reaches its minimum at 2
ns. The results imply that longer simulations do not neces-
sarily result in better correlations between the experimental
and calculated RDCs. This phenomenon has also been ob-
served in recent work by Lange et al. in several 1000-ns MD
simulations using different force fields [7].

Figure 1: The changes of Q-factors over time in 50-
ns MD simulation.

The trends suggest that as simulation progresses in time,
the accumulated population may not necessarily increase in
their accuracies in approximating the conformation space.
There could be several reasons for this. First, the simula-
tion has not been run long enough and some conformation

states have not been reached. Secondly, the simulation has
not been run long enough and the samplings are biased by
what the starting structure is and what the initial simulation
conditions are. Lastly, the force fields may not be accurate
enough to give the right proportion of populations to the
different conformation states. If the cause is one or both of
the latter two, the problem can be solved by re-assigning a
relative population to each conformation. If it is the first
one, then a different sampling scheme has to be applied to
reach those conformation states.

Our newly developed iterative least square RDC fitting al-
gorithm [8] is applied to the 50-ns MD ensemble. After re-
assigning relative populations, the Q-factors of all the RDCs
are lowered significantly (see Table 1), but they remain quite
high. This indicates the simulation, though 50-ns long, has
not reached some important conformation states that sig-
nificantly contribute to the observed RDCs. In the sections
that follow, we will show this problem can be mostly alle-
viated by running MD simulations from multiple starting
structures.

Figure 2: The fluctuations of Q-factors when 46 dif-
ferent X-ray structures, shown in the abscissa, are
used as the starting points in MD simulations.

3.2 Multiple shorter MD simulations using dif-
ferent X-ray structures as starting points

In this section, we will investigate the quality of the con-
formations generated from multiple shorter (2-ns each) MD
simulations using different structures as the starting points.
46 X-ray ubiquitin structures are chosen and 2-ns MD sim-
ulations are performed for each chosen structure. For each
structure, 1,000 conformations (one per every 2-ps) are col-
lected in the corresponding MD simulation and are used
to compute the Q-factors. Figure 2 shows the fluctuations
of Q-factors between the calculated and experimental RDCs
when each of these 46 structures is used as the starting point
of the simulation. Side chain RDC varies extensively in the
range between 0.4 and 1. Only one structure (1F9J chain
B) gives backbone RDCs that are higher than 0.5.

The iterative least square RDC fitting algorithm [8] is then
applied to all the 46 2-ns MD ensembles. Table 2 shows the
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Table 1: Overall Q-factors and cross correlations (CCs) between the experimental and calculated RDCs using
the 50-ns MD ensemble.

50-ns MD NH RDC HC RDC NC RDC Side chain RDC
Q-factor for the equal weighted ensemble 0.70 0.62 0.60 0.65
Q-factor for ensemble with relative population 0.27 0.38 0.33 0.34
CC for the equal weighted ensemble 0.81 0.83 0.86 0.84
CC for ensemble with relative population 0.96 0.92 0.95 0.95

Table 2: Average Q-factors and CCs between the experimental and calculated RDCs of 46 2-ns MD ensembles.
2-ns MDs of 46 X-ray structures NH RDC HC RDC NC RDC Side chain RDC
Q-factor for the equal weighted ensemble 0.3625 0.4274 0.3854 0.6388
Q-factor for ensemble with relative population 0.2679 0.3617 0.3180 0.5051
CC for the equal weighted ensemble 0.9399 0.9044 0.9389 0.8103
CC for ensemble with relative population 0.9657 0.9305 0.9570 0.8747

average Q-factors of the equal weighted ensemble (without
relative populations) and of the RDC weighted ensemble
(with relative populations). The Q-factors of all the RDCs
are reduced by about 20-30% after the fitting.

3.3 The results from MD, ENM, CONCOORD
and tCONCOORD

In this section, we will examine and compare the confor-
mations generated by four different sampling approaches,
namely, MD, ENM, CONCOORD and tCONCOORD. Since
it is much more difficult to sample well the conformation
space from a single structure, as the sampling process can
be easily trapped in a local energy well, we choose to use 46
known X-ray structures of ubiquitin as the starting points
when evaluating all the aforementioned conformation sam-
pling methods. When evaluating the sampling ability of a
given method, a sub-ensemble of 200 structures is generated
around each of the 46 X-ray structures (see Methods sec-
tion for details on how the conformations are generated by
the different methods), except for the case of ENM where
only 20 structures are generated due to the high computa-
tional cost of energy minimization. As a result, the final
ensemble contains 46 sub-ensembles, each of which in turn
contains 200 conformations, and thus has a total of 9,200
conformations (920 for ENM). To evaluate how well such an
ensemble can potentially reproduce the RDC data, we need
to first determine the relative population of each conforma-
tion. However, due to the large size of the ensemble, it is not
feasible to compute their relative populations directly using
the iterative least square fitting method, as there would be
more parameters than the number of data points. Therefore,
we first determine the relative populations of the conforma-
tions within each sub-ensemble by fitting the ensemble to the
experimental RDCs. Then the top ten conformations with
largest populations are selected from each sub-ensemble to
form the final ensemble, which now has only 460 conforma-
tions.

Table 3 shows the Q-factors computed from the ensembles
generated from different conformational sampling approaches.
For all four ensembles, the 460 conformations in the ensem-
ble are given an equal population. It is worth noting that
tCONCOORD has the best performance for backbone RDCs
among the four sampling approaches, while the MD ensem-
ble has the best performance for side chain RDCs. Table

4 shows the Q-factor results after assigning relative popu-
lations to the 460 conformations in each ensemble. Inter-
estingly, the MD ensemble now outperforms all the other
ensembles, including tCONCOORD, on both NH and side
chain RDC data sets. On NC and HC RDCs, for both of
which the experimental data are much sparser, MD ensemble
performs about equally well as the other methods. This in-
dicates that the MD ensemble contains conformations that
resemble more closely the experimental populated confor-
mation states of ubiquitin than any other ensembles. The
reason why this is not obvious in Table 3 when equal pop-
ulations are used is probably due to the fact that the sim-
ulations had not been run long to correctly reproduce the
population distribution. The accuracies of force fields may
have had some influences as well.

4. DISCUSSIONS AND CONCLUSION
In this work, we develop a novel method for evaluating the
quality of conformation ensembles and apply it to evalu-
ate ubiquitin conformations generated from four widely-used
conformation sampling approaches, namely, MD simulation,
Elastic Network Model (ENM), CONCOORD, and tCON-
COORD. A protein’s conformation space has very high di-
mensions and there exist many local energy minima. For
proteins like Ubiquitin, abundant evidence exists showing
that the protein has multiple well-populated conformation
states that are separated by high energy barriers. The tran-
sition times among some of these states can be on the order
of microseconds. Thus, it is infeasible to produce a good
coverage of the conformation space starting from a single
structure. Besides, most conformation sampling methods
are suited only for local sampling, with MD simulation being
perhaps the only exception. However, there are limitations
with MD simulations as well. Conformations sampled by
MD are more prone to be biased towards some regions of the
conformation space and it takes extremely long simulations
to remove the bias. In addition, it is possible that the force
fields may lead the conformations away from the desired con-
formation states found in nature. Fortunately, most of these
limitations can be alleviated by applying our recently devel-
oped RDC-based method that is able to re-assign the relative
population of each conformation. For the aforementioned
reasons, we use 46 (instead of 1) known crystal structures of
Ubiquitin as the starting points for generating conformations
when evaluating each sampling method. Our results demon-
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Table 3: Q-factors of the conformation ensembles generated from different sampling approaches (without
relative populations). The last column shows the Q-factors of the ensemble of X-ray structures.

Sampling methods MD ENM CONCOORD tCONCOORD 46 X-ray Structural
Ensemble

Q-factor of NH RDC 0.223 0.326 0.261 0.197 0.224
Q-factor of HC RDC 0.328 0.438 0.297 0.268 0.255
Q-factor of NC RDC 0.288 0.350 0.246 0.223 0.247
Q-factor of side chain RDC 0.281 0.383 0.361 0.307 0.294

Table 4: Q-factors of the conformation ensembles generated from different sampling approaches (with relative
populations).

Sampling methods MD ENM CONCOORD tCONCOORD
Q-factor of NH RDC 0.154 0.210 0.191 0.161
Q-factor of HC RDC 0.281 0.350 0.271 0.259
Q-factor of NC RDC 0.228 0.282 0.23 0.215
Q-factor of side chain RDC 0.215 0.262 0.258 0.241

strate that the conformations generated by MD simulations
are still the best among all sampling methods. However,
this is only true if the populations of the conformations in
the ensemble have been readjusted. Specifically, MD simu-
lations perform significantly better than the other methods
in capturing the side chain motions. The backbone flexi-
bility modeled and sampled by tCONCOORD comes quite
close, with CONCOORD and ENM trailing behind. Longer
MD simulations probably are required to further justify the
sampling ability of MD in the backbone motion and this will
be investigated in the future research.
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ABSTRACT 
HIV-1 requires engagement of host co-receptor CCR5 or CXCR4 
in order to infect human cells.  Amino acid identity at positions 11 
and/or 25 in the V3 loop of HIV-1 gp120 (positions 306 and 322 
in terms of standard HXB2 gp120 numbering) has been shown to 
strongly influence which co-receptor is utilized by a viral strain.  
To identify additional sites in other gp120 regions that may 
influence co-receptor usage, we compared, position-by-position, 
the electrostatic charge distributions at each location in the 3D 
structure of X4-tropic gp120 core domains to each structurally 
equivalent location in R5-tropic gp120 core domains.  Seven sites 
in the gp120 core showed a significant difference in charge 
distribution between the viral sets.  The two strongest differences 
were positions 440 and 373, both located adjacent to the origin of 
the V3 loop, suggesting that the co-receptor binding surface of 
gp120 is a single hotspot formed by the V3 loop and adjacent 
gp120 core regions. 
 
General Terms 
Algorithms, Measurement, Experimentation 
 
Keywords 
HIV-1, gp120, chemokine receptors, 3D structure, informatics 
 
1. INTRODUCTION 
Infection with HIV-1 is mediated by the viral envelope through 
attachment of its  surface  envelope  glycoprotein,  gp120  to the 
host cell CD4 receptor accompanied by binding to either one of 
two host chemokine co-receptors, CCR5 or CXCR4. Viral strains 
utilizing CCR5 for cell entry are classified as “R5-tropic,” while 
strains utilizing CXCR4 are referred to as “X4-tropic.”  Virus-
specific cellular targets and phenotypes, HIV transmission, and 
AIDS disease progression are associated with HIV-1 usage of one 

 
or the other chemokine co-receptor. [1]   
 
gp120, possesses a sequence-conserved core domain and five 
sequence-variable surface loops.  The third variable loop (V3) has 
been shown to interact directly with the chemokine co-receptors, 
[2, 3] where infectivity is destroyed if V3 is deleted.[4] A recent 
study showed V3 positions 11, 25 and sometimes 24, form a 
single continuous 3D electrostatic co-receptor binding surface, 
whereby they dictate CXCR4 or CCR5 usage. From this, a highly 
predictive co-receptor usage rule emerges: a positively charged 
amino acid at either position 11, 24 or 25 on V3 defines an X4-
tropic viral strain, otherwise it is an R5-tropic virus.[5] This study 
also show that the co-receptor specificity of approximately 6% of 
viral strains cannot be explained on the basis of the V3 amino 
acids alone.   One hypothesis explaining this discrepancy is that 
there are additional co-receptor discriminating positions outside 
V3, and here, we searched for those positions, focusing entirely 
on the position-specific electrostatic charge distribution (PSECD). 
Our method found new, highly statistically significant amino acid 
positions outside V3 that appear to be co-receptor discriminating 
positions between the R5-tropic and X4-tropic viruses. 
 
2. MATERIAL & METHODS 
Sequence Collection: 217 HIV-1 V3 sequences (163 R5-tropic 
and 54 X4-tropic) for which co-receptor usage had been 
experimentally determined in vitro were obtained from published 
literature.[5] The first cysteine in V3 is referred to as position 1, 
while the last cysteine is referred to as position 35, and any gaps 
or insertions were removed. This set of V3 sequences was used to 
assess the performance of our PSECD method, since positions 11 
and 25 in this set are known true positives on the basis of previous 
studies.[5] For analysis of the gp120 core, a different set was 
required, consisting of viruses whose whole gp120 sequences 
were available.  273 unique whole HIV-1 gp120 sequences (238 
R5-tropic and 35 X4-tropic), one per patient, with tropism 
determined experimentally, were taken from the LANL HIV 
sequence database.[6]  
 
Sequence Alignment: While the V3 loop sequences are easily 
aligned as all sequences have around 35 residues; amino acid 
alignment of the entire gp120 is more complicated.  Therefore, the 
R5-tropic gp120 core domain sequences and the X4-tropic g120 
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core domain sequences were first arranged into two separate 
multiple sequence alignments using the ZEGA alignment 
algorithm.[7] Next, since a 3D crystallographic structure of a 
gp120 core of an R5-tropic virus (JRFL)[8] and one of an X4-
tropic virus (HXBc2)[9] have been resolved, and the sequences of 
each of these crystallographic structures were included in the 
respective multiple sequence alignments.  Each alignment was 
fine tuned based on the 3D structure: in regions of the alignment 
where there were insertions, deletions or lower sequence identity, 
the alignment was compared to the 3D structure of HXBc2 and 
JRFL to establish equivalencies between the amino acid identities 
in the sequence alignment (column of the alignment) and the 3D 
structural environment of that position on the core 
crystallographic structure.  
 
Calculate and compare the electrostatic charge distributions: We 
assigned standard approximations of the positive, negative or 
neutral charges for each amino acid side chain (e.g. lysine = +1, 
aspartate = -1, leucine = 0), averaged the sum of the distribution 
of these charge scores for each amino acid position in the 
structure, and then compared the averages between the two groups 
with the student’s t-test. The null hypothesis was that the two 
distributions of charges at that position do not differ. Low p-
values (much less than 0.01) thus indicate that the null hypothesis 
is rejected and that the charge distribution differs between X4 and 
R5 viruses at that position in the sequence/structure.  We selected 
as significant only those positions with p-values two logs higher 
than the average of the distribution of p-values for all positions, 
which are assumed to be co-receptor silent. 
  
3. RESULTS 
Statistical analysis of charged positions in the V3 loop sequences:   
We plotted the statistical difference in charge distribution between 
X4 and R5 sets at each of the 35 positions in the V3 loop (Figure 
1).   The 11 and 25 positions are incontrovertibly and specifically 
identified by the method:  the differences in charge at these 
positions are extremely significant as seen by their p-values, of 
10-25 and 10-18, respectively, while only one other position 
exhibited a p-value more significant than 10-3 (Figure 1).  The 
statistical analysis we used thus resulted in a highly significant 
gulf between known charge-sensitive, co-receptor discriminating 
positions in V3 by assessment of p-value alone.   
 

Figure 1: Statistically significant differences in electrostatic 
charge between X4- and R5-tropic viruses at each position in 
the V3 loop.  The Y-axis plots the negative of the logarithm of 
the p-value for the comparison of the electrostatic charge (see 
Methods) at each position of the V3 loop (X-axis) between a 
set of 54 X4-tropic viruses and a set of 163 R5-tropic viruses. 
Higher bars denote greater statistical significance. 

Only V3 loop position 18, which may have an indirect effect on 
co-receptor usage[10], had an intermediate p-value (10-8).   Our 
method shows that the p-value for the comparison we have made 
can be used as a score to clearly distinguish three different 
populations of co-receptor-influencing positions in V3:  1) those 
that directly influence co-receptor usage, e.g. form the actual 
receptor binding site,  (positions 11 and 25) and have extremely 
significant p-values; 2) those with intermediate, but still 
significant p-values, which may also influence the co-receptor 
usage in some way (position 18); and 3) positions that have no 
effect on co-receptor discrimination (all other positions in V3 
other than 11, 18 and 25) and have a random distribution of 
insignificant p-values. Based on these results, applying the 
statistical comparison we have used and dividing up the positions 
into these three populations based on the pattern of p-values is 
validated as a reliable way to identify and characterize co-receptor 
discriminating positions outside of the V3 loop in our test set.  
 
Identification of co-receptor discriminating positions in the gp120 
core: Our PSECD method applied to the non-V3 loop areas of the 
gp120 core also identified three distinct populations of positions 
(data not shown). Positions 440 (p-value = 10-8) and 373 (p-value 
= 10-11) of the gp120 sequence exhibited the highest significant 
difference in charge distribution that was clearly distinguishable 
from the other positions. When these residues are mapped onto 
the gp120 structure, 373 and 440 fall on the gp120 core domain 
molecular surface on either side of where the V3 loop is 
positioned on the gp120 surface (Figure 2). 

 
Figure 2: Amino acids found to differ between X4 and R5 
viruses mapped onto the X-ray crystallographic structure of 
HIV-1 gp120 solved by Huang et. al [8] in complex with CD4 
(blue ribbon) and the Fab portion of the X5 antibody (red 
ribbon). The seven amino acid positions found to differ 
significantly between R5 and X4 viruses are displayed on the 
gp120 structure in CPK form: The highly significant positions 
373 and 440 are colored dark blue, while intermediate 
significant positions 279, 335, 343, 354, and 358 are light blue. 
Positions 11 and 25 in V3 are grey. 
 
The noise of the insignificant positions results in most scores with 
p-values less significant than ~10-2. This allows easy identification 
of the intermediate but significant p-value scoring sites over 2 
logs higher than the insignificant scores, which all map to the 
gp120 core domain molecular surface.  Position 279 (p=10-7) 
maps to the CD4 binding site. Four additional residues at 
positions 335, 343, 354 and 358 (p = ~10-4 - 10-5) are located at 
the base of the V4 loop.  Based on the results with position 18 of 
the V3 loop, we hypothesize that these positions may have an 
indirect effect on co-receptor binding/discrimination. The most 
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common amino acids occurring at the seven positions identified 
are indicated in Table 1. 
 
Table 1: The most common amino acids occurring at the 
positions found to differ at statistically significant levels 
between the gp120 core regions of the analyzed R5- and X4-
tropic HIV-1 strains. Positively-charged amino acids are blue, 
negatively-charged are red, and neutral are black. 

 
 
4. DISCUSSION 
Previously, we derived a model of the V3 loop portion of the 
molecular surface that binds the chemokine receptors.[5] Our 
present study was designed to identify positions in the gp120 core 
outside of V3 that exhibit statistically significant differences in 
charge distribution between a set of X4 gp120 core domains and a 
set of R5 gp120 core domains.  We found seven positions in 
gp120 located outside V3 that display statistically significant 
differences between X4 and R5 viruses (positions 373, 440, 279, 
335, 343, 354, 358). Positions 373 and 440 were identified with 
very high significance.  The others were identified with 
intermediate significance.  The test study on the V3 loop itself 
(Figure 1) establishes that our integrated informatics PSECD/3D 
structure approach sensitively and specifically identifies 
differences at viral amino acid positions that are already known by 
many prior in vitro studies to directly affect co-receptor usage.  
 
The 3D structural locations of the identified positions on gp120 
are consistent with the hypothesis that they are directly involved 
in co-receptor usage.  Interestingly, the most significant positions 
closely straddle the V3 loop stem location on the 3D 
crystallographic structure of the gp120 core (Figure 2). Position 
440 was previously identified as a position of interest with regard 
to co-receptor associations.[11] However, position 373 has not 
previously been identified as affecting co-receptor selectivity.  
Thus, a known position was re-confirmed by the method, and a 
new site was identified. Of the remaining five significant 
positions, four are located near the base of the V4 loop and one is 
located in the CD4 binding site.  These positions had less 
significant p-values than positions 373 and 440, but they were 
significant enough to be distinguishable from the noise of 
irrelevant positions, similar to position 18 in the V3 loop in our 
test case.  Previous studies suggest that position 18 in V3 could 
have an indirect effect in co-receptor usage/determination.[10] We 
speculate that these positions could indirectly influence co-
receptor binding, hypothetically, influencing intermediate 
conformations that the gp120 core domain adopts in the process of 
co-receptor engagement after CD4 binding, however there can be 
several explanations for mildly aberrant charge distribution 
differences between X4 and R5 at these positions.   Nevertheless, 
CD4 binding is required for co-receptor engagement and region 

including the base of the V4 loop in the gp120 core domain is 
hypothesized to abut the virion plasma membrane.  We speculate 
that both sites may influence co-receptor engagement remotely at 
the bridging sheet by allostery.  
 
The overall picture of this important host-pathogen interface 
based on this work and the previous study of the 11, 24 and 25 
interaction in the V3 loop is that of a single continuous, co-
receptor binding surface on each gp120 monomer.  This surface is 
hypothesized to consist of a central V3 loop hotspot with a 
periphery contributed by either position 373 and/or the bridging 
sheet including position 440.   
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ABSTRACT 
There has been a lot of research that demonstrates the 
phenomenon of life or the origin of the disease, and classifies or 
diagnoses the state of the cell. These are usually achieved by the 
strength of the gene expression under certain circumstances using 
microarrays, which can observe tens and thousands of gene 
expression profiles. It is not feasible to use all the attributes 
because of the huge amount of gene expression data that are 
involved in microarray experiments. It is not feasible to use all the 
attributes because a lots of gene expression data are involved in 
microarray experiments. That is, because microarray data have a 
small number of samples compared to the number of the attributes, 
in the analyzing of the data there will be overfitting which 
requires a high cost due to the high dimensionality of the data. We 
propose a feature selection method using a technique which 
combines filter method with wavelet transform, and LASSO 
regression method based on a statistical regression analysis. We 
obtain the best classification results by applying, in order, the 
DWT, the filter method, and then finally LASSO. That is, the 
feature selection method with the best classification performance 
was WF-LASSO method. The contribution of this paper is in that 
it is possible to solve problems by reducing the dimensionality of 
a high volume of data by using the proposed method, so that the 
performance of the classification can be improved and a more 
stable classification model can be constructed. 

1. INTRODUCTION 
Identifying genes that are involved with cancer is one of the most 
important research fields in medical science. In bioinformatics, 
gene expression data is useful information in the search for such 
genes. Estimating the amount of gene expressions in a specific 
condition, the use of microarrays, which contains tens of 
thousands of gene expression profiles, has had a lot of research 
done that has clarified life phenomena or the mechanisms of 
diseases in order to classify and diagnose the state of cells. 
Because data acquired through microarray experiments have a lot 
of attributes, a variety of feature selection algorithms are applied 
before applying microarrays to classification and prediction 
models [1]. Useful information is thereby selected and used in the 
analysis. The disease is classified by using the level of gene 
expression from the microarray data. Usually, analyzing 
techniques appropriate for high-dimensional data, such as a 
microarray or proteomics, are provided to construct the exact 
classifier for the medical purpose. Accordingly, these high 
dimensional data need data reduction and useful feature selection. 
The advantage gained from using feature selection is the 
improved performance of the classification and the clustering 
algorithm, because it can eliminate useless attributes and reduce 
the noise [2, 3]. In this paper, the significant features which 
influence the performance of the classifier are selected by using 
combined filter and wrapper methods. That is, as the gene 
selection methods which reflect the features of microarray data, 
we propose the feature selection method using the technique 
which combines the wavelet transform, filter method and the 
LASSO regression method based on the regression analysis of 
statistics. We selected the features using the discrete wavelet 
transform and the filter method and then applying the WF-
LASSO combined with the LASSO methods. We used leukemia 
data for the test data set. We tested the Bayesian network, the 
Naive Bayesian, logistic regression, the support vector machine, 
and the random forest as classifiers. We found the selection which 
combined the wavelet transform with the LASSO method 
outperforms the existing significant gene selection methods. 

Keywords 
Gene expression data, Feature selection, WF-LASSO, 
Classification  
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2. FEATURE SELECTION OF THE GENE 
EXPRESSION DATA 
 

2.1 DWT Feature Selection 
DWT (Discrete Wavelet Transform) can be used for high 
dimensionality data analyses, such as image processing, image 
data analysis, and so on. The proposed method rearranges the data 
giving a threshold to the wavelet coefficient using DWT and then 
calculates the approximate value of the raw data after applying an 
inverse function to the transformed data. Next, a T-test, which is 
one of the filter methods, is applied to the selected feature at the 
same approximate value. Through these processes the resolution 
can be improved. That is, the genes expressed more greatly will 
be brighter, and the lesser expressed genes will be darker. In this 
paper the algorithm of applying the DWT is as follows [4]:  

 

Algorithm 1. Feature selection method by DWT using scaling 
coefficient and detail coefficient 

Input: Leukemia dataset 

Output: A subset (selected features by filter method) of the leukemia
dataset 

Method: 

1   Decomposition Step (C: array[1...n] of reals) 

2      for i ←1 to n/2 ; 

3           C'[i]← (C[2i−1]+C[2i]) /sqrt(2); //scaling coefficient 

4           C'[n/2+ i]← (C[2i −1]−C[2i])/sqrt(2); //detail coefficient 

5      end for 

6      C←C' 

7   Threshold application  

8      if C[i] <= 0.5 then C[i] = 0; // threshold value=0.5 

9      else C[i] = C[i]; 

10  Approximation value using the inverse function  

Wavelet inverse w = new wavelet("scaling coef", "detail coef"); 

11  Feature selection using the filter method 

T-test;  //rank of T-test )//(/)( 2
2
21

2
121 nnsqrtabst δδμμ +−=

 

2.2 LASSO Regression Feature Selection 
We describe the specific algorithm of the LASSO (Least Absolute 
Shrinkage and Selection Operator) method as one of the feature 
selection methods. The regression model is described by: 
Generally, in the regression equation 1, the square sum of the 
residual is minimized and then the model is constructed. In this 
manner a new value is predicted. For the simplest method OLS 
(Ordinary Least Squares) are used. 
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However, OLS have a multicollinearity because of the strong 
correlations between the independent variables when the 
independent variables increase. In addition, because the variance 

of regression coefficient becomes bigger, the predictive power of 
the estimate regression equation will be decreased. 
LASSO, developed by Tibshirani [5], gives the constraints of the 
regression coefficient as tj ≤∑ || β

β̂

. It is a method that can 

shrink the size of the estimate values and choose the variables 
simultaneously [16, 17]. Accordingly, the regression coefficient 

estimate by LASSO finds , which satisfies the following: 
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The constraints of the LASSO estimate method are called the L1-
constraints. As t becomes small, the regression coefficient of the 
unimportant variables becomes 0, according to the characteristics 
of the constraints. As the tuning constant, t becomes large 
enough; the general regression model is formed because the 
coefficients are not constrained. CV (Cross Validation) is used to 
estimate the tuning parameter t in the LASSO method. 
The LASSO method is a method that can be applied to variable 
shrinkage and variable selection of high dimensional data. The 
performing algorithm for the LASSO is summarized concisely by: 
 

Algorithm 2. Feature selection method using LASSO by the 
constraints of the regression coefficient 

Input: Leukemia dataset 

Output: A subset (selected features by Lasso model) of leukemia dataset

Method: 

1  Start from  is the overall least squares 

estimator.  //Where, E is the sum of the absolute value of the regression 
coefficient  

00
0

ˆ).ˆ(,
0

ββδ signiE i ==

2  Find out  that minimizes β̂ )(βg with the constraints, 
1tGE ≤β  

3       if )|ˆ|( tj ≤∑ β  then  

4          the regression coefficient estimate  

5       else i is added to E. 

6   Find out  that minimizes β̂ )(βg  with the constraints,  
1tGE ≤β

 
2.3 WF-LASSO 
After applying the wavelet transform and the filter method, the 
WF-LASSO (Wavelet Filter and LASSO) is defined as the feature 
selection method using the LASSO regression. 
The method used in this study employs the WF-LASSO. After 
eliminating the noise using DWT we perform the first feature 
selection using the filter method and then select the features from 
the selected data by applying the LASSO model. As a 
consequence, we perform the feature selection twice. We found, 
when performing feature selection, the WF-LASSO can have 
different results according to the order of the applied algorithms. 
That is, by applying the above proposed theory and using the 
result of the DWT, we propose a method that applies the LASSO 
method again. To explain in detail, by applying the threshold to 
the scaling coefficient and the detail coefficient in the wavelet 
transform the approximate value is calculated and then the feature 
is selected by applying a T-test (or Signal to Noise Ratio: SNR) 
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filter method to the results. Then, by applying the LASSO, the 
features are selected. That means that the features are selected in 
two steps. 

3. THE EXPERIMENT RESULTS AND 
THE PERFORMANCE EVALUATION 
We used leukemia data for the experiment. The data consists of 
7,129 genes and 72 samples. The data are composed of two 
classes, namely ALL (Acute Lymphocyte Leukemia) and AML 
(Acute myeloid Leukemia) [19]. We evaluated the performance of 
the algorithm using the confusion matrix shown in Table 1. The 
confusion matrix consists of TP(True Positive), FP(False Positive), 
FN(False Negative), and TN(True Negative) data. The accuracy 
of the experiment results is explained as follows: the sensitivity is 
defined as TP/(TP+FN), which refers to the people who have the 
disease. The specificity is represented as TN/(FP+TN), which 
refers to the people who are identified as not having the disease 
actually not having the disease. The sensitivity and specificity 
have the characteristics of trading off according to the positive 
measurement.  
Figure 1 shows the comparison of the sensitivity between the 
filter method (SNR) and the WF-LASSO; the WF-LASSO shows 
the higher classification performance relative to the whole. The 
feature selection method used in the filter method is the signal to 
noise ratio method. X-axis is the number of genes and y-axis is 
sensitivity. Notably, in the NB (Naive Bayesian) and the SVM 
among the classifiers when the number of the genes is small, the 
gene selection method using the WF-LASSO shows the better 
performance. 
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Figure 1. The sensitivity of filter method by SNR (left) and 
WF-LASSO (right), according to number of features selected 
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Figure 2. The specificity of filter method by T-test (left) and 
WF-LASSO (right), according to number of features selected 
Figure 2 shows the comparison of the specificity between the 
filter method and the WF-LASSO method. When using the WF-
LASSO, the classification results are 1, which means complete 
classification results in the BN (Bayesian Network), the NB and 
the SVM. This means a probability in classifying a person who 
doesn't get a cancer when that person doesn't get a cancer in 
reality. Except for the LR (Logistic Regression), the complete 
classification results are shown. Accordingly, the method 
combined with the DWT, filter, and the LASSO can get the 

classification results with the highest accuracy. This means that 
the order of the feature selection is bound when applying the 
classification algorithm. That is, first the noise is eliminated using 
DWT, and then as the features are re-selected again using the 
selected features in the T-test step using the filter method better 
results can be obtained 

4. CONCLUSION 
This paper proposes a prediction model with high classification 
accuracy after reducing the dimensionality and discovering the 
significant genes, so as to improve the reliability and the 
performance of the classifier. This means, because microarray 
data have a small number of samples compared to the number of 
the attributes, when analyzing the data there will be overfitting of 
the data and a high cost to the high dimensional data. In order to 
solve these problems, we propose three kinds of feature selection 
methods, and evaluate the classification performance using the 
features extracted from the proposed methods. We propose the 
feature selection method using a method which combines the 
filter method with the wavelet transform, and a LASSO regression 
method based on the regression of statistics. Using the significant 
genes extracted through the proposed feature selection, and then 
applying them into the classification algorithm we construct the 
classification and prediction model. Consequently, we can get the 
best classification results by applying in order, the DWT, the filter 
method, and finally the LASSO. The feature selection method 
with the best classification performance was determined to be the 
WF-LASSO method. Accordingly, the contribution of this paper 
is that it is possible to solve the problem by reducing the 
dimensionality of the high volume of data by using the proposed 
method, so the performance of the classification is improved and 
a more stable classification model can be constructed. 
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ABSTRACT 
Hox proteins are important regulators in hematopoiesis and 
their dysregulation by other factors results in different 
phenotypes during leukemia. To determine the interaction of 
other developmental proteins with Hox proteins implicated 
to have specific roles in hematopoiesis (HOXA7, HOXA9, 
HOXA10, HOXB3, HOXB4 and HOXC8), Cytoscape was 
used to create a protein-protein interaction network utilizing 
information in publicly available databases and literature. 
Hox genes regulate other genes but in turn can be 
dysregulated by specific fusion protein partners. HOXB3 
provides the most significant complexes, indicating the 
importance of TALE proteins and of the MLL PHD finger in 
hematopoietic regulation. The ID3 complex, NUP98, MLL, 
and Notch1 are also key proteins for leukemia prevention 
and treatment. 
 

Categories and Subject Descriptors 
E.1 [Data]: Data Structures – graphs and networks 
 

General Terms 
Experimentation 
 

Keywords 
Protein-protein interactions, complexes, fusion proteins, 
HOX proteins 
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1. INTRODUCTION 
Protein products of the HOX gene network play a crucial 
role in transcription regulation of hematopoiesis. Leukemia 
occurs with aberrant regulation, where mutations in each 
HOX gene results in different malignant phenotypes [17]. 
Hox genes transcribe specific homeodomain proteins that 
bind to control sequences of other genes and either activate 
or suppress their expression. In addition, alternative 
transcriptional forms exist [16]. Thus, interactions among 
Hox proteins and other developmental proteins remain 
unclear. The interplay of Hox proteins implicated in 
hematopoiesis and leukemogenesis (HOXA7, HOXA9, 
HOXA10, HOXB3, HOXB4 and HOXC8) [17] and other 
associated proteins in normal blood formation is investigated 
utilizing publicly available data and using a systems biology 
approach. 

 

2. THE HOX PROTEIN NETWORK 

MODEL   
Networks derived from information in publicly available 
biological literature and pathways databases indicate almost 
600 proteins, including the six HOX proteins considered in 
this study, that interact in leukemia progression. Notable are 
protein products of oncogenes such as MLL and NUP98, 
fusion partners of usual translocated genes in leukemia such 
as BCR, ACL, and ENL, transcription factors of oncogenes 
and Hox genes, TALE proteins such as PBX1 and MEIS1, 
and other HOX proteins. The complexity of the networks 
derived from these sources, as indicated by approximately a 
thousand edges, indicates that leukemia profression involves 
a multitude of interactions among a system of developmental 
proteins. 
  
The interplay of the Hox gene products maintains normal 
expression throughout the leukocyte cell cycle [18; 13]. 
Mutations in Hox genes are associated with producing the 
leukemia phenotype, and it has been suggested that there 
may be a synergistic cooperation between two types of 
mutation for an acute leukemia to develop. The first type of 
mutation is that which promotes expansion and proliferation 
of hematopoietic stem cells; the second type is that which 
blocks differentiation of myeloid or lymphoid precursors 
[7].  
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Figure 1: Network of Hox proteins with its nearest neighbor. 
Red nodes represent the six Hox proteins, pink nodes 
represent other Hox proteins, yellow nodes represent proteins 
highly associated with Hox protein functions, light blue and 
blue nodes represent accessory proteins, and green node 
represents microRNA. 
 

2.1 HOXA9 
HOXA9 is one of the most studied HOX proteins in 
leukemia, where it is either overexpressed or expressed as a 
fusion protein. It is aberrantly expressed in acute 
myelogenous leukemia (AML), acute lymphoblastic 
leukemia (ALL), myelogenous leukemia (CML), and mixed 
lineage leukemia (MLL). Its overexpression is associated 
with AML [1] and MLL [6]. Overrepresented gene ontology 
(GO) terms for the subnetwork of HOXA9 indicate its role in 
leukemogenesis is in transformation and immortalization of 
myeloid precursors. 
 
TGF-β (transforming growth factor-beta) inhibits the 
proliferation and survival of transformed lymphocyte 
progenitors. In response to TGF-β, ID3 (DNA-binding 
protein inhibitor ID3) inhibits E proteins which regulate 
lymphocyte progenitor formation [10]. ID3 inhibits B-
lymphocyte progenitor growth and survival in response to 
TGF-β. [10]. It also inhibits binding of E2A protein 
complexes [4], suggesting its indirect role in preventing 
HOXA9-associated lymphocytic leukemia. 

 

2.2 HOXB3 
The HOXB3 protein is essentially a sequence-specific 
transcription factor involved in development regulation that 
provides the cells with their specific position along the 
anterior-posterior axis [8]. It is overexpressed in myeloid 
neoplasm, AML, acute promyelocytic leukemia (APL), and 
CML [5]. Its role in development is confirmed by the GO 
terms for its subnetwork, whereas its putative role in the cell 
cycle is suggested by the GO terms of its complex. The 
HOXB3 subnetwork includes the TALE homeodomain 
proteins MEIS1 and PBX1. The presence of NUP98, a 
nucleoporin that forms a fusion protein with various HOX 
proteins, in the HOXB3 complex suggests that NUP98 or 
HOXB3 can also form a fusion protein or possibly interact 
during their aberrant expression in leukemia. 

2.3 HOXB4 
HOXB4 selectively enhances the regenerative potential of 
primitive HSCs, while HOXB3 is mainly active in preventing 
differentiation to promote cell expansion [18]. The presence 
of the Notch1 protein indicates the role of HOXB4 in the 
WnT (Wingless-type MMTV Integration Site Family) 
activation pathway which promotes stem cell expansion [9]. 
However, the proteins associated with HOXB4 are involved 
in transcription regulation and cell differentiation, suggesting 
that cell differentiation may also be a function of HOXB4 
and not only of HOXB3.  
 
In a leukemic setting, there is a possibility of controlling 
myeloproliferation induced by HOXB3 and HOXB4. The 
protein network also has a complex derived from HOXB3 
including the third MLL PHD finger, which when present 
inhibits oncogenicity of the MLL-ENL fusion [3]. GO terms 
for this complex mostly include negative regulators of 
differentiation.  
 

2.4 HOXC8 
The mice knockout model of HOXC8 indicates the reduced 
ability of blood cells to proliferate [17]. Associated proteins 
in its subnetwork include tumor suppressors, transcription 
regulators, chromatin remodeling, and inhibitor of DNA 
replication in the cell cycle. The antagonism of the derived 
function of HOXC8 in mice with the function of associated 
proteins prompts investigation of the in vivo interactions of 
these proteins in hematopoiesis. Enriched GO terms of this 
subnetwork indicate its role in gene expression and suggests 
a putative role of HOXC8 in monocarboxylic acid 
metabolism [8]. 
 

3. CONCLUSION 
Leukemia often occurs as a product of overexpression of the 
Hox genes involved in normal hematopoiesis. As master 
regulators of the expansion and differentiation of HSCs, 
these Hox genes affect other associated developmental 
proteins and transcription factors, leading to aberrant gene 
products or inappropriate fusion proteins which may have 
oncogenic properties. However, a multifactorial pathway 
may be involved in its regulatory mechanism because other 
transcription regulators may also affect these Hox genes. 
 
The HOXB3 subnetwork indicated interactions with MEIS1 
and PBX1. GO terms for the derived subnetworks and 
complexes confirm the Hox genes’ roles in cell cycle and 
mitosis, cell differentiation, transcription regulation and gene 
expression. A third MLL PHD finger complex was 
elucidated, whose GO terms were mostly for negative 
regulation of differentiation. 
 
Network generation led to the identification of protein 
components that may be essential in leukemia prevention and 
treatment. The ID3 complex and third MLL PHD finger may 
act an as an inhibitor against overexpression of Hox proteins 
and associated factors. Insights on NUP98, MLL and Notch1 
interactions may provide information for preventing onset 
and progression of leukemia. 
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The World Health Organization (WHO) estimates that
malaria causes 800,000 deaths worldwide every year [12].
The prevalence of malaria depends on interactions between
mosquitoes and humans, as well as environmental param-
eters such as temperature and precipitation. Accordingly,
malaria outbreaks have been observed to coincide with sea-
sonal environmental changes [1]. The usefulness of compu-
tational outbreak models has been demonstrated in the pub-
lic health sector, where such tools have been used for emer-
gency preparedness and response planning [9]. Based on the
principles of classic mathematical epidemiology models [10,
4] and the Global Stochastic Contact Model (GSCM) [7] we
have developed a coupled disease transmission simulator for
the purpose of investigating malaria disease dynamics. We
refer to this model as the GSCM for malaria. Additional fea-
tures aid in simulating the effects of varying temperature on
the sporogonic cycle of Plasmodium falciparum, the parasite
that causes malaria.We investigate the model’s sensitivity
to various temperature scenarios. The model predicts en-
demic levels of malaria in both humans and mosquitoes when
constant mid-range temperature is applied. Lower constant
temperatures yield lower levels of infection in the mosquito
population. Conversely, when seasonal temperature cycles
were applied, multiple outbreaks coinciding with periods of
increased temperature were observed.

Keywords
Malaria, Simulation, Seasonality, Sporogony, Computational
Epidemiology, Plasmodium falciparum

Background
Global Stochastic Contact Model
The GSCM [7] was developed as a computationally-efficient
way to study infectious disease dynamics in a population P
when direct transmission occurs. This model computes only
the contacts that involve infectious individuals, thereby re-
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ducing the computational overhead. The following formula
describes the total number of contacts (C) generated in a
given time step, where CR is the number of contacts per
person pi ∈ P .

C(t) = Σpi∈Pinf
(CRi) (1)

The total number of contacts is reduced by storing a copy
of the infectious individuals in a separate data structure and
drawing the contacts from this set.

Global Stochastic Contact Model for Malaria
A dual contact model was developed to simulate the spread
of a malaria epidemic between vector and host populations.
Specifically, we modeled the contacts which transmit malaria
between human and mosquito populations during each mosquito
blood meal. In agreement with nature, the model allows only
interspecific transmission of Plasmodium between host and
vector populations. Transmission may result from a contact
between an infectious human and a susceptible mosquito,
or between an infectious mosquito and a susceptible hu-
man. Interactions are generated by a stochastic process and
are uniformly distributed; in effect, each mosquito individ-
ual carries an equal chance of establishing contact with any
member of the human population. Figure 1 illustrates how
malaria disease spreads among mosquito and human popu-
lations, as well as the transition between disease states in
infected individuals.

A system of differential equations, based on the classic
SIR epidemiological model [4], was utilized as the base con-
cept to describe the movement of individuals between disease
state compartments (Figure 1). Human and mosquito indi-
viduals transition between susceptible, latent (exposed), in-
fectious, and recovered compartments. In GSCM for malaria,
human individuals who have recovered from malaria are con-
ferred immunity which decays over time; in this ”immune”
period, exposure becomes increasingly more likely to result
in infection until the individual ultimately becomes com-
pletely susceptible to malaria once more. Below is a model
of the decay rate of immunity described in terms of a half-life
immunity [6].

immunity = 0.5
t

half−life (2)

In contrast to humans, mosquitoes are removed from the
population once they have reached their life span and are
simply replaced with new susceptible mosquitoes. In other
words, the simulation uses a closed mosquito population.
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Figure 1: State-action diagram of human-vector interaction.

Temperature and Sporogony
The mosquito vector is an ectothermic organism, and thus
the portion of the Plasmodium life cycle which takes place
in the mosquito (sporogony) is dependent on ambient tem-
perature. Experimental data have shown that the length of
time to completion of sporogony increases as temperature
decreases within the range of 21-30 � [2, 3]. The GSCM for
malaria includes a function which stretches the length of the
mosquito latent period according to temperature variation.
If the sporogonic cycle lasts longer than the mosquito’s life
span, the mosquito will never reach the infectious state. The
following formula was derived to express the proportion (M)
of the sporogonic cycle completed in one time step at a given
temperature (T) within the range reported above.

M = 0.7 ∗ (T − 21) + 4.7 (3)

In Figure 2 we compare the values predicted by our model
and in-vitro observations [2].

Experiments and Results
We investigated how three distinct temperature scenarios
would affect simulated malaria epidemics: constant tem-
perature, instantaneous temperature change, and a seasonal
temperature cycle. The statistical ensembles were obtained
from 30 experiments. Other than temperature, all other in-
put parameters were held constant; these values are shown
in Table 1.

Figure 3 shows the effect of constant temperature on a
simulated malaria outbreak. The curves represent the pro-
portions of the human (upper graph) and mosquito (lower
graph) populations afflicted over time. Warmer tempera-
tures result in a larger degree of endemicity in both popula-
tions owing in part to the decreased length of the mosquito’s
latent period with increased temperature.

Figure 4 demonstrates the effect of drastic temperature
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Figure 2: Number of days of sporogonic cycle completion.

Host Parameter Average References

Human

Population size 500 [6]
Initial infected 1 Reservoir

∆th,l 21 [6]
∆th,i 49 Fixed

Half − life 100 [6]
Transhm 0.4 [11] [10]

Mosquito

Population size 5000 [6]
Initial infected 0 Host vector

∆tm,l ∆tm,l(g(t)) N/A
∆tm,i ∆tm,i(∆tm,l) N/A

Transmh 0.4 [11] [10]
Bloodmeals/day 3 [8]

Lifespan 21 [5]

Table 1: Variable values and corresponding reference

change on malaria epidemic. At time step 800, the tem-
perature is increased from 21 to 30 �. When the temper-
ature is increased, there is a perturbation in the infectious
mosquito population, but the human infectious population
is only marginally affected.

An artificial seasonal temperature cycle was implemented
to produce a more realistic scenario for malaria epidemics
(Figure 5). Low levels of infection in both populations
coincide with decreasing temperatures due to the stretch-
delay effect on the mosquito’s latent period.

Extensions and Future Work
Though GSCM for malaria includes temperature-dependent
functionality, other environmental parameters have also been
shown to affect malaria disease dynamics [1]. The cur-
rent simulator assumes a closed mosquito population, but
we are developing modules which will allow for the popu-
lation to vary with rainfall and vegetation. Once all mod-
ules are in place, we aim to use remote sensing data from
malaria-endemic regions in order to simulate real-world epi-
demics. Additionally, we are working to extend our model
to other vector-borne diseases, including Dengue in humans
and viruses in the European honey bee that are transmitted
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ABSTRACT
Co-training has been proved successful in classifying many
different kinds of data, such as text data and web data,
which have naturally split views. Using these views as fea-
ture sets respectively, classifiers could make less generaliza-
tion errors by maximizing their agreement over the unla-
beled data. However, this method has limited performance
in gene expression data. The first reason is that most gene
expression data lacks of naturally split views. The sec-
ond reason is that there are usually some noisy samples
in the gene expression dataset. Furthermore, some semi-
supervised algorithms prefer to add these misclassified sam-
ples to the training set, which will mislead the classification.
In this paper, a Co-training based algorithm named Gene
Co-Adaboost is proposed to utilize limitedly labeled gene ex-
pression samples to predict the class variables. This method
splits the gene features into relatively independent views and
keeps the performance stable by refusing to add unlabeled
examples that may be wrongly labeled to the training set
with a Cascade Judgment technique. Experiments on four
public microarray datasets indicate that Gene Co-Adaboost
effectively uses the unlabeled samples to improve the classi-
fication accuracy.

Keywords
Gene Co-Adaboost, Co-training, Cascade Judgment, Gene
Features Split, Multi-Views

1. INTRODUCTION
Co-training is one of the prominent achievement in clas-

sification which was first proposed by Blum and Mitchell
[1]. They have proved both theoretically and experimen-
tally that Co-training is able to boost the accuracy of a
weak initial classifier trained on a small set of labeled data,
while only using sufficient amount of previously unlabeled
data [9]. The Co-training is based on the assumption that:
the instance space can be naturally split into two separate
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views and each view is sufficient for perfect classification if
there were enough labeled data.

However, in some applications this strict assumption is
hard to satisfy, especially the compatibility. Since in some
data, such as gene expression data, there may even not exist
the naturally split independent feature sets. In this case,
Co-training’s performance would be limited. Zhou and Li
[13] generated three classifiers from the original labeled ex-
ample set using an algorithm named Tri-training with only
a single view. Zhou and Goldman [12] proposed an algo-
rithm called Democratic Co-Learning in which multiple al-
gorithms instead of multiple views enable learners to label
data for each other. Although these methods have relaxed
the original strict assumption to some extent, they have not
fundamentally solved the assumption problem.

After analyzing the assumption of the Co-training, we re-
alize that the main reason of asking for independent and
compatible view is to generate some feature subsets which
have large diversity between each other and the combina-
tive predictions made from them could improve the accu-
racy. Since reasonable diversity could decrease the influence
from the noisy samples and the sufficient redundancy guar-
antees the classifiers could make the prediction based on
most confidence choice, therefore, we propose to develop a
method of splitting the gene feature set into multiple views
which maintain diversity and certain compatibility at the
same time.

In this paper we propose a new Co-training algorithm
named Gene Co-Adaboost which can be applied to perform
classification for gene expression data. Gene Co-Adaboost
does not require a naturally split of the gene features set,
since it could spit the gene features into multiple relatively
independent views which contain the confidence and diver-
sity at the same time. In addition, we assign these views to
different weak classifiers respectively in an Adaboost frame-
work which could improve the accuracy and is robust to
noise. Thus the process of Adaboost can be viewed as the
combinative label propagation over multiple classifiers with
multiple views. Besides that, such prediction should also
be reliable which means that in a multiple rounds predic-
tion judgment process the vast majority of classifiers of each
round’s classifiers agree on this prediction. This judgment
process of whether a prediction should be trusted is made
by our Cascade Judgment Module which will be introduced
below. Finally, we present experiments on four public gene
expression datasets which qualitatively evaluate our method.

The rest of this paper is organized as follows. In Sec-
tion 2 we describe the principal of our Gene Co-Adaboost
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algorithm. Section 3 shows and discusses the experimental
results. Finally, Section 4 briefly presents our conclusions.

2. GENE CO-ADABOOST METHOD
In this section, we describe the main classification method

that we will use in this paper. We start by formally defining
the classification problem. Assume that each gene expres-
sion dataset can be represented as a matrix X = [Vij ]. Each
Vij describes the expression level of gene j in ith instance.
And we assume there are n instances and m genes, therefore
A is represented as a matrix of n ∗m. And we also assume
in this dataset, the first l instances are labeled xi ∈ X(i ≤ l)
which together is named L, and the rest of n − l instances
are unlabeled xu ∈ X(l+1 ≤ u ≤ n) and together is named
U , where L ∪ U = X. Every instance xi in L owns a label
yi ∈ Y , where Y is the label set. In our work, we only
consider binary cases, thus Y = {−1, 1}, where 1 represents
positive class while -1 represents negative class, respectively.

2.1 Gene Split
The process of Gene Split includes three steps: (i) Rank

the genes with Signal to Noise ratio, (ii) Select the infor-
mative genes from the gene features, and (iii) Separate the
informative genes into multiple views.
Informative genes are the genes that manifest the pheno-

type structure of the samples [3], which means that if we
find the informative genes we then can use them to distin-
guish the samples effectively. We describe our Gene Split as
the following three steps: Firstly, we rank the genes by the
signal to noise ratio by Golub [10], which has been proved
effectively and widely used in informative gene selection [2].
The formula of the signal to noise ratio for each gene i is
shown below:

Si =
µi
1 − µi

−1

σi
1 + σi

−1

, (1)

where µi
1 and µi

−1 denote the mean of the positive class sam-
ples and negative class samples at gene i, respectively, and
σi
1 and σi

−1 denote the standard deviations of each class.
Secondly, we select the K1 top ranked genes (highly ex-
pressed in the positive group) and the K−1 bottom ranked
genes (highly expressed in the negative group). Now, we
have selected K(K = K1+K−1) informative genes from the
original gene set. It is worth notice that vast majority of
genes have a low ratio, which means they contribute little
to distinguish the samples. On the contrary, the genes with
a high ratio are the informative genes playing an important
role in distinguishing the samples. Let’s see an example in
the Leukemia [10] gene expression dataset which has 7129
genes. The distribution of each gene’s absolute signal to
noise ratio is shown in Table 1. It can be easily drawn from
this table that few genes are the informative genes.

Table 1: Distribution of Each Gene’s absolute ratio
Signal to Noise ratio # Gene Percent

0− 0.3 5610 78.7%
0.3− 0.6 1327 18.6%
0.6− 1 179 2.55%
1− 1.3 12 0.15%

Thirdly, we circularly assign these K genes to j bins, then

the genes in each bin is regarded as a view. By this method,
on one hand the gene set in each bin has relatively the same
capacity to distinguish samples, on the other hand each gene
set is relatively independent to the others. The comparison
of this algorithm to the other gene split methods is in Section
3.

2.2 Adaboost Process
After the Gene Split given above, we have separated the

genes into j views which are denoted as (V1, V2, . . . Vj). Then
we assign them to j classifiers (A1, A2, . . . Aj) which would
be used as a weak classifier in a Adaboost algorithm which
trains j weak classifiers respectively from j different views
and compute the confidence of the final classifier. After judg-
ing by the Cascade Judgment Module which will be men-
tioned later, we would decide whether to add the predicted
samples to the training set. Such a process would be re-
peated until all the unlabeled samples have been predicted.
In this subsection, we will show how this process performs.

Algorithm 1: The Process of Co-Adaboost

Input: L:n instances ⟨(x1, y1) , . . . (xn, yn)⟩) with labels
yi ∈ Y = {1,−1}
U : Unlabeled example set
V : Set of views, V = V1 ∪ V2 ∪ · · · ∪ Vj

A: Set of weak classifier, A = A1 ∪A2 ∪ · · · ∪Aj

Initialize: Set the weight vector D (0) uniform.
For i = 1, . . . n, where w1

i = 1/n for all i
Repeat until: U = ∅
For t = 1, . . . , j

Set Pt ← wt∑n
i=1 wt

i

1.Call Weak classifier At providing Pt, Vt, L,get
back a hypothesis Ht.
2.Calculate the error of Ht : ϵt =

∑n
i=1 P

t
i |Ht (xi) ̸= yi|

3.If ϵt ≥ 1
2
, then set t = t− 1 and abort loop.

4.Set βt = ϵt/ (1− ϵt)
5.Set the new weights vector to be D (t), where each
weight of sample i

wt+1
i = wt

iβ
1−|Ht(xi) ̸=yi|
t

6.Call Weak classifier At providing Pt, Vt, U ,get
back a hypothesis H̄t.

For each instance x ,compute its confidence as

If
∑T

t=1

(
log 1

βt

)
|Ht (x) = 1| ≥

∑T
t=1

(
log 1

βt

)
|Ht (x) = −1|

Coni =
∑T

t=1

(
log 1

βt

)
|Ht (x) = 1|

else

Coni =
∑T

t=1

(
log 1

βt

)
|Ht (x) = −1|

Select m instances with the top Coni,named Ū
L̄ = CascadeJudge

(
L, Ū , V,A,Q,H

)
Remove L̄ from U , L = L ∪ L̄, L̄← ∅

End repeat

Like Adaboost, our goal is to find a highly accurate clas-
sification rule by combining many weak classifiers, each of
which may be only moderately accurate. Let L be a sequence
of n instances ⟨(x1, y1) , . . . (xn, yn)⟩) with labels yi ∈ Y =
{1,−1}, where 1 represents positive class while -1 represents
negative class respectively. Initially, the weights distribution
D is uniform. In each round t, the distribution D (t) and the
training set L is given to each weak classifier which computes
a weak hypothesis Ht that interprets as a prediction as to
what label -1 or 1 is assigned to each unlabeled samples in
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U. The measurement of the final combinative prediction is
interpreted as a measure of ”confidence” in the prediction,
which is described below.
Let Coni(1 ≤ i ≤ n) denote the confidence of the sample

i(1 ≤ i ≤ n). The support from the weak classifiers on the
hypothesis that the sample belongs to the negative class is:

T∑
t=1

(
log

1

βt

)
|ht (x) = −1| , (2)

where T is the number of iterations which can also be con-
sidered as the number of the weak classifier, ht (x) is the
hypothesis of sample x by the tth weak classifier, and βt
is chosen as a function of ϵt which denotes the error of the
hypothesis ht (x) and is used for updating the weight vector.
This equation denotes that we compute the sum of the log 1

βt

when the weak classifier’s hypothesis is negative class. Simi-
larly, the support from the weak classifiers on the hypothesis
that the sample belongs to the positive class is:

T∑
t=1

(
log

1

βt

)
|ht (x) = 1| . (3)

Finally, the confidence would be set as the larger one.
Obviously, the confidence meets its maximum value when

the classifiers make a consensus. In each round, we utilize
the current labeled dataset L to train the j weak classi-
fiers, and then select the mk top highest confidence sam-
ples. Among these mk samples, if one is predicted by a
consensus from all classifiers, then it would be directly la-
beled and added to the training set. Otherwise, we would
provide this sample to a Cascade Judgment Module which
judges weather this sample should be added to the training
set. This process is presented in Algorithm 1.

2.3 Cascade Judgment
The cascade structure classifier which was proposed by

Paul Viola and Michael Jones in 2001 [8] can rapidly deter-
mine where an image or an object might occur in a large im-
age. Although this strategy has been widely used in the face
recognition and object detection, it has rarely been used in
other fields, especially in the bioinformatics. This is mainly
because the situation in bioinformatics is different. In the
case of face recognition or object detection, within any single
image, an overwhelming majority of sub-windows are nega-
tive, which should be rejected. However, in the field of gene
expression data, the case is the opposite, where vast ma-
jority of prediction are reliable and only few of them may
be unreliable. So conditions are different and the methods
should also be different. Our intuition is that this cascade
judgment strategy can effectively reject the untrustedly la-
beled samples while adding the trusted labeled samples to
the training set.
Each stage is constructed by weak classifiers using Ad-

aBoost. At the beginning, the first stage is constructed by
multiple weak classifiers and the hypothesis from the pre-
vious AdaBoost which was mentioned in the last section.
Intuition tells us that previous prediction also has a refer-
ence value. The weight parameter α is designed to give a
weight to the hypothesis from the last stage (If we are in the
first stage, we should consider the Adaboost’s prediction ).
Then the confidence of each stage’s prediction is defined as:

Conf =:

argmax(

T∑
|ht(x)=y|

(
(1− α)log 1

βt

)
+α∗ h̄t

∣∣h̄t (x) = y
∣∣), (4)

where T is the number of iterations, α is the weight for the
previous hypothesis, ht (x) is the hypothesis of sample x by
the tth weak classifier, βt is chosen as a function of ϵt which
denotes the error of the hypothesis ht (x) and is used for
updating the weight vector, and y(∈ (−1, 1)) is the possible
label. The confidence of each stage describes the degree of
agreement between classifiers and the previous hypothesis.
Obviously, the confidence meets its maximum value when all
the classifiers and the previous hypothesis make a consensus.

In a certain stage i, if all the r weak classifiers and the
prediction from the previous stage make a consensus, then
we consider this sample trusted and add it to the training
set directly which will be utilized in the future training. If
they do not make a consensus, we compare the maximal
confidence of this stage with a threshold τ . If the confidence
≤ τ , we do not add this sample to the training set and stop
the cascade judgment process. If confidence ≥ τ , we go to
the next stage.

Algorithm 2: The Process of Cascade Judgment

Input: L:n instances ⟨(x1, y1) , . . . (xn, yn)⟩) with labels
yi ∈ Y = {1,−1}
Ū : n instances Unlabeled example set provided by Adaboost
process mentioned in last section
V : Set of views, V = V1 ∪ V2 ∪ · · · ∪ Vj

A: Set of weak classifier, A = A1 ∪A2 ∪ · · · ∪Aj

Q : Threshold of the current cascade judgment
H : The prediction from the last layer or Co-Adaboost
layer: The layer of the current Cascade
Initialize: L̄← ∅

For each instance in Ū ,i = 1, . . .m,
If H1 = H2 = · · · = Hj

L̄←
{
L̄ ∩

(
Ūi, H1

)}
else(
H̄, w

)
← Adaboost

(
L, V,A, H̄i

)
H̄ is the hypothesis of j weak classifier,
w is the weight vector of these j weak classifier.
If H̄1 = H̄2 = · · · = H̄j

L̄←
{
L̄ ∩

(
Ūi, H̄1

)}
else
If Max(Conf) ≤ Q
Remark Conf

else
Q← AdjustThreshold(Q, layer)
l=CascadeJudge

(
L, Ūi, V, A,Q, layer + 1

)
If l ̸= ∅
L̄←

{
L̄ ∩

(
Ūi, l

)}
esle

Remark argmax(Conf)
End If, End IF, End If, End If

end of loop
Output: L̄

In the next stage i+1, we not only update τ to a higher
value, but also add one more different weak classifier to the
Adaboost from the previous stage, which means now we have
r+1 weak classifiers. Since better performance can be antic-
ipated with more classifiers, therefore the classification ca-
pacity of stage i+1 is stronger than stage i ’s. Similar to the
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previous stage, if the r+1 weak classifiers and the previous
prediction from stage i do not make a consensus, we cal-
culate the confidence of stage i+1 and compare it with the
updated τ , and so on. Obviously, as the stage goes higher,
the difficulty to make a consensus and pass the threshold
τ is higher. As such, the cascade attempts to reject each
sample which could not get enough confidence in a certain
stage. If a sample could be made a consensus on a certain
stage or pass through the cascade judgment, we have suffi-
cient reasons to believe that the prediction on this sample is
reliable. This process is presented in Algorithm 2. Note that
”Remark” defined in Algorithm 3 means that the prediction
would only be made a record but would not be added to the
the training set.
A trusted result from the first stage triggers the evaluation

of a second stage whose confidence threshold would be ad-
justed to a higher value and the prediction from whom would
have more confidence since the quantity of weak classifiers
increase. A trusted result from the second stage triggers a
third stage, and so on.

3. EXPERIMENT RESULTS
Four public gene expression datasets are used in this ex-

periment. Information on these datasets is shown in Table 2.
In this table, column ”# Gene” shows the number of genes,
column ”# Instances” shows the number of instances, col-
umn ”# Class 1” shows the number of positive samples and
”# Class -1”shows the number of negative samples. The sum
of the ”# Class 1” and ”#Class -1” equals to ”# Instances”.
Note that all these gene expression datasets’ feature sets do
not exist naturally split.

Table 2: Experiment Data Description
Data # Gene # Instances # Class 1 # Class -1

Leukemia 7129 72 47 25
Colon 2000 62 40 22
Lung 12533 181 31 150

Ovarian 15154 253 91 162

3.1 Comparing with Other Algorithms
We compared our Gene Co-Adaboost approach with three

Semi-Supervised learning algorithms: Tri-training [13], GF
(Semi-Gaussian Fields Approach) [11], and Self-training [6].
The purpose of this experiment is to evaluate the perfor-
mance of our method when it is affected by varying sizes of
labeled data. Tri-training is a famous Co-training approach
which uses a single-view on three weak classifiers and labels a
sample to a weak classifier depending on the other two classi-
fiers. GF uses the graph-based approach: Gaussian random
field to do semi-supervised classification on gene expression
data. Self-training is a commonly used technique for semi-
supervised learning whose classifier trains with the labeled
samples repeatedly and add the most confidently predicted
sample to the training set in each round [13]. Therefore,
each compared algorithm has certain representation.
For the sake of consistency and simplicity, in each dataset’s

experiment, we begin with selecting 200 informative genes
and split them into 3 views, which are randomly assigned to
a weak classifier (The weak classifier is chosen from 3-NN,
Naive Bayes, ID3 [7] and J4.8 [4]). Henceforth, the range
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Figure 1: The Result of four Semi-Supervised Algo-
rithms.

of choosing weak classifiers would be the same. The self-
training algorithm we used is similar to [5] (using a Naive
Bayes as classifier), while the classifiers label the samples
by majority voting. The Tri-training in our experiment is
defined the same way as in [13] using a J4.8 as a classi-
fier. Note that all these algorithms use the original feature
sets without gene selection. Since GF (Semi-Gaussian Fields
Approach) used different gene selection strategies on these
four gene expression data in their paper, we keep the same
strategies as the paper.

As the measurement of performance in this experiment
we use accuracy. The accuracy is defined as accuracy =
(tp + tn)/(tp + tn + fp + fn), where tp and tn represent
the number of samples which are correctly predicted as pos-
itive class and negative class, respectively, and fp and fn
represent the number of samples which are falsely predicted
as positive class and negative class, respectively. In all the
experiments, the entire process is repeated 10 times and the
accuracy is the average result of these ten experiments. In
the experiment of each dataset, we consider various cases
when there exists very few labeled examples for training.
For each dataset, respectively 5% to 90% data per class are
randomly kept as the training set while the rest are used as
the test set. Note that our gene split is only based on the
training set.

All the results are summarized in Figure 1, which shows
the comparison result of Gene Co-Adaboost with GF, Self-
training and Tri-training in the four gene expression datasets.
Through observing Figure 1 it can be found that, although
in two datasets ”Lung” and ”Colon” Gene Co-Adaboost has
a relative low accuracy from the label rate 5% to 20%, after
that the accuracy of our algorithm is higher than the others.
This suggests that the Cascade Judgment used may play an
important role to refuse adding the misclassified samples
to the training set, while other algorithms may do. Thus,
it can be drawn from these experiments that the Gene Co-
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Adaboost approach utilizes the unlabeled samples effectively
to improve the accuracy.

3.2 Comparing with Other Gene Split Strate-
gies

As discussed in Section 2.1, we propose the Signal to Noise
ratio based feature split method. However, the same Co-
adaboost schema can be also applied to other feature split
algorithms. In this experiment, we perform further analysis
concerning the proposed feature split method by comparing
it with three other feature split algorithms: Single-View,
Random Split, and Gene Clustering under the same Co-
Adaboost framework. By this experiment, we want to test
the performance of our Gene Split approach.
The single-view’s idea has been proved effective and has

been widely used [12, 13], though it is not really a ”split”
of the feature set. We used Signal to Noise ratio to select
200 genes as we mentioned in Section 2, then treat these 200
genes as a view which are equally assigned to three classi-
fiers in the Co-Adaboost. Some researches have shown that
random feature split can be beneficial [1, 6]. Thus we choose
it to test our Gene Split’s performance. We also select 200
informative genes using Signal to Noise ratio, and then ran-
domly split them into 3 views which are randomly assigned
to three classifiers. In our experiment, we define the Gene
Clustering strategy as: Firstly, we compute the similarity
correlation between each pair of genes using a Pearson cor-
relation metric. Secondly, generating the similarity matrix
based on the first step. Finally, three clusters are extracted
by a hierarchical clustering algorithm. This method allow us
to hypothesize the relationships between genes and classes.
Also, this method has been widely used to make gene clus-
tering. All the results are summarized in Figure 2 which
shows that our Gene Split approach outperforms the other
three approaches while using our Co-Adaboost.

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

0.5

0.6

0.7

0.8

0.9

Lable Rate

Colon

A
c

c
u

r
a

c
y

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

0.75

0.8

0.85

0.9

0.95

Label Rate

A
c

c
u

r
a

c
y

Ovarian

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

0.75

0.8

0.85

0.9

0.95

1

Label Rate

A
c

c
u

r
a

c
y

Leukemia

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

0.75

0.8

0.85

0.9

0.95

1

Label Rate

A
c

c
u

r
a

c
y

Lung

Gene Co_Adaboost

Random Split

Single View

Gene Clustering

Gene Co_Adaboost

Random Split

Single View

Gene Clustering

Gene Co_Adaboost

Random Split

Sing View

Gene Clustering

Gene Co_Adaboost

Random Split

Single View

Gene Clustering

Figure 2: The Result of four Feature Split Ap-
proaches.

4. CONCLUSION
In this paper, we have analyzed the challenges of using

Co-training approach on gene expression data and we pro-
posed a novel Co-training based classification named Gene
Co-Adaboost which not only separates the genes into rel-
atively independent views, but also uses a Cascade Judg-
ment strategy to prevent adding the misclassified samples to
the training set. We demonstrated the performance of the
proposed approach by experiments on four public gene ex-
pression datasets. The experiments result show that our ap-
proach is effective and scalable on classifying gene expressing
datasets. The classification results consistently show good
performance.
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ABSTRACT 

Models of biological networks have been studied through simulations 
using a number of software tools. However, the intrinsic disparity 
between the sequential nature of microprocessor architecture used in 
software-based simulations and the highly parallel nature of biological 
systems may result in prohibitively long simulation times. In this work, 
we adopt an alternative approach to simulation of biological systems 
using hardware-based emulation. Our results on Boolean network models 
show that such an approach can provide speedup of 17,000X when 
compared to existing software simulation approaches. 

1. INTRODUCTION 
Over the past decade, a number of computational approaches have 

been proposed for the purpose of modeling and studying biological 
systems. The methods range from master equations and the Monte-
Carlo method [2], ordinary differential equations (ODEs) [3], 
reaction rule-based models [4], all the way to Boolean networks [1, 
5-9]. A modeling framework that uses Boolean variables to represent 
states of elements of the network and logical rules to describe the 
element relationships may be appropriate for modeling many 
biological networks [8, 9]. This method generates predictions of the 
trajectory of states followed by a control circuit in a cell, which is 
often sufficient to advance our knowledge significantly. Examples of 
applications of the Boolean approach are cell lineage commitment 
[10], cell cycle progression [11], and cell differentiation [12].   

With the increase in the size of the network, the complexity of 
models of biological networks increases rapidly. Moreover, 
simulations of these networks are executed sequentially on general 
purpose CPUs, which is in contrast to the highly parallel nature of 
information flow within biochemical networks. In general, models of 
biological networks are simulated by assuming an initial state (or 
distribution of initial states) as the model input, with dynamical 
trajectories and steady states as the model output. However, the 
intrinsic disparity between the sequential nature of microprocessor 
architecture used in software-based simulations and the highly 
parallel nature of biological systems may result in prohibitively long 
simulation times [13].  

The main goal of this work is to develop a hardware design 
methodology for emulating biological network behavior into Field 
Programmable Gate Array (FPGA) platforms, which are ideally 
suited to implement highly parallel architectures. FPGAs are 
integrated circuits designed to be configured by the customer or 
designer after manufacturing and hence, “field-programmable.” 
FPGAs contain programmable logic components called “logic 
blocks,” and a hierarchy of reconfigurable interconnects that allow 
the blocks to be “wired together”—somewhat like many 
(changeable) logic gates that can be inter-wired in (many) different 
configurations. Logic blocks can be configured to perform complex 
combinational functions, or merely simple logic gates like AND and 
XOR. These logic blocks can be programmed using a hardware 

description language such as Verilog or VHDL (Very high speed 
integrated circuits Hardware Description Language). The main 
advantage of FPGAs is that they are inherently parallel as the logic 
blocks can be programmed completely by the designer and therefore, 
FPGA platforms have been traditionally used for hardware emulation 
of computing systems. 

Besides emulation of computing systems, the parallel architecture 
of FPGAs, can also simulate the basic reaction steps of biological 
networks and attain simulation rates many orders of magnitude 
greater than currently available microprocessors. Recently, several 
hardware-oriented approaches [13-15] to biological network 
modeling have been developed. They have all focused on the 
implementation of variants of Gillespie’s stochastic simulation 
algorithm (SSA) [2]. The authors in [13, 14] implemented the SSA 
as a single FPGA thread, resulting in speedups of about one order of 
magnitude compared to a software implementation. More recent 
work [15] implements multiple simulation threads to achieve greater 
efficiency. While these implementations do make SSA-based 
simulations more efficient, applications that use ODE, rule-based 
and logical modeling approaches do not benefit.  

In this work, we provide a framework for efficient and accurate 
analysis of complex signaling and regulatory networks, since their 
understanding is of great interest in both medicine and biology. More 
precisely, the hardware-based emulation framework we are 
proposing is poised to enable several orders of magnitude speedup 
(as shown in a case study in Section 4) when compared to classic 
simulation in silicon. We show how FPGAs can be used to build a 
digital system circuit that emulates a dynamical, logical model of 
biological signaling network. Since FPGA platforms are built as 
arrays of simple configurable logic blocks embedded in a 
programmable interconnection matrix, they are therefore, ideally 
suited to implement highly concurrent interaction maps of biological 
networks and their dynamical models due to the one-to-one mapping 
between the Boolean logic rules associated with a biological network 
and logic gates available on an FPGA platform. 

In the following sections we first describe preliminaries of the 
logical modeling approach and then we describe steps of our 
methodology (shown in Figure 1(a)) for designing hardware for 
emulating biological networks. We outline here the contributions of 
our work when compared to both software- and hardware-based 
approaches to studying signaling networks:  
• In comparison to software-based approaches to simulate biological 
networks, our proposed approach is efficient, because hardware-
based emulation can give better performance than software-based 
simulation.  
• In comparison to hardware-based approaches to studying 
biological networks, our approach:  

(i) Implements the logical (dynamic) model of the network, while 
previous approaches only implemented the simulation algorithm for 
ODE models; 
(ii) Improves efficiency through implementation of several copies 
of the model, allowing for simultaneous runs and faster comparison 
of several different implementations of the system, or outcomes of 
different initial conditions and different scenarios. 

Permission to make digital or hard copies of all or part of this work for 
personal or classroom use is granted without fee provided that copies are not 
made or distributed for profit or commercial advantage and that copies bear 
this notice and the full citation on the first page. To copy otherwise, or 
republish, to post on servers or to redistribute to lists, requires prior specific 
permission and/or a fee. 
ACM-BCB’11, August 1-3, 2011, Chicago, IL, USA. 
Copyright © 2011 ACM 978-1-4503-0796-3/11/08... $10.00
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2. LOGICAL MODELING PRELIMINARIES 
In Figure 1(b)(left), an Interaction map of a small system with 

three proteins, p1, p2 and p3 is shown. We also define the set of 
variables representing protein states, x1, x2 and x3. In this work, we 
focus on analyzing models that include Boolean or integer variables. 
In the designed hardware, all variables are eventually represented 
using Boolean elements. In the past years, several groups have 
worked on developing Boolean network models for different 
signaling pathways [1, 6, 7] or gene regulatory networks [11, 16]. 
These models do not include any information about reaction rates or 
molecule counts, but instead, they are used to study the dynamics of 
the system and its behavior (state transitions) from the initial state 
until reaching a steady state or steady cycle. The model is composed 
of fixed sets of variables and rules. As shown in the example Model 
in Figure 1(b)(left), each variable has a rule associated with it and the 
rule defines the next value of a variable (x1', x2' and x3' in the 
figure). 

Simulations of the model can be either deterministic or stochastic. 
For example, a deterministic scheme (“synchronous”) is to update all 
variables simultaneously based on the current values of the variables. 
A stochastic scheme (“asynchronous”) is to update variables one at a 
time in a randomly chosen order. In addition to these two schemes, 
one can use a combined scheme, where update rules are ranked and, 
for example, groups of rules are updated in order of their rank while 
a random asynchronous scheme is applied to all rules within the 
same rank. Since not all elements of the biological signaling network 
are updated synchronously, asynchronous and ranked updating 
schemes are more suitable for this type of networks. In this work, we 
used only a random asynchronous scheme to obtain results presented 
in Section 4. The hardware emulation approach that we propose 
includes all of the schemes described above.  

3. HARDWARE IMPLEMATATION STEPS 
In this section, we describe the main steps of our methodology 

that are presented in Figure 1(a). Once the logical model is defined, 
the model is used as an input to the hardware design phase. This 
includes the design of a circuit, which usually starts with defining 
larger blocks. The next step in hardware design is to define modules 
within each block and describe them in a Hardware Description 
Language (HDL). The design can be simulated before the actual 
implementation in hardware, using an HDL simulator such as 
ModelSim [17]. The Hardware Emulation box in Figure 1(b)(right) 
presents the main elements of the circuit that is designed to emulate 
the biological network model:  
- Inputs - represent external stimuli or environmental effects that 

can occur anytime during circuit simulation (e.g., changes in 
conditions outside of the system, inhibitor addition, gene knock-
outs, etc.), as well as arrays of initial conditions (e.g., element 
states or molecule counts). 

- Outputs - used to collect the information about the behavior of 
the system as a response to initial conditions and changes in 
inputs.  

- Model Implementation, which can consist of two modules: 
(i)  Execution Unit, which implements the network (elements 

and rules); 
(ii)  Control Unit, which controls the simulation (and timing of 

interactions) of the implemented network. 
- Display - outputs can be directed to a display to visually present 

the outcomes of model simulations (Figure 1(c)). 
When translating biological network models into hardware, one 

also needs to consider an issue of defining the time of the execution 
of individual interactions. FPGAs seem very suitable for 
implementing biological network models because of their parallel 
nature and in fact, we intend to develop design techniques that can 
facilitate correct relative timing when emulating signaling networks. 
One way to approach the problem of implementing asynchronous 
network updates using synchronous hardware (that uses a clock 
signal) is to design a system with an embedded pseudo-random 
number generator, as described in the following.  
3.1.1 Circuit design in Verilog 

We describe here in more detail our design of the Model 
Implementation module using the hardware description language 
Verilog, and also show elements of the module in Figure 2(left).  

The Execution Unit and Control Unit can be written in Verilog 
and then synthesized into an FPGA. Our Verilog implementation 
consists of several different components. The logic rules for all 
signals in the network are implemented in a combinational logic 
module called network_logic. Here, one can find a one-to-one 
mapping between the Boolean rule updates from the logical model 
and the logic assignments in the Verilog code. Three registers are 
used to represent the current state of the network, the nodes that have 
been updated in the current round, and the nodes that are fixed at 
"off" by inhibitors. They are network_state, updated, and 
inhibitors, respectively. Pseudo-random number generation is 
performed by a 64-bit Linear Feedback Shift Register (LFSR) 
module, lfsr. The LFSR was chosen for its simple, synthesizable 
implementation and its long period. The control finite state machine 
is implemented in the module called controlpath. In each round 
of updating, the least-significant six bits, labeled as random_addr, 
of the output of lfsr are used as the random number. This is used 
as the select lines for network_state and updated.  

If updated[random addr] is "off" (0), then the selected node 
has not been updated this round. Thus, we load the new value of the 
node represented by random_addr into 
network_state[random addr] and load "on" (1) into 
updated[random addr]. The inhibitor mask is then applied to 
the network state. If the selected node has already been updated 
(updated[random addr] = 1), then we wait until we have an 

  
 (a) (b) (c) 
Figure 1. (a) Proposed design methodology steps; (b) Example interaction of three proteins, p1, p2 and p3: Interaction map defining the direction and sign of 
interactions, Model representation in terms of Boolean network and logic update rules, and main elements of Hardware Emulation (Inputs, Outputs, Model 
Implementation); (c) Picture of an FPGA with LED displays displaying a hexadecimal output.  
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address which corresponds to a node that has not been updated in 
this round. This continues until all nodes have been updated. That is, 
updated[n] = 1 for all signals. At the end of the round, updated 
is cleared and the process continues. A counter is used to count the 
number of rounds that have been completed. Additionally, one 
register is used to store the state of the network from the previous 
round in order to determine if the network has reached a steady state. 
A simplified model of the circuit (excluding the previous state 
register and round counter) is shown in Figure 2(left), as well as 
Verilog code for the network_logic module of the example 
network from Figure 1(b) and the controlpath module Figure 
2(right). 

In order to test different initial conditions and inhibitors, multiple 
instances of the network can be implemented on an FPGA. We also 
designed a separate top-level control module to multiplex the inputs 
and outputs of the separate instances. Each instance could be 
specified with a different initial state and seed for random number 
generator. 
3.1.2 Circuit simulations using ModelSim  

After all blocks of the circuit are designed in hardware description 
language (Verilog in our case), one can use simulation to analyze the 
design and to view signal waveforms. ModelSim [17] is a hardware 
design language simulator that can be used for VHDL, Verilog, or 
mixed-language simulation. It has an easy-to-use graphical user 
interface and allows for simulations of behavioral, Register Transfer 
Level (RTL), and gate-level code separately or simultaneously. 
ModelSim also supports all FPGA libraries, ensuring accurate timing 
simulations. It also provides a waveform view of simulated signals, 
which can be very useful for analyzing element trajectories from 
initial to steady state.  
3.1.3 Design verification  

Once the description of a system is finalized, the design needs to 
be verified. Verification of the implemented model can be 
approached via functional verification for smaller blocks (i.e., 
testbench-based simulation), as we have done for the networks that 
are presented in Section 4. For larger network verification, we plan 
to employ in the future some of the existing scalable formal 

verification tools (either Binary Decision Diagram (BDD)-based 
[18], Satisfiability (SAT)-based [19], or Model Checking (MC) [20]. 
3.1.4 Hardware synthesis 

Synthesizing the hardware after it is verified should be 
straightforward. However, this problem in its nature is different from 
a typical hardware design problem. When designing hardware for the 
purpose of implementing computer applications, the interplay 
between power, performance and cost plays a very important role. In 
the case of designing hardware to emulate biological signaling 
networks, the minimization of the logic implementation is important 
from an efficiency perspective, but in our case, one needs to be 
careful not to make changes that could generate incorrect results. In 
particular, timing rules imposed on the signaling network should not 
be undone by the design compilation step. However, if timing rules 
are properly implemented and constrained by-design in the generated 
hardware description as described before, typical synthesis tools used 
in FPGA emulation are not expected to undermine the timing 
behavior of the signaling networks under consideration.  
3.1.5 Displaying results 

As an initial way of displaying results, the state of the network is 
displayed (in hexadecimal digits) on a bank of seven-segment light-
emitting diode (LED) displays. Switches are used to select which 
simulator to display (in case when there are multiple copies of a 
network on a single FPGA), and which part of that network to 
display. Switches and buttons were also used to select and load 
inhibitors, as well as to start and reset the simulations. Using control 
switches on the FPGA, we can check the results for different 
ModelSim simulations. For example, we can select a particular 
inhibitor and load it to the network and observe the change in the 
steady network state. Figure 1(c) shows an example network state 
observed on the FPGA board. In the future, we plan to work on 
approaches to forward outputs to the screen to provide a better 
visualization of results. 

4. RESULTS 
We implemented in hardware several existing logical models (T 

cell large granular lymphocyte leukemia (T-LGL) [1], helper T cell 
differentiation [21], peripheral naïve T cell differentiation [22]). All 

 
Figure 2. Designed circuit modules (left) and Verilog implementation (right) of two modules: network_logic module for the example network from 
Figure 1(b) and controlpath module. 
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models use discrete variables to represent elements of the network 
and logic update functions to represent interactions between 
elements. We first implemented these models in a hardware 
description language, Verilog. The stochasticity that exists in 
biological networks has been introduced through random ordering of 
updates of all elements. To compare hardware emulation results with 
software simulations, we ran simulations of models using 
BooleanNet [1, 5]. After verifying the design through software 
simulation, it was synthesized for implementation on a Xilinx FPGA 
[23].  

Due to space constraints, we present here only details of the T-
LGL model emulation. We first briefly describe the network model, 
then we outline main aspects of its hardware implementation and 
finally, we compare software and hardware results. At the end of this 
section, we also provide analysis of the speedup obtained through 
Verilog modeling and hardware emulation, when compared with 
software simulations in Python using BooleanNet. 
4.1 Case study: T-LGL model 

In this case study, we present the analysis of signaling network 
that determines the survival of cytotoxic T lymphocytes (CTL) in T 
cell large granular lymphocyte (T-LGL) leukemia, which has been 
described in [1] using a Boolean model. 
4.1.1 Model  

To systematically understand signaling components that 
determine the survival of CTL in T-LGL leukemia, the T-LGL 
survival signaling network was constructed in [1] by integrating the 
signaling pathways involved in normal CTL activation and the 
known deregulations of survival signaling in leukemic T-LGL. The 
interaction map of the T-LGL network from Zhang et al. [1] is 
shown in Figure 3(a). The overall network contains 61 elements and 
thus, 61 variables are defined in the model. 

As described in Section 2, model simulations are performed using 
asynchronous update scheme. In these simulations, the node IL15 

was fixed at "on", while the states of PDGF, Stimuli, and Stimuli2 
randomly alternated between "on" and "off" throughout the 
simulation. Furthermore, IAP, MCL1, BcIxL, and IL2RBT were 
initially "on". Simulations continue until a fixed number of rounds 
have been completed or the network has reached a steady state (e.g., 
the Apoptosis signal is "on"). 
4.1.2 Implementation 

Once the network is described using Verilog, we ran simulations 
with the ModelSim SE Verilog simulator on GNU/Linux. 200 
simulations were run, each consisting of 20 rounds of updating 
following the procedure described in Sections Section 2 and 3.1.1. 
The LFSR was seeded randomly for each simulation. Through 
experimentation, it was determined that a maximum of five 
concurrent simulators could be placed on the given FPGA. The clock 
for the sequential circuit is tied to the internal 50MHz clock. 
4.1.3 Results 

A chart showing the activation frequency obtained in [1] for the 
nodes representing Apoptosis, IL2, JAK, and Proliferation is shown 
in Figure 3(b) (top left). Apoptosis occurs at a rate of 0.715, while 
JAK, which is fixed at "on" once activated, has a frequency of 
activation of 0.995. The frequencies shown in Figure 3(b) (top right) 
closely match the results obtained by Zhang et al. [1]. We noticed a 
small difference between the logical model simulations and 
emulation that results in transient changes of the Proliferation 
variable. This disparity between simulation and emulation may stem 
from the implementation of a random number generator (LFSR). In 
Figure 3(b) (bottom charts), we present results for T-Bet and IL-2, 
when T-Bet is first overexpressed, and then inhibited after 15 rounds. 
Figure 3(b) (bottom left) shows results from [1] and Figure 3(b) 
(bottom right) shows the graph that we obtained simulating our 
design. 

In Figure 3(c), we present two sets of waveforms for Apoptosis, IL-
2, JAK, Proliferation and T-Bet (network_state 53, 35, 30, 26, 

                                 
 (a) (b) 

 

 
 (c) 
Figure 3. T-LGL model: (a) Interaction map of the system modeled in [1]; (b) Results for Apoptosis, IL-2, JAK and Proliferation obtained with software 
simulations in BooleanNet [1] (top left) and results of the FPGA simulations in ModelSim (top right) and results for IL-2 and T-Bet obtained with software 
simulations in BooleanNet [1] (bottom left) and results of the FPGA simulations in ModelSim (bottom right); (c) snapshot of Apoptosis, IL-2, JAK, 
Proliferation and T-Bet (network_state 53, 35, 30, 26, and 25, respectively) waveforms for two simulations in ModelSim.  
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and 25 in the figure, respectively), each obtained with a single 
simulation in ModelSim. These waveforms represent the trajectories 
of these variables from the same initial state until the system reaches 
steady state. As it can be seen from Figure 3(c), different simulation 
outcomes are possible, due to the fact that stochasticity is included in 
simulations through the random order of rule updates.   
4.2 Hardware emulation speedup 

In this section, we discuss the speedup that we observed in our 
hardware emulation of the three biological networks, when compared 
to software simulations. In Table I, we outline the speedup data from 
the three studies. 

In Case study I, the runtime for 200 software simulations, with 16 
update rounds in each simulation, was approximately 60s. Given the 
clock frequency for the implemented systems (50MHz), number of 
rounds necessary to reach the steady state (16), number of steps in 
each round (61), and number of clock cycles per step (approximately 
5) and number of simulations (200), the estimated time for obtaining 
steady state values for the emulated network is 19.2 ms. In other 
words, the speedup from a single model implementation, when 
compared to software simulations in Python was approximately 
3100X. Given the fact that multiple copies of the model can be 
implemented on a single FPGA and run in parallel, the speedup can 
scale further (possibly, linearly) with the number of model copies on 
the chip. In the case of the FPGA circuit used in Case study I, five 
copies were implemented, providing an overall speedup of 15,000X 
when compared to software simulations.  

Similar computations to those done in Case study I, were 
conducted for the Case study II, where the model consists of 23 
elements and therefore, each round consists of 23 update steps. In the 
Case study III, 54 nodes are updated in one round in a random order. 
We implemented six instances of the network on an FPGA board 
simultaneously and executed them in parallel. This in turn indicates 
six times speedup to that estimated by ModelSim for the 
implementation of a single network instance and approximately 
17,000X speedup when compared to software simulations in 
BooleanNet.  

We are currently working on the implementation of a logical 
simulator in C under OpenCL. Our preliminary results on an 8-way 
multi-core platform running Ubuntu Linux on a virtual machine 
where only four of the eight cores are used show that simulations of 
the model in Case study I take approximately 0.14s. In other words, 
our 50MHz FPGA still provides an order of magnitude of speedup 
for a single instance of the network. An implementation of our 
framework on faster FPGAs with emulation of multiple copies of the 
network can further increase the difference in runtime between 
software- and hardware-based approaches.   

5. CONCLUSION 
In this work, we proposed a methodology to implement logical 

models of signaling networks using FPGAs, in order to efficiently 
study these networks. We have shown that the speedup that an FPGA 
simulation provides over the classic simulation-based approach can 
be as high as 3,100X for a single model. Since multiple copies of the 
model can be implemented on a single FPGA (up to six in our 
current implementation) and run in parallel, the speedup scales 
approximately linearly with the number of copies (leading to 
17,000X speedup in the Case study III). These results demonstrate 
the tremendous potential of hardware-based emulation. 

As future work, we plan to create a general-purpose framework 
that can also translate models given in either logical rule-, reaction 
network- or reaction rule-based format into a faithful hardware 
implementation replica of the system that reproduces both dynamic 
and steady-state behavior. This will facilitate fast and accurate 
analysis of system behavior for many different initial conditions and 
scenarios, thus opening the possibility for scalable simulation and 
analysis of highly complex biological systems. 
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Table I. Hardware emulation speedup (single instance, 200 runs). 

Case study # nodes # rounds BooleanNet FPGA 
I: T-LGL 61 15 60s 0.019s 

II: Th diff. 23 25 65s 0.022s 
III: T cell diff. 54 16 45s 0.016s 
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ABSTRACT 
SecureMed-ID improves the memorability of identifiers used by 
electronic medical record systems. Making identifiers that are 
easier to remember should improve the privacy of the medical 
record system by preventing leaks due to human error. 
SecureMed-ID can easily transform the commonly-used Globally 
Unique Identifier (GUID) system into a human-friendly two-word 
alias. This system hides much of the complexity of information 
identification and provides short-cuts for effective human-
mediated data sharing protocols. These include written reports, 
telephone conversations, or email and text messages.  

SecureMed-ID only requires the user to remember two common 
English words for any type of data rather than less memorable 
alphanumeric IDs. The SecureMed-ID system has been tuned to 
minimize the number of keystrokes required to input a unique 
identifier since future searches will come from mobile devices 
with smaller keyboards. Finally, this identification system reduces 
the need to input personally identifying information into a mobile 
device electronic medical record interface. A demonstration 
system containing 34,000 records, ArrayWiki, is available on the 
web at http://arraywiki.bme.gatech.edu.  

SecureMed-ID (1) provides doctors with a means to retrieve 
specific de-identified medical data without providing identifying 
information about the patient associated with the data, (2) 
represents user-focused design by using dictionaries consisting of 
familiar words with high typing efficiencies; and (3) provides a 
shortcut to data that seamlessly works with existing ID systems, 
inside and outside the medical community. 

Categories and Subject Descriptors 
H.3.3 [Information Search and Retrieval]: Retrieval Models – 
database identifiers, secure data retrieval, human factors 
J.3 [Life and Medical Sciences]: Medical Information Systems – 
de-identification, patient privacy, data sharing 

General Terms 
Algorithms, Management, Performance, Design, Reliability, 
Security, Human Factors 

Keywords 
Database identifiers, health care information technology, mobile 
devices 

1. INTRODUCTION 
SecureMed-ID technology is designed to solve the problem of 
having too many hard to remember and hard to share data 
identifiers in a system that is designed primarily for human use. 
Bioinformatics in particular has experienced many troubles 
because of previous poorly-designed ID systems [1, 2]. 
Identification systems have been developed for proteomics [3-5], 
genomics [6], disease [7], taxonomy [8], and all of life sciences 
[9-11]. 

The web site TinyURL was designed to solve a similar problem 
for the World Wide Web because many web sites indexed their 
articles with very long unique identifiers (sometimes more than 
250 characters) that made it difficult to share links through email 
or mobile devices using technologies like text messaging or 
micro-blogging. TinyURL maintains a database of very short 
URLs that would temporarily point to a page of interest to the 
user. SecureMed-ID uses a similar index to have simple two-word 
phrases point to a data record of interest in a highly complex, 
integrated medical records system.  

The critical piece of technology enabling SecureMed-ID is a 
curated dictionary of 65,536 words that are optimized for ease of 
typing, recalling, and sharing over text, voice, or video 
communications channels. The need for this dictionary is best 
understood by introducing a few concepts of identification 
schemes, and giving examples of how they can be designed to 
emphasize different strengths and weaknesses based on what is 
needed for the system. These features are size, uniqueness, typing 
efficiency, recall, communication durability, and privacy. 

2. ARCHITECTURE OF SECUREMED-ID 
SecureMed-ID was developed using PHP and MySQL. The 
system is composed of four scripts and nine tables, not including 
tables in our existing ArrayWiki system. The simplicity of this 
system masks the complexity in the selection of words for the 
core SecureMed-ID dictionary. In this section, we describe the 
development of the dictionary and the architectural decisions that 
went into its design. The conceptual elements of the system are 
the candidate word list, the dictionary, the pick list, and the 
autocomplete tree. 

3. ARRAYWIKI CASE STUDY 
Wikis are being adopted for accessing data in a widely searchable 
way, exposing much of the “deep web” to automated agents [12, 
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13]. We host a public microarray repository called ArrayWiki 
[14]. ArrayWiki contains ~34,000 unique pages that require 
SecureMed-IDs. The GUIDs were generated by the PHP 
programming language MD5 library, which results in a very 
uniformly-distributed 128-bit ID. The GUIDs were generated at 
various times over a period of 2 years as data was imported. Since 
the uniqueness threshold for our system is 77,160 IDs, we were 
able to convert each of these IDs to a two-word SecureMed-ID 
without any duplication (though this is not guaranteed to be the 
case). We could likely retain this 1-to-1 mapping for another 
20,000 IDs before seeing a single duplicate. For our purposes, 
having a few duplicates is a minor inconvenience since our 
underlying database uses the 128-bit GUIDs as the primary key. If 
a user searches an SecureMed-ID that appears twice in the Wiki, 
they simply choose the page they were trying to find from a very 
short list of results (2-3 pages) instead of being sent directly to 
that page. 

3.1 Searching From MediaWiki Software 
MediaWiki software allows for creation of “redirect pages”, 
which are ways of presenting content with alternate titles. This is 
used frequently in the Wikipedia web site to make search results 
more relevant by directing commonly mis-assigned concept 
names to their more exact name. Another common use of this 
technology is the disambiguation page, which takes a search time 
with many meanings (e.g. an acronym) and presents a list of 
possible meanings for that term. We use these techniques to map 
SecureMed-IDs to their corresponding GUIDs and article titles in 
ArrayWiki. If a collision is ever detected, then a disambiguation 
page is created that presents both articles that a SecureMed-ID 
identifies. We haven’t identified any collisions yet and so we 
don’t have any examples of this feature. 

In an experiment imported from GEO, a direct pointer is created 
for that dataset’s GEO identifier (e.g. ‘GSE10627’) as an easy 
access shortcut. This shortcut can be used directly as a URL or by 
typing into the Wiki search box. We have added the SecureMed-
ID system to this repository as a case study to allow all 
experiments (including those that were not imported from GEO) 
to have easy shortcuts. 
For example, if you search on the keywords ‘invented lintwhite’ 
you will be directed to the page corresponding to GEO ID 
‘GSE10627’. If you search on the keywords ‘rocklike sheet’, you 
will be directed to a page corresponding to a single sample from 
that experiment, ‘GSM267842’. 

3.2 Searching From iPhone or iPad 
We developed two supporting iOS™ (Apple, Inc.) applications 
for use on iPhone and iPad mobile devices. The first application is 
shown in Figure 6 and demonstrates auto-complete functionality. 
The initial 24-key keyboard displays only letters that are valid as 
a first letter. After that, the keys are slightly smaller and are 
hidden or shown based on whether they lead to words that exist in 
the dictionary. 

The second application was used to optimize the dictionary by 
allowing users to vote on the familiarity of various words and 
suggest words that should be replaced due to spelling difficulty. 
This application was used only by the authors and its feasibility as 
a support tool for the wider population was never studied. 

4. DISCUSSION 
Here we present three scenarios where SecureMed-ID could 
prevent the transmission of personally-identifying information 
over an unsecure network. 

4.1 Research Security 
It is assumed that access to a hospital’s EHR system will be 
limited to only those people that need access for a beneficial 
purpose. SecureMed-ID does not help prevent unauthorized 
access by outside intruders. However, if employees, outside 
consultants, or research collaborators are given access to retrieve 
records for a specific purpose, SecureMed-ID can prevent them 
for accessing specific records for a malicious purpose. For 
example, a researcher may have access to a SecureMed-ID lookup 
service at a D.C.-area hospital, but the chance that they could 
guess the exact SecureMed-ID for Barack Obama is very, very 
slim. The number of guesses they would have to make would 
quickly arouse suspicion by the hospital’s IT department since 
most would fail to produce hits. Meanwhile, since all data 
provided should have identifying information removed, this user 
would never really know for sure if they found it. 

4.2 Casual Communication 
Doctors and nurses often discuss cases within earshot of the 
public while walking through the hospital or in the cafeteria. They 
have a professional obligation not to use names or identifying 
information in these conversations, but this may not be strictly 
followed when their identification aliases are ad hoc. SecureMed-
ID provides a formalized alias for each patient record or test result 
that will be meaningless to anyone overhearing a causal 
conversation. 

4.3 Off-site Consultations 
In this scenario, Barack Obama has been involved in a serious 
emergency. Being the President, his doctors want to give him 
access to the best specialists in the field as quickly as possible. 
The best radiologist that they know can be located by cell phone, 
but he is at a local coffee shop. If they can give him temporary 
access to their off-site data retrieval system, they need only tell 
him that the patient record is, for example “red apple”, and they 
need never refer to the President in any identifying way over the 
cellular network, and the radiologist need never know that he is 
consulting on the President’s case. 

5. FUTURE WORK 
The process of optimizing the SecureMed-ID dictionary is 
ongoing. There are many opportunities to reduce the average 
word length and the average depth of the autocomplete tree by 
finding new proper names and acronyms that are familiar to most 
people. Our primary areas of interest for future development are 
phonetic distinctness and providing support for a table that can 
store the most common mistakes in spelling words with pointers 
to the correct words for better error detection and correction. 

5.1 Phonetic Distinctness 
We have not explored a systematic way to ensure phonetic 
distinctness of the dictionary. Nor have we found a way to 
prioritize words in the pick list to improve phonetic distinctness 
of partial ID schemes. However, we made a concerted effort to 
improve the distinctness of our Word Root List before building 
our Dictionary, and since most of the rules we applied to words 
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increase phonetic diversity, we estimate that our current 
dictionary is significantly phonetically distinct (assuming that the 
reader makes an effort to clearly annunciate each word). One 
reason this number is low is because our root uniqueness 
operation (applied to guarantee our 9 keystroke maximum) 
enriched phonetic similarity by removing many candidate words 
with phonetically unique suffixes. In other words, we think a 
dictionary designed with a higher priority on phonetic distinctness 
could approach 95% without sophisticated processing. 
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ABSTRACT 
Automated capillary electrophoresis represents a powerful 
approach for high-throughput analysis of nucleic acid chemical 
probing experiments. Correcting time variation and measuring 
similarity of time-series data are major challenges in the 
automated analysis, however. Here we describe an automated 
peak alignment algorithm that incorporates a dynamic 
programming approach to align multiple-peak time series profiles. 
A new peak similarity function and other algorithmic features 
make possible rapid peak alignment and highly accurate 
comparisons of complex time-series datasets. 

Categories and Subject Descriptors 
J.2.4 [Computer Applications]: Physical Sciences and 
Engineering– Chemistry  

General Terms 
 Algorithms, Performance, Design, Experimentation 

Keywords 
Dynamic Programming, Peak Alignment, Mobility Shift, 
Capillary Electrophoresis, SHAPE chemistry 

1. INTRODUCTION 
Time-shift is a common problem in biological datasets [1]. Time 
shifts occur when a signal is measured as a function of time for 
two or more datasets with small or large-scale differences in 
experimental conditions or when uncontrolled variations among 
repeated samples exist. The widely used selective 2’-hydroxyl 
acylation analyzed by primer extension (SHAPE) and hydroxyl 
radical nucleic acid probing experiments present important 
examples of this problem [2, 3]. One approach to obtain nucleic 
acid probing data is to use two capillaries to resolve four 
individual channels of fluorescence intensity versus elution time. 
These four channels are: with reagent (RX); without reagent or 

background (BG); and two RNA sequencing ladders (RXS and 
BGS), each associated with one of the reagent channels (Figure 
1). Peaks in each channel correspond to stops in primer extension 
as detected using fluorescently labeled cDNAs. These 
experiments present two time-shifted data challenges [3]. First, 
each reaction is analyzed using a DNA primer labeled with a 
different fluorophore. The dyes alter electrophoretic migration 
rates so that cDNAs of the same length have slightly different 
elution times.  Second, in the “two-capillary” method, with- and 
without-reagent traces and their associated nucleotide sequencing 
ladders are obtained from different capillaries. Because the 
experimental conditions present in each capillary may differ, the 
measured traces can vary in time and intensity.  

 
Figure 1: Representative SHAPE data. X- and Y-axes are 

electrophoresis time and fluorescence intensity, respectively. 
ShapeFinder software [3] was developed and has been widely 
used to analyze SHAPE data. ShapeFinder relies on several 
mobility shift tools that can be combined serially, to correct for 
time offsets and scaling amplitude without significantly altering 
peak shapes. Parameters for the mobility shift are initially 
calibrated manually; the process is time consuming to implement 
(about 15-30 minutes) and must be optimized for each RNA 
sequence. 

 In this work, we developed a new automated signal alignment 
algorithm to solve the time-shift problem for SHAPE and other 
nucleic acid chemical probing data using dynamic programming. 
Dynamic programming is widely used to solve alignment 
problems in biological datasets [4, 5]. The alignment algorithm 
determines whether two peak-based time series are homologous or 
not by optimally aligning the two time series to maximize 
similarity.  
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2. A SIGNAL ALIGNMENT ALGORITHM 
 The dynamic programming-based signal alignment algorithm 
includes five main steps, as explained in the following 
subsections.  

2.1 Preprocessing   
Preprocessing tools are applied after reading the data to improve 
the performance of the alignment algorithm. First, high-frequency 
noise in the raw data is removed using a triangular smoothing 
approach [7]. To localize peaks more accurately and to be able to 
detect low-quality peaks, a second-derivative-based resolution 
enhancement technique is applied after smoothing: the second 
derivative of the input signal is subtracted from the input [7]. 
Next, a baseline adjustment algorithm [3] is used to remove 
background signal and to normalize the baseline. Finally, a 
statistical normalization approach [4] is used to remove the 
variability from experimentally derived data. 

2.2 Peak Detection and Similarity Matrix 
Peak detection is performed by looking for the downward zero-
crossing in the first derivative of the time-series datasets. After 
applying peak detection to two different data sets, two peak lists 
PLA = [a1,a2,...,aN ]  and PLB = [b1,b2,...,bM ]  containing N and M 
peaks, respectively, ordered by their retention times are obtained. 
Each peak in these lists is characterized by its retention time, 
amplitude, and peak shape. The peak shape is obtained by taking 
n (typically 3) consecutive time points on each side of the peak 
center and interpolating (using a cubic spline) the intensity 
function at midpoints between these 2n+1 data points, thus 
deriving a peak shape function defined on 2kn+1 time points. 
Here k is used as a factor for increasing the number of points.   

A number of different functions have been used to measure 
similarity of two peaks. Our approach is based on the function 
proposed by Fink et al. [1]. Our approach differs in that it uses the 
derivative of the peak shape function instead of the actual data 
points to find the similarity. Derivatives retain the information 
about peak shapes while reducing differences due to baseline drift.  
The peak similarity function is: 

 psim(A,B) = 1
2kn+1
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After peak detection, the cost matrix is obtained by applying the 
similarity function to the peaks in lists PLA and PLB.  This N×M 
cost matrix (CM) is then used in the next step.   

2.3 The Score and Traceback Matrices 
In this step, a two-dimensional score matrix (SM) with rows 
indexed with the peaks of one peak list and columns indexed with 
the peaks of the second list is computed. Starting from the upper-
left corner, the cells of the score matrix are filled based on the 
peak similarity function and the defined gap penalty.  

There are three choices, and the selection is made by choosing the 
option that provides the maximum value: 

 SMn,m =
SMn!1,m +GP
SMn,m!1 +GP
SMn!1,m!1 +CMn!1,m!1

"

#

$
$

 (2) 

where CMn!1,m!1 indicates the similarity between peak an-1 from 
PLA and peak bm-1 from PLB; GP is the gap penalty.  

It is necessary to keep track of the choices made for each cell. 
This process uses the traceback matrix (TM) to determine which 
cell was influential in determining the value of the subsequent 
cell. When the SM is created, the TM is created using Eq. 2. 

2.4 Extracting the Aligned Peak Lists 
The final step is to extract the aligned sequences from the TM. 
The process starts at lower-right corner of the TM and proceeds 
toward the upper-left corner. The aligned peak lists are thus 
created from back to front.  A value of 2 indicates that a letter 
from both peak lists is matched and the traceback moves up and to 
the left.  Each time a value of 1 is encountered, the peak from PLA 
is aligned with a gap and the traceback moves to the left. Each 
time 0 is encountered, the peak from PLB is aligned with a gap 
and the traceback moves up one location. The traceback is 
completed when the top-left cell of the matrix (SM0,0) is reached. 

The alignment between the peak lists PLA and PLB is represented 
by a list of peak pairs, where pairing denotes peak-to-peak 
matching. For example, 

 PLA ! PLB = [(a1,b1), (a2,b2 ), (a3,"), (a4,b3)....]  (3) 

where a1 is matched with b1, a2 is matched with b2, and the peak 
a3 from PLA does not have a matching peak in PLB. Alignment 
results are visualized in Figure 2.  

 
Figure 2. Result of the peak alignment algorithm for RXS and 
BGS data. Arrows link the matched peaks in PLA and in PLB.  

2.5 Signal Stretching or Compression 
After obtaining matching points, cubic spline interpolation is used 
to compress or stretch the data to align the signals. In general, the 
cubic spline provides a good curve fit for arbitrary data points 
without introducing oscillation [6]. If the number of points 
between the consecutive matching points differs, cubic spline 
interpolation is used to obtain the same number of points. 

Two further modifications are used to improve the performance of 
the peak alignment algorithm. The Sakoe-Chiba band [8], which 
runs along the main diagonal and has a fixed (horizontal and 
vertical) width, is used as a global constraint to speed up 
alignment computations. In addition, two peaks will not be 
aligned if they do not achieve the minimum acceptable similarity. 
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3. APPLICATION TO SHAPE DATA 
3.1 Mobility Shift Correction 
Each reaction in a SHAPE experiment is analyzed using a DNA 
primer labeled with different fluorophore. In any separation 
involving multiple dyes linked to DNA, the dye molecules alter 
the relative speed at which the attached DNA fragments travel. 
The overall effect is that DNA fragments of the same length 
labeled with different dyes elute at slightly different times [3].  

Our procedure for determining the necessary signal shift is 
explained in the following example, using the FAM fluorophore 
for RX and the VIC fluorophore for the RXS ladder. Since a 
FAM-labeled fragment migrates faster than the same sequence 
fragment labeled with VIC, the RXS signal must be shifted left to 
match the left ends of the two time series. After shifting the RXS 
point-by-point, dynamic programming is applied to obtain the 
match score, which is calculated using peak positions. After 
calculating the match scores for different shifts, the shift with the 
maximum score is selected and signals are aligned using signal 
stretching/compression (outlined in Section 2.5). 

 
(a) 

 
(b) 

Figure 3. Alignment of signals in the same capillary using the 
mobility shift algorithm. (a) Input signals. (b) After mobility 

shift algorithm alignment. 

3.2 Capillary Alignment 
A second challenge in analysis of SHAPE data is to align data 
obtained from different capillaries. Since the parameters used in 
each experiment, such as temperature and voltage, may differ, the 
same sample may yield traces that vary in fragment retention 
times and peak intensities.  For example, in Figure 4 the patterns 
of the RXS and BGS signals are similar, but elution times and 
intensities are different. RXS and BGS traces are aligned using 
the algorithm outlined above, combined with an additional 
optimization that controls the widths of the identified and aligned 
peaks. Since peaks are spaced at fairly regular intervals in SHAPE 
traces, distances between consecutive peak centers are similar. 
Our enhanced algorithm produces excellent peak alignments for 
traces obtained from different capillaries. The aligned RXS and 
BGS traces are then used to align the respective co-
electrophoresed RX and BG traces. 

 
(a) 

 
(b)  

Figure 4. Alignment of signals from different capillaries using 
the capillary alignment algorithm. (a) Input RXS and BGS 

signals. (b) Result of the capillary alignment algorithm. 

4. CONCLUSION 
In this study, a new signal alignment procedure based on dynamic 
programming was developed to automatically align time-series 
data obtained from automated capillary electrophoresis of cDNA 
fragments generated using SHAPE or other nucleic acid probing 
experiments. Use of this algorithm should reduce errors in 
analysis based on separation of fragments by capillary 
electrophoresis and related technologies. 
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Abstract

This paper extends the problem of vaccine adverse re-
action detection by incorporating historical medical condi-
tions. We propose a novel measure called dual-lift for this
task, and formulate this problem in the framework of con-
straint pattern mining. We present a pattern mining algo-
rithm DLiftMiner which utilizes a novel approach to upper
bound the dual-lift measure for reducing the search space.
Experimental results on both synthetic and real world datasets
show that our method is effective and promising.

Categories and Subject Descriptors
H.2.8 [DATABASE MANAGEMENT]: [Data mining];
J.3 [LIFE AND MEDICAL SCIENCES]: [Health]

General Terms
Algorithms

Keywords
adverse reaction, vaccine, constraint pattern mining, prun-
ing strategy, tough constraint

1. INTRODUCTION
Detecting adverse reactions of marketed vaccines in spon-

taneous reporting system is a well known important but
challenging task. The Vaccine Adverse Event Reporting
System (VAERS) is such a system co-managed by the Food
and Drug Administration (FDA) and the Centers for Disease
Control and Prevention (CDC) [1].

Existing approaches for adverse reaction detection ([2],
[3]) focus on vaccine-adverse reaction pairs that are statis-
tically overrepresented. Potentially rich background infor-
mation associated with the reports are ignored. In fact, in
VAERS, each report contains historical medical conditions
under which the vaccine adverse reactions are developed.
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This information may potentially be very informative, as it
will allow us to identify sub-groups of individuals that are
more susceptible to given vaccine adverse reactions.

The focus of this paper is to develop efficient methods to
identify patterns of the form 〈medical conditions, vaccines,
adverse reactions〉, which suggests that the adverse reac-
tions are likely to be developed for individuals with medical
conditions when they are vaccinated with vaccines.

2. DEFINITIONS AND NOTATION
A vaccine-adverse reaction database DB is a set of records

of the form 〈tid ,M, V,R〉, where tid is a unique record id.
Each record can be interpreted as that an individual with
historical medical conditions M developed adverse reactions
R after the vaccination of V . We will refer to the sets of
items in M , V , and R as the m-items, v-items and r-items,
respectively.

A record 〈tid ,M, V,R〉 is said to contain itemset I if I ⊆
M∪V ∪R. The support of I in DB , denoted by supp(I|DB),
is the total number of records in DB that contain I. An
association rule is of the form I → r, where I is the prefix
itemset and r is the suffix itemset. The confidence of I → r
is defined as

conf (I → r|DB) =
supp(I ∪ r|DB)

supp(I|DB)
.

The lift of I → r is defined as

lift(I → r|DB) =
conf (I → r|DB)

conf (∅ → r|DB)
,

where ∅ is the null set. A conditional database DB |A is a set
of records from DB which contain itemset A.

3. DUAL-LIFT MEASURE
We propose to use the following measure to capture cor-

relations among M , V , and R:

Definition 3.1. The dual-lift of a pattern 〈M,V,R〉, de-
noted by dual lift(〈M,V,R〉|DB), is defined as:

min(lift(V → R|DB |M ), lift(M → R|DB |V )).

The dual-lift measure combines two quantities. The first,
lift(V → R|DB|M ), is designed to detects vaccine adverse
reaction pairs 〈V,R〉 in a subset of records containing med-
ical conditions M . The second, lift(M → R|DB|V ), is de-
signed to identify individuals with medical conditions M
which have higher chance of developing adverse reactions
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R when vaccinated with V . Combining these two lift mea-
sures together ensures that three itemsets M , V , and R are
correlated with each other.

4. PROBLEM FORMULATION
We formulate the problem of detecting vaccine adverse re-

actions with historical medical conditions in the framework
of constraint pattern mining. Three constraints are defined
in the following:

Definition 4.1. The pattern 〈M,V,R〉 satisfies the min-
imum dual-lift constraint of l0 > 0 if

dual lift(〈M,V,R〉|DB) ≥ l0.

Definition 4.2. The pattern 〈M,V,R〉 satisfies the min-
imum improvement constraint of m0 ≥ 0 if

dual lift(〈M,V,R〉|DB)− dual lift(〈M ′, V ′, R′〉|DB) ≥ m0,

for any of its proper sub-pattern 〈M ′, V ′, R′〉 satisfying the
minimum dual-lift constraint of l0. A pattern which does
not satisfy minimum improvement constraint is said to be
redundant.

Definition 4.3. The pattern 〈M,V,R〉 satisfies minimum
support constraint of s0 > 0 if

supp(M ∪ V ∪R|DB) ≥ s0.

A pattern satisfying minimum support constraint is called a
frequent pattern.

In this paper, we only consider the case when R contains
a single reaction. and our problem can be stated as:

Problem 4.4. Identify all patterns 〈M,V, r〉 in database
DB, which satisfy minimum dual-lift constraint of l0, min-
imum improvement constraint of m0 and minimum support
constraint of s0,where M is a set of m-items, V is a set of
v-items, and r is a a single r-item.

5. DLIFTMINER ALGORITHM
The DLiftMiner algorithm follows the depth-first approach

for pattern mining and grows the patterns by adding one
item at a time [4]. It reduces the size of the dataset suc-
cessively by constructing the conditional database on the
current pattern that is being grown. We omit the details
and explain the pruning strategies that are used.

Support Based Pruning.
The idea of support based pruning is to remove items

that are considered infrequent. Any r-item is infrequent
if its support is less than s0. Any m-item or v-item i, whose
maximum support per class, defined as maxr supp(i ∪ r|DB),
is less than s0 is considered infrequent and thus removed.

Improvement Based Pruning.
Due to the minimum improvement constraint, the dual-

lift measure for future patterns should be no less than m0

plus the dual-lift value of any of its sub-patterns discov-
ered so far. Consequently, the the dual-lift threshold is set
higher and higher, as more and more patterns are discov-
ered. The higher threshold makes our lift based pruning
(see below) more effective, and as a result, more pruning
can be achieved.

Table 1: Different versions of algorithms
algorithm description

DLiftMiner
applies our proposed method for both
upper and lower bounds of confidences

DLiftMiner-U confidence upper bound is replaced by 1
DLiftMiner-N confidence lower bound is replaced by the naive approach

DLiftMiner-UN
confidence upper bound is replaced by 1, and
confidence lower bound is replaced by the naive approach

DLiftMiner-L
confidence lower bound is replaced by zero
that is, no lift pruning is applied

Table 2: Running times (minutes) for the synthetic
dataset.

XXXXXXXXXalgorithm
l0 2 3 4 5

DLiftMiner-L 87.50 87.50 87.50 87.50
DLiftMiner-UN 30.93 18.22 9.97 8.73

DLiftMiner-N 31.28 18.08 10.10 8.50
DLiftMiner-U 2.67 1.15 0.88 0.63

DLiftMiner 2.63 1.10 0.83 0.63

Lift Based Pruning.
The approach we take for lift based pruning is to find an

upper bound of the dual-lift values for all future patterns.
If this upper bound is lower than the current threshold, we
can safely prune the rest of the search space.

The upper bound of the dual-lift measure can be taken as
the minimum of the upper bounds of the two lift measures
from the dual-lift definition. And notice that lift is the ratio
of two confidences. So we only need to find the upper bound
of the confidence at the numerator and the lower bound of
the confidence at the denominator. Based on this analysis,
we formulated the following problem:

Problem 5.1. Find the upper and lower bound for the
quantity conf (I → r|DB) for any I ⊆ I0 such that supp(I ∪
r|DB) ≥ s0.

The naive solution to this problem is to choose the upper
bound as 1, and the lower bound as s0/|DB |.

We come up with a new bounding approach by associat-
ing each itemset I with a vector VI whose slope is conf (I →
r|DB) and y-component is supp(I ∪ r|DB). This vector can
be decomposed into the sum of a subset of vectors in a vec-
tor set F . It can be proved that if we sort all vectors in
set F by slope from large (small) to small (large) and add
them sequentially until the y-component is equal to s0, the
slope of the added vector is the upper (lower) bound of the
confidence.

6. EXPERIMENTAL RESULTS

6.1 Synthetic Dataset
To evaluate the performance of our algorithm, we use the

IBM Quest synthetic data generator [5] to generate the syn-
thetic dataset. We split each generated itemset into sets of
m-items, v-items and r-items, and keep only transactions
containing all three types of items.

The performance of our algorithm was compared against
four successively simpler versions of DLiftMiner that incor-
porate fewer pruning optimizations. These versions are de-
scribed in Table 1. In our experiment, we set s0 = 100,
m0 = 0 and let l0 take the values 2, 3, 4 and 5.
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Table 3: Subset of vaccine-symptom associations with medical conditions in S3.

Adverse Reaction Vaccine Code(s) Medical Condition(s)a Dual-lift
C-reactive protein increased PNC HISTORY-“Pregnancy” 9.3
Urine human chorionic gonadotropin positive HPV4 HISTORY-“Pregnancy” 8.8
Drug toxicity HEP HISTORY-“Pregnancy” 7.8
Irritability HIBV OTHER MEDS-“prevacid” 5.2
Autism MMR HISTORY-“fever” 4.7
Varicella VARCEL CUR ILL-“Asthma” 4.2
a Medical conditions are expressed in the form of FIELD NAME-“term”

Table 4: Subset of vaccine-symptom associations with medical conditions in S4.

Adverse Reaction Vaccine Code(s) Medical Condition(s)a Dual-lift
Drug ineffective RAB OTHER MEDS-“Hepatitis” 7.5
Nervous system disorder HEP HISTORY-“Pregnancy” 6.3
Lymphadenopathy MMR OTHER MEDS-“premarin” 5.5
Herpes zoster (MMR,VARCEL) HISTORY-“Otitis media” 4.6

Vasodilatation
DTP (HISTORY-“Asthma”,HISTORY-“allergy”) 4.5
OPV (HISTORY-“allergy”,HISTORY-“ceclor”) 4.2

a Medical conditions are expressed in the form of FIELD NAME-“term”

Table 2 summarizes the running time for different versions
of algorithms. Our result shows that the pruning meth-
ods incorporated into DLiftMiner lead to dramatic improve-
ments. This is especially the case when the confidence lower
bound is improved. However improving the upper bound
of the confidence does not seem to impact the performance
much.

6.2 VAERS Dataset
To evaluate the ability of the dual-lift measure to identify

interesting patterns, we applied the DLiftMiner algorithm to
the VAERS [1] dataset. We extracted some fields from the
VAERS dataset, and transformed them into the 〈M,V,R〉
representation. The details are omitted due to the limited
space.

For our experiment, we set s0 = 15, l0 = 3 and m0 =
0. And we used the DLiftMiner algorithm to generate the
following sets of patterns:

◦ S1 contains all non-redundant frequent patterns 〈V, r〉
such that lift(V → r|DB) ≥ l0

1. S1 is the solution
to the traditional adverse reaction detection problem.
We found 3617 patterns in S1.

◦ S2 contains all non-redundant frequent patterns 〈M,V, r〉
satisfying minimum dual-lift constraint. S2 is the so-
lution to Problem 4.4. We found 169 patterns in S2.

◦ S3 contains the set of patterns in S2 whose vaccine
reaction pairs 〈V, r〉 also appear in S1. S3 contains
the identified medical conditions under which adverse
reactions are likely to be developed for a subset of pat-
terns in S1. We found 91 patterns S3.

◦ S4 contains the rest of patterns in S2. S4 is the set of
new vaccine adverse reactions that cannot be discov-
ered without incorporation of historical medical con-
ditions. We found 78 patterns in S4.

We present a small subset of patterns from S3 and S4 into
Table 3 and Table 4. Readers interested in the complete

1Since only one lift measure is involved, the concept of re-
dundancy here should be re-defined accordingly.

results can refer to the online supplement 2.

7. CONCLUSIONS
In this paper, we formulate the problem of detecting vac-

cine adverse reactions by incorporating historical medical
conditions as a constraint pattern mining problem. We
propose to use a novel measure called dual-lift to evaluate
the significance of patterns. Our pattern mining algorithm
DLiftMiner utilizes a novel bounding approach for the dual-
lift measure. Experimental results on both synthetic and
real world datasets show that our method is promising.
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ABSTRACT 
This paper introduces machine learning methods for extracting 
targets and attributes and identifying associations among them 
from radiology reports written in Korean and English. In the 
target extraction task, conditional random fields are utilized with 
language and domain specific features. In the task of finding an 
association between a target and an attribute, a simple method of 
generating negative examples from positive examples is 
introduced and experimented with three different statistical 
classifiers. 

Categories and Subject Descriptors 
H.4.m [Information Systems]: Miscellaneous; I.5.4 [Pattern 

Recognition]: Applications | Text Processing  

General Terms 
Performance, Design, Experimentation 

Keywords 
Radiology Report, Target-Attribute Extraction, Medical Text 
Mining 

1. INTRODUCTION 
A larger amount of medical text data that have been produced and 
accumulated in an electronic format using are broken down into 
two categories: biomedical text and clinical text [12]. Biomedical 
text indicates text appears in books, articles, newspapers, etc. On 
the other hand, clinical texts are generated by doctors while 
treating patients and often in electronic medical record (EMR) 
systems. Availability of the data provides both researchers and 
medical doctors with opportunities to learn new findings and 
improve the quality of their treatment. While lots of research have 
been carried out with biomedical text because they are well 
structured in many aspect, researchers more recently started 
paying attention to automatic extraction of medical knowledge 
from clinical texts.  

There have been some attempts to develop information extraction 
methods for radiology reports, one type of clinical documents, 
written in English [5, 6, 7, 9]. While the nature of clinical 
documents, such as ungrammatical sentences, short-hand 
expressions, and misspelling [12], makes it difficult to process 

text with natural language processing (NLP) techniques, there are 
some NLP tools that have been applied with some success. 
However, it’s not the case for radiology reports produced in 
Korean hospitals because they are written in a mixture of Korean 
and English. We address the problem of identifying medical 
findings from such radiology reports. 

We define a medical finding to consist of a target and one or more 
attributes. A target is defined as the main part of a finding to be 
explained, such as tumor, symptom of a tumor, and organ. An 
attribute is associated sub-information of a target, such as size and 
location. In this study, we have defined 10 attributes concerning 
information in HCC radiology reports:  attenuation, image, 
location, number, phase, prediction, recommendation, shape, size, 
and status. 

Our task of extracting medical findings consists of two parts: 
identifying targets and attributes separately and associating an 
attribute with a target. Since a report can have several targets and 
attributes, which may span over multiple sentences, our system 
attempts to generate all possible target-attribute pairs and check 
correctness of each pair. Given a report containing “Liver S2, S3 
에 걸쳐서 4 X4.5X 6cm 으로 measure 되는 peripheral portion 으로 
enhancement 가 되는 mass lesion 이 있음.” (There is a mass lesion 
spanning over Liver S2 and S3, whose size is measured as 
4X4.5X 6cm. It is under enhancement to a peripheral portion.), for 
example, the output would be <target>mass lesion</target>, 
<location>Liver S2, S3</Location>, and <Size>4 X4.5X 
6cm</Size>../ 

2. EXTRACTION SYSTEM  

2.1 Extraction of Targets and Attributes 
For extracting targets and attributes, conditional random fields 
(CRFs) [8], which showed promising performance in the name 
entity recognition (NER) task, are employed. CRFs are undirected 
graphical models for calculating conditional distribution of 
unobserved label sequences given an observation sequence. As 
investigated in [13, 14], we utilized generic features used in the 
NER task. The current word and two previous and next words are 
used as context features. For each word, orthographic features 
such as initial capitalization, mixture of digits and alphabets and 
so on are generated. However, the generic features cannot reflect 
idiosyncratic textual aspects of the Korean radiology reports. To 
accommodate them, we employ two features that depend on 
special dictionaries.  
The first feature comes from a Korean suffix dictionary. A Korean 
word consists of one or more morphemes. For example, 
“경계부위에는” (in the boundary region) is broken down into two 
morphemes: “경계부위” (boundary region) and “에는” (in/at). The 
latter type of morphemes, which serve as a case marker, always 
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appears at the end of a word. Since the case markers play an 
important role in identifying targets and attributes, we constructed 
a suffix dictionary consisting of such morphemes.  
The second feature type is generated from bilingual medical 
dictionaries that relate various expressions in Korean and English. 
We collected medical terms from the Web and categorized them 
into 16 domain dictionaries: common, musculoskeletal system, 
endocrine system, radiology, pathology, urinary system, 
neuropsychiatry, cardiovascular system, ophthalmology, digestive 
system, drug therapy, otolaryngology, clinical pathology, 
dermatology, nuclear medicine, and respiratory system.  

2.2 Target-Attribute Association 
Having extracted text units for targets and attributes, the next task 
is to associate an attribute to a target. This task can be regarded as 
determining whether a binary relation exist between a target and 
an attribute. Considering it as a classification task, we need a data 
set to train a classifier. Our manual annotation efforts were 
devoted to generating positive examples. On the other hand, 
negative examples are generated automatically by generating 
incorrect pairs from positive examples. For example, when (T1, 
A1) and (T2, A2) are true pairs (T1, A2) can serve as a negative 
example. The number of negative examples depends on how 
many sentences we allow for generating negative pairs because 
they can be generated from either the same sentence or different 
sentences. Sentence offset determines the maximum allowed 
distance to generate negative examples. 
For training, an example needs to be translated into a proper 
feature representation. We follow the feature representation 
scheme proposed in [2] where an example can be categorized into 
three pattern classes: Fore-Between, Between, and Between-After. 
Fore-Between presents words before a target and between a target 
and an attribute. Between considers only words between the pair. 
Between-After employs words between and after the pair. The 
Fore-Between category is essential in English because a 
preposition or conjunction between two entities may serve as a 
clue together with words coming before the first entity (Table 1). 
The Between-After category is necessary with the similar reason. 

Table 1. Comparison of Features for Relation Extraction 

Patterns in [2] 
Pattern Example 

Fore-Between interaction of  PTP-BL PDZ domains  with   RIL 
fore Ett1 b/w Ett2 

Between β-pinene     interacts with     the active site 
Ett1 b/w Ett2 

Between-
After 

Warfarin      and      Ciprofloxacin   Interaction 
  Ett1 b/w Ett2 after 

 

Patterns in This Paper 
Pattern Example 

Before 약 2.3cm    round    mass lesion  
 fore Ett1 Ett2  

Between right portal vein    내부로    thrombosis 
Ett1 b/w Ett2  

After 복강내       ascites     보이지 않음 
 Ett1 Ett2 after  

* 약: about; ~ 내부로: inside ~; 복강내: inside abdominal cavity; 
~보이지 않음: ~ not seen 

While the text we deal with is written in mixture of Korean and 
English, the sentential structure follows a Korean grammar more 

closely than English; many Korean words are replaced by English 
words and phrases. Sentences rarely contain English preposition 
or conjunctions. In Korean, furthermore, it is very rare that the 
relationship between two nouns is determined by words preceding 
the first or following the second one, together with those in 
between them. These properties make it meaningless to use the 
Fore-Between and Between-After features in our task. As a result, 
we simplify patterns to be one of the Before, Between, and After 
categories. For classification, naïve Bayes classifier (NBC) [11], 
maximum entropy (MaxEnt) [1], and support vector machines 
(SVM) [4] are utilized in our experiments. 

3. EXPERIMENTS  

3.1 Data 
We collected 100 radiology reports on HCC analysis written in 
2001 at Seoul National University Hospital. The reports contain 
textual descriptions of image analysis for CT. A medical record 
technician annotated targets and attributes, and associations 
among them. A radiology report consists of about 7.6 sentences 
and 90 words on average. 719 and 1,320 instances are annotated 
as targets and attributes, respectively. There are 1,320 positive 
examples for association task. 

3.2 Extraction of Targets and Attributes 
For extraction of targets and attributes, we utilized CRFs in Mallet 
[10]. 70 and 30 documents were used for training and testing, 
respectively. Tables 2 and 3 describe the performance with words 
and orthographic features along and with additional dictionary 
features, respectively. Subtle improvements were obtained over 
and above the use of ordinary features.  

Table 2. Performance with words and orthographic features 

Label Precision Recall F1 

Attenuation 0.9000  0.8182  0.8571  
Image 0.7000  0.5833  0.6364  
Location 0.6220  0.6529  0.6371  
Number 0.7500  0.5000  0.6000  
Phase 0.9655  0.9333  0.9492  
Prediction 0.7273  0.6667  0.6957  
Recommend 1.0000  0.1818  0.3077  
Shape 0.6667  0.5000  0.5714  
Size 1.0000  0.4571  0.6275  
Status 0.8571  0.5000  0.6316  
Target 0.6940  0.6480  0.6702  
Overall 0.7324  0.6500  0.6887  

 
Table 3. Performance with a dictionary & ordinary features 

Label Precision Recall F1 

Attenuation 0.9000  0.8182  0.8571  
Image 0.7000  0.5833  0.6364  
Location 0.6220  0.6529  0.6371  
Number 0.7500  0.5000  0.6000  
Phase 0.9655  0.9333  0.9492  
Prediction 0.6780  0.6667  0.6723  
Recommend 1.0000  0.2727  0.4286  
Shape 0.5000  0.5000  0.5000  
Size 0.9412  0.4571  0.6154  
Status 0.9231  0.5000  0.6486  
Target 0.7151  0.6531  0.6827  
Overall 0.7335  0.6536  0.6912  
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3.3 Target-Attribute Association  
We used NBC and MaxEnt in Mallet [10], and SVMs in LIBSVM 
[3] for target-attribute association. In this task, we used 100 
documents with 4-fold cross validation. Table 4 shows the 
performance of target-attribute association where the offset is less 
than or equal to 4. The sentence offset means the range within 
which a candidate target-attribute pair can be chosen. Overall, the 
performance on positive labels is much lower than that on 
negatives across all the classifiers. It appears that identifying true 
positives is inherently a difficult task as the number of training 
data is quite small, not covering different cases. Table 5 shows the 
effects of varying sentence offsets. 
Table 4. Performance comparison among classifiers (offset<=4) 

Classifier Label Precision Recall F1 

SVM POS 0.5935 0.2829 0.3830 
NEG 0.8622 0.9586 0.9079 

NBC POS 0.3712 0.7822  0.5033 
NEG 0.9389 0.7172  0.8132 

MaxEnt POS 0.4045 0.2920  0.3387 
NEG 0.8572 0.9080  0.8818 

 
Table 5. Performance comparison on different sentence offset 

values (F1 score only)  

Offset Label SVM NBC MaxEnt 

0 
POS 0.3588 0.5034 0.4065 
NEG 0.8051 0.7451 0.7520 

1 POS 0.3675 0.4635 0.3373 
NEG 0.8600 0.7891 0.8133 

2 
POS 0.3761 0.4926 0.3397 
NEG 0.8870 0.8104 0.8544 

3 POS 0.3767 0.5066 0.3229 
NEG 0.9011 0.8115 0.8708 

4 
POS 0.3830 0.5033 0.3387 
NEG 0.9079 0.8132 0.8818 

 

4. CONCLUSION & FUTURE WORK 
In this paper, we address the problem of identifying medical 
findings from radiology reports written in a mixture of Korean 
and English. For the target and attribute identification task, we 
utilized the CRF-based labeling method together with dictionary-
based features as a way of handling ungrammatical expressions in 
both Korean and English. In the association task, we devised a 
method for generating negative examples from positive ones. 
Based on the unique characteristics of Korean expressions we 
observed, we simplified context features used in previous work 
for English text.  
This work is a part of our effort for cross-corpus information 
retrieval where the goal is to retrieves documents from the 
literature such as MEDLINE based on a query generated 
automatically from the a medical finding, for which our 
preliminary effort has been reported in this paper. For target and 
attribute extraction and association detection, we will have to 

enlarge the training and testing documents for more meaningful 
experiments, especially trying to understand the reasons for low 
performance on positive association finding and devise new 
methods. 
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ABSTRACT
Identification of regulatory motifs in DNA sequences can
be seen as a prerequisite for understanding many biological
processes including gene transcription and regulation. Reg-
ulatory motifs are usually located in gene promoters, which
are in turn located in intergenic regions. Thus, the analysis
of the intergenic regions can help identify regulatory motifs.
However, simply searching for known motifs can result in
many hits, which are not necessarily active with respect to
transcription regulation. In this paper, we explore a motif-
based machine learning approach to identify active intergenic
regulatory elements. More precisely, we use machine learn-
ing algorithms to learn models that can predict the direction
of transcription for pairs of consecutive genes in Arabidopsis
thaliana using motifs from AthaMap1 and PLACE2. Under
the assumption that predictive motifs correspond to active
regulatory elements, we identify active motifs by perform-
ing feature selection and feature abstraction. Experimental
results show that indeed feature selection and feature ab-
straction methods are two important means that contribute
to good performance for the prediction problem considered
in this work [3].

1. INTRODUCTION
Characterization of regulatory mechanisms by which plants

sense and respond to abiotic stresses at the molecular level
is crucial to understanding the responses of organisms to en-
vironmental changes. Towards this goal, researchers study
genes and gene regulatory networks governing plant responses
[2]. Identification of regulatory motifs in genomic sequences
can lead to better understanding of gene regulation and pro-
vide hypotheses about the links in a regulatory network.

∗This research was supported in part by an NSF grant (IIS
0711396) and a seed grant from the Ecological Genomics
Institute at Kansas State University.
1http://www.athamap.de/
2http://www.dna.affrc.go.jp/PLACE/
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However, simply searching the promoter for known motifs
in public databases can result in many hits that correspond
to inactive binding sites. To identify active binding sites,
we use machine learning algorithms to learn models that
can predict the direction of transcription for pairs of con-
secutive genes. In particular, feature selection and feature
abstraction methods are used to find the most predictive
motifs, under the assumption that they correspond to ac-
tive binding sies.

Formally, we focus on the following three-class prediction
problem: Given a data set D = {((gi,1, gi,2), ci)}i=1,··· ,n con-
sisting of pairs of consecutive genes gi,1 and gi,2 over the al-
phabet Σ of nucleotides {A,C,G, T}, along with their class
labels ci, which belong to a finite set C, the task is to learn
a model that is able to predict the class label c ∈ C for a
novel pair of consecutive genes (g1, g2). The class label as-
sociated with each pair of consecutive genes represents the
direction of transcription for the pair (Figure 1): forward-
reverse (FR) if the direction of transcription of g1 is forward
and of g2 is reverse, reverse-forward (RF ) if the direction
of transcription of g1 is reverse and of g2 is forward, and
forward-forward or reverse-reverse (FFRR) if the directions
of transcription of g1 and g2 are either forward-forward or
reverse-reverse.

Given the wealth of genomic information available for the
model organism Arabidopsis thaliana, we will use this plant
for our study of regulatory elements. All prediction exper-
iments in this paper are conducted using Weka3 implemen-
tations of machine learning algorithms. We perform feature
selection, using the information gain criterion along with the
ranker’s search method also available in Weka, and feature
abstraction based on families, to identify the most significant
regulatory elements.

2. TYPES OF REGULATORY MOTIFS
The motif search programs used by AthaMap and PLACE

identify different types of putative transcription factor bind-
ing sites (TFBS) based on the screening parameters sup-
plied. Depending on whether positional weight-matrices or
experimentally verified single sites based on consensus se-
quences are used for screening gene sequences, the resulting
motifs are classified as matrix-based or pattern-based motifs,
respectively. The version of AthaMap used in this work con-
sisted of 109 motifs (51 matrix-based and 58 pattern-based),
while PLACE consisted of 73 pattern-based motifs specific
to Arabidopsis and 469 plant motifs.

3http://www.cs.waikato.ac.nz/ml/weka/
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Figure 1: Gene pairs and regulatory elements.

A gene pair can be represented using motif information
and general sequence characteristics (e.g., sequence length
and GC content). In this work, we focus on motif informa-
tion, which refers to the existence of motifs in the region of
interest (or equivalently to the existence of the correspond-
ing transcription factors). In addition to simple existence in-
formation (0/1 representation), the motif information can be
represented using counts or position specific scores. Specif-
ically, we provide learning algorithms with a feature vector
of the form {feature1, ... featurek, class label}.

We conduct experiments with motifs from both AthaMap
and PLACE, different types of features (matrix-based or
pattern-based) and different types of feature representations
(count or score) to find the best way of training classifiers
[3].

3. TRANSCRIPTION FACTORS AND TRAN-
SCRIPTION FAMILIES

There is a correspondence between motifs and transcrip-
tion factors that bind to them. As transcription factors can
be grouped in families, we can also group motifs into fami-
lies. We represent sequences as motifs both at transcription
factor level (the motifs themselves) and at transcription fam-
ily level (clusters of motifs that belong to the same family).

• AthaMap: A simple feature vector will consists of 109
features at the transcription factor level. Matrix-based
motifs fall into 21 transcription families, while pattern-
based motifs fall into 15 transcription families. When
grouped together, we get 24 unique transcription fami-
lies. Hence, the same gene sequence can be represented
using 109 motifs at the transcription factor level, or 24
abstract motifs at the transcription family level.

• PLACE: Here, the 73 pattern-based motifs are grouped
into 48 abstract features, based upon their respective
transcription families and binding sequence similarity.

Factor and family level motifs can be arranged in a hierar-
chy, as shown in Figure 2. Here, motifs ARF1 and AtLEC2
are grouped in the ABI3/VP1 family. We train classifiers at
both transcription factors and transcription family level, to
study the effect of the abstraction on the resulting classifiers.

Figure 2: Hierarchical organization AthaMap motifs.

4. EXPERIMENTS
We have conducted a series of experiments designed to in-

vestigate the performance of several classification algorithms
at predicting transcription patterns for pairs of consecutive
genes, when presented with different types of feature vec-
tors. In each experiment, we consider the SVMs (with build
logistic model option enabled), Random Forests and Logistic
Regression (all with default parameters).

1. AthaMap factor level motifs: We learn classifiers on
109 AthaMap motifs at factor level. Attribute values
in the feature vector refer to count representation of
respective motifs. This is the simplest feature vec-
tor, that is populated with motifs from one of the
databases. Initially, we do not perform feature se-
lection and abstraction, so the AUC values for this
experiment represent our baseline for motifs derived
from AthaMap.

2. AthaMap family level motifs (feature abstraction): We
learn classifiers on the 24 AthaMap motifs at family
level (the goal is to capture more general motifs). At-
tribute values in the feature vector refer to count rep-
resentation of the respective motif families.

The aforementioned experiments were also conducted
with motifs from PLACE.

3. AthaMap + PLACE factor level motifs: We combine
all factor level motifs from AthaMap and PLACE, to
obtain a more comprehensive set of features, and per-
form feature selection to remove redundant features.
AUC values produced are expected to be comparable
and possibly better than the baseline values.

5. RESULTS
The AUC values that are highlighted in the following ta-

bles show the performance results of classifiers that were
statistically significantly better than their respective coun-
terparts. Each table presents the AUC values for classifiers
when predicting FFRR, FR and RF class labels. In addi-
tion, it also presents the overall performance of the classifier
calculated as the weighted average of its performances for
each class label.

1. AthaMap factor level motifs: Results from this experi-
ment (Table 1) show that Simple Logistic classifier has
the best performance in predicting FFRR, FR and RF
class labels. The overall performance of the classifier
is 77%.
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Table 1: Cross-validation results with AthaMap mo-
tifs (factor level) using count representation.

Classifiers Learned FFRR FR RF Wt. Avg.
Random Forest 0.685 0.9 0.724 0.745

SVM - PolyKernel 0.513 0.76 0.691 0.614
Simple Logistic 0.703 0.906 0.776 0.769

2. AthaMap family level motifs: Results from this exper-
iment are shown in Table 2. As can be seen from the
table, the Random Forest classifier has the best per-
formance, precisely, 85%, 96% and 86% in predicting
FFRR, FR and RF class labels, respectively. Besides,
the overall performance of the classifier is 88%.

Table 2: Cross-validation results with AthaMap mo-
tifs (family level) using count representation.

Classifiers Learned FFRR FR RF Wt. Avg.
Random Forest 0.849 0.961 0.864 0.879

SVM - PolyKernel 0.709 0.918 0.784 0.776
Simple Logistic 0.729 0.931 0.787 0.791

By analyzing the AUC values in Tables 1 and 2, we see
that the results of the classifiers trained on family level
motifs are better than those of the classifiers trained
on factor level motifs. Specifically, there is a signifi-
cant increase in the performance (approximately 10%)
because, when we move up in the motif hierarchy, the
feature vectors capture more general information (“se-
mantically equivalent” motifs). Experiments were also
performed with PLACE features (not shown here), en-
dorsing similar conclusions.

3. AthaMap + PLACE factor level motifs: For this ex-
periment, we grouped 109 AthaMap and 469 PLACE
motifs to get a feature vector of 578 factor level mo-
tifs. Its results are shown in Table 3. It is promi-
nent that classifiers perform significantly better (5-10%
increase) when provided with features from multiple
data sources.

Table 3: Cross-validation results with AthaMap and
PLACE motifs (factor level) using count representa-
tion.

Classifiers Learned FFRR FR RF Wt. Avg.
Random Forest 0.644 0.841 0.692 0.703

SVM - PolyKernel 0.687 0.894 0.752 0.752
Simple Logistic 0.75 0.925 0.81 0.806

Figure 3 shows the dependence of the AUC values on
the number of features selected. The peaks of the
graphs highlight the best performance. As can be seen,
less than 100 best features results in best performance.
As we increase the number of features, the performance
decreases.

Results show that, irrespective of how we deal with motifs
found in the region of interest, whether we learn from motifs
at factor level or from motifs at family level, counting oc-
currences (count representation) is a better way of training

Figure 3: The area under the ROC Curve as a func-
tion of number of features selected using AthaMap
and PLACE motifs combined. Using a relatively
small number of features (motifs), the classifiers
achieve highest performance. As we add more and
more features, the performance of classifiers de-
creases significantly.

classifiers as compared to averaging over occurrence scores
(score representation) [3].

6. SUMMARY
Motifs collected from biological databases have different

binding sequences, they belong to different transcription fam-
ilies. Some are relevant for transcription prediction problems
while others act as noise, as seen from feature selection and
abstraction experiments. A careful examination of putative
motifs can offer new insights into genomic research. We col-
lected motifs from AthaMap and PLACE, analyzed them to
find out:

• Combined motifs from AthaMap and PLACE represent
better feature vectors as compared to motifs from only
one database, AthaMap or PLACE.

• Classifiers learned from AthaMap data, perform bet-
ter than classifiers learned from PLACE data. The
former is a more comprehensive database containing
regulatory elements found in the region of interest and
results in classifier performance which is close to 88%.

• Techniques such as feature selection and abstraction
produce better classifiers as compared with those ob-
tained from the original transcription factor motifs.
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ABSTRACT
Protein-RNA interactions play important roles in cellular
processes like protein synthesis, RNA processing, and gene
expression regulation. Reliable identification of the inter-
faces involved in RNA-protein interactions is essential for
comprehending the mechanisms and the functional implica-
tions of these interactions and provides a valuable guide for
rational drug discovery and design. Because the determina-
tion of 3D structures of protein-RNA complexes has various
technical limitations and is typically costly, reliable in silico
interface prediction methods that require only the sequence
information are urgently needed.

We present HomPRIP, a homologous sequence based method
for predicting protein-RNA interfaces, based on our conser-
vation analysis of protein-RNA interfaces. We test Hom-
PRIP on a benchmark dataset of 199 proteins and compare
it with the state-of-the-art protein-RNA interface prediction
methods. Our results show that HomPRIP can reliably iden-
tify protein-RNA interface residues in 71% of test proteins
with at least one putative sequence homolog passing the sim-
ilarity thresholds of HomPRIP. Moreover, to facilitate pre-
dictions for proteins with no identified homologs, we develop
HomPRIP-NB, a method combining the HomPRIP predic-
tor and a Naive Bayes (NB) classifier trained using evo-
lutionary information derived from alignments against the
NCBI nr database. Our results suggest that HomPRIP-NB
significantly outperforms the state-of-the-art machine learn-
ing methods for predicting protein-RNA interface residues.

1. INTRODUCTION
Protein-RNA interactions are critically important in many

biological processes, such as transcription, translation, viral
infectivity, various post-translational modifications and reg-
ulation of gene expression. Studying the interface residues
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in protein-RNA complexes allows biologists to understand
the underlying mechanisms of recognition and interaction
between these protein and RNA molecules. Experimental
techniques such as X-ray crystallography and nuclear mag-
netic resonance (NMR) spectroscopy are used to solve the
structure of protein-RNA complexes and these structures
shed light on the RNA-binding sites on proteins. However,
experimental techniques for the determination of protein-
RNA complexes are expensive, time-consuming and labor-
intensive. Due to the biological importance of protein-RNA
complexes and the difficulty in experimentally determining
interfaces, computational techniques for predicting RNA-
binding sites on proteins are valuable. Computational tech-
niques can predict the most likely RNA-binding sites and
reduce the experimental effort required to identify them.

A variety of computational techniques [1, 5, 6, 7] to ana-
lyze and predict protein-RNA interfaces have been proposed.
Most of the methods used to predict protein-RNA interfaces
focus on using sequence based or structure based features in
combination with machine learning methods. Evolutionary
information in the form of position-specific scoring matrices
(PSSMs) has been shown to significantly improve the per-
formance over single sequence based methods [4, 8, 10, 14,
15, 16, 17].

Homology based methods have proven to be successful in
many bioinformatics classification tasks (e.g., protein struc-
ture prediction (homology modelling)[11], protein function
annotation [2, 19], and the prediction of protein interac-
tions[12]). To the best of our knowledge, there is no sys-
tematic study of the sequence conservation of protein-RNA
interfaces, and the utility of the conserved interface of ho-
mologs to infer RNA-binding residues has not yet been ex-
plored. Here we explore the application of homologous se-
quence based methods for improving the reliability of protein-
RNA interface prediction. In this study, we present a novel
method called HomPRIP, for predicting protein-RNA inter-
faces in a query protein sequence given the interfaces in its
homologs. An inherent limitation of HomPRIP is that it
fails to return predictions when there is no sequence ho-
molog of the query protein. To overcome this limitation, we
develop HomPRIP-NB, a method combining the HomPRIP
predictor and a Naive Bayes classifier trained using evolu-
tionary information derived from alignments of protein se-
quences in the NCBI nr database. Our results suggest that
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HomPRIP-NB significantly outperforms nine state-of-the-
art machine learning methods for predicting protein-RNA
interface residues. We have made an implementation of our
proposed method, HomPRIP-NB, publicly available as an
online web server which can be freely accessed at:
http://einstein.cs.iastate.edu/HomPRIP-NB/.

2. METHODS

2.1 Datasets
In our experiments we used three datasets: i)NR216 - For

analyzing the protein interface conservation; ii)RB199 [9]
- For testing the interface prediction performance of Hom-
PRIP and its combination with a Naive Bayes classifier;
iii) nr RNAprot s2c - For BLASTP searching for putative
sequence homologs. Detailed information about these datasets
and the datasets themselves are available for download at:
http://einstein.cs.iastate.edu/HomPRIP-NB/suppl.html.

2.2 HomPRIP and HomPRIP-NB
Based on a systematic statistical analysis of protein-RNA

interface conservation using the large non-redundant NR216
dataset (data not shown due to space limitation), we propose
HomPRIP, a sequence homology based protein-RNA inter-
face prediction method. HomPRIP uses a regression model
(See Equation 1) to predict the Interface-Conservation Score
(IC-score) for homologs based on the sequence alignment
statistics described in [18]. It then uses the predicted IC-
score to estimate how reliably the interface residues of a
query protein can be inferred based on experimentally-determined
interface residues of its homolog(s). Based on the predicted
IC-score, each homologous protein is assigned to a sequence
similarity zone using the cutoffs in Table 1.

ICscore = −0.532 + 0.001 × log(EV al)+

0.005 × Positive Score + 0.6 × FracQH+

0.089 × log(LAL)

(1)

where LAL is the local alignment length, and FracQH =
LAL

Query length
× LAL

Homolog length
.

Given a query protein sequence, HomPRIP searches the
nr RNAprot s2c database to identify homologous sequences
that correspond to the protein components of experimentally
determined protein-RNA complexes. To eliminate biased
estimate of performance, any returned homolog sequence
with ≥ 95% sequence identity and from the same species
as the query protein is discarded from the set of identified
homologs. If at least one homolog in the Safe Zone is found,
HomPRIP uses the Safe Zone homolog(s) to infer the inter-
faces of the query protein. Otherwise, the search is repeated
for homologs in the Twilight and Dark Zones. If HomPRIP
cannot find homologs in any of the three zones, it does not
provide any predictions. Homologs with interfaces shorter
than 3 amino acids are not used in prediction.

HomPRIP assigns a prediction score for a residue of the
query sequence based on the interface / non-interface label
of the residue in the corresponding position in its homolog(s)
in the alignment. Specifically, the prediction score for the
jth residue of the query protein is calculated as:

prediction scorej =
ΣK

i=1wiSj

ΣK
i=1wi

, j = 1, 2, ..., L.

where L is the length of the query protein; K is the num-
ber of close homologs. Sj is the vote of a homolog for the

jth position of the alignment, and is equal to 1 if the corre-
sponding residue in the homolog is an interface residue and
0 otherwise; wi is the IC-score predicted by the regression
model for the ith homolog based on the regression model
(See Equation 1).

Our HomPRIP method suffers from two limitations: i)
the method fails to return any predictions in cases where
no putative homologs of the query protein can be found;
ii) even for query proteins with reliably identified homologs,
the method might not always return predictions for every
residue in the query proteins. To address these two limita-
tions, we develop HomPRIP-NB, a method combining our
HomPRIP predictor with a NB classifier trained using PSSM
profiles such that NB predictions will be returned in cases
where no predictions from HomPRIP is returned.

Table 1: Boundaries of Safe, Twilight, and Dark Zone used
by HomPRIP.

Homolog Zones IC-score cutoff

Safe Zone 0.70
Twilight Zone 1 0.50
Twilight Zone 2 0.40
Twilight Zone 3 0.20

Dark Zone 0.15

3. RESULTS
Table 2 compares the performance of HomPRIP, HomPRIP-

NB with nine machine learning based predictors trained us-
ing two widely used classification algorithms (Naive Bayes,
Support Vector Machine with linear and RBF kernels) and
three different types of features (amino acid identity, PSSM
profiles, and smoothed PSSM profiles) using sequence-based
five-fold cross-validation[3]. HomPRIP shows a good perfor-
mance using the five reported performance measures. How-
ever, it has to be noted that the performance of HomPRIP
is reported only on 71% of the RB199 data where puta-
tive homologs can be found. For this part of data, residues
with missing predictions were considered as non-interface
residues in our evaluation. For fair comparisons with ma-
chine learning methods, we limit ourselves to HomPRIP-NB,
which returns NB predictions obtained using five-fold cross-
validation for missing HomPRIP predictions. Although the
nine machine learning predictors considered in our study
represent some of the state-of-the-art protein-RNA inter-
face residue predictors reported in the literature (reviewed
in [13]), our ongoing work aims at providing direct com-
parison with other existing predictors using an independent
test set to compare HomPRIP-NB with publically available
implementations.
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Table 2: Comparison of HomPRIP-NB with other machine learning methods using five-fold cross-validation on RB199 dataset.
Results for HomPRIP are reported over 71% of RB199 data where at least one homolog sequence in Safe or Twilight Zone
can be identified.

Classifiers Features CC Sensitivity F1 Specificity Accuracy
SMO with linear Kernel sequence ID 0.24 0.64 0.37 0.26 0.67

sequence PSSM 0.32 0.70 0.43 0.31 0.72
smoothed sequence PSSM 0.30 0.70 0.41 0.29 0.70

SMO with RBF Kernel sequence ID 0.24 0.65 0.37 0.26 0.68
sequence PSSM 0.34 0.72 0.44 0.32 0.73

smoothed sequence PSSM 0.32 0.70 0.43 0.31 0.73
Naive Bayes sequence ID 0.28 0.17 0.27 0.62 0.86

sequence PSSM 0.25 0.60 0.38 0.27 0.71
smoothed sequence PSSM 0.25 0.66 0.38 0.27 0.68

HomPRIP 0.69 0.70 0.74 0.78 0.91
HomPRIP-NB 0.51 0.67 0.59 0.53 0.86
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ABSTRACT
A new matrix-based clustering method is presented that is able to
handle medium to large data sets that is related to semi-definite
programming techniques. The method proposed involves solving
a non-convex optimization problem. The problem of local minima
that are far from global minima, however, does not appear to be a
great difficulty. The method was applied to a well known biological
clustering problem, and appears to produce consistent clusterings
that are close to the original claimed clustering.

Categories and Subject Descriptors
J.3 [Life and Medical Sciences]: Bioinformatics

Keywords
clustering, optimization, semi-definite programming

1. INTRODUCTION
Clustering and classifying data items are common tasks in mining
data sets [4, 12, 14, 1], both for text data mining and mining bi-
ological data sets. Clustering tasks are typically separated from
classification tasks in that classification starts with a known collec-
tion of groups, and the task is to assign each data item into a group.
This is often called “supervised clustering” because the group or
cluster of certain data items is pre-specified. In this way, the as-
signment of data items to clusters is “supervised” by the user of the
classification method. Clustering on the other hand does not have a
pre-specified collection of groups or clusters with certain data items
already assigned to a cluster. Instead, the task is to identify what
groups should exist, and even the number of groups.

With this understanding, clustering is much more appropriate for
exploratory data analysis, while classification is more appropriate
where there is already considerable information available about the
structure of the data. In truth, there is a spectrum of tasks between
these two extremes depending on how many of the data items in
the data set are pre-assigned. If most of the data items are pre-
assigned to certain clusters, then determining the assignment of the
∗
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remaining data items can be done by looking at the “neighboring”
data items. This is the basis of the k-nearest neighbors (kNN) algo-
rithm [6, 21]. However, if few of the data items are pre-assigned to
clusters, then many data items will probably be far from these few
exemplars, and the boundaries of the clusters must be determined
from the structure of the collection of unassigned data items. This
makes the classification task look more like an unsupervised clus-
tering problem.

In this paper we focus on the unsupervised clustering problem. The
methods described in this paper can be extended to the supervised
classification problem; it is expected that these algorithms will per-
form well for classification problems where only a few data items
are pre-assigned to a cluster.

The starting point for a clustering problem is typically a set of
data points (or items) xi ∈ Rm, i = 1, 2, . . . , N. In certain prob-
lems we have the issue of missing data where each value of the
data point may be a known number, or listed as missing. That is
xi ∈ (R∪{⊥})m where “⊥” indicates a missing value. In this pa-
per we will concentrate mainly on data sets with complete data. An
alternative starting point for clustering is a collection of distance or
dissimilarity values di j where both i and j range over the data items.
Typically di j = φ

(∥∥xi−x j
∥∥) for a suitable monotonic function φ ;

the most common choices are φ(s) = s and φ(s) = s2.

However the data is provided, clustering with an unspecified num-
ber of clusters is an inherently ill-defined task. Just as the classifi-
cation of living things can be broken into a finer or coarser groups
according to the level of refinement and detail desired, any cluster
can be broken down into smaller parts. In doing so small differ-
ences can be used to do this, even though they are likely to be
merely “noise”. The question is a statistical one and can be ad-
dressed, at least partially, in terms of information theory. These
issues will not be addressed in detail in this paper.

1.1 Clustering via optimization
A common approach to clustering is to represent the clustering
problem as an optimization problem. This approach goes back to
Rao [17]. The advantages of these methods is that they are fairly
simple to understand: one formulates an objective function which
represents the “quality” of the clustering, and then looks for algo-
rithms to find the minimizer of this objective function. The main
difficulty with this approach to clustering is that the problems are
discrete optimization problems and are typically combinatorially
hard [7].

For example, the k-means clustering approach for K clusters is to
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minimize
N

∑
i=1

∥∥∥xi− ca(i)

∥∥∥2

over all all “centers” c j ∈ Rm, j = 1, 2, . . . , K, and assignments
a : {1,2, . . . ,N} → {1,2, . . . ,K}. The standard k-means algorithm
(also known as Lloyd’s algorithm [10]) is an iteration that first up-
dates the centers c j to be the mean of all xi where a(i) = j, and
then updates the assignment so that a(i) = j where c j is the closest
center to x j. This algorithm amounts to an iteration where the mini-
mizing centers c j and assignments a : {1,2, . . . ,N}→{1,2, . . . ,K}
are a fixed-point of the iteration. Alternative methods that have
been explored include local, stochastic and evolutionary search al-
gorithms such as assignment swapping, simulated annealing, ge-
netic algorithms, and related heuristics [8, 25].

1.2 Semi-definite programs
Recently there have been a number of developments in the area of
optimization that have the potential to revolutionize the approach to
solving the combinatorially hard optimization problems that arise
in clustering problems. These have centered around the use of ma-
trices as the primary variables in certain structured optimization
problems. The best known of these problems are semi-definite pro-
gramming (SDP) problems [19, 23]. These problems have the form

min
X

C •X subject to (1.1)

Ai •X = bi, i = 1, 2, . . . , m, (1.2)
X � 0, (1.3)

where the minimum is taken over all X that are symmetric n× n
matrices. The expression “A•B” is the Frobenius inner product of
the matrices A and B:

A•B = trace(AT B) = ∑
i, j

ai jbi j.

In general, the inequality “A� B” means “zT Az≥ zT Bz for all z”.
Equivalently, “A� B” means that “A−B is positive semi-definite”.

Thus (1.1–1.3) is the problem of minimizing a linear function of X
subject to linear constraints and that X is a positive semi-definite
matrix; that is, zT Xz ≥ 0 for all z. Also, the set {X | X � 0} is a
convex set: if A, B� 0 then for 0≤ θ ≤ 1, θA+(1−θ)B� 0. Thus
(1.1–1.3) is a convex optimization problem; that is, the objective
function is convex, and the set of points satisfying the constraints
is also convex.

Convex optimization problems are easier to work with since every
local minimizer (or indeed, critical point) is a global minimizer.
In particular, the problem of many irrelevant local minima does
not occur with convex optimization problems. Semi-definite pro-
grams can be solved in essentially polynomial time by practical
algorithms [2, 9, 19]. Semi-definite programs also provide a means
of approximating hard combinatorial problems [13, 15, 22, 23, 24],
including clustering problems ([16] for k-means).

2. AN OPTIMIZATION FORMULATION
An optimization formulation for clustering first proposed by Rao
[17] is a matrix-based approach to clustering. The basic data for
this approach is not the data set xi, i = 1, 2, . . . , N, but rather dis-
tance or dissimilarity data di j representing the distance between xi
and x j. In Rao’s formulation of the clustering problem the main
variable is a N×K matrix Z; zil = 1 means that data item i belongs

to cluster l, and zil = 0 otherwise. The task is to find the minimizer
of

N

∑
i, j=1

di j

K

∑
l=1

zilz jl subject to (2.1)

K

∑
l=1

zil = 1 for all i, (2.2)

N

∑
i=1

zil ≥ 1 for all l, (2.3)

zil ∈ {0, 1} for all i, l. (2.4)

Note that ∑
K
l=1 zilz jl = 1 if data items i and j belong to the same

cluster, and zero otherwise. The constraint ∑
K
l=1 zil = 1 means

that data item i is assigned to exactly one cluster. The constraint
∑

N
i=1 zil ≥ 1 says that each cluster has at least one data item. As

given, this is a binary quadratic optimization problem. We assume
that dii = 0; that is, the distance or dissimilarity between any object
and itself is zero.

2.1 Relaxations and simplifications
Solving (2.1–2.4) directly is likely to be difficult. Instead we relax
some of the constraints to obtain a simpler and easier to solve prob-
lem. First we remove the constraint ∑

N
i=1 zil ≥ 1 that each cluster

has at least one data item. This allows clusters with no elements.
Essentially this allows any number of clusters up to K. If K ≥ N,
then the objective function can be set to zero by having N clusters
each containing exactly one data item.

The most important constraints are that zil ∈ {0, 1} for all i, l, and
that ∑

K
l=1 zil = 1 for all i. If we convexify these constraints we get

zil ≥ 0 for all i, l and ∑
K
l=1 zil = 1 for all i. This is equivalent to

requiring that each row of Z belongs to a unit simplex.

The objective function can be conveniently written in terms of stan-
dard matrix operations: ∑

K
l=1 zilz jl =

(
ZZT )

i j, so the objective func-
tion is

N

∑
i, j=1

di j

K

∑
l=1

zilz jl = D•
(

ZZT
)

= trace
(

ZT DZ
)
.

This not a convex function unless D is a positive semi-definite ma-
trix. In clustering problems, since dii = 0 and di j > 0 for i 6= j, then
D is not a positive semi-definite matrix.

These relaxations of the constraints lead to the following optimiza-
tion problem:

min
Z

D•
(

ZZT
)

subject to (2.5)

Ze(K) = e(N), (2.6)
Z ≥ 0 (componentwise), (2.7)

where e(m) is the m-dimensional vector of ones. Since we obtain
this optimization problem by relaxing (or removing) constaints of
the original problem (2.1–2.4), we say that (2.5–2.7) is a relaxation
of (2.1–2.4).

The optimization problem (2.5–2.7) is still not a convex optimiza-
tion problem since Z 7→ D •

(
ZZT ) is not a convex function. We

can make the objective function convex by writing it as D•Y with
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Y = ZZT , since linear functions are convex. The problem with this
is that the constraints Y = ZZT are not linear, so that again the prob-
lem is not convex. However, if we carry out a further relaxation
of “Y = ZZT ”, we can obtain a convex relaxation: “Y � ZZT ” is
equivalent to the condition that[

Y Z
ZT I

]
� 0. (2.8)

Since the set of positive semi-definite matrices is a convex set, the
set of pairs (Y,Z) satisfying (2.8) is a convex set. Combining the
relaxations gives the following SDP:

min
Z,Y

D•Y subject to (2.9)[
Y Z
ZT I

]
� 0, (2.10)

Ze(K) = e(N), (2.11)
Z ≥ 0. (2.12)

It is also possible to add the constraint

Y ≥ 0 (componentwise). (2.13)

Since the entries of D are distances, D≥ 0 componentwise; (2.13)
then ensures that D •Y ≥ 0. A relaxation could also include the
constraint Y ≥ ZZT componentwise, but this is not a convex con-
straint.

2.2 Symmetry properties
Both the original problem (2.1–2.4) and the relaxation (2.9–2.13)
have a symmetry property: if P is a K×K permutation matrix and
Z′ = Z P, then

D•
(

Z′Z′T
)
= D•

(
ZPPT ZT

)
= D•

(
ZZT

)
;

Y and Z′ satisfies all the constraints if and only if Y and Z satisfy
all the constraints: Z ≥ 0 componentwise if and only if Z P ≥ 0;
Z′ e(K) = Z Pe(K) = Z e(K) = e(N);[

Y Z′

Z′T I

]
=

[
I

PT

][
Y Z
ZT I

][
I

P

]
� 0.

Intuitively, this amounts to saying that permuting the cluster num-
bers does not change the problem. For supervised classification
problems, this is no longer true, since some data items are pre-
assigned a cluster or group number. However, if the number of
pre-assigned data items is small, it would be approximately true
even then.

Because the convexified problem (2.9–2.13) has this property, the
solution set also has this symmetry. For convex optimization prob-
lems, the solution set is a convex set; for strictly convex optimiza-
tion problems (where the objective function is strictly convex, satis-
fying the strict inequality φ(θx+(1−θ)y)< θφ(x)+(1−θ)φ(y))
whenever x 6= y and 0 < θ < 1) the solution is unique. Strictly con-
vex functions include Z 7→ Z •Z, and multiplying a strictly convex
function by a positive number gives a strictly convex function, so
minimizing D •Y + ε (Z •Z +Y •Y ) over Z and Y subject to the
constraints (2.10–2.13) for any ε > 0 has a unique solution. As
(ZP) • (ZP) = trace

(
PT ZT ZP

)
= trace

(
ZT Z

)
= Z • Z is also in-

variant under the symmetry, the unique solution of the strictly con-
vex approximation also has this symmetry. Interior point methods
for convex optimization problems typically converge to the cen-
troid of the solution set, which for (2.9–2.13) must also have this
symmetry.

Thus any reasonable method for the convex relaxation (2.9–2.13)
will converge to a unique point which satisfies the symmetry Z =
Z P. Unfortunately, this means that each row zT of Z satisfies
the symmetry zT = zT P. Since P can be any permutation ma-
trix, this indicates that each entry of zT must be the same. Thus
zT = e(K)T /K. Since this is true for each row of Z we have the opti-
mum Z = e(N)e(K)T /K. Since Z was meant to be the main decision
variable in this formulation, it is disappointing that the optimal Z
gives no information about the optimal clustering.

2.3 A non-convex relaxation
Instead of the fully convex relaxation, we consider a partial relax-
ation (2.5–2.7). This partial relaxation is a non-convex optimiza-
tion problem, and so can have multiple local minima. This partial
relaxation is also invariant under the transformation Z 7→ Z P where
P is a permutation matrix. Thus we expect at least K! local minima,
each local minimizer being a relabeling of the others. There may
be other local minima, but hopefully not many.

Another non-convex but partially convexified approximate problem
can be obtained by replacing the objective in (2.5) by

min
Z

D•
(

ZZT
)
+α ‖Z‖nuc (2.14)

where

‖Z‖nuc = max
U,V orthogonal

UT ZV

=
min(K,N)

∑
i=1

σi(Z),

with σi(A) the ith singular value of A. The norm ‖Z‖nuc is called
the nuclear norm of Z. The addition of α ‖Z‖nuc to the objective
function makes the objective “more convex”, but not necessarily
convex. The use of the nuclear norm has particular relevance as
it is closely associated with minimizing the rank of Z [18], which
corresponds to the number of clusters. As α ≥ 0 increases from
zero, the number of clusters represented by Z should decrease. If
α → ∞, then eventually there is only one cluster.

3. IMPLEMENTATION AND
COMPUTATIONAL RESULTS

3.1 Implementation
The optimization task was implemented by a gradient-projection
method. For a step length s, steps are taken in the directions of
the negative gradients of Z 7→ D •

(
ZZT ) and Z 7→ α ‖Z‖nuc, and

then the result is projected onto the nearest point in the feasible set:{
Z | Z ≥ 0 and Ze(K) = e(N)

}
. The distance measure used was the

Frobenius norm ‖Z‖F =
√

Z •Z =
[
∑i, j z2

i j

]1/2
. The gradient direc-

tion of the nuclear norm Z 7→ ‖Z‖nuc can be computed by means
of a reduced singular value decomposition (SVD). If Z =UΣV T is
the reduced SVD (U is N×K and V is K×K, both with orthonor-
mal colums, and Σ = diag(σ1, σ2, . . . , σK)), then the gradient step
is δZ =−sα UV T , which is equivalent to setting σi← σi−α s. In
order to avoid negative singular values, negative singular values are
replaced by zero: σi←max(σi−α s, 0), for i = 1, 2, . . . , K.

The projection onto the feasible set amounts to projecting each row
of Z onto the unit simplex

{
x | x≥ 0 and eT x = 1

}
. This can be

done using the algorithm in [11].
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These gradient and projection steps are repeated for a user-specified
number of steps.

To compare two clusterings with the same number of clusters, we
need to identify an optimal matching between the clusters of each
clustering. So for clusterings C = {C1,C2, . . . ,CK} and
D = {D1, D2, . . . , DK} where the clusters Ci and D j are subsets of
the data items {1, 2, . . . , N}, we need to find a permuation π so that
cluster Ci is matched to cluster D j with j = π(i). To do this in an
optimal way, we first create a matrix B=

[
bi j
]

where bi j is the num-
ber of data items in Ci∩D j. We then want to find a permutation ma-
trix P that maximizes trace(BP), which is the sum of the diagonal
entries of BP. This task is equivalent to a linear programming prob-
lem [3] because the objective function is linear and the convex hull
of N×N permutation matrices is the set of N×N doubly stochastic
matrices

{
P ∈ RN×N | P≥ 0, Pe(N) = e(N), PT e(N) = e(N)

}
. Thus

this task can be accomplished by a simplex-type algorithm which
swaps pairs of columns.

The method was implemented using MATLAB R© 7.6.1.

3.2 Computational results
Computational results were obtained for a rat central nervous sys-
tem study (CNS-Rat) [20].

The algorithm was run with on the CNS-Rat data set with di j =∥∥vi−v j
∥∥2

2 using the normalized values (maximum levels of gene
expression set to one for each gene), and α = 10, and a step size
s = 5× 10−3. Significantly larger values of s, such as s = 10−2,
resulted in the objective function increasing rather than decreas-
ing. Several initial values of Z were generated, and 1000 gradi-
ent projection steps were carried out. The computed Z were then
“quantized” by setting ẑi j = 1 if zi j = maxk zik, and ẑik = 0 if k 6= j,
for each i. The clusters so computed were then compared with
the published clusters given in [20]. These published clusters were
obtained using the Fitch–Margoliash method [5] for creating phy-
logenetic trees using a least-squares technique. Twenty runs were
carried out for this data set with different randomized starting val-
ues for Z with the entries being pseudorandom numbers in the range
[0,1]. Each row of these matrices was projected onto the unit sim-
plex to ensure feasibility. Objective function values were recorded
for the computed Z matrices, and for the “quantized” Z matrices.

Each run took about 30 to 40 seconds.

3.2.1 Multiple local minima
From the diagnostic output it appeared that the gradient projection
method had approached a local minimum or had stagnated in each
run. The computed matrices Z typically had all but about six to
twelve entries that were not zero or one; some of these were clearly
close to zero or one. A serious concern about this algorithm is that
the computed matrices Z converge to points that are local minima
but far from a global minimum. The runs show evidence that there
are significant local minima that are not global minima, as can be
seen in Table 1.

In spite of the fact of multiple local minima, only a few runs are
required to obtain consistent values. The computed Z giving the
best computed objective value is denoted Z∗. The quantized version
of Z∗ is Ẑ∗. As we might hope, the objective function values for the
quantized matrices Ẑ∗ is only slightly above the computed Z∗.

Run φ(Z∗) φ(Ẑ∗) Run φ(Z∗) φ(Ẑ∗)
1 1531.84 1532.57 11 1540.73 1542.23
2 1540.65 1542.17 12 1531.84 1532.57
3 1534.43 1535.63 13 1534.49 1536.11
4 1566.70 1567.32 14 1534.64 1534.81
5 1532.14 1532.86 15 1569.72 1572.10
6 1531.84 1532.57 16 1531.84 1532.57
7 1532.14 1532.86 17 1531.84 1532.57
8 1533.89 1535.92 18 1532.14 1532.86
9 1533.26 1533.52 19 1532.14 1532.86
10 1532.14 1532.86 20 1531.84 1532.57

Table 1: Objective function values φ(Z) := trace(ZTWZ) +
α ‖Z‖nuc for runs with different starting points for computed
matrices Z∗ and the quantized matrices Ẑ∗. Minimum values
computed are in bold; 2nd smallest are in italics.

Run best published Run best published
computed computed

1 0 27 11 6 29
2 7 28 12 0 27
3 4 29 13 3 27
4 13 28 14 8 32
5 2 28 15 19 25
6 0 27 16 0 27
7 2 28 17 0 27
8 1 27 18 2 28
9 3 29 19 2 28

10 2 28 20 0 27

Table 2: Mismatches between computed clusterings and the
best computed clustering and the published clustering.

3.2.2 Comparison with the clusterings obtained and
the published clustering

The objective function values given in Table 1 are well below the
objective function value for the published clustering: φ(Zpub) ≈
2130.82. Even if we ignore the nuclear norm part of the objective
function we see that trace(ZT

pubWZpub) ≈ 1876.76, which is still

much higher than the values computed for φ(Ẑ∗) which includes
this term.

The computed quantized matrices tend to be very consistent in
terms of the clusterings they produce, as can be seen in the mis-
matches between the different computed clusterings (being the num-
ber of incorrectly clustered data items) as shown in Table 2.

The disagreements between the computed and “exact” clusterings
appear to be fairly consistent, at least in terms of numbers of mis-
matches. Another claimed clustering provided with the data had
62 mismatches with the “exact” clustering; this clustering had 60
mismatches with the best computed clustering.

4. CONCLUSIONS
This paper presents a matrix-based optimization method for clus-
tering data that is suitable for data sets of biological interest. These
methods are practical and appears capable of accurately clustering
data sets. A number of refinements are possible to improve compu-
tation times. The step length can be adjusted during the computa-
tion, which should aid convergence, and the code can be modified
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to improve the execution time. Implementation in compiled rather
than interpreted languages can also dramatically reduce the execu-
tion time.
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ABSTRACT  
The aim of this work is the identification of adjuvant molecules 
that can be associated to an oncoantigen-driven vaccination. By 
microarray analysis and data mining we have identified a set of 
drugs targeting genes that are associated to breast cancer stem 
cells (CSC): Atorvastatin, Bumetanide, Radafaxine, ICA 17043, 
YSL. In vitro characterization of one of these drugs, Atorvastatin, 
showed its ability to impair mammosphere formation, which is a 
peculiarity of normal and cancer stem cells. A mathematical 
model to simulate the effect of the combination of adjuvant and 
vaccination was designed and parameters defined on the basis of 
ErbB2-driven vaccination and Atorvastatin activity on CSC. The 
model suggests that reduction and halting of tumor mass 
increment can be reached by combining the effect of ErbB2 
vaccination and 5 µM Atorvastatin as adjuvant. 

Categories and Subject Descriptors 
J.3 [Life And Medical Sciences]: Biology and genetics. 
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General Terms 
Algorithms, Experimentation. 

Keywords 
Adjuvant, Oncoantigen, Vaccination, Microarray, Cancer Stem 
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1. INTRODUCTION 
Our laboratory has been involved for long time in the study of 
immune responses to breast cancer and in the setup of new 
vaccination strategies [1]. The results obtained show that vaccines 
are uniquely effective in preventing the progression of early 
stages of cancer [2]. When the reaction elicited is against a protein 
required for the neoplastic progression (i.e. against an 
“oncoantigen”), chances that a tumor evade the vaccine-induced 
immune reaction are markedly reduced [2]. Preventive vaccines 
targeting oncoantigens are able to provide a life-long protection 
against incipient tumors of different kind [1,2]. By contrast, in the 
management of minimal residual disease or when they have to 
contrast cancer recurrences and metastases the protective potential 
of current vaccines is limited and has to be further enhanced. A 
new and rational way to enhance the vaccine efficacy might be the 
association of adjuvant treatments, targeting cancer stem cells 
(CSC), to an oncoantigen-driven vaccination. The epithelial 
components of the mammary gland are thought to arise from stem 
cells (SC) with a capacity for self-renewal and multilineage 
differentiation. Furthermore, these cells and/or their immediate 
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progeny may be targets for transformation becoming cancer stem 
cells (CSC). CSC cell sub-population is therefore 
stem cell properties. These proprieties position 
the hierarchy of the cells forming a tumor [3]
cancer stem cell theory a CSC can slowly reproduce itself or it can 
differentiate to committed progenitor cell
certain number of passages, finally differentiate in mature tumor 
cells (TC). CSC can divide either symmetrically or 
asymmetrically after being given an appropriate external signal. 
Although it is still unknown what might be the mechanism 
controlling whether a stem cell divides symmetrically or 
asymmetrically, some environmental conditions could influence 
this decision. In this view, become crucial the microenvironment 
or niche where CSC is located. The niches help to maintain the 
peculiarity of the CSC supplying the necessary nutrients and 
molecules to survive and proliferate. Envir
result in constantly adapting the cell physiology and gene 
expression for the appropriate stem cell state
CSCs to TCs it is possible that different niche composition 
represent the driving force of such differentiation

As it has been shown in malignant tumors of many kin
including breast carcinoma [4], CSC may be responsible for tumor 
progression, metastasis, resistance to therapy, and tumor 
recurrence [5]. It is thus conceivable that the identification of 
genes directly involved in the maintenance of the stem
features of CSC and targetable with drugs could open a new and 
promising therapeutic opportunity for anti-cancer vaccines.

2. ErbB2-DRIVEN VACCINATION A
CSCS 
It has been shown that vaccination with plasmids coding for the 
extracellular and the transmembrane domain of the product of 
transforming rat ErbB2 oncogene protect against 
transplantable carcinoma (TUBO) cells [6]
experiments we observed a dependency on 
vaccination efficacy (Table 1). 
 
Table 1. Dependency of vaccination efficacy to the tumor size.

Tumor size 
(mm) Vaccination efficacy

2 

4 

6 
 
The presence of a certain number of tumors that escape from the 
vaccination might be due to the low efficacy of the vaccination to 
affect CSCs, which are a quite small
subpopulation (<1%) with very efficient tumor initiating ability
[7] and not necessarily expressing ErbB2 (Figure 1). 
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Figure 1. Mammospheres stained for 
are spheroids containing approx.
formation is a peculiar feature of SC and CSC. 
develops from a unique SC/CSC
the periphery of the spheroid
ErbB2 is mainly localized in the periphery
encompassing the most differentiated cancer cells

3. DETECTING DRUG
GENES IN CSC 
3.1 Microarray analysis
We have proposed an innovative strategy for the identification of 
new oncoantigens on the bulk of a tumor, against which 
addressing preventive vaccines. The strategy is based on the 
integration of microarray data derived from progressive stages of 
mouse and human mammary carcinomas 
been able to identify several fresh oncoantigens that are currently 
targeted by DNA vaccines in experimental models of tumor 
prevention and therapy [9]. More recently we have applied a 
similar mouse-human integration strategy for the identification of 
CSC specific genes.  
Mammary carcinomas spontaneously arising in mice transgenic 
for the activated rat ErbB2 oncogene (BALB
a population of sphere-generating cells
to initiate tumor in vivo [7]. Similarly, an epithelial cell line we 
have derived from a BALB-neuT carcinoma (TUBO cells) is able 
to generate mammospheres, that can be propagated for serial in 
vitro passages. TUBO cells were cultured in adherent conditions 
as epithelial monolayer (E cells), or as
serial passages (M1, M2, M
mammospheres express markers associated to 
have self renewal potential and are singularly able to generate 
tumors when injected in syngeneic mice (
The transcription profiling of E cells was compared with that of 
M1, M2, and M3 in three independent experiments using 
MouseWG-6 v2.0 Illumina beadchips 
(www.ncbi.nlm.nih.gov/geo/: GSE21451). 
analysis was done using a moderated t
Hochberg corrected p≤0.05, |log
unsupervised hierarchical clustering. 
cluster of transcripts whose expression was rising, and others 
whose expression was decreasing from E cells to 
cells.  
3.2 Ranking CSC associated genes
To identify drug-targetable gene
on the 183 genes increasingly expressed passing from E to 
M3-derived cells. We ranked them 
Multi-Criteria Decision Making models) on the basis of their low 
expression on normal tissues and of the clinical outcome of cancer 
expressing them. The rationale of the ranking procedure is that we 
would like to focus only on genes that are mainly expressed in the 
CSC and not in other normal cells 
clinical parameters that have high chances to be associated to 
CSC, i.e. distant metastasis outcome
The ranking procedure consisted
basis of clinical outcome (CO score) and ranking on the basis of 
expression in normal tissues (NOR score).
calculated using six public breast cancer human data sets 
(GSE2034, GSE1456, GSE2990, GSE3494, GSE6532, GSE7390, 
GSE11121) encompassing a total of 1500 Affymetrix 
NOR score was calculated using
(GSE7307) made of 512 Affymetrix 
human tissues. 

eres stained for ErbB2. Mammospheres 
pprox. 150 cells. Mammospheres 

formation is a peculiar feature of SC and CSC. Each spheroid 
CSC. Moving from the center to 

of the spheroid cells get more differentiated. 
is mainly localized in the periphery, i.e. the region 

encompassing the most differentiated cancer cells. 
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Microarray analysis 
We have proposed an innovative strategy for the identification of 
new oncoantigens on the bulk of a tumor, against which 
addressing preventive vaccines. The strategy is based on the 
integration of microarray data derived from progressive stages of 

d human mammary carcinomas [8]. In this way, we have 
been able to identify several fresh oncoantigens that are currently 
targeted by DNA vaccines in experimental models of tumor 

. More recently we have applied a 
human integration strategy for the identification of 

Mammary carcinomas spontaneously arising in mice transgenic 
for the activated rat ErbB2 oncogene (BALB-neuT mice) contain 

generating cells endowed with the ability 
. Similarly, an epithelial cell line we 
neuT carcinoma (TUBO cells) is able 
that can be propagated for serial in 

ages. TUBO cells were cultured in adherent conditions 
as epithelial monolayer (E cells), or as mammosphere in three 

M3). Our data show that these 
express markers associated to CSC phenotype, 

and are singularly able to generate 
tumors when injected in syngeneic mice (not shown). 
The transcription profiling of E cells was compared with that of 

3 in three independent experiments using 
6 v2.0 Illumina beadchips 

GSE21451). Differential expression 
analysis was done using a moderated t-statistics (Benjamini & 

≤0.05, |log2(fold change)|≥1) followed by 
unsupervised hierarchical clustering. This analysis disclosed a 
cluster of transcripts whose expression was rising, and others 
whose expression was decreasing from E cells to M1-M3-derived 

associated genes 
targetable genes expressed by CSC, we focused 

on the 183 genes increasingly expressed passing from E to M1 to 
e ranked them (within the framework of the 

Criteria Decision Making models) on the basis of their low 
pression on normal tissues and of the clinical outcome of cancer 

The rationale of the ranking procedure is that we 
on genes that are mainly expressed in the 

and not in other normal cells and are also characterized by 
clinical parameters that have high chances to be associated to 

distant metastasis outcome. 
The ranking procedure consisted of two steps: ranking on the 
basis of clinical outcome (CO score) and ranking on the basis of 

issues (NOR score). CO score was 
public breast cancer human data sets 

GSE2034, GSE1456, GSE2990, GSE3494, GSE6532, GSE7390, 
) encompassing a total of 1500 Affymetrix arrays. 

NOR score was calculated using the Body Index data set 
Affymetrix arrays representing 82 adult 
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3.2.1 CO score 
Intensity data, for a gene, were extracted from a breast microarray 
cancer data together with the clinical variable of interest, i.e. 
distant metastasis outcome. K-mean clustering (K=2), are used to 
divide the specimens in two groups, i.e. up-regulated and down-
regulated. For the two groups an exponential survival regression 
model was fitted and a p-value for the separation between the up-
regulated/down-regulated survival curves was calculated (PTRUE). 
The PTRUE is used in equation (i, ii) together with a null 
distribution �∗) constructed randomizing samples outcomes (n = 
10000 times) to generate the CO score. If the exponential survival 
regression model for the up-regulated group was associated with a 
poor outcome: 

������	 = log�� ��
� ∑ ������� ≥ �∗��       (i) 

If the exponential survival regression model for the down-
regulated group was associated to a good outcome: 

������	 = −log�� ��
� ∑ ������� ≥ �∗��     (ii) 

The final CO score was given by the mean of the CO scores 
calculated over the six breast cancer data sets. 

3.2.2 NOR score 
In each normal tissue the rank product (iii) was calculated for the 
gene under investigation and for each of the four ERB family 
members (EGFR, ERBB2-4) [8]. k is the number of replicates of a 
specific tissue in the normal tissue dataset and ri the rank of a gene 
in the i-th replicate.  

�� = �∏ � 
!
 "� #

� !$
          (iii) 

A NOR score was then calculated (iv). n is the number of normal 
tissue types present in the normal tissue microarray dataset: 

%�� ����	 = log�� ��
� ∑ ����'( ≥ ����)��

 "� �  (iv) 

3.2.3 CO and NOR score integration 
CO score and NOR score were ranked using TOPSIS, a Multi-
criteria Decision making method [10], to detect the top ranking 
targets, i.e. those having the lowest combined CO/NOR score.  

3.2.4 Drug targetable genes 
Using Ingenuity knowledge database (www.ingenuity.com) we 
detected a set of CO/NOR top ranking genes which are direct 
targets or are indirectly affected by the following drugs: 

Atorvastatin, Bumetanide, Radafaxine, ICA 17043, YSL. 

4. ATORVASTATIN INTERFERES WITH 
CSC BEHAVIOUR 
Atorvastatin is a cholesterol lowering drug with antileukemic 
effects [11]. It is particularly interesting since it is linked to four 
CO/NOR top ranked genes coding for intracellular proteins 
(Figure 2A). We have also evaluated whether Atorvastatin affects 
the ability of TUBO cells to grow and form mammospheres. Its 

addition to the culture medium does not impair E-cell 
proliferation (not shown), but the number of mammospheres 
produced (Figure 2B). Thus suggesting that CSC inhibition is an 
Atorvastatin feature. 
Figure 2. A. Genes found associated to Atorvastatin (ATOR) 
by Ingenuity knowledge based analysis. DBI (Diazepam-
binding inhibitor), SQLE (squalene epoxidase), PCYT2 
(phosphate cytidylyltransferase 2, ethanolamine) and NSDHL 
(NAD(P) dependent steroid dehydrogenase-like). B. E cells 
were cultured in medium alone (black bar) or supplemented 
with DMSO (white bar) or ATOR 0.1, 1, and 5 µµµµM (grey 
bars). After 4 days of recovery, 6x104 cells/ml were seeded in 
mammosphere medium and spheres formation assessed at 6 
days. Data obtained from three independent experiments are 
shown. * P<0.05, ** p≤0.001, *** p≤0.0001. Student’s t test 
 
On the basis of the effect that Atorvastatin has on CSC phenotype, 
i.e. spheroid formation, it might be considered an interesting 
candidate as adjuvant for oncoantigen driven vaccination. 
Furthermore it might represent a proof of concept that the 
interference with CSC phenotype represents an attractive 
approach to improve the efficacy of oncoantigen driven 
vaccination. 

5. SIMULATING THE EFFECT OF 
ADJUVANT ON ONCOANTIGEN-DRIVEN 
VACCINATION 
As indicated above the CSC theory suggests that CSCs can slowly 
reproduce themselves but they can also differentiate to a limited 
number of progenitor cells (PC) [3] before becoming a mature 
tumor cell (TC) [12, 13]. Furthermore it is possible that, in 
response to environment signals, the early stage of PCs can 
acquire again a CSC phenotype [14].  
To simulate the effect, on the various components of a tumor 
(CSC, PC, TC), of the adjuvant treatment on the oncoantigen-
driven vaccination we designed a mathematical model.  
Each subpopulation, except TCs, follows a dynamic based on two 
phases: proliferation (v) and differentiation (vi). Since the 
dynamics of a population cells can be described and modeled by 
an Ordinary Differentiation Equation (ODE) system. This system 
was formulated following the dynamics described by a set of 
reactions (see below). 
The CSCs can divided in both symmetrically or asymmetrically 
way to generate two CSCs or one CSC and one PC1, respectively. 
PCs subpopulation can move on several stages. At each stage the 
PC cells can proliferate in a symmetric manner producing two PC 
cells belonging to the next stage. We defined as seven the number 
of these stages [13]. 

                           �*�
+,-,.-/011112 �*� + �*� 

                           �*�
+,-,.4-/011112 �*� + ���                      (v) 

                           �� 
+.502 �� + ��  

                                                6ℎ	�	 8 = 1 … 6 
The parameter ω is used to describe the proliferation rate of all the 
subpopulations, except TCs. All PC subpopulations are modeled 
by a positive and negative term in order to describe their 
symmetric proliferation in the next stage of PCs. The proliferation 
rates of CSC and PC1 depend also from Psy and Pasy, that are the 
probabilities of symmetric and asymmetric CSC division [15] 
respectively. 
For what concern differentiation (vi), the CSC becomes P1 while a 
subpopulation PC at the stage i, PCi, differentiate in the next PC 
stage, Pi+1. Finally, the last stage of PC, PC7, differentiates in TC 
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cells. We also model the bidirectional convertibility among CSCs 
and PCj . This plasticity can involve only the first three stages. 
                           �*� <=>=012 ��� 
                           �� 

<.5?@0112 �� A�                                 (vi) 
                                                6ℎ	�	 8 = 1 … 6 

                           ��B
<.C02 D� 

                           ��E
F.=02 �*� 

                                                6ℎ	�	 8 = 1 … 3 
η describes the differentiation rates of all the subpopulations. 
Since the differentiation process involve all the subpopulations in 
the ordered chain of evolution, CSC → PCi → TC, in all the 
equations except the CSCs and TCs, are present positive and 
negative terms. 
The γ parameter is associated to the bidirectional convertibility 
that involves CSC, PC1, PC2 and PC3 subpopulations. 
We also consider the effect of exposure of cancer cells to 
oncoantigen-vaccination and adjuvant drug (vii). Considering 
these different types of treatments we assume that all the 
subpopulations are affected by only one type of effects.  
 
 

                           �*� H@02 ��� 
                           �� 

HI02 �� A�                                 (vii) 

                           D� HJ02 0 
 
 
Θ indicates the treatment effects, i.e. vaccination or adjuvant. we 
model the effects as a decrement of differentiation rates, indeed 
Θ-terms follow the same trend of η-terms. Moreover, a specific 
parameter Θ3 is defined for TC subpopulations in order to 
describe the vaccination effect. 
Furthermore, we model the death of each population (viii). 
 
 

                           �*� L@→ 0 

                           �� 
LI→ 0                                 (viii) 

                           D� LJ→ 0 
 
 
We used the model to simulate the conditions that characterize the 
vaccination efficacy on mature tumor cells (TC), when 
vaccination is performed on a 4 mm tumor (Table 1). The 
simulation (Figure 3) show, as expected from the model 
parameterization, an effect only on TC, with a reduction of TC 
population around 50% in about 500 hours, which is quite similar 
to average size reduction we can observe in treated animals. 
 
 

 

Figure 3. Simulation of ErbB2 vaccination effect. The green 
curve represent the rate of growth of the mature tumor cells, 
that reach the number of cells at which vaccination is 
performed. Vaccination is performed at 2000 hour. 
 
 
We also modeled the effect of the Atorvastatin, as adjuvant, at the 
concentration that reduce to 50% the ability of CSC to form 
mammospheres, which can be interpreted a reduction of 50% of 
the cells with a CSC phenotype. Interestingly this simulation 
reach an equilibrium in which the number of mature tumor cell 
and precursor are constant (Figure 4). 

 
Figure 4. Simulation of a combination of ErbB2 vaccination 
and 5 µM Atorvastatin addition. Drug treatment an 
vaccination are both performed at 2000 hour. 
 
We also modeled the effect of an Atorvastatin concentration, 100 
nM, which reduces of only 22% the ability of CSC to form 
mammospheres (Figure 5). 

 
Figure 5. Simulation of a combination of ErbB2 vaccination 
and 100 nM Atorvastatin addition. Drug treatment an 
vaccination are both performed at 2000 hour. 
 
Comparing the results obtained with 5 µM and 100 nM 
Atorvastatin it is notable that to halt tumor mass increment there 
is a threshold in the reduction of CSC functionalities that has to be 
reached.  

6. CONCLUSION 
Using a ranking procedure, based on gene expression in normal 
tissue and on the association of gene expression with metastasis 
recurrence, we highlighted a subset of genes that are CSC 
associated and can be directly or indirectly targeted by know 
drugs. We also observed that one of this drugs, Atorvastatin, has 
an effect on CSC functionalities and might represent an 
interesting target as adjuvant for oncoantigen-driven vaccination. 
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Finally, we design a mathematical model to simulate the effect of 
Atorvastatin as adjuvant treatment on ErbB2-driven vaccination. 
The model was tuned on the basis of in vitro knowledge acquired 
on Atorvastatin together with our previous knowledge on ErbB2 
vaccination. 

7. PERSPECTIVE 
We are planning to setup vaccination experiments in presence of 
increasing concentrations of Atorvastatin to validate the 
simulations obtained with the model.  
We need also to evaluate if the equilibrium we have observed, 
combining the effect of ErbB2 vaccination and 5 µM Atorvastatin 
as adjuvant, is unique or if there are other conditions that result in 
halting tumor mass increment. 
We will extend our analysis to the other drugs that might affect 
CSC functionalities: Bumetanide, Radafaxine, ICA 17043 and 
YSL. We will also investigate if multiple drugs combination can 
be more suitable as vaccination adjuvant. 
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ABSTRACT
A major goal of B-cell epitope prediction is to support the
design of peptide-based immunogens (e.g., vaccines) for elic-
iting antipeptide antibodies that protect against disease, but
these antibodies fail to confer protection and even promote
disease if they bind with low affinity. In the present work,
the Immune Epitope Database (IEDB) was searched to ob-
tain published thermodynamic and kinetic data on bind-
ing interactions of antipeptide antibodies. The data suggest
that the affinity of the antibodies for their immunizing pep-
tides appears to be limited in a manner consistent with pre-
viously proposed kinetic constraints on affinity maturation
in vivo, and that cross-reaction of the antibodies with pro-
teins tends to occur with lower affinity than the correspond-
ing reaction of the antibodies with their immunizing pep-
tides. These observations serve to better inform B-cell epi-
tope prediction, particularly to avoid overestimation of affin-
ity for both active and passive immunization; whereas active
immunization is subject to limitations of affinity matura-
tion in vivo and of the capacity to accumulate endogenous
antibodies, passive immunization may transcend such lim-
itations, possibly with the aid of artificial affinity-selection
processes and of protein engineering. In addition to affin-
ity, intrinsic protein disorder may be a useful supplementary
criterion for B-cell epitope prediction where such disorder
obviates thermodynamically unfavorable protein structural
adjustments in the course of cross-reaction between antipep-
tide antibodies and proteins.

Categories and Subject Descriptors
J.2 [Physical Sciences and Engineering]: chemistry,
mathematics and statistics, physics; J.2 [Life and Med-
ical Sciences]: biology and genetics, health

General Terms
Algorithms, Design, Theory
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1. INTRODUCTION
Biological outcomes of immunization are contingent upon

thermodynamic and kinetic constraints on antibody-antigen
interactions, as exemplified by context-dependent roles of
antibodies in mediating either protection against or enhance-
ment of infection. The latter phenomenon has been observed
among infections due to a wide variety of pathogens includ-
ing taxonomically diverse viruses [58, 55], notably enveloped
viruses such as HIV [2, 52] and flaviviruses (e.g., dengue
and West Nile viruses [43, 13]), and even bacteria and pro-
tozoa [31, 22]. Among enveloped viruses, this often occurs
when virions are incompletely coated by IgG-class antibod-
ies, which favors enhanced infection by promoting viral ad-
sorption onto host cells via capture of virion-bound IgG by
Fc-γ receptors while still permitting fusion between viral
and cellular membranes [30]. HIV infection of monocytes
has thus been mathematically modeled [30], thereby recapit-
ulating the empirical observation that enhancement of infec-
tion is favored at low antibody concentrations and by low-
affinity antibody binding; hence, even high-affinity antibody
binding may enhance infection below a certain threshold an-
tibody concentration that increases as affinity decreases.

Protective antibody-mediated immunity is favored over
antibody-mediated enhancement of infection by increasing
either or both antibody concentration and affinity, yet this
is practically feasible only up to certain limits. Even be-
low the solubility limit of antibodies in aqueous solution,
buildup of supraphysiologic antibody concentrations in vivo
may produce hyperviscosity syndrome [21]. Moreover, high
antibody concentrations may be difficult to attain via active
immunization, although this limitation might be overcome
by passive immunization (e.g., with purified monoclonal an-
tibodies). The practically feasible maximum antibody con-
centration, as dictated either by safety considerations or by
actual outcomes of immunization, thus defines a minimum
affinity below which protective antibody-mediated immunity
is an unrealistic prospect. At the same time, affinity itself
is subject to physicochemical and physiological constraints
that limit its magnitude [18, 19]. These considerations mo-
tivate the present work, which aims to clarify their implica-
tions for B-cell epitope prediction as applied to the genera-
tion of antipeptide antibodies that protect against disease.
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2. THEORY AND METHODS

2.1 Upper Bounds for Affinity
The affinity of antibodies for antigens is often quantita-

tively expressed as the association constant KA (i.e., affinity
constant) or equivalent dissociation constant KD, such that:

KA = 1/KD (1)

KA = exp(−∆G/RT ) (2)

where ∆G is the free energy change of association, R the
gas constant and T the temperature. As ∆G is ultimately
a function of biomolecular structure, KA may, in princi-
ple, be estimated from structural information. Where only
antigen structure is known, this may be partitioned into
B-cell epitopes for which ∆G may be approximated from
their solvent-accessible surface area (ASA) within the frame-
work of structural energetics [33, 16] under certain simplify-
ing assumptions (e.g., that the epitope is completely buried
upon binding by the paratope, which loses approximately
the same amounts of apolar and polar ASA as the epitope
in the process [5, 6]). The value of ∆G thus obtained cor-
responds to a theoretical upper bound for affinity where the
structural complementarity between epitope and paratope
approaches that between close-packed internal surfaces of a
natively folded protein. However, this may greatly exceed
the affinity realized during B-cell development [18].

Naive B cells express surface immunoglobulins for receptor-
mediated endocytosis of antigens as an initial step towards
recruiting T-cell help for activation, which in turn prompts
B-cell proliferation with mutation of immunoglobulin-coding
genes to diversify the paratopic repertoire. This entails com-
petition among B cells for T-cell help, with B-cell survival
favored by rapid endocytosis of antigens for presentation to
helper T cells. The endocytic antigen-uptake rate may be
increased either by increasing the on-rate constant kon for
antigen capture or by decreasing the off-rate constant koff
for antigen escape. As both rate constants are related by:

KA = kon/koff (3)

mutations that increase the antigen-uptake rate also increase
the affinity for antigen according to Equation 1, for which
reason the mutation phase of B-cell development is known as
affinity maturation. Hence, increases in affinity for antigen
tend to favor B-cell clonal selection, but only up to a certain
ceiling level as may be explained in terms of limits on both
kon and koff during affinity maturation [18], considering that
the upper bound for KA is defined by the upper bound for
kon and the lower bound for koff according to Equation 3.

For binding of interaction partners A and B, the upper
bound for kon is the on-rate constant for diffusion-limited
collisional encounters, as given by:

kmax

on = 4πa(DA +DB)(N/1000) (4)

where a is the encounter distance; DA and DB are the diffu-
sion constants; and N is Avogadro’s number (i.e., 6.02×1023

mol−1). Using Equation 4, kmax

on is obtained in M−1 s−1 for
a in cm and for DA and DB in cm2 s−1 [62]. For binding of
small protein antigens by antibodies in solution, kmax

on is esti-
mated to be in the range of 105 to 106 M−1 s−1 [37, 45], and
antibodies in general are thus unlikely to have much higher
values of kmax

on [18]. For capture of IgG-class antibodies from

solution by immobilized antigens in surface plasmon reso-
nance (SPR) studies, where the antigen diffusion constant
is practically zero, kmax

on may be estimated from Equation 4
using an encounter distance of 1.57× 10−8 cm and an anti-
body diffusion constant of 4×10−7 cm2 s−1, yielding a value
of 4.75 × 107 M−1 s−1 [62].

To estimate the lower bound for koff during affinity mat-
uration, endocytic antigen uptake may be modeled to a
first approximation with classical Michaelis-Menten kinet-
ics applied to transmembrane transport, in which case the
Michaelis-Menten constant is given by:

KM = (koff + kin)/kon (5)

where kin is the rate constant for endocytic internalization
of surface immunoglobulin-bound antigen. As KM is numer-
ically equivalent to the antigen concentration at which the
steady-state rate of antigen internalization is half-maximal,
a decrease in KM confers a competitive advantage upon B
cells to the extent that they are thus enabled to internal-
ize antigen more rapidly than other B cells. Consequently,
kon may approach kmax

on (from Equation 4) in the course of
affinity maturation. However, koff is unlikely to decrease
much further below kin as the gain in competitive advan-
tage would then be negligible [18]; according to Equation 5,
KM approaches the lower limit of kin/kon for values of koff
much lower than kin, in which case the values of KM are
approximately uniform such that none is distinctly advan-
tageous over the others. Considering the reported half-life
of 8.5 min for surface immunoglobulins prior to their endo-
cytosis on Epstein Barr virus-transformed B-lymphoblastoid
cells [64], the lower bound for koff during affinity maturation
is estimated to be in the range of 10−4 to 10−3 s−1 under
the assumption that two to three surface-immunoglobulin
half-lives is the upper limit beyond which increased immune-
complex stability confers no competitive advantage [18].

Competition among B cells for endocytic uptake of anti-
gens is thus a plausible mechanism that limits the emergence
of antibodies with low koff during affinity maturation. A re-
lated mechanism has been proposed that may likewise limit
the emergence of antibodies with low koff, namely seques-
tration of antigens by antibodies in highly stable immune
complexes that limits the availability of antigens for endo-
cytic uptake by B cells [46]. Notwithstanding the operation
of these mechanisms, the theoretical upper bound for affinity
might still be closely approached where optimal complemen-
tarity between epitopes and paratopes arises fortuitously
(e.g., by initial rearrangement of germline immunoglobulin-
gene sequences) prior to any affinity maturation [18], and
artificial selection processes (e.g., with yeast display) may
transcend the limits of in-vivo affinity maturation [19].

Apart from the upper bound for affinity per se and the ki-
netic constraints imposed during affinity maturation, an ad-
ditional consideration arises in relation to cross-reaction of
antipeptide antibodies with protein antigens. Typically, this
involves a peptide whose sequence forms part of a cognate
protein; as an immunogen, the peptide may elicit antipep-
tide antibodies, but these may cross-react with the protein
with very low affinity. Such problems are the concern of B-
cell epitope prediction for generating antipeptide antibodies
that exert biological effects by cross-reacting with proteins.
A major challenge therein is the difficulty of predicting the
affinity with which antipeptide antibodies cross-react with
proteins. If such cross-reaction is to result in biological ef-
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fects, it must occur with sufficiently high affinity with the
proteins in biologically relevant molecular contexts (e.g., in
native conformational and oligomerization states, possibly
as integral components of supramolecular complexes such
as biological membranes). Relevant experimental results re-
ported thus far have mostly been limited to qualitative as-
sessment of the binding per se without biological correlates
[7]; yet these data nonetheless suggest that cross-reaction
of antipeptide antibodies with proteins tends to occur with
lower affinity than the corresponding reaction of the anti-
bodies with the immunizing peptides. This would be con-
sistent with thermodynamically unfavorable structural ad-
justments (e.g., unfolding of proteins to conformationally
mimic their peptide counterparts) during cross-reactions;
and if this is actually the case for antipeptide antibodies,
their affinity in reactions with immunizing peptides repre-
sents a plausible practical upper bound for their affinity in
cross-reactions with proteins.

With regard to antipeptide antibodies that cross-react
with protein antigens, three upper bounds for affinity may
thus be discerned: the first pertains to binding per se in
the reaction of antipeptide antibodies with their immuniz-
ing peptides; the second, to binding realized during affinity
maturation; and the third, to cross-reaction of the antipep-
tide antibodies with protein antigens. Among these three,
the first is necessarily an upper bound for the second (as the
first is never exceeded during affinity maturation) but not
for the third (as cross-reaction with the protein may be ther-
modynamically more favorable than reaction with the im-
munizing peptide, e.g., due to lower conformational entropy
of the protein relative to the peptide); however, the third
is unlikely to exceed the second where cross-reaction entails
thermodynamically unfavorable structural adjustment (e.g.,
protein unfolding to conformationally mimic the immuniz-
ing peptide). Hence, physicochemical constraints on both
affinity maturation and cross-reaction are expected to limit
the affinity of antipeptide antibodies for protein antigens
and, consequently, the capacity of such antibodies to medi-
ate protective immunity (e.g., to protect against rather than
enhance infection). Knowledge of such constraints is there-
fore potentially useful for B-cell epitope prediction in order
to avoid overestimating the affinity of cross-reaction.

2.2 Retrieval and Processing of Epitope Data
To further investigate the limits on affinity of antipeptide

antibodies for immunizing peptides and for cognate pro-
tein antigens, published thermodynamic and kinetic data
were retrieved on binding interactions of antipeptide an-
tibodies, using the Immune Epitope Database and Analy-
sis Resource (IEDB; http://www.immuneepitope.org/) [67].
Relevant curated data were retrieved from IEDB by means
of searches conducted with its B Cell Search facility, which
returns records that each pertain to a B-cell assay for a par-
ticular epitope. Each record thus returned contains multiple
data fields, several of which are defined in relation to the
concepts of ”1st Immunogen” (i.e., immunogen administered
to produce antibodies) and ”Antigen” (i.e., antigen used in
the B-cell assay).

Searches were restricted by the data fields named ”1st Im-
munogen Epitope Relation” and ”Antigen Epitope Relation”
(hereafter referred to as the immunogen and antigen fields,
respectively). For both thermodynamic and kinetic data,
primary and secondary searches were conducted, which re-

spectively retrieved data on reactions of antipeptide anti-
bodies with peptides and on cross-reactions of the same
antibodies with proteins. The primary searches retrieved
records for which the epitope comprised both immunogen
and antigen, such that both immunogen and antigen fields
had the value ”Epitope”. The secondary searches retrieved
records for which the epitope also comprised the immunogen
but formed only a part of the antigen, such that the immuno-
gen field had the value ”Epitope”while the antigen field had
the value ”Source antigen”. Additionally, each search was
further restricted to return only those records containing ei-
ther thermodynamic or kinetic data by filtering with respect
to B-cell assay type (represented by the data field named
”Method/Technique”). Such filtering was performed using
the Assay Finder feature of the B Cell Search facility. The
Assay Finder was used initially to search for predefined assay
types relevant to the characterization of antibody binding
(by selecting ”Characterization of Ab binding” in the ”Mea-
surement of:” pull-down menu) and subsequently to define
appropriate selections of assay types for filtering in order
to retrieve only those records matching one of the selected
assay types. For thermodynamic data, the selected assay
types were calorimetry, enzyme-linked immunosorbent assay
(ELISA), fluorescence immunoassay (FIA), radioimmunoas-
say (RIA) and surface plasmon resonance (SPR), all of which
were further qualified as having measurements expressed in
units of ”KA [1/nM]” or of ”KD [nM]”; for kinetic data, the
selected assay types were FIA and SPR, both of which were
further qualified as having measurements expressed in units
of ”ka [Mˆ -1 sˆ -1]” or of ”kd [sˆ -1]”.

A total of four searches (i.e., a primary and a secondary
search each for thermodynamic and kinetic data) were con-
ducted between 21 and 24 February 2011, and the search re-
sults were downloaded as IEDB full-format comma-separated
value (CSV) files comprising B-cell epitope records. Subse-
quent processing of records focused mainly on the data field
named ”Quantitative measurement” whose numeric value
was a thermodynamic or kinetic measurement. Records
wherein this data field was empty were excluded from further
consideration, as were other records wherein the data field
named ”Measurement Inequality” contained an inequality
symbol (either ”<” or ”>”, indicating that the numeric value
was a lower or upper bound rather than a point estimate)
or for which the epitope was non-peptidic (i.e., wherein the
data field named ”Epitope type” had a value other than
”Peptide from protein” or ”Peptide, no natural source”).

Records retrieved through each primary search were pro-
cessed before those of the corresponding secondary search
in order to facilitate pairing of counterpart records that
essentially differed from one another only in the antigen
field (whose value was ”Epitope” for the primary search and
”Source antigen” for the secondary search); records retrieved
through a secondary search were processed only where they
were thus found to be counterparts of retained records from
the corresponding primary search. For kinetic data, records
were retained only where data were available on both the
on- and off-rate constants for a particular binding interac-
tion. For each record that was ultimately retained, the nu-
meric value was compared with that originally reported in
the underlying literature reference; where discrepancies were
found, the values from literature were used for subsequent
analysis, and the discrepancies were reported to the main-
tainers of IEDB.
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Figure 1: Affinities of antipeptide antibodies for their epitopes. Each data point is plotted as a pair of
superposed symbols for antibody type (polyclonal or monoclonal) and B-cell assay type (as indicated in the
legend). Unlabeled data points are affinity-ranked and represent reactions of antipeptide antibodies with
peptides (Tables 1 and 2). Other data points are labeled by IEDB BCell ID number and represent cross-
reactions of antipeptide antibodies with proteins. Data points sharing the same abscissa value pertain to the
same antibody and other B-cell assay conditions except the antigen.

Records containing thermodynamic data were segregated
by units of measurement into two categories, each compris-
ing data on either association constants or dissociation con-
stants in units of 1/nM or nM, respectively. Corresponding
association constants were calculated from dissociation con-
stants according to Equation 3, and all association constants
were expressed in units of 1/M. Records on both association
and dissociation constants were ranked in order of decreas-
ing affinity. The ranked records were inspected for equal
or nearly equal association-constant values, for which the
underlying records and literature references were reviewed
to explore the possibility of data redundancy; where a pair
of such values was found to represent equivalent association
and dissociation constants, the record for the dissociation
constant was deemed redundant and was thus excluded from
further analysis.

Records containing kinetic data were segregated by units
of measurement into two categories, comprising data on ei-
ther on- or off-rate constants in units of M−1 s−1 or s−1,
respectively. Records pertaining to on- and off-rate con-
stants from a common literature reference were reviewed in
conjunction with the literature reference to identify pairs of
corresponding on- and off-rate constants pertaining to the
same binding interaction. For each pair of rate constants
thus identified, the records on thermodynamic data were
searched for a corresponding record on an association con-
stant (or equivalent dissociation constant) also pertaining
to the same binding interaction and related to the rate con-
stants according to Equation 3.

3. RESULTS AND DISCUSSION

3.1 Affinity
For reactions of antipeptide antibodies with peptides, a

dataset of 105 records on affinities of antipeptide antibodies
for their peptidic epitopes was assembled (Figure 1), com-
prising 46 records on polyclonal antibodies (Table 1) and 59
records on monoclonal antibodies (Table 2). The lowest and
highest association constants were 1.15×105 and 4.30×1010

M−1, respectively, with a median of 1×108 M−1. The high-
est association constant was thus lower than the ceiling value
of 4.75× 1011 M−1 expected for affinity maturation, as cal-
culated using Equation 3 from values of 4.75× 107 M−1 s−1

for kon [62] and 10−4 s−1 for koff [18] (noting that the kon
value thus cited is appropriate for solid-phase immunoassays
wherein immobilized antigens capture IgG-class antibodies
from solution, which is the case for most data in Figure 1
including the highest association constant). These data are
compatible with an affinity ceiling during affinity matura-
tion in vivo as previously suggested on kinetic grounds [18].

For cross-reactions of antipeptide antibodies with pro-
teins, seven additional records were found on affinities of
antipeptide antibodies for protein source antigens contain-
ing the epitope sequences of the immunizing peptides, such
that each additional record had a counterpart pertaining to
the same antibody in the dataset for reactions of antipeptide
antibodies with peptides (Figure 1). Association constants
were typically more than an order of magnitude lower for
cross-reactions with proteins than for the corresponding re-
actions with peptides, except in the case of a monoclonal
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Table 1: IEDB Affinity Data, Polyclonal
Rank BCell ID Epitope ID PubMed ID Ref. No.

1 1713243 123283 11549280 [54]
5 1712919 123282 11137254 [53]
6 1713155 123282 11549280 [54]
7 1662870 111856 2430996 [12]
8 1710417 123058 11028906 [53]
9 1710420 123221 11028906 [53]

10 1772326 131658 7515949 [3]
12 1349361 11821 9754674 [8]
15 16285 59318 15627976 [29]
17 1712874 125323 11137254 [53]
19 1349366 7766 9754674 [8]
20 1244111 18084 16476510 [59]
21 1349364 11821 9754674 [8]
23 1487415 7766 10480553 [27]
25 1244119 15938 16476510 [59]
26 1349365 7766 9754674 [8]
31 1487413 11821 10480553 [27]
32 1487416 7766 10480553 [27]
35 1487414 11821 10480553 [27]
36 1712912 124998 11137254 [53]
46 1710412 123058 11028906 [53]
48 1244124 66382 16476510 [59]
49 18013 70070 14522457 [48]
51 17994 15938 14522457 [48]
52 18021 63967 14522457 [48]
53 1479672 27725 8806185 [41]
55 17942 18084 14522457 [48]
56 1244126 8267 16476510 [59]
57 1244234 28937 16476510 [59]
58 1681389 113966 6083471 [11]
63 1336690 14958 11487368 [57]
64 1664695 113966 2430996 [12]
66 1652921 108291 19356802 [26]
67 18005 66382 14522457 [48]
69 1349380 49305 6185953 [36]
72 1772218 131654 7515949 [3]
73 1336692 19093 11487368 [57]
78 1464180 571 15386623 [4]
81 1336693 3290 11487368 [57]
85 1336694 19097 11487368 [57]
87 1652922 108482 19356802 [26]
90 1464193 30063 15386623 [4]
92 1484082 7005 1374843 [42]
93 1464140 30093 15386623 [4]
97 1459804 6078 1847695 [51]

105 21742 4467 10506652 [20]

Table 2: IEDB Affinity Data, Monoclonal
Rank BCell ID Epitope ID PubMed ID Ref. No.

2 1694121 119943 19576899 [63]
3 1377940 54911 14754898 [65]
4 1502913 22303 18657541 [10]

11 1313016 4701 12163260 [17]
13 1636267 104452 1916848 [25]
14 1313012 4701 12163260 [17]
16 1313005 4701 12163260 [17]
18 1313015 4701 12163260 [17]
22 1313011 4701 12163260 [17]
24 1278023 54666 12177434 [38]
27 1313010 4701 12163260 [17]
28 1502914 22303 18657541 [10]
29 1803541 7493 20970857 [47]
30 1313014 4701 12163260 [17]
33 1587464 36959 8122782 [61]
34 1278024 54666 12177434 [38]
37 1329743 58132 15914849 [28]
38 1329922 58132 15914849 [28]
39 1705153 120407 11730940 [49]
40 1313385 33796 12043842 [23]
41 1329915 31002 15914849 [28]
42 1779729 134133 8571322 [56]
43 1329916 31002 15914849 [28]
44 1329731 31002 15914849 [28]
45 1329918 31002 15914849 [28]
47 1335178 75791 12738356 [24]
50 1483242 64541 9376364 [60]
54 1329744 45673 15914849 [28]
59 1329745 56122 15914849 [28]
60 1338803 8067 11254620 [32]
61 1329928 56122 15914849 [28]
62 1649813 107849 11150534 [14]
65 1329924 58132 15914849 [28]
68 1329930 267 15914849 [28]
70 1329747 266 15914849 [28]
71 1329927 56122 15914849 [28]
74 1697081 103097 19775170 [44]
75 1329923 58132 15914849 [28]
76 1329933 266 15914849 [28]
77 1784467 134492 7513094 [50]
79 1329936 45673 15914849 [28]
80 1329746 267 15914849 [28]
82 1329934 266 15914849 [28]
83 1329932 267 15914849 [28]
84 1329935 266 15914849 [28]
86 1329929 56122 15914849 [28]
88 1335279 75789 12738356 [24]
89 1329937 45673 15914849 [28]
91 1636270 104452 1916848 [25]
94 1329938 45673 15914849 [28]
95 1335193 74035 12738356 [24]
96 1335182 75791 12738356 [24]
98 1245815 68401 2450576 [1]
99 1352617 24591 11120821 [34]

100 1335197 74036 12738356 [24]
101 1705155 120403 11730940 [49]
102 1245814 68401 2450576 [1]
103 1352618 24591 11120821 [34]
104 1245813 68401 2450576 [1]
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Figure 2: On- and off-rates of antipeptide antibod-
ies binding their epitopes, obtained by surface plas-
mon resonance (SPR). For reactions of antipeptide
antibodies with peptides, data points are labeled ei-
ther by affinity rank in Figure 1 for corresponding
IEDB records on affinity data or, where such records
were not found, alphabetically with upper-case let-
ters in order of decreasing affinity [66]. For cross-
reactions of antipeptide antibodies with protein [66],
data points are labeled with lower-case letters (i and
k) matching the upper-case letter labels (I and K)
of data points for the corresponding reactions of the
antibodies with peptide.

antibody (rank 42 in Figure 1 and Table 2) whose associ-
ation constant was actually higher for cross-reaction with
protein than for reaction with peptide. This monoclonal an-
tibody was produced by immunization with an epitope con-
sisting of two cross-linked peptides corresponding to residues
395-402 and 402-411 (cross-linked at Gln 398 and Lys 406)
of the C-terminal region on human fibrin γ-chain [56], in
which case lower conformational entropy of the epitope as
part of the cognate protein rather than the immunizing pep-
tide may at least partly account for higher affinity of cross-
reaction with protein relative to reaction with immunizing
peptide. Overall, these results are consistent with a trend
towards thermodynamically unfavorable structural adjust-
ments upon cross-reaction with protein that lead to lower
binding affinity relative to reaction with immunizing pep-
tides, but the exceptional case of the human fibrin epitope
demonstrates the possibility of higher affinity with cross-
reaction.

3.2 Kinetics
For reactions of antipeptide antibodies with peptides, a

dataset of 27 rate-constant record pairs containing data on
corresponding on- and off-rate constants from surface plas-
mon resonance (SPR) studies was assembled (Figure 2; Ta-

Table 3: IEDB Rate-Constant Data
Label in BCell ID for BCell ID for
Figure 2 On-Rate Constant Off-Rate Constant

11 1312987 1313002
14 1312984 1312997
16 1312948 1312990
18 1312986 1313001
22 1312983 1312996
24 1278965 1278971
27 1312982 1312993
29 1803539 1803540
30 1312985 1313000
34 1278972 1278972
62 1650289 1650291
74 1697079 1697080
78 1464226 1464233
90 1464248 1464255
93 1464204 1464211

105 22186 22187
A 1581476 1581498
B 1581474 1581496
C 1581475 1581497
D 1581473 1581494
E 1581467 1581488
F 1581471 1581492
G 1581473 1581495
H 1581472 1581493
I 1581469 1581490
J 1581470 1581491
K 1581468 1581489
i 1581939 1581944
k 1581940 1581945

ble 3), comprising four record pairs on polyclonal antibodies
and 23 record pairs on monoclonal antibodies. On the basis
of underlying literature references and Equation 3, corre-
sponding records on affinity data (Figure 1; Tables 1 and 2)
were found for most of the rate-constant record pairs, except
in the cases of 11 record pairs on monoclonal antibodies (Fig-
ure 2, labels A through K). The lowest and highest on-rate
constants were 5.1 × 101 and 2.49 × 106 M−1 s−1, respec-
tively, with the latter below the upper bound of 4.75 × 107

M−1 s−1 for diffusion-limited reaction as calculated in Sub-
section 3.1. The lowest and highest off-rate constants were
8.00 × 10−5 and 5.70 × 10−3 s−1, respectively. Most of the
data were on immobilized antigens capturing IgG-class an-
tibodies from solution, except for the data points labeled 74
(with the lowest off-rate) and 105 (with the lowest on-rate)
in Figure 2, in which cases the data were on immobilized
antibodies capturing antigens from solution. If these excep-
tions are excluded from consideration, the lowest on- and
off-rate constants are 3.44 × 103 M−1 s−1 and 3.40 × 10−4

s−1, respectively (both for the data point labeled 90 in Fig-
ure 2). These data are compatible with a lower bound of
1 × 10−4 s−1 for off-rate during affinity maturation in vivo
as previously suggested [18].

For cross-reactions of antipeptide antibodies with pro-
teins, two additional rate-constant record pairs were found
on antipeptide antibodies cross-reacting with a protein source
antigen (tobacco mosaic virus protein) containing the pep-
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tidic epitope (source antigen residues 110-135; IEDB Epi-
tope ID 94786) of the antibodies [66], such that each addi-
tional record had a counterpart pertaining to the same an-
tibody in the dataset for reactions of antipeptide antibodies
with peptides (Figure 2). On-rate constants were more than
an order of magnitude lower for cross-reactions with protein
than for the corresponding reactions with peptide; off-rate
constants were either higher or lower for cross-reactions with
protein than for the corresponding reactions with peptide.
The lower on-rate constants for cross-reaction are consistent
with thermodynamically unfavorable structural adjustment
to attain complementarity between epitope and paratope.

3.3 Implications
Considering the thermodynamic and kinetic data included

in the present work, two key observations emerge. First,
affinity of antipeptide antibodies for proteins is likely to be
overestimated if computed as a theoretical upper bound for
binding per se without regard for affinity maturation. Sec-
ond, affinity of antipeptide antibodies for proteins tends to
be lower than for the immunizing peptides used to elicit the
antibodies. These observations serve to clarify crucial prob-
lems encountered in B-cell epitope prediction that seeks to
quantitatively estimate affinity of antipeptide antibodies for
proteins. One problem thus clarified is the difficulty of esti-
mating the maximum affinity of antipeptide antibodies for
immunizing peptides that is realized during immunization;
although this maximum affinity may be estimated from anti-
gen structure by means of structural energetics [5, 6], the
highest affinity that is actually realized may be much lower
due to kinetic constraints on affinity maturation [18, 19] and
also to suboptimal immunization conditions such as choice of
adjuvant [41, 8, 27, 20, 57, 48, 4, 59, 35]. A related problem
is the difficulty of estimating affinity of the antipeptide an-
tibodies for proteins in view of the structural differences be-
tween the immunizing peptides and the proteins [9, 7]; even
if the affinity of the antibodies for the immunizing peptides
is known, it may differ markedly from the affinity for cog-
nate proteins of the peptides, which may be much lower due
to thermodynamically unfavorable structural adjustments of
cross-reaction.

The above-mentioned problems could be addressed in sev-
eral ways. In particular, affinity maturation could be ac-
counted for in B-cell epitope prediction by an appropriate
ceiling on predicted affinity values. Furthermore, immuniza-
tion conditions (e.g., adjuvants) could be optimized so as
to maximize the affinity of elicited antipeptide antibodies.
In certain cases, however, the ceiling on predicted affinity
values may be lower than previously suggested on the ba-
sis of endocytic uptake of univalent antigen [18], particu-
larly for multivalent antigens that can cross-link surface im-
munoglobulins on B cells. Immunoglobulin cross-linking by
multivalent antigens entails multiple simultaneous epitope-
paratope binding interactions, in which case high avidity
(i.e., overall strength of binding) may result even where the
individual epitope-paratope binding interactions are each
of low affinity. Surface-immunoglobulin cross-linking may
thus enable efficient endocytic uptake of multivalent anti-
gens by B cells even in the setting of low-affinity epitope-
paratope interactions; and it may also favor B-cell activation
more directly via transmembrane signal-transduction path-
ways [39, 40]. In view of this added complexity posed by
multivalent antigens, which include immunogens that com-

prise typical peptide-carrier protein conjugates and multi-
ple antigenic peptides, the outcome of higher affinity might
be favored by avoiding surface-immunoglobulin cross-linking
during affinity maturation (e.g., by immunizing with a con-
struct containing only one copy of the B-cell epitope that is
the intended target of the antibody response). More gener-
ally, limitations of natural affinity maturation in vivo might
be overcome by artificial selection methods (e.g., based on
yeast display [19]) or by protein engineering of paratopes
for improved complementarity to target epitopes. As to the
problem of predicting affinities of cross-reactions between
antipeptide antibodies and their envisioned protein targets,
this might be at least partly addressed by basing predic-
tions on similarities between each immunizing peptide and
its corresponding region on the protein target, with empha-
sis on conformation and on overall physical accessibility to
antibodies. This approach may be readily feasible in cases
where the immunizing peptide and its corresponding protein
region share the same sequence and are intrinsically disor-
dered (i.e., unfolded and behaving as dynamic random coils
with rapidly fluctuating backbone conformations [15]) while
the protein region is located on an antibody-accessible site
(e.g., exposed on the surface of an extracellular protein do-
main), such that the antipeptide antibodies may bind the
protein with essentially the same affinity as for the pep-
tide insofar as thermodynamically unfavorable structural ad-
justments would be unnecessary for the protein to mimic
the peptide. Although the classical concept of completely
folded native protein structures identifies dynamic disorder
with denatured states, intrinsic protein disorder has more
recently been observed in native states of an increasingly di-
verse repertoire of proteins among all domains of life, with
the extent of disorder ranging from short protein segments
to full-length proteins [15]. An antibody-accessible natively
disordered protein region may thus be structurally mimicked
by a similarly disordered peptide of identical sequence; and
if the peptide bears a B-cell epitope that is bound by a
complementary paratope with sufficient affinity, the peptide
may elicit antipeptide antibodies that bind the peptide and
the protein region with similar affinities via a process of
paratope-induced epitope folding whereby the epitope be-
comes immobilized in a conformation that is readily adopted
in both the peptide and the cognate protein. Existing B-cell
epitope prediction methods may actually account for this
possibility to some extent (e.g., using flexibility parameters,
or implicitly via machine learning).

The preceding considerations are applicable to B-cell epi-
tope prediction for generating antipeptide antibodies that
exert biological effects by cross-reacting with proteins, both
for active immunization (e.g., with peptide-based vaccines)
and for passive immunization (e.g., with antipeptide anti-
bodies from exogenous sources). For each candidate protein
target of antipeptide antibodies, the target structure (i.e.,
the target protein as it occurs in its biologically relevant
conformational state and higher-order structural context [7])
may be partitioned into candidate B-cell epitopes for which
antibody affinity could be estimated [5, 6], either with or
without the assumption of a ceiling on affinity during affinity
maturation [18, 19]. This affinity-ceiling assumption would
be made only where affinity maturation would actually be
relevant to the envisioned practical application (e.g., active
immunization with peptide-based vaccines, but not passive
immunization with monoclonal antipeptide antibodies), and
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the exact value of the affinity ceiling would depend on fac-
tors such as host characteristics (especially those pertaining
to B-cell development) and details of the immunization pro-
cess (including adjuvants and the nature of the immunogen,
e.g., univalent versus multivalent). To evaluate each can-
didate B-cell epitope for potential utility, an affinity cutoff
value could be established for cross-reaction of antipeptide
antibodies with the epitope as part of the target structure,
such that the epitope would be deemed potentially useful
only if the estimated antibody affinity were to exceed the
cutoff value. The cutoff value itself might be determined in
relation to some estimated maximum antibody concentra-
tion (e.g., based on projected post-vaccination outcomes)
necessary to achieve a certain biological outcome (e.g., pro-
tection against rather than enhancement of viral infection,
as mathematically modeled for enveloped viruses [30]). If a
sufficient number of potentially useful candidate epitopes is
thus found even with an affinity-ceiling assumption for affin-
ity maturation in vivo, the epitopes could be incorporated
into a peptide-based vaccine for active immunization; other-
wise, the affinity cutoff value could be adjusted downwards
(e.g., by raising the maximum antibody concentration to a
physically realistic yet reasonably safe level), and potentially
useful epitopes that might then be found could be incorpo-
rated into a peptide-based immunogen for generating anti-
bodies to mediate passive immunization (e.g., by administra-
tion of antipeptide monoclonal antibodies). In cases where
the affinity-ceiling assumption were to preclude identifica-
tion of suitable candidate epitopes, this assumption could
be dropped with the proviso that artificial affinity selection
(e.g., based on yeast display) or antibody engineering would
enable realization of the predicted affinities. Additionally,
protein disorder could be used as a supplementary predictive
criterion (e.g., by focusing exclusively on candidate epitopes
that are predicted to be intrinsically disordered in the target
structure), so as to avoid uncertainties of modeling thermo-
dynamically unfavorable structural adjustment among the
target proteins as they mimic the immunizing peptides.

4. CONCLUSIONS
Affinity of antipeptide antibodies for their immunizing

peptides appears to be limited in a manner consistent with
kinetic constraints on affinity maturation, and cross-reaction
of these antibodies with proteins tends to occur with even
lower affinity. These observations serve to better inform B-
cell epitope prediction for generating antipeptide antibodies
that cross-react with proteins, particularly to avoid overes-
timation of affinity for both active and passive immuniza-
tion. Whereas active immunization is subject to limitations
of affinity maturation in vivo and of the capacity to accu-
mulate endogenous antibodies, passive immunization may
transcend such limitations, possibly via artificial affinity-
selection processes and protein engineering. In addition to
affinity, protein disorder may be a useful supplementary cri-
terion for B-cell epitope prediction where such disorder obvi-
ates thermodynamically unfavorable structural adjustments
in cross-reactions of antipeptide antibodies with proteins.
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ABSTRACT 
Chagas disease, caused by persistent chronic infection with the 
tropical parasite Trypanosoma cruzi, remains a severe cause of 
morbidity and mortality in the South American poor population.  
There are no Chagas vaccines for human use available nor in 
human clinical vaccine trials.  We have previously shown that T 
cells alone provide protection to normally susceptible BALB/c 
mice against lethal systemic parasite challenge. The availability 
of ‘humanized’ mice (i.e., HLA DR1/A2 dual transgenic mice) 
allows us to perform similar studies eliciting data more relevant to 
human Chagas vaccine development. The goals of our evolving 
studies are to:  

1) identify sequences predicted to bind multiple HLA alleles 
within a) the highly conserved functional (enzymatically active) 
trans-sialidase (TS) gene family members, b) the larger subset of 
non-functional TS genes, and c) the total gene subset expressed 
during human infection,  

2) verify that predicted epitopes are presented by MHC during 
human T. cruzi infection,  

3) prepare several DNA vaccines encoding multiple class I and 
class II parasite epitopes, and  

4) perform immunization/challenge experiments in HLA-DR1/A2 
dual transgenic mice to determine whether these novel T cell-
driven vaccines induce immunity protective against acute lethal 
challenges as well as against chronic inflammation and disease. 
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J.3.A [Life and Medical Sciences]: Biology and Genetics  

General Terms 
Algorithms, Design, Experimentation  

Keywords 
Vaccine, T cell, Trypanosoma cruzi, Chagas disease, epitope 
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INTRODUCTION 
1.1 Chagas Disease 
  Over 1 billion individuals in developing countries are infected 
with one or more of the neglected tropical diseases (NTD), and 
most of the disease burden falls on the poorest of the poor [27].  
Chagas disease, presenting as cardiomyopathies and/or 
megasyndromes caused by chronic infection with the protozoan 
parasite Trypanosoma cruzi, is one of these ‘diseases of poverty’, 
affecting up to 40% of the 11-18 million infected individuals 
leading to an estimated 50,000 deaths per year [4].  Drugs such as 
nifurtimox and benznidazole, although proven beneficial during 
acute infection, are associated with many adverse reactions and 
are not tolerated in >20% of individuals [15].  However, the use 
of these drugs has disproven the long-standing theory that the 
clinical manifestations of Chagas disease are autoimmune driven 
[1, 3, 19, 23, 26]. This misconception has delayed development of 
vaccines capable of reducing disease burden. Although blood 
transfusion, organ transplantation, and vertical transmission 
modes of T. cruzi are common, the majority of human infections 
are vector borne [21].   

1.2 Selection of Vaccine Targets 
 After infected triatomine insects (found in many mud thatched 
dwellings in areas of poverty) ingest blood meals, they often 
defecate on human hosts.  Highly infectious metacyclic 
trypomastigotes (MT) present in the feces gain entry through 
mucosal sites (eyes, mouth) or open wounds and infect nucleated 
cells. After cell entry, MT differentiate into amastigotes (AMA) 
which divide intracellularly.  AMA differentiate into blood form 
trypomastigotes (BFT) which are released after cell rupture and 
then are able to infect other human cells or additional insects upon 
blood meal ingestion.  Molecules expressed during each of the life 
stages described above (MT, AMA, BFT) would all serve as 
potential vaccine candidates.   The majority of human cases of 
acute T. cruzi infection go undiagnosed, thus, not much is known 
about human immune responses during acute parasite infection.  
During chronic infection, robust CD8+ T cell responses are 
detected against parasite lysate and a variety of T. cruzi proteins 
[16-18].  In fact, increased frequencies of T. cruzi-specific IFN-γ 
producing CD8+ T cells correlate with decreased disease 
progression [18].  We have developed animal models to carefully 
analyze vaccine-induced immune responses and cardiac 
pathology associated with T. cruzi infection [6, 7, 11-13, 24].  The 
mouse model mirrors the human observation that CD8+ T cells are 
critical for reducing disease:  CD4+ T cells were found to be 
necessary for functional priming of immunity, and CD8+ T cells 
are essential for effector function and parasite clearance [14, 25, 
28].   
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  The 2005 sequencing of the T. cruzi genome revealed several 
large families of homologous genes [9].  The largest of these is 
the trans-sialidase (TS) superfamily, representing >5% of the 
parasite genome (>1,400 TS genes of the ~25,000 T. cruzi genes).  
T. cruzi is unable to synthesize sialic acid; TS cleaves and 
transfers sialic acid residues from host cells to the parasite 
membrane, a step necessary for parasite infectivity.  Of the 1,400 
genes in the TS superfamily, almost 700 are not expressed 
(pseudogenes), and only 12 TS genes encode enzymatically active 
TS [2].  The most promising vaccine candidates to date are 
enzymatically active members of the trans-sialidase (TS) 
superfamily [5, 8, 10, 11, 13].  In humans, TS-specific type-1 
immunity is detected during chronic disease [22].  We have 
shown that vaccination of BALB/c mice with enzymatically 
active TS (delivered as naked DNA, recombinant protein co-
administered with CpG-adjuvant, or expressed by adenoviral 
vectors) induces robust immunity protective against parasite 
challenge [8, 11, 13].  In addition, we have shown that transfer of 
vaccine-induced TS-specific CD8+ T cells alone provides 
protection against lethal T. cruzi challenge.  These data further 
support the concept of designing T cell only vaccines against 
Chagas disease [8].  

1.3 Autoimmunity in Chagas Disease 
 We have developed models to study cardiac pathology in mice 
induced by infection and/or immunization [7].  The presence of 
antibodies and T cells directed against self-proteins in Chagas 
patients are a major cause of concern to vaccinologists. However, 
recent evidence indicates that complications of Chagas disease are 
due to parasite persistence rather than autoimmunity [1, 3, 19, 23, 
26].  Nonetheless, careful attention to vaccine-induced production 
of cross reactive T and B cell epitopes is warranted. 

1.4 Development of Immunoinformatic Tools 
for Vaccine Design 
  Great improvements in T cell epitope prediction algorithms have 
been implemented over the course of the past two decades.  New 
tools have been shown to successfully predict HLA allele binding 
with >90% accuracy.   EpiVax has developed immunoinformatic 
tools which were utilized to identify T cell epitopes conserved in 
the variola and vaccinia genomes to generate a vaccine 
(VennVax) that demonstrated efficacy against vaccinia [20].  
Most significantly, this result clearly illustrates that a T cell only 
genome-derived epitope-based vaccine provides protection from 
an important human pathogen. 

 

2. Immunoinformatic Identification of Human 
MHC Class-I- and Class-II-restricted Epitopes 
Presented During T. cruzi Infection 
The 2005 publication of the Trypanosoma cruzi genome (CL 
Brener reference strain) along with the proteome of expressed 
proteins from each of the 4 major parasite life stages has provided 
key reference material for development of drugs and vaccines 
targeting the parasite [2, 9].  These results are freely available for 
download and sorting at:  http://www.tritrypdb.org. 
Immunoinformatic analyses against 6 supertype class I alleles and 
8 common class II alleles (providing coverage of >90% of 
humans in Chagas endemic countries) was performed using 
EpiMatrix algorithms. 

2.1 Trans-sialidase Gene Family  

2.1.1 Identification of functional v. non-functional TS 
gene family members. 
  The T. cruzi trans-sialidase gene family consists of >1,400 
members, of which only ~700 are expressed.  Only 12 genes are 
predicted to encode enzymatically active proteins, leading to 
speculation that non-functional TS gene family members are 
involved in an elaborate immunoevasion strategy.  The amino 
acid sequences of the 12 functional genes are highly conserved; 
however, non-functional TS gene members are highly variable 
and encode diverse proteins.  Thus, it is hypothesized that T cell 
epitopes present in diverse non-functional TS genes may play a 
role in parasite persistence and immunoevasion.  To explore this 
concept, we divided the expressed TS gene family members into 2 
groups for further analysis as detailed in Figure 1 below. 

 
Figure 1. Selection of functional and non-functional TS gene 
family members.   The TriTrypDB was used to identify all T. 
cruzi trans-sialidase superfamily genes, then pseudogenes were 
removed, resulting in identification of 735 TS genes.  Genes 
identified with the GO annotated function description of exo-
alpha-sialidase activity and containing an amino acid shown to be 
critical for TS activity (Tyr342) resulted in identification of 12 
genes comprising the functional TS group.  These 12 functional 
TS genes were excluded from the 735 TS genes selected in Step 3 
resulting in selection of the non-functional TS group (723 genes).   

2.1.2 Epitope prediction in functional TS protein 
sequences. 
 The 12 enzymatically active TS genes were assembled and 
aligned against a consensus TS sequence (amino acids 33-678, 
genbank id D50685, Y strain).  This consensus catalytic domain 
sequence is highly homologous to TS genes sequenced from 
Tulahuèn, Sylvio, CL Brener, CAI, and RA strains (92-99% 
identity).  Five of the 12 sequences shared >90% amino acid 
identity and the other 7 shared >75% identity to the consensus TS 
sequence. The lower fidelity proteins either do not have a SAPA 
repeat on the c-terminus or have a SAPA repeat that is not 
homologous to the consensus (SAPA repeats are not required for 
enzymatic activity). Conservatrix, a computer based algorithm 
which identifies conserved peptides contained within a given 
input protein set, was used to identify highly conserved 9mer 
peptides contained within the 12 input proteins. In analyzing the 
12 enzymatically active TS genes, the Conservatrix algorithm 
identified 2900 unique 9mer sequences.  Of these, 392 were found 
to be present in at least 6/12 (50%) of the functional TS genes.   
HLA binding predictions against eight common class-II alleles 
was performed on the 392 conserved sequences using the 
EpiMatrix algorithm. Class-II EpiMatrix analysis of the 
functional TS sequences identified 68 9mer peptides that were 
both highly conserved and potentially immunogenic. These 68 
peptides were submitted to EpiAssembler, a computer based 
algorithm which assembles conserved and immunogenic peptides 
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to form extended immunogenic consensus sequences (ICS). In the 
initial run EpiAssembler returned five ICS clusters. Rekeying the 
conservation requirement from 9mer frames to individual amino 
acids allowed EpiAssembler to construct an additional six ICSs.  
In total, 11 class-II ICSs were identified. 
The 392 highly conserved peptides were also evaluated for  
binding potential with respect to six supertype class-I alleles 
(A*0101, A*0201, A*0301, A*2402, B*0702, and B*4403).  
After screening out peptides displaying significant homology to 
the human genome (>7 identities in 9-10 amino acid span), we 
selected the top scoring peptides for each of the six supertype 
class-I alleles (4-6 each) for further study.  All 11 class II clusters 
and the six highest scoring HLA-A*0201 restricted epitopes were 
synthesized (>80% purity, J.P.T.) and class-II and class-I (A-2 
binders only) peptide pools were prepared. 

2.1.3 Validation of functional TS class-I and class-II 
HLA epitopes. 
HLA-DR1/A2 dual transgenic mice were vaccinated twice, two 
weeks apart with 100µg TS DNA i.m. (tibialis anterior).  Twenty-
five days later, splenic CD4+ and CD8+ T cells were isolated using 
Miltenyi positive selection microbeads and added to IFN-γ 
ELISPOT assays with peptide-pulsed APCs.  As shown in Figure 
2, mice vaccinated with TS DNA develop both CD4+ and CD8+ T 
cell responses directed against class-II and class-I epitopes 
predicted to bind human HLA.  We anticipate obtaining similar 
results in HLA-DR1/A2 mice infected with T. cruzi (studies in 
progress).  

 
Figure 2.  Vaccination of HLA-DR1/A2 dual transgenic 
mice with TS DNA induces robust CD4+ and CD8+  T 
cell responses against predicted class-II and class-I 

peptide pools. 

2.1.4 Epitope prediction in non-functional TS protein 
sequences. 

The Conservatrix algorithm identified 196,664 unique 9mer 
segments within the 723 non-functional TS protein sequences 
submitted for analysis. Surprisingly, only two (2) unique peptides 
were found to be conserved in at least 51% (372/723) of the input 
sequences. An additional twenty-four (24) are conserved in at 
least 40% (291/723), 61 are conserved in at least 30% (221/723), 
121 are conserved in at least 20% (144/723), 304 are conserved in 
at least 10% (70/723), and 750 are conserved in at least 5% 
(37/723). The remaining 195,914 peptides are conserved in less 
than 5% of the non-functional TS input protein sequences.   
Peptides conserved in >5% of non-functional TS protein 
sequences were scored for immunogenic potential as described 
above. The results from our EpiMatrix and Conservatrix analyses 
were then combined to yield a set of 141 9mer peptides which 
were both conserved and potentially immunogenic.  These 
peptides were submitted as input into the EpiAssembler 
algorithm. The algorithm returned twelve ICS clusters with an 
average length of 18 amino acids. On average, each of those 
epitope clusters contain 21 putative, Class II restricted, T cell 
epitopes.  
Class-I binding predictions were performed with the non-
functional TS genes as described above for the functional TS 
genes.  9mer and 10mer frames with >5% conservation amongst 
the non-functional TS dataset were scored for HLA class-I 
predicted binding.  Peptides containing significant homology to 
the human genome (>70%) were excluded from downstream 
analysis.  The top five scoring peptides for each of the six 
supertype alleles were chosen for peptide synthesis and future 
study.  The top scoring peptides shared, on average, 21.1% 
conservation amongst the 723 non-functional TS genes. 
 

2.2 Whole-genome epitope identification 
2.2.1 Identification of gene set 
Three of the four major life stages of T. cruzi may be present in 
human hosts, and proteins expressed by these three life stages 
should be explored as possible vaccine targets.  Recent successes 
in developing vaccines based on whole-genome derived epitope 
identifications [20] along with availability of T. cruzi genome and 
proteome datasets [2, 9] provide the background, tools, and data 
necessary to develop similar vaccines against Chagas disease.  Of 
the 25,011 genes detected in the CL Brenner reference strain, 
2,185 genes were detected by mass spectrometry in one or more 
of the life stages present in human infection (AMA/MT/BFT life 
stages, data obtained January 12, 2011, http://www.tritrypdb.org).  
Proteins with multiple predicted trans-membrane domains, 
without putative signal sequences, or those containing potential 
lipid attachment sites were identified through analysis utilizing 
TriTrypDB, SignalP, and LipoP respectively. Tagged proteins 
were removed from the dataset leaving a set of 204 genes as 
shown below in Figure 3 (www.tritrypdb.org, 
www.cbs.dtu.dk/services/SignalP/ and 
www.cbs.dtu.dk/services/LipoP/).  

 
Figure 3.  Selection of T. cruzi genes for whole-genome-

derived epitope identification 

2.2.2 Epitope identification and analysis 
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2.2.2.1 Class-II analysis 
EpiMatrix and ClustiMer analysis of the 204 T. cruzi genes 
described above identified >1,900 sequences rich with potential 
class-II epitopes (lengths of 17-33 amino acids).  Those with the 
highest scores (top 5% of sequences) were chosen for further 
analysis.  Considerable numbers of potentially immunogenic 
sequences (16.1%) were identified in 2 or more of the 204 genes 
analyzed.  In fact, the 100 sequences with highest ClustiMer 
scores were present 120 times throughout the dataset (100% 
identity).  Sequences predicted to bind <4 common HLA alleles 
and those with significant homology to the human genome were 
eliminated from the analysis.  Highly immunogenic clusters as 
well as individual sequences present in multiple copies of genes 
were given priority.  The top 50 sequences were chosen for future 
exploration (example of single ClustiMer sequence shown in 
Figure 4). 

 
Figure 4.  Example of Class-II ClustiMer report 

 
2.2.2.2 Class-I analysis 
Similar to above, EpiMatrix reports were generated for each of 
the genes identified in Fig. 3.  Those sequences predicted to bind 
multiple HLA class-I alleles were selected for downstream study.    
Individual 9mers predicted to bind ≥4 class-I HLA supertype 
alleles, or 2 consecutive 9mer frames predicted to bind ≥5 class-I 
HLA supertype alleles were identified.  Epitopes present in 
multiple copies of genes predicted to bind multiple HLA alleles 
were given priority.  The top 50 sequences were chosen for future 
exploration.  Examples of strong multi-binders (A-D) chosen for 
further study and a poor non-binder (E) are shown below in 
Figure 5. 

 
Figure 5.  Examples of EpiMatrix scoring for 5  

individual  9mer sequences. 
 

3. Work in Progress/Future Directions 
 
The studies described in this manuscript are ongoing.  After 
verifying immunogenicity of selected potential epitopes (via IFN-
γ ELISPOT assays using select peptides and T cells obtained from 
TS vaccinated and T. cruzi-infected HLA-DR1/A2 dual transgenic 
mice and/or Chagas patients), we will synthesize plasmid DNA 
constructs encoding optimal MHC-I and MHC-II restricted-
epitopes designed and optimized for robust expression in human 
(and murine) cells.  HLA-DR1/A2 dual transgenic mice will be 
vaccinated with the following plasmid DNAs encoding: 1) the 
immunogenic consensus sequences (ICS) derived from functional 
TS genes, 2) epitopes in non-functional TS genes, and 3) whole-
genome derived T cell epitopes.  Protection against acute 
challenge (both lethal systemic and sub-lethal mucosal 
challenges) and chronic disease will be assessed.  Further studies 
will be conducted utilizing other HLA transgenic mouse models. 
We expect to find that functional TS and whole-genome epitope-
driven vaccines elicit functional T cell responses protective 
against T. cruzi challenges reducing acute parasite burden, 
associated mortality and chronic inflammation. 
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ABSTRACT
T-cell epitopes, i.e., peptides capable of inducing a T-cell
mediated immune response, represent suitable components
for vaccines against infectious diseases and cancer. The de-
velopment of accurate T-cell epitope prediction methods is
thus of great interest to immunologists and the pharmaceu-
tical industry. Whether a particular peptide is a T-cell epi-
tope depends on the availability of (a) an MHC molecule
capable of presenting the peptide on the cell surface and (b)
a suitable T cell. In order to ensure self-tolerance of the im-
mune system, T cells reactive to self-peptides are eliminated
via negative selection processes. The composition of the T-
cell repertoire thus depends on the host proteome. These
complex dependencies along with a lack of data render T-
cell epitope prediction a rather challenging problem. It is
commonly reduced to the simpler MHC binding prediction
problem.

While state-of-the-art MHC binding prediction methods
are highly accurate, the actual prediction of T-cell epitopes
leaves room for improvement. Previously proposed approa-
ches to T-cell epitope prediction do not take the dependen-
cies on the host proteome into account but utilize peptide
sequence information only. Their low prediction accuracies
can be attributed to this limited view on T-cell reactivity
and to a biased data basis.
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Moving from simple sequence-based predictors to predic-
tors taking system-wide properties into account, we present
a novel approach to T-cell epitope prediction combining se-
quence information and information on self-tolerance. In
a thorough study on a small but unbiased data set, our
method outperforms purely sequence-based predictors, in-
dicating the validity of our approach.

Categories and Subject Descriptors
I.5.2 [PATTERN RECOGNITION]: Design Methodol-
ogy—Classifier design and evaluation; J.3 [LIFE AND MED-
ICAL SCIENCES]: Biology and genetics, Health

General Terms
Algorithms

Keywords
Immunogenicity, T-cell epitope prediction, Machine learning

1. INTRODUCTION
Vaccines make use of the adaptive immune system to pro-

tect from future infections and to fight chronic diseases. Key
players in the adaptive immune system are T cells and MHC
molecules. MHC molecules bind peptides derived from intra-
cellular and extracellular proteins and present them on the
cell surface for surveillance by the immune system. T cells
are capable of recognizing specific peptide:MHC (pMHC)
complexes via T-cell receptors (TCRs). Recognition of a
pMHC complex by a T cell induces an immune response.
A peptide capable of inducing a T cell-mediated immune
response, i.e., an immunogenic peptide, is called epitope.
Since T cells recognize the peptide complexed with the MHC
molecule, the immunogenicity of a peptide depends on the
MHC molecule it is bound to.

The utilization of epitopes as basis of a vaccine brings
about numerous advantages ranging from safety and ease of
production to applicability in personalized vaccination [9].
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Such epitope-based vaccines have recently attracted grow-
ing interest. The development of prediction methods capa-
ble of accurately predicting T-cell epitopes is thus of major
interest to immunologists and the pharmaceutical industry.
Whether a particular peptide is a T-cell epitope or not de-
pends on the availability of an MHC molecule that presents
the peptide on the cell surface and on the availability of a
suitable TCR for the specific pMHC complex. The latter
is determined by the host’s proteome: in a negative selec-
tion process T cells displaying a high affinity for self-pMHC
complexes are eliminated to ensure self-tolerance. Negative
selection takes place in the thymus, the place of T-cell matu-
ration, and also in the periphery. Thymic selection provides
the so-called central tolerance, peripheral selection provides
peripheral tolerance.

The complex dependencies and an incomplete biological
knowledge, render the prediction of T-cell epitopes partic-
ularly challenging. Only few approaches to predict T-cell
epitopes have been published. The more recent machine-
learning based approaches employ a sparse encoding [2] or
a physico-chemical encoding (POPI by Tung et al. [14]) to
train classification models on peptide sequences. These ap-
proaches yield only limited prediction accuracies. They suf-
fer from an improper choice of data basis as well as from
a limited view on T-cell reactivity. None of the methods is
based on a data set that has been analyzed with respect to a
bias in MHC binding affinity. If the examples of one of the
classes, immunogenic or non-immunogenic, display higher
MHC binding affinities than those of the other class, it can-
not be ruled out that the respective classifiers are trained
to predict MHC binding instead of T-cell reactivity. Fur-
thermore, the methods above disregard the relevance of the
MHC context for T-cell reactivity. The authors utilize T-cell
epitope data independent of the respective MHC allele for
training. Such non-allele-specific T-cell epitope predictors
cannot be expected to yield useful results. Apart from the
choice of data basis, all of the approaches above are purely
sequence-based and do not consider the complex dependen-
cies involved in T-cell reactivitiy.

Taking a wider view on T-cell reactivity, we propose to in-
corporate knowledge on the immune system’s self-tolerance
into the prediction: Selection processes eliminate T cells ca-
pable of reacting against self-peptides. Thus, it can be as-
sumed that antigenic peptides that are very similar to self-
peptides are highly unlikely to induce a T-cell response. We
present an approach to T-cell epitope prediction that com-
bines sequence information and information on self-tolerance.
Based on a carefully designed data set comprising T-cell re-
activity data in the context of the MHC class I (MHC-I)
allele HLA-B*35:01, we can show that our predictor out-
performs purely sequence-based predictors, indicating the
validity of our approach.

2. MODELLING SELF-TOLERANCE
Self-tolerance describes the capability of the immune sys-

tem to distinguish self from non-self. Negative T-cell selec-
tion eliminates or inactivates self-reactive T cells, render-
ing antigenic peptides that are very similar to self-peptides
highly unlikely to induce a T-cell response. Thus, in order
to model self-tolerance, we require a representative set of
self-peptides presented to T cells during negative selection.
Furthermore, an adequate similarity measure for peptides
is needed. For sake of convenience, we will use a distance

measure instead of a similarity measure.

2.1 Reference Proteome
The thymus proteome represents a reasonable reference

set for central tolerance. However, this set is too small to
also model peripheral tolerance: in this case the complete
host proteome has to be considered.

We generate peptide reference sets based on the thymus
proteome, modelling central tolerance, as well as on the hu-
man proteome, modelling both central and peripheral tol-
erance. Only peptides binding to the MHC molecule under
consideration can be employed for T-cell selection. Hence,
only peptides predicted to be MHC binders (IC50 ≤ 500,
i.e., prediction score ≥ 0.426) by the state-of-the-art MHC-I
binding predictor NetMHC [3, 7] (version 3.0) are included in
the peptide reference sets. Since the majority of all known
MHC-I ligands are of length nine, we will only consider nine-
mers in the following.

The general human proteome was retrieved from the In-
ternational Protein Index (hereafter IPI) [5] (version 3.47).

We used gene expression data to define the thymus pro-
teome. Whole genome microarray data was downloaded
from the NCBI Gene Expression Omnibus [1] and from the
EBI ArrayExpress database [8]. The employed microarrays
cover about 43% of all proteins present in the IPI human
proteome. Conflicting measurements regarding the presence
of proteins in the thymus are handled via a majority vot-
ing. According to the majority voting, approximately 45%
of the covered proteins are present in the thymus, 26% are
marginally expressed, and 28% are absent from the thy-
mus. Given these three groups of proteins, we define a
minimum thymus proteome (hereafter thymus-min) consist-
ing of all proteins in the present group and a maximum
thymus proteome (hereafter thymus-max) comprising present
and marginally expressed proteins.

2.2 Binding Affinities
Not every self-peptide contributes to self-tolerance. Cru-

cial features are pMHC binding as well as pMHC:TCR affin-
ity. We account for the aspect of pMHC binding by includ-
ing only self-peptides predicted to bind to the respective
MHC molecule in the reference peptide set. Regarding the
pMHC:TCR affinity, as stated above there is no accurate
prediction method available. However, the stability of the
ternary complex pMHC:TCR is affected by pMHC affinity,
which can be predicted accurately. Thus, pMHC binding
can be regarded as an estimate of pMHC:TCR affinity that
we incorporate explicitly into our model of self-tolerance.
The reported correlation between pMHC affinity and pep-
tide immunogenicity [12] additionally justifies this approach.

2.3 Measuring Distance to Self
We define the distance of a peptide to a set of peptides to

correspond to the smallest pairwise distance to one of the
peptides in the set. The distance between two peptides of
equal length can be calculated in various ways. We employ
a distance measure that has been derived from the BLO-
SUM45 substitution matrix [4]. It corresponds to a sum
of amino acid distances and can thus be represented by a
20×20-matrix. The matrix is generated as follows: The
substitution matrix A is turned into a symmetric matrix

A′ by replacing each entry aij by
aij+aji

2
. The entries are

shifted by adding the absolute value of the smallest entry,
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such that the resulting matrix A′′ contains no negative en-
tries: a′′ij = a′ij +|min(A′)|. Subsequently, the matrix entries
are normalized via division by the maximum entry in A′′

yielding the matrix A′′′: a′′′ij =
a′′

ij

max(A′′) . In a last step, the

distance matrix M is obtained by subtracting the entries of
A′′′ from 1: mij = 1− a′′′ij .

Given this distance matrix, the distance of a target pep-
tide to the reference set can be determined. However, lin-
early comparing a peptide to a set of several hundreds of
thousands of peptides is computationally expensive. We
therefore use a memory-efficient trie-based approach. Each
self-peptide is represented by a leaf of the trie. Peptides de-
scending from the same node within a trie have a common
prefix. This representation of the reference peptide set al-
lows us to prune branches containing peptides that are too
distant to be of interest. Determining the self-peptide in
the IPI-based peptide reference set (861,352 HLA-B*35:01-
binding ninemers) that is closest to a given target peptide
takes less than a second.

2.4 Feature Encoding
Each peptide is encoded based on a set of the k >> 0 most

similar self-peptides from the respective reference proteome.
The rationale behind considering several similar peptides in-
stead of the single most similar peptide is that it allows to
consider (a) high-affinity self-peptides that are sufficiently
similar but not the most similar, and (b) similarity distri-
butions among the closest self-peptides.

For each target peptide p∗, the distances to the k near-
est self-peptides p1, . . . , pk are determined. Additionally, we
determine the binding affinities of the target and the k self-
peptides using NetMHC. Let d(p) be the distance of pep-
tide p to p∗ and b(p) the binding affinity of peptide p to
the MHC molecule corresponding to the allele under con-
sideration. The self-tolerance feature vector is generated by
concatenating the binding affinity of the target peptide, the
distances to the k nearest self-peptides as well as the respec-
tive binding affinities, yielding the following feature vector:

Φ(p∗) =
ˆ
b(p∗), d(p1), . . . , d(pk), b(p1), . . . , b(pk)

˜
.

We choose k to be 100 yielding a 201-dimensional feature
vector.

3. DATA
A set of peptides derived from Epstein Barr Virus (EBV)

antigens that were either predicted to bind to HLA-B*35:01
by SYFPEITHI [10] or selected by an expert were analyzed
for T-cell reactivity using ELISPOT assays. The data set
(hereafter D) comprises 151 nonameric peptides: 49 im-
munogenic (positive examples, D+), 102 non-immunogenic
(negative examples, D−).

In order to preclude the learning of MHC binding instead
of T-cell reactivity, a subset of D has to be selected, such
that the distribution of HLA-B*35:01 binding affinities in
the positive examples is equivalent to that in the negative ex-
amples. Since experimental MHC binding data is not avail-
able, we utilize NetMHC scores as binding affinities. The
scores range from 0.07 to 0.85 with an average of 0.56 and
0.39 for peptides in D+ and D−, respectively. On the ba-
sis of these scores, we divide the peptides into eight bins of
equal width (Figure 1A). The task is to adapt the binding
affinity distributions, i.e., adjust the numbers of immuno-

Figure 1: Data set composition. The distribution
of NetMHC scores in the immunogenic and non-
immunogenic examples of (A) the original set of
EBV ninemers, D, and (B) the subset selected for

training, D̃, is displayed.

genic and non-immunogenic peptides per bin, while keeping
as many of the scarce positive examples as possible. From
all bins containing more negative than positive examples,
we select all positives and the same number of negative ex-
amples, preferably high-affinity. From all bins containing
more positive than negative examples, we select all nega-
tives and the same number of positive examples, preferably
low-affinity. If there are left-over negatives from the pre-
vious bin, we keep one more low-affinity positive example
and add an additional high-affinity negative example to the
previous bin. The resulting set D̃ contains 45 immunogenic
(D̃+) and 45 non-immunogenic (D̃−) examples (Figure 1B).

The average NetMHC score of peptides in D̃+ and D̃− is 0.54
and 0.55, respectively. In order to validate that no bias in
MHC binding exists in D̃, we utilize the NetMHC scores as
T-cell epitope prediction scores. While the MHC binding
scores yield a good T-cell epitope prediction performance
on D (auROC1 = 0.72), the corresponding performance is

merely random on D̃ (auROC = 0.49). This indicates that

D̃ is unbiased with respect to MHC binding.

4. EXPERIMENTAL RESULTS
Our aim is to assess the benefit of incorporating self-

tolerance information into T-cell epitope prediction. In or-
der to do so, we need to train a sequence-based predictor
on D̃ and subsequently extend this predictor to include our
model of self-tolerance. All reported auROCs are averaged
over 100 runs of two-times nested five-fold cross validation
to reduce random fluctuations of the performance.

4.1 Sequence-Based Predictions
For the prediction of T-cell epitopes based on sequence in-

formation only, we utilize support vector classification (SVC)
with a Gaussian RBF kernel. The individual peptide se-
quences are encoded using a 20-dimensional amino acid en-
coding derived from the BLOSUM50 substitution matrix
(blosum50). The mean auROC is 0.72. As a comparison, an
approach based on POPI, i.e., SVC with Gaussian RBF ker-

1area under the receiver operating characteristics curve
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Figure 2: Performance of sequence-based and
combined T-cell epitope prediction models. The
sequence-based predictors are (a) blosum50: a
Gaussian RBF kernel with blosum50 encoding
(dashed line), and (b) POPI-based: a Gaussian RBF
kernel with the physico-chemical encoding proposed
in [14] (dash-dotted line). The combined predictor
(sequence + self-tolerance) is based on a blosum50-
encoding of the peptide sequences and a thymus-max-
based self-tolerance model (solid line). Additionally,
the corresponding performance of POPI [14] is given
(+).

nel on peptide sequences encoded using 23 physico-chemical
descriptors per amino acid, achieves a mean auROC of 0.69.
Utilization of a weighted degree string kernel [11] yields a
mean auROC of 0.70.

4.2 Incorporation of Self-Tolerance
Incorporation of self-tolerance is achieved by adding sequence-

based and self-tolerance-based kernels. The self-tolerance-
based kernel is a Gaussian RBF kernel on the 201-dimensional
feature vectors encoding self-tolerance information with re-
spect to one of the three reference proteomes: thymus-min,
thymus-max or IPI. While incorporation of the thymus-max-
based self-tolerance information resulted in a considerable
improvement (auROC = 0.78), this was not the case for the
IPI- and thymus-min-based self-tolerance information (au-
ROCs of 0.70 and 0.71, respectively). This is consistent with
the performance of purely self-tolerance-based predictors:
the thymus-max-based predictor (auROC = 0.58) clearly out-
performs the IPI- (auROC = 0.48) and thymus-min-based
(auROC = 0.44) predictors.

4.3 Comparison to Previously Proposed Ap-
proaches

We compare our combined blosum50-&-thymus-max-based
model to the non-allele-specific predictor POPI as well as to
an HLA-B*35:01-specific reimplementation of the POPI ap-
proach. A comparison to the prediction method proposed in
[2] is omitted. Since this method also disregards MHC allele

information, it can safely be assumed not to perform signifi-
cantly better than POPI. The performances of the individual
methods are displayed in Figure 2.

We retrieved POPI predictions for the peptides in our data
set from the POPI web server2. POPI assigns a peptide to
one of four immunogenicity classes: none, little, moderate
and high. In order to compare the performance of POPI to
our prediction models, the four classes need to be mapped
to the two classes immunogenic and non-immunogenic. We
consider all classes except for none as immunogenic. Utiliz-
ing this mapping and the same splits as above, we determine
the mean sensitivity and specificity of POPI. From Figure 2
it can clearly be seen that our allele-specific T-cell epitope
predictors significantly outperform the non-specific POPI.
The negative effect of disregarding allele information when
training immunogenicity predictors becomes obvious, espe-
cially when considering the performance of our allele-specific
reimplementation of POPI.

4.4 Implementation
All SVM computations were performed using the Matlab

interface of the freely available large scale machine learning
toolbox Shogun [13].

5. DISCUSSION
The potency of an epitope-based vaccine strongly depends

on the capability of the included peptides to induce an im-
mune response. The development of prediction methods ca-
pable of accurately predicting T-cell epitopes is thus of ma-
jor interest to immunologists and the pharmaceutical indus-
try. Complex dependencies and the incomplete biological
knowledge render the prediction of T-cell epitopes partic-
ularly challenging. While MHC binding can be predicted
with high accuracies, the accuracy of current T-cell epitope
prediction methods is too low to permit their use in most
biomedical applications. Reasons for this can be found in
the choice of training data and in the methods’ limited view
on T-cell reactivity.

Previously proposed methods employ peptide sequence in-
formation only. We propose to move from simple sequence-
based predictors to predictors that take relevant system-
wide properties like the self-tolerance of the immune system
into account. Utilizing a carefully designed set of EBV pep-
tides we could show that the incorporation of a model of
self-tolerance considerably improves T-cell epitope predic-
tion.

Our model of self-tolerance is based on the similarity of
the target peptides to a set of self-peptides derived from a
representative reference proteome. Three different reference
proteomes were considered: thymus-min and thymus-max for
modelling central tolerance and IPI for modelling central as
well as peripheral tolerance. Utilization of the IPI-based
model for T-cell epitope prediction does not yield an im-
provement over sequence-based predictions. However, uti-
lization of a model of central tolerance via the non-conserva-
tively defined thymus proteome, thymus-max, does. This in-
dicates that our model of self-tolerance represents central
tolerance more accurately than peripheral tolerance, despite
the fact that we utilize a probably incomplete thymus pro-
teome. A key aspect of peripheral tolerance is tolerance to-
wards tissue-specific proteins not expressed in the thymus.

2http://iclab.life.nctu.edu.tw/POPI
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In the periphery, naive T cells circulate between blood and
secondary lymphoid organs. Thus, the encounter of a naive
T cell with an antigen-presenting cell presenting peptides
derived from tissue-specific proteins is highly unlikely [6].
Consequently, naive T cells reactive to tissue-specific pro-
teins are not necessarily deactivated by peripheral tolerance
mechanisms. Our model of self-tolerance, which is based on
the assumption that the T-cell repertoire does not contain
self-reactive T cells, is hence inappropriate to represent the
complex mechanisms of peripheral tolerance.

Due to the complexity of the T-cell epitope prediction
problem, we impose strong restrictions on the data set used
in this study: we require the data to be generated in one
laboratory and with the same experimental approach. Fur-
thermore, the data set has to contain a sufficient amount
of positive and negative examples and it has to be unbiased
with respect to MHC binding. Such data sets are very dif-
ficult to obtain from publicly available data sources. Thus,
this study is based on a single small, non-public data set.
The data set comprises immunogenicity data with respect to
one virus and one MHC allele. Performing multiple runs of
two-times nested five-fold cross validation ensures the gener-
ation of statistically significant results. However, more and
preferably larger data sets for other alleles are needed to
evaluate the general validity of our approach, including the
model of self-tolerance, the feature encoding and the choice
of distance measure.

To the best of our knowledge this is the first study pre-
dicting T-cell epitopes incorporating system-wide proper-
ties. Despite the small sample size, the work presented here
demonstrates a proof-of-concept for the incorporation of a
model of self-tolerance for T-cell epitope prediction.
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fruitful discussions. This work was funded in part by the
Deutsche Forschungsgemeinschaft (Grant SFB685/B1).

7. REFERENCES
[1] T. Barrett, D. B. Troup, S. E. Wilhite, P. Ledoux,

D. Rudnev, C. Evangelista, I. F. Kim, A. Soboleva,
M. Tomashevsky, K. A. Marshall, K. H. Phillippy,
P. M. Sherman, R. N. Muertter, and R. Edgar. NCBI
GEO: archive for high-throughput functional genomic
data. Nucleic Acids Res, 37(Database issue):D885–90,
2009.

[2] M. Bhasin and G. P. S. Raghava. Prediction of CTL
epitopes using QM, SVM and ANN techniques.
Vaccine, 22(23-24):3195–3204, 2004.

[3] S. Buus, S. L. Lauemøller, P. Worning, C. Kesmir,
T. Frimurer, S. Corbet, A. Fomsgaard, J. Hilden,
A. Holm, and S. Brunak. Sensitive quantitative
predictions of peptide-MHC binding by a ’Query by
Committee’ artificial neural network approach. Tissue
Antigens, 62(5):378–384, 2003.

[4] S. Henikoff and J. G. Henikoff. Amino acid
substitution matrices from protein blocks. Proc Nat
Acad Sci (USA), 89(22):10915–10919, 1992.

[5] P. J. Kersey, J. Duarte, A. Williams,
Y. Karavidopoulou, E. Birney, and R. Apweiler. The
International Protein Index: an integrated database
for proteomics experiments. Proteomics, 4(7):1985–8,
2004.

[6] D. L. Mueller. Mechanisms maintaining peripheral
tolerance. Nat Immunol, 11(1):21–7, 2010.

[7] M. Nielsen, C. Lundegaard, P. Worning, S. L.
Lauemøller, K. Lamberth, S. Buus, S. Brunak, and
O. Lund. Reliable prediction of T-cell epitopes using
neural networks with novel sequence representations.
Protein Sci., 12(5):1007–1017, 2003.

[8] H. Parkinson, M. Kapushesky, N. Kolesnikov,
G. Rustici, M. Shojatalab, N. Abeygunawardena,
H. Berube, M. Dylag, I. Emam, A. Farne,
E. Holloway, M. Lukk, J. Malone, R. Mani,
E. Pilicheva, T. F. Rayner, F. Rezwan, A. Sharma,
E. Williams, X. Z. Bradley, T. Adamusiak,
M. Brandizi, T. Burdett, R. Coulson,
M. Krestyaninova, P. Kurnosov, E. Maguire, S. G.
Neogi, P. Rocca-Serra, S. A. Sansone, N. Sklyar,
M. Zhao, U. Sarkans, and A. Brazma. ArrayExpress
update – from an archive of functional genomics
experiments to the atlas of gene expression. Nucleic
Acids Res, 37(Database issue):D868–72, 2009.

[9] A. W. Purcell, J. McCluskey, and J. Rossjohn. More
than one reason to rethink the use of peptides in
vaccine design. Nat Rev Drug Discov, 6(5):404–414,
2007.

[10] H. Rammensee, J. Bachmann, N. P. N. Emmerich,
O. A. Bachor, and S. Stevanović. SYFPEITHI:
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ABSTRACT 

T cells are key mediators of inflammatory processes that can be 
activated by pathogens and vaccines. Some vaccine antigens may 
encode T cell epitopes that can cross-react with either human or 
human microbiome epitopes, causing deviation of the T cell 
response, leading to beneficial or, possibly, detrimental effects. 
An immune response shift attributed to cross-reactive T memory 
cells is known as heterologous immunity. Identification of T cell 
epitopes contained in pathogens and their vaccines and 
comparison of these epitopes against human and microbial 
genomic datasets are important steps to ensure that adaptive 
immune responses elicited by a vaccine are both pathogen-
specific and protective, but not cross-reactive against host or host-
associated epitopes. Here, we use immunoinformatic methods to 
identify putative HLA A2-restricted measles vaccine epitopes that 
are cross-conserved with autologous proteins and with commensal 
microbiota. 45% and 63% of putative epitopes identified within 
the measles genome share significant homology to the human 
genome and a subset of genomes of the human microbiome, 
respectively. This important new information suggests there is 
significant potential for T cell cross-reactivity that will require 
experimental confirmation. 

Categories and Subject Descriptors 
J.3.A [Life and Medical Sciences]: Biology and Genetics 

General Terms 
Algorithms, Design, Experimentation 

Keywords 
Immunology, informatics, heterologous immunity, genome, 
vaccine, T lymphocyte antigen 

1. INTRODUCTION 
The role of cellular immunity as a mediator of protection against 
disease is gaining recognition, particularly for the many pathogens 
against which we currently lack effective vaccines. As a result, 
there is an ever-increasing need to understand the T cell 
populations induced by vaccination and therefore T cell epitopes 
responsible for triggering their activation. Although 
characterization and harnessing of cellular immunity for vaccine 
development is an active area of research interest, the field still 
needs to rigorously define T cell epitope specificities, above all, 
on a genomic level. To construct safe and effective vaccines, the 
identification of relevant pathogen epitopes and their comparison 
against human and microbial genomic datasets are necessary steps 
to ensure that the adaptive immune responses elicited by a vaccine 
are both pathogen-specific and protective, but not cross-reactive 
against host or host-associated sequences that could jeopardize 
self-tolerance and/or human microbiome homeostasis (Figure 1).  

Figure 1: Genomic intersection of infectious pathogen and 
host and commensal bacteria 

 
More accurate T cell epitope-mapping tools now make it possible 
to consider heterologous immunity in the context of vaccine 
design. Identification of putative cross-reactive epitopes may lead 
to the development of safer and more effective vaccines. One 
outcome might be to preserve the balance between activating and 
tolerizing stimuli in commensal microbial communities, and thus 
the balance between effective immunity against pathogenic 

Permission to make digital or hard copies of all or part of this work for 
personal or classroom use is granted without fee provided that copies are 
not made or distributed for profit or commercial advantage and that 
copies bear this notice and the full citation on the first page. To copy 
otherwise, to republish, to post on servers or to redistribute to lists, 
requires prior specific permission and/or a fee. 

ACM-BCB '11, August 1-3, Chicago, IL, USA 

Copyright  2011 ACM 978-1-4503-0796-3/11/08... $10.00 

ACM-BCB 11 589



 

 

organisms and regulatory mechanisms controlling the onset of 
autoimmune disease. 

Here, we identified potential cross-reactivity arising from human 
leukocyte antigen (HLA) peptide ligands from live attenuated 
measles vaccine that are similar or identical to HLA peptide 
ligands derived from host genomes (human and commensal 
microbiota). The discovery of cross-conserved epitopes does not 
necessarily lead to the conclusion that the measles vaccine is 
unsafe; instead, the discovery of these epitopes makes it possible 
to evaluate the impact of immunization with measles vaccine on 
the human T cell repertoire. Evaluation of immune response to the 
cross-reactive epitopes, as compared to immune response to 
measles-specific epitopes, will lead to a better understanding of 
the impact of heterologous immunity on responses to vaccines. 

Measles virus (MV) is an enveloped, single-stranded RNA virus 
transmitted by respiratory aerosols that efficiently induce antiviral 
immunity and long-lived memory [1]. Measles remains a public 
health concern as outbreaks still occur even in highly vaccinated 
populations, despite widespread use of the measles vaccine since 
1963. More than 30 million cases of acute measles lead to an 
estimated 345,000 infant deaths annually, mainly in developing 
world countries. Typically a childhood disease, the severe and 
sometimes fatal complications of infection include pneumonia and 
encephalitis [2].  

MV exhibits a strong tropism for monocytes and lymphocytes and 
remains highly cell-associated as it spreads [3]. The immune 
response to measles, in terms of CTL and T helper epitopes, 
remains poorly defined; both humoral and cell-mediated immune 
responses are believed to be involved. Studies evaluating cellular 
immunity to MV indicate that an initial Th1-type response is 
activated before shifting to a Th2-type response [4, 5].  Despite 
the importance of cell-mediated immunity, the number of well-
defined T cell epitopes is limited. Thus a secondary outcome of 
our measles epitope-mapping efforts is the identification of 
epitopes that may be relevant to the protective efficacy of measles 
vaccine [6].  

As described here, we used EpiMatrix [7, 8], an epitope-mapping 
tool, to computationally identify vaccine epitopes in the measles 
genome, and selected those restricted by HLA A*0201, which 
could be presented to CTL and drive a protective immune 
response, based on high EpiMatrix score. We then identified 
sequences among the list of putative HLA A*0201epitopes that 
are potentially cross-reactive with human and commensal 
microbiota using two separate BLAST criteria. 

2. GENOMES 
2.1 Measles virus genome 
Measles virus is a member of the Paramyxoviridae family and 
Morbillivirus genus. It is an enveloped virus with a non-
segmented, negative-strand RNA genome. We downloaded the 
measles virus genome (Accession: NC_001498) from the National 
Center for Biotechnology Information (NCBI; 
www.ncbi.nlm.nih.gov/). The genome contains eight (8) open 
reading frames whose names, lengths and accession numbers are 
shown in Table 1. 

2.2 Human genome 
The human genome analyzed here is a collection of protein 
sequences found by querying the non-RefSeq protein database 
found at NCBI. This database is comprised of both the non-
redundant and the third party annotation (TPA) databases. It does 
not include reference proteins generated by the NCBI RefSeq 

project. In all, more than 526,000 protein sequences were used in 
this analysis. 

2.3 Human microbiome genomes 
The human microbiome genomes analyzed here are complete 
genomes from the Human Microbiome Project reference genomes 
that were available in September 2010 [9, 10]. For this 
exploratory analysis, we selected genomes without regard for 
microbial tissue specificity. In all, four different phyla that inhabit 
four different tissues are surveyed here. 

The datasets include 3 complete Actinobacteria genomes: 
Gardnerella vaginalis 409-05 (taxid 553190), Mobiluncus curtisii 
ATCC 43063 (taxid 548479) and Propionibacterium acnes 
SK137 (taxid 553199). Gardnerella vaginalis is a gram-variable, 
obligate anaerobic bacterium. It is the most prevalent sexually 
transmitted organism. It is associated with bacterial vaginosis, as 
well as bacteremia, urinary tract infections, and neonatal 
meningitis. Mobiluncus curtisii is a rod shaped anaerobe that 
colonizes the vagina. Propionibacterium acnes is a rod-shaped 
anaerobe that is associated with acne.  

Three Firmicutes genomes were studied: Clostridiales genomosp. 
BVAB3 str. UPII9-5 (taxid 699246), Staphylococcus aureus 
subsp. aureus USA300_TCH1516 (taxid 451516) and 
Streptococcus pneumoniae TCH8431/19A (taxid 525381). 
Clostridiales genomosp. resides in the urogenital tract and is 
associated with bacterial vaginosis. Staphylococcus aureus 
normally inhabits the skin and can be pathogenic in opportunistic 
infections. Streptococcus pneumoniae colonizes the nasopharynx 
passage. Certain serotypes are associated with sinusitis, otitis, 
conjunctivitis, meningitis and bacteremia. 

Prevotella melaninogenica ATCC 25845 (taxid 553174) is a 
member of the Bacteriodetes phylum. It is a rod-shaped anaerobe 
that resides in the oral cavity. Escherichia coli SE11 (taxid 
409438), a member of the Protobacteria phylum, is an anaerobe 
that inhabits the lower intestine.  

3. T CELL EPITOPE MAPPING 
3.1 Background 
The human MHC molecule is one of the most variable proteins in 
the human genome. This variation insures that the surveillance 
capabilities of the human immune system are both broad and 
deeply redundant, making immune escape through mutation more 
difficult for pathogenic organisms. Unfortunately, this variation 
also vastly complicates the process of selecting T cell epitopes for 
vaccine designers. Selecting T cell epitopes from too many alleles 
leaves vaccine designers with more epitopes than may be 
practically incorporated into a vaccine, while selecting epitopes 
from too few alleles may result in a vaccine that is effective in 
only a small portion of the population. 
T cell epitopes specific for Class I HLA are believed to be 
important to measles vaccine efficacy [3]. MHC class I molecules 
are loaded with peptides generated from the degradation of 
ubiquitinated cytosolic proteins in proteasomes. Viruses, 
including measles, induce cellular expression of viral proteins, 
some of which are tagged for degradation, with the resulting 
peptide fragments entering the endoplasmic reticulum and binding 
to MHC I molecules. In this way, the MHC class I-dependent 
pathway is the primary means of signaling passing T cells to 
combat infection. For this preliminary study, we focused on 
sequences that bind Class I HLA A*0201. 
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3.2 Methodology 
The eight open reading frames associated with the measles virus 
were parsed into 4,098 overlapping 9-mer frames, where each 
frame overlaps the last by 8 amino acids. For this analysis, each 
frame was analyzed for likelihood of binding to HLA-A*0201 by 
EpiMatrix, an epitope mapping algorithm, [11].  

EpiMatrix MHC binding affinity assessment scores range from -3 
to +3 and are normally distributed. Scores above 1.64 are defined 
as “hits”; i.e. potentially immunogenic and worthy of further 
consideration. In general, we expect about 5% of all assessments 
to score above 1.64, in any given protein sequence [12]. In several 
prospective studies, greater than 90% of HLA A2 epitopes 
predicted using the EpiMatrix HLA A*0201 matrix have been 
experimentally validated in vitro in multiple studies [8, 13, 14, 15, 
16 and Koita et al., personal communication].  

3.3 Results 
Results for HLA A*0201 are presented here. Of the 4,098 9-mer 
frames, 351 (7.2%) scored in the top 5% of putative HLA-A2 
ligands. The nucleocapsid protein contains 35 putative A2 
epitopes (11 in the top 1%), phosphoprotein P contains 23 (2 in 
the top 1%), the non-structural C protein contains 14 (5 in the top 
1%), protein V contains 3 (1 in the top 1%), the matrix protein 
contains 23 (3 in the top 1%), the fusion protein contains 49 (13 in 
the top 1%), the hemagglutinin protein contains 46 (14 in the top 
1%), and the large polymerase contains 158 (40 in the top 1%). 
This information is shown in Table 1. The same analysis was 
repeated for each of the six HLA Class I alleles that represent the 
most common types in the human population (HLA A1, A3, A11, 
B7, B35, B44).  

Table 1. Predicted A*0201 Epitopes in Measles Virus 
According by Antigen 

4. CROSS-CONSERVATION 
4.1 Methodology 
The 351 putative HLA-A2 ligands predicted by EpiMatrix served 
as input into the BLAST engine at NCBI 
(www.ncbi.nlm.nih.gov/blast) to identify homologous sequences 
in the human genome. We also identified sequences homologous 
to the eight microbial genomes by restricting the BLAST engine 
to the eight taxa previously mentioned. Sequences were 
considered hits if (i) HLA-A2 pocket anchor residues 2 and 9 
were conserved and (ii) if conservative (positive) matches were 
found in at least 7 out of 9 positions. 

4.2 Results 
Results of the human genome BLAST of the putative HLA 
A*0202-restricted epitopes yielded 158 (45%) epitopes with 
positive matches: 9 with 8/9 identities and 149 with 7/9 identities. 
A total of 220 (63%) epitopes retained A2 binding pocket anchors 
and at least 7/9 positive matches with sequences within the 
selected microbiome genomes. In Table 2, we show 10 predicted 

HLA-A2 measles epitopes conserved in at least 7/9 positions to 
peptides derived from commensal genomes and the human 
genome. An additional 11 peptides were conserved (8/9 matches) 
with epitopes derived from the human microbial genome but not 
found in the human genome (only the top three predicted binders 
are shown). These peptides are likely to be presented by HLA, 
however, the properties of the T cell response to these peptides 
have yet to be determined.  

5. NEXT STEPS 
Vaccines are clearly an effective means of preventing infectious 
diseases. However, certain vaccines have been associated, either 
rigorously or anecdotally, with a number of adverse events and 
autoimmune sequelae. Detrimental effects associated with 
vaccines have raised concerns with the general public, dissuading 
some from participating in vaccination programs. To bolster 
participation in vaccine programs, the onus is on the scientific 
community to continue to conduct research on purported vaccine-
associated complications, and to provide the public with 
reasonable assurances that recommended vaccines are as safe as 
possible. In addition, the potential beneficial effects of vaccines, 
beyond protection against the target disease, are important to 
understand and explain for the benefit of the public. 

With this important responsibility in mind, our group has 
performed an immunoinformatic analysis of measles vaccine 
antigens to uncover homologies between vaccine-related epitopes 
and human genome epitopes or human microbiome epitopes and 
demonstrating the potential for T cell cross-relativities. In Table 2, 
we report our findings for putative epitopes restricted by the 
HLA-A2 allele (represented here by the HLA A*0201 ‘supertype’ 
matrix). Results for other common HLA alleles are in progress.  
Table 2. Top BLAST results showing comparisons of putative 

HLA A*0201-restricted epitopes with human genome and 
human microbiome 

 
The discovery of numerous HLA-A2 homologous sequences 
suggests that there is a significant potential for cross-reactivity 
between the measles virus and the human/commensal genomes. 
While some T cells are deleted in development of central 
tolerance, some auto-reactive and potentially commensal-reactive 
T cells are released into the periphery. Thus, selected T cell clones 
may over-expand as a result of vaccination, or their phenotype 
may be altered, perturbing the natural symbiosis between host and 
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microbial flora. Confirmation of these epitopes in T cell assays 
will improve our understanding of the immunological and 
physiological impacts of heterologous immunity elicited by 
measles vaccine, as well as illustrate the potential to apply this 
approach to study cross-reactivities in other vaccines. 

Although many highly conserved epitopes are shown in Table 2, 
the implications of this finding are unknown. The extent to which 
other vaccines, or pathogens, are cross-conserved as described 
here deserves further study. Furthermore, we identified peptides 
with identical HLA A*0201 anchor residues, based on the criteria 
used in the analysis (see Methodology section 4.1), however, their 
outward facing (TCR-facing) surface may differ, as up to 3 amino 
acids were allowed to vary. So as to identify peptides from 
different sources that interact with the same T cell, we have 
developed a new approach that discovers peptides that are 
conserved binders (where HLA-binding residues are allowed to 
vary according to binding pocket frequencies) but have highly 
conserved TCR facing residues (the algorithm used for this 
analysis is tentatively called Janus-Matrix). Further studies of 
heterologous immunity to measles will involve use of EpiMatrix, 
BLAST and Janus-Matrix to search for more putative HLA Class 
I epitope peptides, as well as Class II ligands, that are cross-
conserved in autologous and commensal antigens.  

ELISpot T cell assays provide us with a very standardized and 
sensitive method to identify even a low-frequency cytokine-
producing cell population. We anticipate that ELISpot assays will 
validate the immunogenicity of epitopes described here. The 
ELISpot process also provides us with cell culture supernatants 
that will be carried over into a multi-cytokine ELISA that will 
allow us to test for a variety of cytokines that are not accessible 
through ELISpot or intracellular staining. The multi-cytokine 
ELISA data will define the type of T cell response (Th1, Th2 or 
Th17) stimulated by cross-reactive epitopes.  Cell-surface markers 
for cellular phenotyping (Treg, T effector) will also permit us to 
explore the nature of the T cell responses to these heterologous 
epitopes.  
The term “Vaccinomics” has been proposed for the area of 
research comprised by the intersection of immunogenetics and 
immunogenomics, as applied to vaccine-induced immune 
responses [17]. Heterologous immunity takes the concept of 
vaccinomics one step further, by implicating host proteins and 
prior exposure to viruses and bacteria, including commensals, in 
the shaping of the immune response to vaccination [18]. Further 
evaluation of vaccine genomes, human microbial genomes, and 
the human genome using the methods reported here may yield 
additional insights that would have broad implications for the 
design and safety of vaccines.  
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ABSTRACT
Current HIV vaccines are designed to elicit both T-cell and
B-cell responses. A common endpoint in any T-cell based
vaccine trial are measurements of vaccine-induced T-cell re-
sponses such as breadth and magnitude [7]. In order to
measure such endpoints blood samples are collected at mul-
tiple timepoints. Current immunological assays for measur-
ing T-cell responses are functional assays in which peripheral
blood mononuclear cells (PBMC) is incubated with target
peptide(s) and then the release of various cytokines such
as IFN-γ are measured. The major limiting factor in these
mappping studies is sample availability, as each of these tests
requires an order of 100K live cells. Therefore current map-
ping strategies use a group-testing approach in which re-
sponses to the immunogen are first measured using peptide
pools that span a full protein, and are then further refined
using sets of mini-pool and finally a peptide matrix [23].

In this paper we explore the idea of using HLA binding pre-
dictors to improve the efficiency of epitope mapping proto-
cols in vaccine trials. Given information about participant’s
HLA alleles, we attempt to predict vaccine induced T-cell
responses at various levels of refinement, based on the cur-
rent group-testing hierarchical mapping approach. Using
extensive epitope mapping data from a cohort of 12 acutely
infected HIV infected individuals, we show that using state-
of-the-art HLA binding predictors, significant improvements
in mapping efficiency can be obtained.

Categories and Subject Descriptors
H.4 [Information Systems Applications]: Miscellaneous
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1. INTRODUCTION
Major Histocompatibility Complex (MHC) peptide interac-
tions are at the heart of the cellular immune response, as
they are responsible for presenting pathogen-derived pep-
tides on the surface of infected cells. T-cell epitopes are
peptides that induce immune responses and are by defini-
tion a subset of all of the MHC-peptide pairs presented on
the surface of Antigen Presenting Cells (APCs). The HLA
Class I loci are among the most richly polymorphic regions
of the human genome [16, 24, 31, 35], encoding more than
1,000 known HLA allelic variants. This high level of diver-
sity is thought to be a result of Darwinian selection [15,17],
and has been driven and maintained by heterozygote advan-
tage [16,31], and by frequency-dependent selection [35].

In recent years, there has been significant advances in de-
veloping computational methods for MHC-peptide binding
prediction [1,3–6,9–11,13,18,22,26,32,34,37]. Recent bench-
mark comparisons of leading prediction methods have found
them to be significantly correlated to experimentally mea-
sured affinities [20, 27]. This is due to recent advances in
computational methods, but mostly due to the availability
of large amounts of empirical binding data that has recently
become publicly available in the Immune Epitope Database
and Analysis Resource (IEDB) [29, 30]. Another important
recent development is that several leading prediction meth-
ods can now provide predictions for alleles for which no em-
pirical binding data currently exists [13, 14, 18, 36, 38]. The
underlying intuition of these methods is that the similarity
across different HLA alleles can also be exploited. These
models can predict responses for all alleles, including rare
variants for which no epitope data has been collected. Re-
cent work has shown the value of using such prediction tools
in epitope mapping studies [2,25], and as tools for studying
host-pathogen co-evolution [12].

CD8+ T-cell responses have been shown to be critical for
controlling HIV infection, and are therefore important im-
munogenicity outcomes in HIV vaccine trials, as well as in
studies of individuals infected with HIV. Epitope breadth
and magnitude are canonical endpoints in clinical trials of
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vaccines designed to induce antigen-specific CD8+ T-cells
[8]. Therefore, developing an improved high-throughput
method for mapping the particular set of peptides that are
targeted by T-cells within a given vaccine insert is of crit-
ical importance in the HIV vaccine field. In such studies,
T-cell epitope mapping is usually completed using IFN-γ
ELISPOT and Intracellular Flow Cytometry (ICS) assays
[23] with pools of overlapping peptides that span entire pro-
teins. Mapping is typically performed using peptides from a
consensus HIV sequence of interest, using vaccine-matched
peptides [23], or more recently using a global set of Potential
T-cell Epitopes (PTEs), which are 15mer peptides that offer
broad coverage of HIV sequence diversity [19].

For Example, in order to charcterize of T-cell responses to
the global PTE set of 1280 15mer peptides [19] that cover
three HIV genes (Env, Pol and Gag), the HIV Vaccine Trials
Network (HVTN) laboratory uses the following four-stage
algorithm [19]. In the first stage, eight master pools of 160
peptides each are tested (three correspond to the Env gene,
three to Pol, and two to Gag). If a master pool tests posi-
tive, four pools of 40 are tested in the second stage. In the
third stage, each positive pool of 40 is tested using a 6x7
matrix (with two empty wells). In the fourth stage, pep-
tides at the intersection of positive rows and columns are
tested individually. In some trials, additional fine-mapping
is performed in which the optimal epitope within a positive
peptide is identified along with its restricting HLA allele.

Since typical immunogenicity endpoints of HIV vaccine tri-
als include epitope magnitude and breadth, extensive epi-
tope mapping is performed on a large number of trial par-
ticipants, which requires a large number of viable peripheral
blood mononuclear cells (PBMCs) from each participant.
In such trials, sample availability is often the major limiting
factor in studying vaccine-induced T-cell responses. There-
fore, optimizing the mapping algorithm is critical for obtain-
ing the data needed to rigorously evaluate HIV T-cell vaccine
candidates. Minimizing the number of stages or the number
of tests (assays) required on average to map a peptide set
saves samples, reagents, and labor costs.

In most recent HIV vaccine clinical trials, HLA typing is per-
formed on all participants (mostly phase I trials), or a rep-
resentative sample of the participants (phase II and phase
IIb trials). This is crucial for fine-mapping of epitope re-
sponses, which require identification of both the optimal k-
mer sequence and the restricting HLA allele that binds to
the epitope. In some cases optimal epitopes can be identi-
fied based on previously reported optimal epitope lists such
as the ’A-list’ [21].

In this paper we explore the incorporation of state-of-the-art
binding predictors in epitope mapping in HIV vaccine clini-
cal trials. Our work builds upon the commonly accepted as-
sumption that T-cell responses as measured by Elispot and
ICS are approximately additive, that is, if we mix together
two reactive peptides, the Elispot response of the mixed pool
would roughly equal the sum of the responses that would be
measured when measuring each of the peptides separately.
Therefore, if we obtain the total IFN-g response to a given
peptide pool, we can obtain an upper bound on the sum
of magnitude of responses to each peptide within the pool.

This observation suggests that if peptides within a pool can
be tested in a given sequential order, we can assume that all
reactive peptides were identified when the total responses
obtained so far equal, or supersede the magnitude response
of the peptide pool. Using the experimental protocol for
epitope mapping we investigate whether HLA binding pre-
dictions would allow more efficient epitope mapping. Let us
denote byHi the HLA class I types of individual i, and byK
the length of a binding peptide (K = 8-11). We consider the
integration of HLA binding prediction methods in different
level of the current group-testing hierarchy:

1. Predict the optimal K-mer and restricting HLA
allele given Hi types and a reactive 15-mer.

2. Predict the set of reactive 15-mers given Hi and
composition of a reactive mini-pool.

3. Predict ranking (relative likelihood) of reactiv-
ity for 15-mers given vaccine insert sequence
and Hi.

4. Predict ranking of reactivity for all 15-mers that
span the vaccine insert sequences and Hi.

Using extensive experimental epitope mapping performed
on 12 HIV infected individuals in acute/early infection, we
show that significant gains can be obtained using binding
predictors, suggesting that novel epitope mapping protocols
that incorporate HLA binding predictors should be designed
and implemented.

2. METHODS

Participants. 12 subjects who were enrolled in the Univer-
sity of Washington Primary Infection Clinic. All partici-
pants were Anti Retrovial Therapy (ART) naive and were
identified during acute/early infection. Leukapheresis speci-
mens were all collected within 6 months of infection from in-
dividuals. This procedure provided an unusually large num-
ber of PBMCs from each participant which allowed extensive
mapping of optimal epitopes.

Experimental epitope mapping. The IFN-γ ELISpot as-
say (using 100K to 200K cells/well) was used to map T-cell
responses. Positive responses were defined as responses that
elicit at least 50 SFC/M and are higher than 3x background
measurement. PBMCs were stimulated with master pools of
up to 100 PTE peptides (15-mers overlapping by 11 amino-
acids) that span the entire coding sequence of HIV-1 [19].
Each positive master pool was further tested using mini-
pools arranged in a matrix approach such that each peptide
is found in exactly 2 mini-pools. Each such minipool con-
tains 10 − 14 15-mer peptides. This allows to identify a
reactive 15-mer by identifying pairs of positive mini-pools.

Positive mini-pools were further mapped by testing the sin-
gle 15-mer peptide recognized by T cells is identified using
a matrix approach. Then the potential 15-mer giving the
response was tested in an ELISpot assay. Once a positive
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15-mer was identified, ICS was used to determine if the re-
sponse was mediated by CD8+ or CD4+ T-cells. Only CD8+

T-cell responses were further mapped, as MHC class II alle-
les are more flexible in the length of epitopes they can bind.
Using the HLA types of each individual, all the known opti-
mal epitopes that are reported in the LANL Database were
tested. If none of the known epitopes were identified, over-
lapping 9-mers encompassed within the 15-mer were synthe-
sized and tested in order to identify the optimal. All of the
HIV accessory proteins (TAT, REV, VIF, VPR and VPU)
were pooled into single master pool. Nef was mapped us-
ing two master pools and Gag was mapped using 3 master
pools. We note that the decision to use 15-mers for epitope
mapping is driven by sample availability, i.e. the number of
cells required for extensive mapping. However, it is widely
accepted that using 15-mers does not allow to capture all
epitope responses, due epitope processing [33] and to the
effect of the location of the optimal epitope within a given
15-mer. This is in fact one of the major motivations of
incorporating epitope prediction methods in experimental
epitope mapping.

Using this approach on the 12 individuals described above,
120 positive 15-mer peptides were identified, of which 52
were finely mapped in order to identify the optimal HLA-
peptide pair. In the analysis presented here we use only
these 52 optimal epitopes, but the analysis can also easily be
extended to rank all positive 15-mers in cases where optimal
epitopes are not identified.

Epitope prediction. All epitope predictions presented here
were performed using NetMHCpan [14], which is one of the
leading HLA binding prediction methods, that has been re-
cently benchmarked. It should be clarified that the analysis
presented here can be done with any other HLA binding pre-
dictors such as SMM [28], Epipred [11], and ADT [18]. In
the analysis presented here HLA-C alleles were not included
due to the lack of sufficient experimental binding data on
HLA-C alleles.

3. RESULTS

Incorporating epitope prediction methods. To analyze
the ability of state-of-the-art HLA binding prediction meth-
ods to improve the efficiency of epitope mapping protocols
in vaccine trials, we integrate HLA binding predictors in the
four different levels of the current group-testing hierarchy,
described in Section 1. For each of these tasks we use HLA
binding predictors in order to rank the peptides of interest.
Rankings are performed using all HLA-A and HLA-B alleles
of a given study participant. We then measure the percent-
age of peptides that would be tested in order to identify all
of the known epitopes in the cohort analyzed here.

3.1 Predicting the optimal K-mer and restrict-
ing HLA allele for a given 15-mer peptide

As noted above, identifying the optimal epitope and its re-
stricting HLA allele is the final and most fine-detailed step in
epitope mapping studies. Typically in studies where leuka-
pheresis is not performed, this step is not performed due
to lack of sufficient sample. When such mapping does take
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Figure 1: A histogram of the ranks of the optimal
peptide HLA pairs, computed using an HLA bind-
ing predictor. The Naive approach of testing all
peptide-HLA pairs for each reactive 15-mer requires
66 tests. For the 52 optimal epitopes analyzed here
we find that 43/52 were the highest ranked peptide-
HLA pairs amongst the 66 potential pairs.

place, it usually begins with looking up known optimal epi-
topes that were previously described and belong to the ’A’-
list [21]. If no hits are found using known optimal epitope,
one must turn to testing all 9-mer and 10-mer peptides
within the 15-mer and then obtaining cell-lines that express
single HLAs for the 6 HLA-A, HLA-B and HLA-C alleles of
the individual. This results in a total of 66 tests (6 9-mers
and 5 10-mers vs. 6 HLA alleles)

In order to test our ability to identify the optimal epitope
and restricting HLA allele, we extract all 9-mer and 10-mer
peptides within the 15-mer and compute the predicted bind-
ing energy of each of these. We then rank all of these HLA-
peptide pairs in descending order by their binding affinity.
We compare this to the naive testing approach which re-
quires testing all 9-mer and 10-mer for all 6 different HLA
alleles. As we show in Figure 1 we find that 90% of the
optimal epitopes analyzed here can be identified in just one
test.

3.2 Predicting the set of reactive 15-mers within
a reactive peptide pool

As described above each mapped protein is divided into a
set of pools each containing a subset of the protein of in-
terest. The peptides in each pool are further divided into
a additional subsets in an ordered manner that corresponds
to a peptide matrix. Each row and column of this matrix
is then pooled into additional mini-pools. This configura-
tion assures that each peptide appears in exactly one row
and one column mini-pools. An example of the size of the
pools used in the current mapping protocol for three of the
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Table 1: Number of rows and columns in each of the
PTE peptide matrices used in this study for GAG,
POL and NEF.

Matrix # Rows # Columns
NEF matrix1 8 8
NEF matrix2 8 8

GAG matrix1 10 11
GAG matrix2 10 10
GAG matrix3 11 10

ENV matrix1 12 10
ENV matrix2 12 10
ENV matrix3 12 10
ENV matrix4 9 14

POL matrix1 11 10
POL matrix2 11 10
POL matrix3 11 10
POL matrix4 11 10
POL matrix5 7 10

9 HIV proteins is provided in Table 1. Each row and column
mini-pools are tested separately. Positive 15-mer peptides
are then identified by identifying a row-column pair which
induce a positive response. The number of tests required for
identifying all positive 15-mers within a given reactive pool
with M1 rows and M2 columns is therefore M1M2.

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20
0

1

2

3

4

5

6

 

 

# Tests based on predicted rankings
# Tests using the test−all approach

Figure 2: A histogram of the distribution of the
number of tests required for identifying the reactive
15-mer within a reactive peptide pool. Each entry
represents the sum of the ranks of the row and col-
umn mini-pools that contain the epitope. The red
bar indicates the average number of tests required
for fully mapping a reactive pool (the average num-
ber of rowss and columns of a peptide pool).

In order to test whether using binding predictors can im-
prove the efficiency of mapping, we first use the binding
predictors to rank all rows and columns of the current given
peptide pools. Rows and columns are ranked as follows: We
define the binding affinity aff score of a peptide mini-pool
(row or column) P k = pk1 , p

k
2 . . . p

k
M as follows:

aff(Hi, P
k) =

1

MN

M∑

j=1

∑

hi∈Hi

aff(hi, p
k
j ) (1)

where Hi are the HLA class I types of individual i and
affi(hi, pj) is the average predicted binding affinity of the j-
th peptide to allele hi (computed over all 9-mer and 10-mer
peptides), M is the total number of peptides in the mini-
pool P k and N is the total of 9-mer and 10-mer peptides
that are contained in each K-mer (in our scenario K = 15).

Using this score, we separately rank all row and column
mini-pools of each matrix in ascending order, as described
in Algorithm 1. Testing is then performed over all ordered
pairs of rows and columns, starting from the row and column
pair that have the highest affinity.

In order to measure the performance of our ranking scheme,
we use the set of experimentally determined optimal epi-
topes described above as follows. For each epitope, we iden-
tify the reactive 15-mer which contains this epitope. If more
than one 15-mer contains this epitope, we consider all such
15-mers. We then obtain the rank of the row and column
mini-pools that contain this peptide. Summing these two
yields the number of rows and columns required to identify
this reactive 15-mer. Figure 2 shows the distribution of the
number of tests required for mapping each of the 52 optimal
epitopes analyzed here, and compares it to the average num-
ber of tests required when testing a minipool. We find that
on all epitopes tested here, ranking mini-pools would pro-
vide a significant reduction in the number of tests required
to identify the reactive 15-mers, with the average number
of 9 tests per epitope, which amounts to a more than 50%
reduction in tests required.

Algorithm 1 Ranking mini-pool responses for a given pep-
tide pool

Input:

Reactive peptide pool matrix : P k

pk
1,1, ... pk

1,M1

...
...

Pk
M2,1 ... pkM2,M1

HLA-A and HLA-B types for subject i:
Hi = h1

i , h
2

i , h
3

i , h
4

i

1. For each row P k
(i,.) ∈ P k

(a) Compute the binding affinity score
Srow(i) = aff(Hi, P

k
i,.)

2. Rank all rows in descending order by their affinity
scores Srow.

3. For each column P k
(.,i) ∈ P k

(a) Compute the binding affinity score
Scol(i) = aff(Hi, P

k
i,.)

4. Rank all columns in descending order by their affinity
scores Scol.
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Figure 3: The change in the percentage number
of tests required for identifying a reactive pep-
tide within a peptide pool, after matrix reordering.
Negative values indicate an improvement in perfor-
mance, and positive values indicate degraded per-
formance.

Matrix reordering. The analysis above was performed us-
ing the experimentally defined peptide mini-pools within a
given pool. However, we note that since the current ma-
trix ordering is random, binding peptides will be randomly
distributed within the matrix. However, since we can rank
all peptides within a matrix using their binding affinity to
the HLA types of a given individual, we can attempt to fur-
ther improve on the results reported above, by dynamically
constructing matrices, such that all peptides that are pre-
dicted to bind with high affinity will be placed in the array
in a sorted manner as described in Algorithm 2. This may
increase the probability of detection of all reactive peptides
using a smaller number of tests. Figure 3 shows the percent-
age gain of such an approach as computed for each of the 52
optimal epitopes analyzed here. We find that in most cases
matrix reordering leads to further reduction in the number
of required tests, in many cases by as much as 50%.

3.3 Predict ranking of reactivity of a 15-mer
given vaccine insert sequence

This higher level task moves further away from the group
testing approach by asking how many peptides one needs to
test from a given vaccine insert in order to fully capture all
of the epitope responses of a given vaccinee. If indeed most
responses can be detected with a relatively small percent-
age of the full peptide set, this would allow the design of
novel mapping strategies in which peptide pools would be
constructed dynamically, based on rankings of the individ-
ual peptides, or alternatively, that individual peptides will
be tested in decreasing rank.

Figure 4 shows boxplots of the percentage of tests required

Algorithm 2 Matrix reordering of a peptide mini-pool

Input:

Reactive peptide pool P k = pk1,1 . . . p
k
M2,M1

:

HLA-A and HLA-B types for subject i:
Hi = h1

i , h
2

i , h
3

i , h
4

i

1. For each peptide pi ∈ P k

(a) Compute the binding affinity score
Si = aff(Hi, p)

2. Rank all peptides in descending order by their affinity
scores S = s1, s2 . . . sL.

3. Reorder peptides in matrix sorted by their affinity
scores S:

(a) Initialize: pk∗(i, j) = ∅;

(b) For l = 1 . . . |S|

i. (i, j) = argmini,j{p
k∗
i,j = ∅}

ii. pk∗i,j = Sl
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Figure 4: Box plots of the percentage of the PTE
peptides that need to be tested for in a given HIV
protein in order to discover all epitopes for a given
individual.

to identify all optimal epitopes for a given protein insert in
the 12 individuals analyzed here for 4 HIV proteins. As can
be seen in all four proteins cases the average number of tests
required is less than 30%. The maximal number of peptides
required for testing does not exceed 70% (POL).

3.4 Predict ranking of reactivity for all 15-
mers that span the vaccine insert sequences
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Figure 5: Box plots of the percentile rank of all 52
epitopes analyzed here when ranked against the en-
tire PTE peptide set which consists of 2000 peptides.
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Figure 6: The percentage of the full set of PTE pep-
tides that need to be tested to identify all epitopes
of a given individual.

Perhaps the final and most challenging goal of a prediction-
based epitope mapping algorithm, is to simply rank all of the
peptides that span all of the vaccine insert proteins based
on an individual’s HLA alleles, and to simply test them in

ranked order. Figure 6 shows the distribution of the num-
ber of tests required for each of the 12 individuals within
the cohort analyzed here. Figure 5 shows a boxplot of the
number of tests required to identify each of the 52 optimal
epitopes analyzed here. We find that for 8/12 individuals,
the top 30% ranked peptides account for all of the discovered
epitopes.

4. DISCUSSION
In this paper, we have presented a preliminary analysis on
the incorporation of HLA binding prediction tools into epi-
tope mapping studies in HIV vaccine clinical trials. Our
preliminary results, show that incorporating predictions at
every level of the current group testing strategy can lead to
a significant reduction in the number of tests required for
fully mapping vaccine induced epitope responses. In some
cases, we show very significant reductions in the number of
required tests, which would result in a significant savings of
PBMC samples.

While the results presented here are very promising, addi-
tional work is required in order to develop a mapping algo-
rithm that could be adapted into real laboratory settings.
While the current group testing approach requires a signif-
icant amount of tests for complete mappings, it is based
on a predetermined and fixed mapping protocol, which is
based on a single preparation of peptide pools, and mini-
pools, which can then be used to map all of the individuals
of a given trial. Some of the analysis presented here does
not translate easily into a recipe of this sort, mainly due
to the fact that different HLA alleles induce different rank-
ings of peptides, which would require ’personalization’ of
the peptide pools or mini-pools. We are actively working on
practical solutions to these questions, which would identify
an optimal balance between automation and sample savings.
Clearly, for mapping optimal HLA-epitope pairs, our results
strongly suggest that HLA binding predictors can be used in
a simple manner that would significantly reduce the number
of tests required to map such epitopes.

Another important issue, is the fact that the current group
testing approach may also fail to detect some positive re-
sponses, due to adverse effects of mixing different peptides,
and also due to the relative location of a given epitope on
a peptide. If the incorporation of binding prediction algo-
rithms would allow to move towards more testing of indi-
vidual peptides, and less peptide pools, it might increase
the sensitivity of the mapping protocols, which would have
a significant impact of our analysis of vaccine immunogenic-
ity. We are currently conducting experiments in which we
are comparing the number of detected epitopes using peptide
pools and individual peptides, on samples of another clin-
ical trial, in which leukapheresis was performed and there
are sufficient numbers of cells to answer such questions.
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ABSTRACT 

PREDmafa is a computational system for prediction of peptide 
binding to three transcriptionally abundant major 
histocompatibility complex (MHC) class I alleles of Mauritian 
cynomolgus macaque, an important animal model for the study of 
human disease. The prediction system utilizes quantitative 
matrices, which were validated using experimentally determined 
binders and supported by in vivo studies.  We developed 8-mer 
and 9-mer prediction matrices for Mafa-A1*063:02, 9-mer, 10-
mer, and 11-mer prediction matrices for Mafa-B*011:01, and a 9-
mer prediction matrix for Mafa-B*075:01. To our knowledge, 
PREDmafa is the first online computational system for predicting 
peptides that bind Mafa molecules. It is available at 
http://cvc.dfci.harvard.edu/mafa/. 

Categories and Subject Descriptors 
J.3 [COMPUTER APPLICATIONS]: Life and Medical 
Sciences – nonhuman primates, SIV, MHC binding peptide. 

General Terms 
Algorithms, Performance, Design. 

Keywords 
Mauritian cynomolgus macaques, SIV, HIV, major 
histocompatibility complex, MHC, vaccine design, online 
prediction system.  

1. INTRODUCTION 
Vaccines are routinely tested for immunogenicity in nonhuman 
primates (NHP) before advancement to clinical trials. For 
example. simian immunodeficiency virus (SIV)-infected NHP are 
considered the best animal models for preclinical studies of 
human immunodeficiency virus (HIV) vaccines [9]. Rhesus 
macaques (Macaca mulatta) are well-established models for 
studying human disease pathogenesis and vaccine development. 
Acute shortages of rhesus macaques caused by the 1978 ban on 
export of macaques from India slowed down research on human 
diseases. Another type of NHP model, cynomolgus macaque 
(Macaca fascicularis), became frequently used for infectious 
disease and transplantation research. The A and B locus 
molecules of MHC region in rhesus and cynomolgus macaques 
are quite different from their human counterparts with little 
conservation of allelic lineages between macaques and humans 
[10]. MHC class I expression in macaques is significantly more 
complex than in humans. Human MHC class I loci are well 
defined with only three classical polymorphic genes per haplotype 
(HLA-A, -B, and -C). Macaques can have a heterogeneous 
assortment of up to 20 MHC class I loci per haplotype [8].  

CD8+ T cells control viral infection through direct cytolysis of 
infected cells and through production of soluble antiviral 
mediators. This function is mediated by recognition of linear 
peptide epitopes presented by MHC class I molecules. The 
recognition of a given antigenic peptide by the immune system of 
an individual depends on the peptide’s ability to bind one or more 
of the host MHC. A significant research effort has been focused 
on study of a single well-defined NHP MHC allele, Mamu-
A1*001. To date, approximately 20 NHP MHC alleles have been 
reported to mediate CD8+ responses against SIV [3,7]. Among 
them, four Mafa (M. fascicularis MHC) alleles, Mafa-A1*004:01, 
-A1*063:02, -A4*01:01, and -B*104:01, were reported to restrict 
CD8+ T cell responses.   

Permission to make digital or hard copies of all or part of this work for 
personal or classroom use is granted without fee provided that copies are 
not made or distributed for profit or commercial advantage and that 
copies bear this notice and the full citation on the first page. To copy 
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requires prior specific permission and/or a fee. 
ACM-BCB '11, August 1-3, Chicago, IL, USA 
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Mauritian cynomolgus macaques (MCM) are descended from a 
small population geographically isolated over the last 500 years 
[6]. Thus they have a relatively simple, as compared to other 
macaques, MHC genetics consisting of seven major haplotypes, 
termed M1 to M7. In this paper, we present predictive scoring 
matrices for prediction of peptides binding to the three most 
frequent class I alleles within the M3 haplotype: Mafa-
A1*063:02, -B*011:01, and -B*075:01. These three molecules 
are transcriptionally abundant MHC class I alleles and were 
reported to be largely responsible for restricting SIV-specific 
CD8+ T cell responses [4]. Because of the recently revised 
nomenclature, Mafa-A1*063:02, -B*011:01, and -B*075:01 were 
formerly referred to as Mafa-A*250201, -B*4501, and -B*5101 
respectively [IPD MHC database, www.ebi.ac.uk/ipd/mhc/]. The 
matrices have been integrated into an online prediction server, 
PREDmafa. PREDmafa has been employed for pre-screening of SIV 
binding peptides. The top 1-2% predictions (96 peptides) have 
been scanned by ELISpot and 12 of them showed positive CD8+ 
T cell responses [3]. 

2. MATERIALS AND METHOD 
2.1 Binding motifs 
The binding motif is the earliest method used for identification of 
MHC binding peptides. It describes sequence patterns usually 
extracted from large numbers of existing known MHC binding 
peptides. The motifs describe amino acid preferences at important 
positions (anchor positions) for peptide and MHC binding. Based 
on information from the full proteome ELISpot, we generated 
peptide-binding motifs for Mafa-A1*063:02, -B*011:01, and -
B*075:01. The motifs shown in Table 1 were generated by 
identification of eluted peptides using Mass Spectrometry (MS) 
and calculating the fold increase in molar concentration of each 
amino acid over the value for the prior round of Edman 
sequencing [5]. Dominant, strong, and weak anchors are defined 
as being >3.5-, 3.5 to 2.5, or 2.5 to 2.0 fold higher, respectively, 
than the value for the previous cycle [3]. 

2.2 Quantitative matrices 
Previously it was suggested that if less than 50 peptides are 
available as training data, binding motifs should be used as 
prediction methods, while binding matrices should be used with if 
50-100 training peptides are available. More sophisticated 
methods, such as neural networks or support vector machines 
require larger quantities of training data [1]. However, Mafa 
binding motifs are complex, as shown in Table 1 and alone are 
not suitable as prediction tools. Therefore, we proceeded with the 
development of predictive matrices for Mafa. The initial 
quantitative matrices were generated using logarithmic equations 
based on the frequency of amino acids at specific positions within 
the training set of 9-mer peptides as described in [11, 12]. 

We started with a training dataset ),( BXT =  containing 9-mer 
peptides { }jXX =  with known binding affinities { }jBB =  to a 

given MHC molecule, where { }Nj ,,2,1 L=  and N  is the 
number of peptides. The peptides identified by MS are binding 
peptides, while a list of randomly generated peptides was used as 
a proxy for non-binders. The binding affinity of a binding peptide 
is assigned to 10=jB , while that of a non-binder is assigned to 

0=jB . For a 9-mer peptide { }jij xX ,= , { }9,,2,1 L=i  denotes 

the amino acid position in the peptide. 
iap ,
, the proportion of a 

particular amino acid a  at the observed position i  within binders, 
where Ω∈a  and Ω  denotes the 20 naturally-occurring amino 
acids, is defined as follows:  
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The proportion of a particular amino acid i  at the observed 
position within non-binders, 

ian ,
 , is defined as follows: 
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The quantitative matrices { }
920, ×

= iaqQ  were derived using 

logarithmic equations based on the frequency of amino acids at 
specific positions as described in [11]. 
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Where 
iaq ,
 is the matrix coefficient for a particular amino acid at 

position i  in the peptide. 

The columns of the matrices were weighted using weight matrix, 
{ }

19×
= iwW , according to the reported binding motifs shown in 

Table 1. The matrix, Q , was refined by including information on 
the consensus binding motifs; for example, most Mafa-A1*063:02 
binding peptides contain a proline at anchor position P2 and P6 as 
shown in Table 1 A). The anchor positions (e.g. P2 and P6 for 
Mafa-A1*063:02 binding peptides) were assigned higher weights 
than other positions (weight 2). Other positions had weight 1. The 
final models were tested and validated experimentally using 
ELISpot assays. After the matrix Q  has been built, given a new 
9-mer peptide { }iyY = , where { }9,,2,1 L=i  denotes the amino 
acid position in a 9-mer peptide, with unknown binding affinity, 
its binding score S  is defined as follows:  
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Table 1. Binding motifs of Mafa-A1*063:02, -B*011:01, and -
B*075:01.  
A) Binding motif of Mafa-A1*063:02. 

Pos 1 2 3 4 5 6 7 8 9 

Dominant E P A
F
K
G

  P    
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M 
Q 
S 
T 

Strong A 
R 
S 

D H 
I 
N 

E 
A 
P 

M 
L 

 F P F 
W 

Weak V 
Q 

 L 
R 

D  L 
S 

L 
S 
T 

K 
S 

G
L 

 
B) Binding motif of Mafa-B*011:01. 

Pos 1 2 3 4 5 6 7 8 9 

Dominant R 
K 

T 
L 
V 

F 
W 
N 
Y 
D 
H 

P 
E 
D 

    Y 
W 
F 

Strong M 
I 

  G     L 
I 

Weak P 
Q 

A 
G 

       

C) Binding motif of Mafa-B*075:01. 

Pos 1 2 3 4 5 6 7 8 9 

Dominant  L 
I 
Q 
M 

P 
Y 

E 
Q 
N 
K 

 P R  L 
F 

Strong  Y 
F 

 D 
G 

R     

Weak   A P 
T 
S 

VI 
A 
L 

W 
K 
H 

 H P 
R 
V 
A 

 

 

2.3 Training data sets 
The available data sets consist of 38 peptides eluted from 
A1*063:02, 21 peptides eluted from B*011:01, and 20 peptides 
eluted from B*075:01 (Table 2). These peptides range in length 
from 8 to 12 amino acids. Virtual non-binders were produced by a 
computer program that randomly generates peptide sequences 
whose amino acids frequencies resemble those of the protein 
sequences deposited in the SWISS-PROT database. 
 
Table 2. Number of Mafa-binding peptides identified by mass 
spectrometry.  

Mafa 
alleles 

8-
mer 

9-
mer 

10-
mer 

11-
mer 

12me
r 

A1*063:02 13 25    

B*011:01  14 4 3  

B*075:01  13 5 1 1 

Table 3. Binding peptides in the training data sets for building 
matrices. Virtual peptides are shown in italics. 

A1*063:02 
8-mer 

A1*063:02  
9-mer 

B*011:01  
9-mer 

B*075:01  
9-mer 

IPKDPRQW

NPFNTSLF

SNTVMPRF

LPSLKPTF

SPFNLPHY

VPAVLPSF

SPYKLPLW

SPAPAPKF

SPTKIGHL

NPADLPKL

SPGNLPKF

VPYPLPKI

APDNFLVL

SVKPASSSF 

EPNAEVPRP 

KPNDQSSRW 

RPAGLPEKY 

APTAQATEW 

VPSPAVPKL 

SPNAGPLFR 

VPLPASAKW 

HPTDPLTSF 

SPIRGLPHW 

SPGLLPHLL 

FPLPGLPDF 

EPRPPHGEL 

MPSPSPDYF 

VPRPPQTSL 

APKPQGPAF 

APTTAASCE 

APAGSLPKI 

LPVLGEDIW 

SPAQLHFLF 

APIAKVGVL 

APRLPITGL 

VPTALPLLR 

RPSLPLPHF 

MPKFSMPGF 

KTNPKIQSI

VTNPHSSQW

VTSPIRASY

RTHPVATSF

VTNPHTDAW

AQNSVRLNY

KINEKPQVI

AQNAVRLHY

GTVLKTSSW

KVPPAINQF

KQNRPIPQW

RMFAPTKTW

KVFKLQTSL

RLIPERTVW

RTSPGDRTY

KLVEAIRNY

RVFPEKGSF

ILYPHEASW

RMGTYVRAW

STFDHELKL

 

SYPGYGQQP 

KVAPAPAVV 

LLYESPERY 

TLYEAVREV 

VFYELAHQL 

TLFKIGYDY 

GYPEVALHF 

FLYQPDWRF 

ALPEIFTEL 

KYPENFFLL 

TAAPVPTTL 

AFYDPTHAW 

PYYQPPYTL 

SIYPAPQVS 

DYPSVILRD 

ALYDVRTIL 

NFPEHIFPA 

LYPLTNYTF 

YLPAINGIV 

SFPDFPTPG 

 

 
A1*063:02 8-mer matrix was build using 26 peptides (13 8-mer 
binding peptides and 13 random non-binding peptides). The 
procedure for binding 9-mer models is based on combining the 
eluted 9-mers with virtual 9-mer peptides derived from longer 
peptides, and randomly generated lists of virtual non-binders. 
A1*063:02 9-mer matrix was build based on 50 peptides (25 9-
mer binding peptides and 25 random non-binding peptides). For 
building B*011:01 9-mer matrix we made use of the 14 9-mer 
binding peptides identified by MS as well as peptides derived 
from the 10-mer and 11-mer binding peptides into the training 
data set. We investigated the 14 9-mer binding peptides and 
calculated entropy of amino acid frequency at each position. 
Position 7 (2 positions away from the C-terminal of a peptide) 
was found to have the highest entropy, which indicates that P7 is 
not specific for peptide binding. We took the four 10-mer binding 
peptides and removed the amino acids at position 8, which is 2 
positions away from the C-terminal, in the 10-mers to make them 
into 9-mers. Similarly the amino acids at position 6 and 9 in the 
11-mers were removed to make 9-mer peptides. We did not 
include the 11-mer, TELVETRPAGD, as it does not comply with 
the B*011:01 motif shown in Table 1B. We used 40 9-mer 
peptides to build 9-mer matrix for B*011:01 (20 9-mer binding 
peptides and 20 random non-binders). Similar approach was 
applied to 10-, 11-, and 12-mer binders to B*075:01. The 
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positions at C-terminal of the 9-mer B*075:01 binding peptides 
have high entropy. Thus we truncated C-termini of the seven 
longer peptides to make 9-mer peptides. Totally 40 9-mer 
peptides were used to build 9-mer matrix for B*075:01 (20 9-mer 
binding peptides and 20 random non-binding peptides). The 
resulting 9-mer binding and virtual binding peptides are shown in 
table 3, while full list of peptides is available from the PREDmafa 
web site. 
Our list of eluted peptides has fourteen 9-mer peptides but only 
four 10-mer and three 11-mer peptides eluted from B*011:01. 
These data were insufficient for deriving meaningful scoring 
matrices for prediction of 10-mer and 11-mer peptides binding to 
B*011:01. To compensate for this limitation, we derived 10-mer 
and 11-mer matrices for B*011:01 based on its 9-mer matrix. We 
added one column, which contains 0 at every row, into the 9-mer 
matrix after position p7 (non-specific for binding to B*011:01. 
The 11-mer matrix was derived using similar approach were two 
columns with 0 values were inserted at position p7.  

3. Mafa PREDICTION SERVER  
Six scoring matrices were built. They include three 9×20 matrices 
for each of the three Mafa alleles. Also we developed an 8×20 
matrix for Mafa-A1*063:02, a 10×20 matrix for Mafa-B*011:01, 
and an 11×20 matrix for Mafa-B*011:01. They are the prediction 
engines of the online prediction server, PREDmafa 
(cvc.dfci.harvard.edu/mafa/). PREDmafa breaks the query protein 
sequences into overlapping peptides of the length appropriate for 
the selected prediction matrix, then calculates a binding score for 
each peptide. The binding scores are scaled from 0 to 10 with 10 
representing very strong binding and 0 representing total lack of 
binding.    

To use PREDmafa, users need to paste one or multiple FASTA 
format protein sequences into the query textbox. Each of the input 
sequences must contain at least nine amino acids and the total 
length of the input sequences should be no more than 5000 amino 
acids, otherwise an error message will be displayed. The default 
matrix selection on the webpage is the 9-mer matrix for 
A1*063:02.  

PREDmafa was used for selection of candidate Mafa T-cell 
epitopes form SIV (including tat, env, rev, gag, nef, and pol 
proteins). 96 peptides predicted to bind A1*063:02, B*011:01, or 
B*075:01 were synthesized and tested for their ability to elicit T-
cell responses against these SIV-derived peptides. Of these, 12 
were confirmed as T-cell epitopes. The details, available in 
published report [3], show the practical utility of PREDmafa. These 
results showed 12.5% success rate that is in a ballpark agreement 
with previously reported prediction systems. For example, a 
neural network trained on 96 binders and 145 non-binders to 
HLA-A*11:01 showed an initial success rate of 29%, that was 
rapidly improved through cyclical refinement [2]. The 12.5% 
success rate in determination of T-cell epitopes translates to a 
higher percentage of correctly predicted binding because peptide 
binding is necessary, but not sufficient, condition for T-cell 
activation. Therefore we can conclude that our Mafa-binding 
prediction matrices have practical utility. 

An example of the output pages of PREDmafa is shown in Figure 
1. The input protein is a SIV tat protein (AAU94544). One of the 
predicted binders, tat 59-67 (CCYHCQFCF), was predicted as a 
A1*063:02 binding peptide with binding score 8.96. It is among 

the 12 peptides that have been found to elicit IFN-γ production in 
stimulated T cells [3].  

 
A) 
 

 
B) 

 
 
C) 

 
Figure 1. Examples of output pages of PREDmafa. The input 
sequence is SIV tat protein (AAU94544) and the Mafa allele of 
interest is A1*063:02. A) The input page. B) The main result 
page. All 9-mers in each peptide are submitted for prediction. 
The predicted binding scores range from 0 to 10. The higher 
the score, the higher possibility the peptide is a binder.  C) 
Display of predicted binding peptides from query protein at 
threshold 8. 
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4. DISCUSSION 
The strategy of combining bioinformatics tools and ELISpot 
assays speeds up and increases the success rate of identification of 
SIV-specific CD8+ T cell responses. The utility of such combined 
approach has been demonstrated in numerous studies. However 
the question of minimal number of peptides needed for 
development of useful prediction models has not, to our 
knowledge, been formally explored. In this work we have 
demonstrated that useful prediction matrices can be developed 
from as few as 13 binding peptides. These tools offer 
experimental cost and time savings as compared to the 
conventional method of testing overlapping pools spanning the 
whole SIV proteome. To our knowledge, PREDmafa is the first 
online computational system for predicting peptides that bind 
Mafa molecules. Cynomolgus macaques are important laboratory 
models for HIV and SIV study. PREDmafa is, therefore, useful for 
the analysis of immunization regimens and deciphering responses 
to infections. Further development of PREDmafa will include 
improvement of prediction matrices by cyclical refinement – 
using newly defined binders and non-binders from experiments.  
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ABSTRACT 
After viral infection, CD8+ T-cells can rapidly detect their 
intracellular presence by recognizing peptide fragments presented 
by MHC class I molecules on the cell surface that are derived 
from degraded viral protein. This appears to be in conflict with the 
observation that viral proteins have relatively long half-lives. To 
explain this, the DRiPs hypothesis (Yewdell and Nicchitta, 2006) 
was proposed, which states that these epitopes come from 
Defective Ribosomal Products (DRiPs), rather than degradation 
of mature protein products. If epitopes do come from defective 
ribosomal products, this could lead to a positional bias of epitopes 
in their corresponding antigens. Specifically, if a major source of 
defective ribosomal products is pre-mature stop in translation, an 
overrepresentation of CD8+ T-cell epitopes in the N-terminal 
portion of antigens would be expected. In contrast, if downstream 
initiation is a major source of defective ribosomal products, C-
terminal portions of antigens would be a dominant source of 
epitopes. In this study, we systematically assess positional bias of 
epitopes in viral antigens, taking advantage of the large set of 
immune epitope data available in the Immune Epitope Database. 
We demonstrate that there is a small degree of positional skewing 
detectable in the epitope distribution. Epitopes from both ends of 
antigens tend to be slightly underrepresented, which suggests that 
both pre-mature stops in translation and downstream initiation 
play an equal but minor role in shaping the overall viral epitope 
repertoire.  

Keywords 
Antigen processing and presentation, immune surveillance, DRiPs 
hypothesis. 
 

1. INTRODUCTION 
After an infection by viruses, the host detects their intra-cellular 
presence via cell-surface presentation of their degraded peptide 
fragments to CD8+ T-cells for recognition and killing. To achieve 

rapid response times, the degradation of viral proteins and loading 
onto MHC-I molecules for presentation should be quick. Indeed, 
within about an hour of infection, viral peptides are detectable on 
the cell surface (Chen, et al., 2004; Esquivel, et al., 1992). Yet, 
viral proteins are at least as stable as cellular proteins with 
average half-life of 1-2 days (Goldberg and Dice, 1974). 

To explain this apparent contradiction, the DRiPs hypothesis was 
proposed. It states that defective ribosomal products are a major 
source of viral epitopes (Yewdell, et al., 1996). Thus, rather than 
waiting for folded proteins to be generated and degraded later, the 
host utilizes the appreciable fraction of newly synthesized proteins 
that generate defective translational products through mechanisms 
such as premature termination or downstream initiation 
(Berglund, et al., 2007; Cardinaud, et al., 2010) and hand over 
these products to later steps involving proteolytic degradation, 
loading of MHC-I molecules, and presentation to CD8+ T-cells. 

Despite growing experimental evidence supporting the 
hypothesis, as stated in (Dolan, et al., 2011), one of the key 
remaining areas of investigations is better characterization of 
DRiPs. As a step toward this goal, here we aim to probe details of 
translational mechanisms that generate DRiPs. Specifically, we 
aim to measure positional bias of CD8+ epitopes of viruses, using 
a large collection of experimentally determined epitopes of 
infectious diseases in the IEDB.  

2. METHODS 
2.1 Retrieving epitopes from the Immune 
Epitope Database 
For each organism listed in Table 1, we retrieved CD8+ T-cell 
epitopes from the Immune Epitope Database 
(http://www.iedb.org), which is the largest publicly available 
database of epitopes for infectious agents (Vita, et al., 2010). To 
retrieve an appropriate set of epitopes to examine the DRiPs 
hypothesis, there were a number of important considerations. 

First, the query should reflect the fact that we are interested in 
epitopes that are derived from proteins newly expressed in a host 
cell, rather than epitopes recognized after peptide or protein 
immunization. Only for newly synthesized epitopes can defective 
ribosomal products skew the positional distribution of epitopes in 
antigens. To meet this requirement, we query the IEDB for 
epitopes identified using assays in which the 'Immunogen Type' is 
a whole 'Organism' (rather than an individual epitope or antigen). 
Second, we further limit the query to only retrieve epitopes 
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restricted by MHC class I molecules. Finally, we limit the query 
to epitopes with ‘virus’ as the source organism. 

The epitope results from the query above were sorted by the viral 
species. As described below, we want to map all epitopes from 
one species to the same reference proteome. Therefore, we 
excluded all viruses for which we do not have reference 
proteomes available. This limited the result set to 19 viruses as 
shown in Table 1. 
 

Table 1. A summary of MHC class I restricted T-cell epitopes 
retrieved from the Immune Epitope Database for 19 viruses. 

For each organism listed in the 'Organism Name' column, 
numbers of MHC class I restricted epitopes available are 
shown. The column ‘Pos.’ shows counts of peptides with 

positive T-cell assay outcomes (i.e. epitopes); ‘Neg.’ shows 
counts with negative outcomes. For all of the queries used to 

generate the table, it was required that the immunogen's type 
was 'Organism' to mean that we are interested in epitopes that 

were derived from an organism rather than peptide 
immunization, for instance. 

 

2.2 Mapping epitopes onto antigens of a 
complete genome of an organism 
To ensure consistent calculation of positional bias, we mapped all 
epitopes onto antigens from a single complete reference genome 
for each species based on sequence similarity rather than using the 
source antigens contained in the IEDB, which are those specified 
by the author mapping the epitope and are derived from different 
strains and are of divergent quality. For example, a study using X-
ray crystallography to determine epitopes may have used 
truncated versions of an antigen to promote formation of protein 

crystals. Or, epitopes may come from polyproteins of Dengue 
virus, which later get cleaved into individual products. 

The mapping was performed using NCBI’s BLAST with a default 
setting to search for presence of epitopes in antigens and to 
retrieve only those hits with at least 80% of matched regions 
conserved in the reference genome. This should accommodate a 
few amino acid differences, as well as insertions and deletions, 
found among different strains of viruses. In addition, we required 
homology between the originally curated source antigen of the 
epitope and the antigen in the reference genome using BLAST 
searches with an E-value cutoff of 0.001, thereby ensuring 
meaningful mapping. Lastly, we required that there is only a 
single best match of the epitope in the reference genome to ensure 
that the position of the epitope in the antigen can be uniquely 
determined. Specifically, if there are more than one epitope-
antigen mapping at the 80% threshold, then we took the one with 
highest percentage of conservation. 

2.3 Calculating normalized positions of 
epitopes 
To derive a measure of epitope position that is independent of 
protein length, a normalized position was defined as follows: 
 

normalized_position = (peptide_pos_begin - 1) / (protein_len - 
peptide_len ) 
 

In the equation, 'peptide_pos_begin' indicates the position of the 
first residue from the peptide mapped onto the protein sequence; 
'protein_len' is the length of the protein; 'peptide_len' is the length 
of the peptide. The measure 'normalized_position' has the 
property that if a peptide contains the first residue of the protein 
(and thus comes from an N-terminal region), then its value is zero; 
if the peptide contains the last residue, then ‘normalized_position’ 
is 1.0. Thus, if all regions of a protein are equally likely to contain 
epitopes, then we would see a uniform distribution of 
‘normalized_position’. 

3. RESULTS 
3.1 A summary of CD8+ epitopes available 
for 19 viruses in the IEDB 
Because viruses employ the translational machinery of the host to 
synthesize their proteins and are thus most relevant in the context 
of the DRiPs hypothesis, we retrieved all CD8+ T-cell epitopes of 
viruses shown in Table 1. Epitopes from the polyprotein of 
Hepatitis C virus (3011 residues) 
(http://www.ncbi.nlm.nih.gov/protein/22129793) were removed 
from the following analysis, because of relatively high number of 
occurrences of epitopes with normalized positions in the range of 
0.40—0.50, the location of the NS3 protein, which likely reflects 
study bias. 

3.2 Distributions of normalized positions of 
CD8+ epitopes from viruses 
Distributions of normalized positions of epitopes from viral 
proteins are shown in Figure 1A. Distributions for normalized 
positions for those peptides with positive T-cell assay outcomes 
(i.e. epitopes, “Positives”) and those with negative outcomes 
(“Negatives”) are shown separately. The noticeable smoothness of 
the distributions over the normalized positions suggests that there 
is a sufficient amount of data to calculate reliable statistics. For 

Org. ID Organism Name All Pos. Neg. 
10245 Vaccinia virus 5887 168 5719 

11103 Hepatitis C virus 584 396 188 

10376 Human herpesvirus 4 571 231 340 

10359 Human herpesvirus 5 478 238 240 

11320 Influenza A virus 159 120 39 

11250 Human RSV  115 15 100 

194440 Primate T-lymph. 1 115 115 0 
10407 Hepatitis B virus 108 81 27 

11676 HIV 1 70 70 0 

37296 Human herpesvirus 8 66 61 5 

12637 Dengue virus 61 54 7 

337041 Human papilloma-16 45 35 10 

11234 Measles virus 34 31 3 

129951 Human adenovirus C 19 19 0 

10310 Human herpesvirus 2 13 13 0 
10298 Human herpesvirus 1 12 3 9 

11041 Rubella virus 5 5 0 

333754 Human papilloma-6 3 2 1 

10335 Human herpesvirus 3 2 1 1 
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the ‘Positive’ distribution, there are somewhat fewer peptides in 
the C-terminal region. In the ‘Negative’ distribution there are 
somewhat more peptides found in the N-terminal region followed 
by a small dip. The statistical significance of the difference 
between ‘Positive’ and ‘Negative’ distributions measured using a 
chi-square test does not reach significance (p-value = 0.057).  

In the rightmost panel, to show positional bias of epitopes more 
clearly, odds ratio of probability densities for ‘Positive’ and 
‘Negative’ distributions are plotted for each bin. The odds ratio 
plot shows that neither N- or C-terminal is sampled more 
frequently for epitopes. Instead, there appears to be a slight bias 
favoring the middle region. 
Next, we wanted to examine if positional bias is more pronounced 
for larger antigens. We therefore exclude antigens that have less 
than 200 residues. Figures 1B shows the resulting distribution of 
normalized epitope positions for ‘Large’ proteins. For the 
‘Positive’ distribution of ‘Large’ proteins, there is again a pattern 
where middle region of proteins tends to contain more epitopes. A 
chi-square test measuring the significance of the difference of 
‘Positive’ and ‘Negative’ distributions, using the latter as the 
expected, yields a p-value of 0.014. In addition, the odds ratio plot 
shown in the last column reflects the pattern observed earlier that 
neither N- or C-terminal is favored for epitope sampling. 

3.3 Distributions of normalized positions of 
predicted binders of viral peptides restricted 
by HLA supertypes 
In addition to the pool of DRiPs, another possible source of 
positional bias is unequal distributions of amino acids spanning 
the length antigens. For instance, it is possible that the positional 
bias we saw earlier was, in fact, due to hydrophobic residues 
being preferentially found in middle regions rather than at N- and 
C-termini. Such uneveness would mean that MHC alleles 
preferentially binding peptides with hydrophobic anchor residues 
would impose positional bias of epitopes. To determine such 
contributions, we took a prediction-based approach to (1) 
overcome limitations of a sparse set of known MHC restriction 
data associated with recorded epitopes and (2) provide 
consistency across MHC restriction data. 
Given that MHC-I predictors have achieved high accuracy (Lin, et 
al., 2008; Peters, et al., 2006), we reasoned that existing predictors 
accurately capture biologically meaningful preferences of amino 
acid distributions. Thus, our approach is to make MHC-I binding 
predictions for all 9-mer peptides from proteomes of viruses in 
Table 1, and plot distributions of normalized positions for 
‘binders’ only (i.e. those peptides with predicted binding affinities 
< 500 nM). NetMHC prediction method was used to make 
binding predictions (Nielsen, et al., 2003), because it is one of the 
top-performing methods (Lin, et al., 2008; Peters, et al., 2006). A 
distribution for a supertype was then plotted by combining all 
normalized position data points for its member alleles. We used 
the mapping of HLA molecules to supertypes provided in (Sidney, 
et al., 2008), and only those alleles with 9-mer predictors 
available are shown in Table 2. We considered only 9-mer 
predictors, because we did not want to over-represent well-studied 
allele such as HLA A*0201, which has predictors for 8-11 peptide 
lengths.  

In Figure 2, distributions of normalized positions for the three 
representative HLA supertypes are shown. We see that all HLA 
supertypes cover the full extent of the protein length, where both 
N- and C-termini are well represented. Some of the supertypes, 
however, appear to show slight positional bias. Specifically, A01 

displays slight preference in the middle region of antigens (2 out 
of 12 supertypes), whereas A03 favors the C-terminus. Yet, 
supertype such as B07 does not show any positional bias. To show 
overall positional bias contributed by HLA supertypes, the 
‘Combined’ plot shows equally weighted odds ratio plots from all 
12 supertypes. Observed supertype-specific positional bias at N- 
or C-termini is roughly 4-fold smaller than the ones observed in 
Figure 1, suggesting that supertypes are not major contributors of 
positional bias. To ensure that these observations are not due to 
prediction method specific biases, we also generated the same set 
of distributions using SMM (Peters and Sette, 2005) and obtained 
similar results [data not shown].  

4. DISCUSSION 
The availability of a large collection of epitopes in the IEDB has 
afforded us an opportunity to measure positional bias of MHC 
class I restricted epitopes, thereby revealing how the host’s 
translational machinery samples peptides of viruses to be later 
presented to CD8+ T-cells. Our results based on epitopes from 19 
viruses indicate that all regions of an antigen are sampled by the 
host. There is some indication, however, that if there is any bias, 
the middle region is slightly favored.  

As an alternative explanation of observed positional bias, we 
determined contributions of supertype-specific biases. Using 
prediction-based approach, we find that HLA supertypes also 
cover the full extent of antigen length, actively sampling both N- 
and C-termini. We also see slight positional biases that are 
specific to supertypes. However, the observed biases appear to be 
minor. 
Earlier, we alluded to possible mechanisms by which one might 
observe higher epitope sampling rate in either N- or C-terminal 
regions: premature termination or downstream initiation. Our 
results support the argument that both types of events occur to 
similar extent.  

5. CONCLUSION 
In the present study, we probed the details of the mechanism of 
how the protein translational machinery of host samples epitopes 
from viral antigens by measuring positional bias of experimentally 
determined epitopes. Our results suggest that the translational 
machinery samples all regions of an antigen for loading MHC-I 
molecules and later presenting them to CD8+ T-cells. We did not 
see any statistically significant bias favoring either N- or C-
terminal region of an antigen. Thus, it seems that both premature 
termination and downstream initiation events are occurring to 
similar extent. 
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Figure 1. Distributions of normalized positions of CD8+ T-cell 
epitopes from (A) all proteins and (B) ‘large’ proteins (i.e. at 
least 200 residues). For each category of peptides indicated 
(i.e. ‘Positive’ or ‘Negative’), peptides were mapped onto all 

antigens of the corresponding genome with peptide similarity 
cutoff of 80%. For each peptide-antigen mapping, a 

normalized position was calculated to indicate positional bias 
of the mapped epitope. The set of derived normalized 

positions was plotted as a histogram with a range of [0..1.0] 
and bin size of 0.10. The ‘Odds Ratio’ plots in the last column 

show ratios of ‘Positive’ to ‘Negative’ densities for bins, to 
indicate any regions that are favored.  

Table 2. Three representative HLA supertypes and their 
member alleles. Only those HLA alleles for which IEDB has 9-
mer predictors available are shown. HLA:Supertype mapping 

data was derived from (Sidney, et al., 2008). 

Supertype #Alleles Alleles 

A01 8 

A*0101, A*2501, 
A*2601, A*2602, 
A*2603, A*3002, 
A*3201, A*8001 

A03 5 

A*0301, A*1101, 
A*3101, A*3301, 
A*6801 

B07 5 

B*0702, B*3501, 
B*5101, B*5301, 
B*5401 

 

 
Figure 2. Odds ratio plots of distributions of normalized 

positions for a representative set of supertypes as well as for a 
combined data set of all 12 supertypes. NetMHC was used to 

make peptide binding predictions for alleles belonging to each 
supertype. Only 9-mer peptide binding predictions were 

carried out. All possible 9-mer peptides were generated from 
proteomes of the 19 virus genomes. Mapping data of HLA 

molecules to supertypes was taken from (Sidney, et al., 2008). 
For easier comparison, the scale of the y-axis is same as the 

one used in Figure 1. 
 
 
 
 
 
 
 

6. REFERENCES

 
[1] Berglund, P., Finzi, D., Bennink, J.R. and Yewdell, J.W. 

2007. Viral Alteration of Cellular Translational Machinery 
Increases Defective Ribosomal Products, J. Virol., 81, 7220-
7229. 

[2] Cardinaud, S., Starck, S.R., Chandra, P. and Shastri, N. 2010. 
The Synthesis of Truncated Polypeptides for Immune 
Surveillance and Viral Evasion, PLoS ONE, 5, e8692. 

[3] Chen, W., Pang, K., Masterman, K.-A., Kennedy, G., Basta, 
S., Dimopoulos, N., Hornung, F., Smyth, M., Bennink, J.R. 

and Yewdell, J.W. 2004. Reversal in the Immunodominance 
Hierarchy in Secondary CD8+ T Cell Responses to Influenza 
A Virus: Roles for Cross-Presentation and Lysis-Independent 
Immunodomination, The Journal of Immunology, 173, 5021-
5027. 

[4] Dolan, B., Bennink, J. and Yewdell, J. 2011. Translating 
DRiPs: progress in understanding viral and cellular sources 
of MHC class I peptide ligands, Cellular and Molecular Life 
Sciences, 1-9. 

[5] Esquivel, F., Yewdell, J. and Bennink, J. 1992. RMA/S cells 
present endogenously synthesized cytosolic proteins to class 

ACM-BCB 11 610



I-restricted cytotoxic T lymphocytes, The Journal of 
Experimental Medicine, 175, 163-168. 

[6] Goldberg, A.L. and Dice, J.F. 1974. Intracellular Protein 
Degradation in Mammalian and Bacterial Cells, Annual 
Review of Biochemistry, 43, 835-869. 

[7] Lin, H., Ray, S., Tongchusak, S., Reinherz, E. and Brusic, V. 
2008. Evaluation of MHC class I peptide binding prediction 
servers: Applications for vaccine research, BMC 
Immunology, 9, 8. 

[8] Nielsen, M., Lundegaard, C., Worning, P., Lauemoller, S.L., 
Lamberth, K., Buus, S., Brunak, S. and Lund, O. 2003. 
Reliable prediction of T-cell epitopes using neural networks 
with novel sequence representations, Protein Sci, 12, 1007--
1017. 

[9] Peters, B., Bui, H.-H., Frankild, S., Nielsen, M., Lundegaard, 
C., Kostem, E., Basch, D., Lamberth, K., Harndahl, M., Fleri, 
W., Wilson, S.S., Sidney, J., Lund, O., Buus, S. and Sette, A. 
2006. A Community Resource Benchmarking Predictions of 
Peptide Binding to MHC-I Molecules, PLoS Comput. Biol., 
2, e65. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

[10] Peters, B. and Sette, A. 2005. Generating quantitative models 
describing the sequence specificity of biological processes 
with the stabilized matrix method, BMC Bioinformatics, 6, 
132. 

[11] Sidney, J., Peters, B., Frahm, N., Brander, C. and Sette, A. 
2008. HLA class I supertypes: a revised and updated 
classification, BMC Immunology, 9, 1. 

[12] Vita, R., Zarebski, L., Greenbaum, J.A., Emami, H., Hoof, I., 
Salimi, N., Damle, R., Sette, A. and Peters, B. 2010. The 
Immune Epitope Database 2.0, Nucl. Acids Res., 38, D854-
862. 

[13] Yewdell, J., Anton, L. and Bennink, J. 1996. Commentary: 
Defective ribosomal products (DRiPs): a major source of 
antigenic peptides for MHC class I molecules?, J Immunol, 
157, 1823-1826. 

[14] Yewdell, J.W. and Nicchitta, C.V. 2006. The DRiP 
hypothesis decennial: support, controversy, refinement and 
extension, Trends in Immunology, 27, 368-373. 

 

 

ACM-BCB 11 611



 

 

SATBI 2011 PROGRAM 

 

09:00 – 10:00: Talk 

Title: Enrichment of biomedical ontologies: challenges and possibilities 

Speaker: Dr. Jesualdo Tomas Fernandez Breis 

10:00 – 10:30: Morning Break 

Main Conference Morning Break 

10:30 – 12:30: Paper presentations 

Long papers: 25 min + 10 min questions 

Short papers: 20 min + 5 min questions 

 Long papers 

o Using Ontologies for Supporting Genomic Sequence Annotation Projects 

o Application of the Spreading Activation Technique for Recommending Concepts 

of well-known Ontologies in Medical Systems 

 Short papers 

o Towards an OWL-based Framework for Extracting Information from Clinical 

Texts 

o Designing an Ontology to Support the Creation of Diagnostic Decision Support 

System 

12:30 – 13:30: Talk 

Title: Deployments of SADI Semantic Web Services in Genomics, Lipidomics, Toxicology and 

Healthcare 

Speaker: Dr. Christopher Baker 

 



Designing an Ontology to Support the Creation of 

Diagnostic Decision Support System 

 
Alejandro Rodríguez-González 

Computer Science Department 

University Carlos III of Madrid 

Leganés, Madrid, Spain 

+34.91.624.5936 

alejandro.rodriguez@uc3m.es 

 
Giner Alor-Hernandez 

Computer Science Department 

Instituto Tecnológico de Orizaba 

Orizaba, Veracruz, Mexico 

galor@itorizaba.edu.mx 

 

Enrique Jimenez-Domingo 
Computer Science Department 

University Carlos III of Madrid 

Leganés, Madrid, Spain 

+34.91.624.5936 

enrique.jimenez@uc3m.es 

 
Juan Miguel Gomez-Berbis 
Computer Science Department 

University Carlos III of Madrid 

Leganés, Madrid, Spain 

+34.91.624.5958 

juanmiguel.gomez@uc3m.es 

Angel García-Crespo 
Computer Science Department 

University Carlos III of Madrid 

Leganés, Madrid, Spain 

+34.91.624.9417 

angel.garcia@uc3m.es 

 

Ruben Posada-Gomez 
Computer Science Department 

Instituto Tecnológico de Orizaba 

Orizaba, Veracruz, Mexico 

rposada@itorizaba.edu.mx 

ABSTRACT 
Healthcare has played a main role in the Semantic Web (SW) field 
given the knowledge representation possibilities that SW is capable 
to address. Several authors have proposed taxonomies, systems and 
methodologies to be able to assure the correct interaction between 
healthcare and Semantic Web. This paper presents a new design of 
modular ontology which allows its use in the healthcare domain, 
concretely in diagnosis decision support systems.  

Categories and Subject Descriptors 
J.3 [Computer Applications]: Life and Medical Sciences - 
Biology and Genetics; H.4 [Information Systems Applications]: 
Miscellaneous; I.2.4 [Computing Methodologies]: Artificial 
Intelligence - Knowledge Representation Formalisms and Methods  

General Terms 
Algorithms, Design, Management, Standardization 

Keywords 
Health, diagnosis, ontology. 

1. INTRODUCTION 
The use of Semantic Web technologies applied to healthcare is a 
very recursive field in the current literature. In 2006 Chris Wroe 
asked an open question about the capacity of Semantic Web to 
solve healthcare problems [1] and the main conclusion of this paper 
pointed out that there are still a few problems that should be solved 
in order to be able to exploit fully Semantic Web capabilities in 
healthcare environments. 
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The main use of Semantic Web technologies in healthcare is 
applied in order to provide interoperability to current systems 
allowing the information exchange among several information 
systems. However, given the capacity of the ontologies in 
knowledge representation for knowledge sharing [2], Semantic 
Web technologies should be taken into account for further purposes 
than interoperability among information systems. 

The remainder of this paper is as follows. Section 2 outlines the 
related work. The problem statement is presented in section 3 and 
the major contribution of our work is presented in section 4. 
Finally, section 5 concludes the paper. 

2. RELATED WORKS 
The development of medical diagnosis system is not a novel issue. 
There are several well-known medical diagnosis systems that have 
been developed for years including various algorithmic techniques 
for automatic diagnosis that have been tested in research, as well as 
current systems presently available for use.  

Regarding efforts which apply semantic techniques there are 
initiatives such as OpenGalen [3], a not-for-profit organization 
which provides a downloadable open source medical terminology. 
Other initiatives include OBO Foundries [4], a collaborative 
experiment among developers of science-based ontologies. Within 
the scope of this research there are many resources in use such as 
Biological Ontologies [5], Ontology-Based Support for Human 
Disease Study and Medical Ontologies to support human disease 
research and control [6], and Relations in biomedical ontologies 
[7]. 

3. PROBLEM STATEMENT 
In this paper a definition of a medical ontology for the diagnosis 
domain is presented. Current ontologies for healthcare domain 
might not always be ready to be reused in other domains or fields 
given their complexity, size being among other factors. 

These ontologies are designed for the representation of general 
medical knowledge, but they are not oriented to this purpose and 
also cannot be used for this domain. The main problem concerning 

ACM-BCB 11 612



those ontologies are referred to their size (in the differential 
diagnosis domain it is required to have as much as possible light 
(or shallow) ontologies to have a good performance in the different 
parts of the reasoning process), complexity (there are several 
Description Logic types associated to these ontologies which are 
not necessary in the diagnosis process) and a lack of suitable 
relationships to define the relations between the elements involved 
in the differential diagnosis process. 

The ontology proposed is based on a well-known terminology, 
SNOMED [8] which allows interoperability and a huge quantity of 
medical terms which are involved in diagnosis process.  

4. SOLUTION PROPOSAL 
This solution is based in the aim of achieve that the designed 
ontology should be as efficient as possible for reasoning in the 
diagnosis process. The idea is that this ontology will only contain 
the relationships, as well as an identifier code (in SNOMED-CT 
format) and the name of the concept in English (for usability 
purposes of ontology edition and understanding). In the case of 
requiring additional information (name in another language, 
synonyms, another terminology code, links of interest (including 
Medline or Wikipedia among others), or other concepts) a database 
with all these data could be accessed using as keyword for 
searching the SNOMED code. 

With the proposed solution, several identified problems of previous 
solutions [11-12] have been solved: 

 Interoperability through standard: When a standard code is 
used (concretely, SNOMED-CT because is the most used at 
global level) the application can be interoperable and to data 
exchange with other applications in a future. 

 Mapping among terminology: A mapping among the main 
existent terminologies is achieved. If additional information is 
required, it can be consulted on a database using SNOMED 
code of the concept. 

 Multi interoperability: The fact of carrying out a mapping 
between SNOMED-CT code and other codes like ICD [9], 
MeSH [10], GALEN [3], OBO [4], or others also allows that 
the mentioned interoperability could be expanded to more 
systems even if they do not support SNOMED-CT but any of 
mapped terminologies are supported. 

 Reuse and scalability: The modularity of the system allows the 
reuse of the proposed ontologies in other domains or systems. 
Furthermore, the proposed system also will help in the 
development of more scalable applications dividing the 
diagnosis process in several ontologies which should be used 
for inference separately 

The design of the ontology is described in the following section. 

4.1 Structuring the Ontology in subdomains 
The definition of the current ontology is based on the improvement 
of previous designed ontologies and diagnosis systems [11-12]. 

This proposal is based on two phases: On the one hand, generation 
of diverse ontologies which can be used in concrete domains 
(disease ontology, signs ontology, drugs ontology …). On the other 
hand, establishment of new properties and relationships, as well as 
the range and domain of these relationships to achieve the main 
objective of the outlined ontology, so that it continues being useful 
to make reasoning over it. 

4.1.1 Restructuration of the Ontology in subdomains 
Restructuration of the ontology used by the systems previously 
mentioned [11-12] outlines several tasks that should be carried out 
in an orderly way to get the final objective of obtaining a series of 
sub-ontologies, independent to each other. 

The first task that should be carried out is to analyze the elements 
of the different terminologies or standardized ontologies previously 
mentioned with the objective of identifying those terms or 
significant elements for the current domain.   

Having as terminology to use SNOMED-CT, a document [13] is 
checked to see the hierarchies that are defined in SNOMED-CT 
with the objective of identifying the main existent elements in this 
terminology. 

Inside this hierarchy, a special emphasis in the section “Clinical 

Finding” is done, paying special attention to the following 
paragraph describing this section: 

"The concepts in this hierarchy represent the result of clinical 

observations, valuation or judgment, and it includes normal and 

abnormal clinical states." 

Some examples cited as indications are: 

 Clear sputum (finding) 

 Normal breath sounds (finding) 

  Poor posture (finding) 

The hierarchy of “Clinical finding” contains the sub hierarchy of 
“Disease” (Illness). The concepts that are descendant of Disease or 
Disorder are always, necessarily, abnormal clinical states. The 
multi axial hierarchy subtypes allows the illnesses to be subtypes 
of other disorder as well as subtypes of clinical signs (indications). 
Examples of illness concepts: 

 Tuberculosis (disorder) 

 Non-Hodgkin's lymphoma (disorder) 

This enables us to indicate the main nature and role that the 
“Clinical findings” element plays. The clinical signs are therefore 
those elements, inside the paper domain presented, that will allows 
us to find a specific diagnosis based on the presence or absence of 
certain indicators. Therefore, these main elements that always 
directly participate in the diagnosis process are as follows: 

 Signs/Symptoms 

 Diagnostic test 

 Diseases 

For consistency the system will use the term "signs" whenever 
possible, because it is the objective perception of the physician the 
diagnosis process is carried out. When it is not possible, it is 
indicated that the symptoms will also be contemplated in the 
diagnosis process. 

The diagnostic tests are clinical indicators that also belong to the 
process of differential diagnosis, allowing us to confirm or rule out 
a diagnosis through the reported results. That is why they are also 
considered a type of clinical indicator and it will therefore be 
represented within this category. 

After the analysis provided by the content of the sub hierarchy of 
clinical indicators proposed by SNOMED-CT it can be observed 
that three out of the four main outlined concepts in the present 
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paper in different sections have been identified and classified as 
part of the group of clinical indicator.   

The remaining element is the drugs or medicines. This element, 
could match with two elements of the hierarchy of SNOMED-CT: 
Substance or Pharmaceutical/biologic product. 

The analysis of these two hierarchies outlines the problem of what 
hierarchy type will be used in a certain domain. On the one hand, it 
is possible to directly introduce the hierarchy of substances, but 
there is a problem when a drug is composed of several active 
principles, without knowing in fact which of their components can 
have caused a certain reaction or secondary effect. However, the 
fact of introducing pharmacological or biological products directly 
allows to settling down directly which is the product that can be 
affecting to the patient organism. 

That is due to it takes the hierarchy of pharmaceutical products of 
SNOMED-CT as model of reference for being the representation 
base of the domain of drugs that will be used inside the final 
ontology of the diagnosis domain. 

The figure 1 shows the diagram of the new ontology to generate, 
being based on the distinctions carried out previously, generating a 
total of six ontologies that will be explained next. The relationships 
will be explained at corresponding section. 

 

 
Figure 1. Diagram of new ddx ontology 

In the current representation, six different ontologies can be 
observed. These ontologies represent the six domains that can be 
represented inside the outline of this work.   

The DDx Ont ontology represents the general ontology that 
includes the rest of ontologies that have been represented. The 
name DDx Ont makes reference to diagnosis Ontology (DDx is the 
diagnosis acronym). This ontology is composed of five sub 
ontologies, representing a modular structure, allowing that the sub 
ontologies used to represent an entity for itself and they can be used 
with different purposes to which is presented in the current work, 
also allowing in a future the interoperability of the current system 
(represented by the knowledge base that will constitute the 
ontology DDx Ont), as well as the rest of used ontologies.   

The hierarchy to be used is based on the main hierarchy used in 
SNOMED. Although SNOMED is poly hierarchical, the 
visualization of the terminology of SNOMED through several 

navigators reflects a main hierarchy. This hierarchy is the one that 
is used when representing the data in the ontologies. 

Next section describes the rest of sub ontologies that will be part of 
the DDx Ont ontology. 

4.1.1.1 Clinical findings ontology 
The Clinical Findings ontology (CFO) is a wrapping ontology of 
three ontologies that, again, for itself, they represent a concrete 
entity. The objective of this ontology is to create a wrapping that 
allows making reference to what are considered the three main 
elements wrapped in the process of differential diagnosis of an 
illness inside the current domain. These elements are defined as 
clinical indications just as are established at hierarchies presented 
by SNOMED-CT [13].   

This ontology establishes a series of relationships and properties 
that will be detailed in the section 4.2. The figure 2 shows a 
representation of the resulting ontology: 

 

Figure 2. Representation of clinical findings ontology 

Note: The representation showed in figure 2 represents the 
hierarchy of the proposed ontology. This hierarchy is also used in 
the rest of ontologies. 

The sub ontologies that are presented inside this wrapping ontology 
are the following ones 

4.1.1.2 Signs ontology 
The signs ontology pretends to store all those manifestations which 
can be assigned to an illness or health change. Besides containing 
this kind of manifestations, it also makes reference to those 
subjective manifestations that can become in objective 
manifestations through the analysis carried out by the doctor on the 
patient (for example: fever once measured and contrasted that it 
really is fever), or to continue being the patient subjective 
manifestations: symptoms (pain, sickness, etc...).   

The structure that is used is based on the generation of a root class 
called SO (Signs Ontology) on which it will be possible to directly 
establish all convenient relationships.  

Besides this class, the dependent sub class follows a certain 
hierarchy being based on standard codes, making reference the 
name from the class to the type of signs that will be inside this or to 
the type of sub types. The final definition of a certain sign is given 
by an instance whose instance name, as well as its label 
identification is given by the SNOMED code. 

4.1.1.3  Diagnostic tests ontology 
The complementary tests ontology (DTO - Diagnostic Test 

Ontology) will store all those clinical tests that can be carried out 
to confirm or deny a certain diagnosis for helping in the process of 
identification. 
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The design of this concrete ontology, as well as signs ontology has 
been based on generating a structure with a root class called DTO, 
on which the necessary relationships were directly established.  

4.1.1.4 Diseases ontology 
The illnesses ontology will store the diseases that will be kept in 
mind in the base of knowledge for diagnosis of the same ones. 

In the same way that in other two ontologies belonging to the 
ontology of clinical indications, the design take for construction of 
this ontology has been based on the generation of a structure with a 
root class called DO (Disease Ontology), on which the necessary 
relationships was directly established.  

 

4.1.1.5 Drugs Ontology 
The drugs ontology (DRO - Drugs Ontology) is an ontology whose 
goal is storing all the drugs that can be ingested as a result of a 
treatment of a certain illness or sign. These elements are used by 
the system with the objective of obtaining other diagnosis 
combinations starting of the principle that a certain drug could 
generate a series of signs or symptoms like part of the secondary 
effect of the same one. 

4.2 Ontology relationships 
In the previous section the ontologies that are part of the system 
have been described. As it can be observed, the design is modular, 
being the main ontology divided in several sub ontologies, each one 
of them representing a module that can be used in an independent 
way in future projects. 

The design of the general ontology, as well as the diverse modular 
ontologies has not any type of data properties. The reason of the 
omission of this kind of properties is that are not necessary for the 
specific domain where the ontology has been modeled. If some kind 
of data is necessary, like names, links, or index to other ontologies 
by means of URI, these data will be consulted using an auxiliary 
database where these data will be stored. In this way it is possible 
to reduce the ontology size and improving the load process and 
inference of data because of the reduction of data in memory. 

The existent relationships in the ontology have the objective of 
establishing the basic relationships among the different contained 
elements in the ontology. These relationships have been created 
following the convention of names established by the OBO-
Foundry [7]. 

Table 1 shows the prefixes used to make reference to the diverse 
ontologies that are part of the ontology of differential diagnosis. 
These prefixes allow recognizing what ontology is referenced in a 
certain moment and to the class inside this. 

Ontology Prefix 

Diagnosis Ontology ddxont 

Clinical Findings Ontology clinicalfindings 

Diseases Ontology disont 

Signs Ontology signs 

Diagnostic Test Ontology dto 

Drugs Ontology dro 

 

Table 1. Relations in ddx domain 

Next, table 2 shows where they come suitable all the established 
relationships, and its domain and range. 

 

 

Relation Domain Range 

has_sign disont:DO 

ddxont:QUERY 

signs:SO 

has_disorder disont:DO 

ddxont:QUERY 

disont:DO 

 

is_patognomic signs:SO 

dto:DTO 

disont:DO 

has_diagnostic_test disont:DO 

ddxont:QUERY 

dto:DTO 

can_occurr_with signs:SO dront:DRO 

 

Table 2. Domain and range of the described relations 

The relationships indicated in the table 1 are the minimum 
necessary for the correct design of the domain.   

Another class is necessary in the defined ontology: QUERY. The 
class QUERY, belonging to the domain represented by the 
ontology of differential diagnosis (ddxont) it is a class used to 
generate instances of queries. The idea is that, when a query is sent 
to the system, this query has instance format (Individual), and this 
instance should belong to a certain class. The farthest class from 
the structure of the modeling domain it would be owl:Thing, but 
this class is not affected by the relationships, since the relationships 
should be applied only and exclusively to those classes in those that 
relationship exist.  

The solution has two options: 

1. Generation of the instances inside the own classes that 
represent the used elements (basically, the illnesses 
(disont:DO)). 

2. Creation of an auxiliary class that allows the temporary storage 
(during the process of query development and reasoning) of the 
instances that contain the diagnosis queries that will be carried 
out on the system. 

The first solution can be discarded automatically for the same 
reason that has been exposed in previous paragraphs. The fact of 
allowing to generate consultations inside one of the subclass that 
contain data of the base of knowledge would represent a violation 
in the exposed design, where is defined that the appropriate 
elements should be inside alone this classes, being the instances of 
the consultations non appropriate elements.   

Due to this, the generation of the auxiliary class QUERY has been 
selected, which allows that at their instances can be applied the 
properties mentioned in the table (has_sign and has_disorder) that 
are the basic properties to be able to carry out the inference 
process. 

Next, a detail of the established relationships is carried out: 

 has_sign: The relationship has_sign relates the entities illness 
(represented in the class disont:DO) with the entities sign 
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(represented in the class signs:SO). As previously has been 
established, we propose that the basic representation of the 
entity illness consists on its formation of several additional 
elements, among them, the signs or symptoms. This way settles 
down that the domain which affects the relationship is the class 
that contains the illnesses and the range the class that contains 
the signs. Additionally it has been included the class 
ddxont:QUERY like part of the application domain, so that 
when generating a consultation one can make reference to this 
class. 

 has_disorder: The relationship has_disorder relates the entities 
illness with them. The objective is to allow modeling the fact 
that a certain illness can have an illness acting as symptom. 

 is_patognomic: The relationship is_patognomic allows to 
establish the relationship between a sign or diagnosis test and 
an illness, producing a situation therefore in which the 
diagnosis of the illness would return a probability of 100% 
success, since the entrances considered patognomic (signs or 
diagnosis tests with a certain result), they are tests that can 
fully confirm a certain diagnosis. Due to this, the described 
relationship is carried out. 

 has_diagnostic_test: The relationship has_diagnostic_test 
allows establishing a relationship among the entities that 
represent to the diagnose tests and the illnesses. These 
relationships allow to imply the results of a certain diagnose 
test (generally the ideal thing is to establish the relationship 
between an illness and a concrete result of the test, not only the 
test) to allow to carry out a certain diagnosis. 

 can_occurr_with: The relationship can_occurr_with allows 
establishing a relationship among the entities that represent to 
he signs and the drugs. This allows to establish if a drug causes 
some type of secondary effect and to act consequently in the 
future to generate new diagnosis options. 

5. CONCLUSIONS AND FUTURE WORK 
In principle, the proposed modularity follows the described pattern: 
On one hand the sub ontologies described only contains the terms 
to those that make reference (the ontology signs only contain 
entities signs). This implies that the diverse ontologies that form 
the “root” in the hierarchy proposed will always contain the  only 
key elements that they represent, providing the possibility that if 
one wants to acquire an additional knowledge (for example, links, 
other names, etc..) it can be consulted previously to the structures 
of data additional proposals. 

Likewise, the upper s layers are charged of defining the 
relationships and of establishing them, in such a way that the 
established pattern is continued where the ontologies leaves 
continue only containing the elements or entities those that makes 
reference. 

Finally, a key factor in the design of the current ontology is the 
definition of the relationship “has_disorder”. This relationship 
allows making a relation between diseases and other diseases. 
There are several cases where a disease can have as symptom one 
disorder which is considered by standard classifications a disease. 
For this reason, we create this relation in order to allow the 
definition of a disease by means of another disease. 
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ABSTRACT
Traditionally, biological knowledge has been represented in
an understandable way for humans, but not for machines.
During the last years, the implementation and success of the
Gene Ontology has influenced the development of several bi-
ological ontologies, which make it possible for machines to
understand and process biological knowledge. One of such
bio-ontologies is the Sequence Ontology, which provides a
shared vocabulary for defining the terms that should be
used for normalizing the annotations produced by sequenc-
ing projects. In this work, we present how this ontology
has been incorporated into a tool that is used for support-
ing researchers in the annotation of genomes. Besides, this
tool also reuses knowledge and integrates data from previ-
ous work from our group related to orthology and genetic
disorders.

Categories and Subject Descriptors
J.3 [ Computer Applications]: Life and Medical Sci-
ences—Biology and Genetics; I.2.4 [Computing Metho-
dologies]: Artificial Intelligence—Knowledge Representa-
tion Formalisms and Methods

General Terms
Standardization, Management, Design

Keywords
Bioinformatics, Ontology, Sequence Ontology, Semantic Web,
Genome Annotation

1. INTRODUCTION
Genomic technologies generate vast amounts of data of a
wide variety of types and complexities, and at a growing
pace. The analysis of such data and the mining of the re-
sulting information is insufficient without a contextual in-
terpretation, that is, biological knowledge deduced from the
data. This knowledge states the data’s biological meaning
in terms of, for instance, molecular functions, cellular loca-
tions, or network interactions [6].

Traditionally, biological knowledge has been represented in
a format understandable for humans like natural language
or in more structured formats like database entries. In these
formats, the lack of a controlled vocabulary creates an am-
biguous terminology which makes the use, share, combina-
tion, comparison and integration of this knowledge ardous.
Consequently, life scientists traditionally have wasted a lot
of time trying to find the interrelated information. In addi-
tion to this, the results provided by most of the currently
available repositories are complete records rather than the
concrete information units of interest for the users.

In this way, genome sequencing projects produce large amounts
of data of different types and complexity. The analysis of
these data for extracting relevant information is not pos-
sible without the biological significance deduced from such
data. To obtain this biological knowledge the annotation of
genomes is used. Genome annotation is the process of taking
the raw DNA sequences produced by the genome sequencing
projects and adding the layers of analysis and interpretation
to extract its biological significance [26]. In order to manage
and analyze all these data from sequencing projects and their
annotations, suitable representation formats are required.

Traditionally, the annotation of biological properties in se-
quences or in part of sequences has been done in biological
databases for protein or nucleotides sequences, like Uniprot
[30] or Nucleotide [18]. Records in such databases include
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sections for defining the biological features of such sequences.
Each database uses its own annotation terms and qualifiers,
thus, we cannot take for granted that the same feature names
from different databases have the same meaning or that the
values for such features have been filled by interpreting the
features in the same way. In this sense, traditional data man-
agement and representation techniques have demonstrated
not being useful enough since they are not able of dealing
with the complexity and richness, in terms of relationships,
of such data.

A series of technological developments have been address-
ing such problems and have proposed interesting solutions
during the last few years. The Semantic Web, which is a
vision for the next generation web [29] , is one of the promi-
sing solutions for dealing with such knowledge management
problem. The Semantic Web advocates for a web of anno-
tated, machine processable data and is an effort driven by
the World Wide Web Consortium (W3C) [32]. The basic
technology for the Semantic Web is the ontology, that is, a
computational representation which uses a logical formalism
of a domain of discourse. Ontologies provide a collection of
formally defined concepts and their relationships that can
be used to integrate information or for applying automated
reasoning.

The first successful biological ontologies date from the late
90s, when the biological research communities of three species,
namely, Drosophila melanogaster [9], Mus musculus [16] and
Saccharomyces cerevisiae [22], decided to make a joint effort
for building three catalogues of genes: molecular functions,
biological processes, and cellular components; that is, the
Gene Ontology (GO) [28]. GO has been used since then
as a reference for annotation and supporting the analysis of
biological research data and results.

Such practical success and the possibilities of the techno-
logical infrastructure promised by the Semantic Web pro-
voked an increasing interest in the construction of ontologies,
especially in the area of biomedical ontologies, which include
biological ones. The representation of data and knowledge
using ontologies allows software tools to understand and
manage this knowledge, getting complete results. In par-
ticular, the use of ontologies has become an important part
to represent knowledge in bioinformatics.

Nowadays, bio-ontologists communities, like the Open Bio-
medical Ontologies (OBO) Foundry [21], have been establi-
shed with the goal of creating bio-ontologies in a collabora-
tive, coordinate and efficient way. This international, col-
laborative initiative has developed, so far, more than 200
biomedical ontologies and controlled vocabularies which can
be freely accessed at Bioportal [19]. Such ontologies include
different biomedical subdomains like catalogues of gene ac-
tivities, classifications of diseases, cell types, protein inter-
actions or clinical terminologies. Another example of widely
use biological ontology is the Evidence Code Ontology (ECO)
[8], which is generally used for annotating how a particular
research finding has been achieved.

The main objective of this work is developing a solution
for improving the data management processes associated
with genome annotation. For this purpose, and following

the best practices in ontology engineering, reusing available
ontologies is of paramount importance. Consequently, ano-
ther primary objective for us was to detect and reuse use-
ful ontologies. In this sense, the Sequence Ontology (SO)
[7], which is one of the ontologies developed by the OBO
Foundry, has been used in this work. SO provides a collec-
tion of terms related to genome annotations and the rela-
tionships between those terms. Therefore, it facilitates the
use and share of annotations from different resources, pro-
viding a set of terms which avoid the ambiguity in the vo-
cabulary for features and attributes of the genomic sequence
used in genome annotation projects. Moreover, the addition
of the relations between terms allows software programs to
perform logical inferencing tasks. Therefore, this ontology
is a promising candidate for supporting the development of
advanced knowledge management techniques related with
genome annotation.

However, this is not the unique ontology that will be reused
in this work. In our previous OGO project for the integra-
tion of biomedical data and knowledge from biomedical re-
sources, we developed the OGO ontology which, apart from
modelling part of the orthology domain and the relation be-
tween genes and genetic disorders, reuses other well-known
bio-ontologies like Gene Ontology [28], the Evidence Code
Ontology [8] and the Biomedical Relations Ontology [24].

Hence, in this paper we will describe how such ontologies
have been integrated into a previously developed system for
the annotation of genomes. As a result of this work, genome
annotations will be performed by using a normalized and
controlled vocabulary, so the results of the annotations done
by different people in different research projects could easily
be shared and also reused. Furthermore, the resulting sys-
tem will also be able of exploiting the OGO knowledge base
described in [14].

The structure of this paper is described next. In Section 2,
the methods and tools used in this work are presented, that
is, the Sequence Ontology and the tools previously developed
by our group. In Section 3, the results of this research work
are presented. Finally, some discussion and conclusions are
put forward in Section 4.

2. METHODS
In this section we will describe the two ontologies and the
two applications that have been used, reused and extended
to achieve our goals. First, the two ontologies, namely,
Sequence Ontology and OGO ontology will be presented.
Then, the two systems, namely, the OGO system and our
tool for genome annotation will be described. It should be
noted that the description of the OGO ontology and system
will be given in the same subsection.

2.1 The Sequence Ontology
The Sequence Ontology [7] is a bio-ontology for the collec-
tion of terms related to genome annotations and the re-
lationships between those terms. Therefore, it provides a
common terminology which facilitates the use and sharing
of annotations from different resources as well as prevents
from ambiguity in the vocabulary for features and attributes
of the genomic sequences that are used in genome annota-
tion projects.
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The ontology is the basis to infer and reason with its infor-
mation automatically because of the logical representation
of the knowledge. This ontology organizes the knowledge of
the sequences in four main dimensions: sequence attributes,
sequence collections, sequence features and sequence vari-
ants:

• Sequence attributes include concepts such as the at-
tributes of a gene, that is, whether it is a protein co-
ding region, a translational regulated region, the loca-
lization in the sequence, etc.

• Sequence collections account for the type of genomic
sequence, chromosome variations and so on.

• Sequence features include the types of regions and junc-
tions in the sequence.

• Sequence variants account for structural or functional
variants in the sequence.

SO uses the OBO flat file format specification version 1.2
[20]. Since the ontologies developed in the project are in
OWL format [31], the OWL version of SO of 11/11/2010
provided by the OBO Foundry was used. The Sequence
Ontology Project provides another ontology which is a con-
densed version of SO. This ontology has the subset of con-
cepts from SO which are suitable for the labeling of au-
tomatic sequence annotations, that is, the subset of terms
which can be located in the sequence, known as Sequence
Ontology Feature Annotation (SOFA). Since SOFA is a sub-
set of SO, all the terms included on SOFA can be found in
SO with the annotation inSubSet SOFA. The complete SO
was used in this project, and the annotation inSubSet SOFA
was used particularly for guiding the creation of genomic an-
notations.

In this work, this ontology will be reused and will provide
the controlled terminology and the semantics for the entities
used for annotating genomic sequences. Therefore, all the
annotations generated with our system will be exported in
a comprehensible and interoperable manner.

2.2 The OGO resource
The Ontological Gene Orthology (OGO) project [14] deals
with the problem of having different resources to retrieve
data about orthologous genes, which causes lack of integra-
tion and makes the retrieval difficult with redundancy of
data. To solve this problem, in the OGO project all the
different resources were analyzed and an ontology represen-
ting the domain of orthologous genes was developed. Also,
an ontological knowledge database was built, which inte-
grated the data from the resources. Another result from
this project was a web tool which provides a user-friendly
interface. Later, this project was extended with data about
genetic disorders [15], increasing the knowledge represented
by the ontology and adding more data to the knowledge
database.

The OGO ontology (see Figure 1) imports other life sciences
resources, in particular, OBO ontologies, to interrelate and
reuse the knowledge from those resources. This allows for
increasing the standardization of the knowledge contained

Figure 1: An excerpt of the OGO ontology

in the system and facilitates data and knowledge interoper-
ability. These are the ontologies reused to build the OGO
ontology:

• Gene Ontology (GO) [28], which consists of three on-
tologies that cover the cellular component, molecular
function and biological process of gene products. Or-
thologs are associated with GO terms via GOA (Gene
Ontology Annotation) associations.

• Evidence Codes Ontology (ECO)[8], which provides a
hierarchy of evidence codes that permit to query for
GOA associations by evidence code type (e.g. a scien-
tist may be only interested in GOA associations in-
ferred from genomic context).

• NCBI taxonomy database (NCBI) [23], which repre-
sents the taxonomical classification of organisms.

• Relationship Ontology (RO)[24], which was created in
order to provide a common set of relationships for bio-
ontologies, to facilitate the integration of the know-
ledge present in them (e.g. the is-a relationship is
semantically equivalent in GO and in the Cell Type
Ontology [4]).

In this project, both the OGO ontology and knowledge data-
base have been used in order to enrich the information about
sequence and genomic annotations with data about ortholo-
gous genes and genetic disorders and the knowledge defined
in the OGO ontology has been reused for building our on-
tology.

2.3 Genome Annotation Tool
Traditionally, tools for supporting the annotation and visu-
alization of genomes have been unfriendly for novice and in-
termediate users, since such tools usually showed too many
tracks of genomic information and did not allow many op-
tions for customizing the output and to filter the contents
the researcher really wanted to see at each moment. Thus,
we developed a flexible tool (see Figure 2) for supporting the
annotation of genomes which was tested with data from real
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Figure 2: A screenshot of the annotation tool

annotation projects. These test data were provided from the
annotation projects of three organisms of the Mucoraceae
family.

A result of this project was a data model which represented
the domain of the genomic annotations. Such model was
used to build the relational database used by the tool. That
database was populated with the data of the sequences and
their annotations extracted from plain text files provided
by the automatic annotation of the genomic sequences. Al-
though the tool was developed and tested using data and
requirements extracted from the Mucoraceae family, both
the database and the tool were designed and developed in a
generic way, so the genomic sequence of any organism and
its associated annotations could be handled.

The tool created in this project retrieves, shows, edits, and
creates annotations using the relational database. However,
the limitations of the relational model and the tool appeared
in our work as soon as we tried to exploit the semantics
of the domain and the complexity of biological data and
relations. The proper exploitation of such semantics needs
the design of complex queries. Besides, the system did not
use a controlled vocabulary for creating new annotations,
which limited the possibility of exchange and sharing of the
annotations. Therefore, the extension of this system will be
one of the main goals of this research work. This system will
be extended in several ways: (1) the domain knowledge will
be represented by means of an ontology; (2) this will permit
the relational database to be transformed into a semantic
repository; (3) the annotation processes will be supported
by the Sequence Ontology; and (4) the user interface will be
transformed into a web interface.

3. RESULTS
In this section we describe the main results of this work,
namely, the annotation ontology that has been built for our
annotation domain, which will reuse the Sequence Ontolo-
gy and the OGO ontology, and the web tool developed for
supporting normalized sequence annotation processes.

Figure 3: Partial representation of the original
schema

3.1 The Annotation Ontology
An ontology has been built to model the knowledge re-
lated with genomic sequences and the annotations located
in them. The knowledge used for developing this ontology
(see Figure 3) was obtained from three main sources: the
Sequence Ontology, the OGO ontology, and the knowled-
ge embedded in the database that had been developed for
our annotation tool. As it has been previously mentioned,
that database was designed in a generic way. Thus, the do-
main ontology was also developed to be applicable to any
organism. This ontology will be presented in this section.
First, the most important concepts of the ontology are des-
cribed. Then, the process for building the ontology will be
explained.

3.1.1 The main concepts
In this section, we describe the main concepts that were part
of the data schema created in our previous work and that has
been the starting point for the annotation ontology. Some of
these concepts suffered some changes due to the integration
of this ontology with the OGO and SO ontologies. This will
be explained later in this paper.

Species Taxonomy of the species that can be the subject
of annotation processes. The original database con-
tained the three species from the Mucoraceae family.
Now, given that this ontology was developed by reusing
the OGO ontology, and given that the OGO ontolo-
gy reuses the NCBI taxonomy ontology, many species
were incorporated into this model. Since annotations
are associated with locations in the genomic sequence
of a specie, this concept has the hasSequence property,
which associates species with their genomic sequence.

Sequence This concept represents the sequence of nucleo-
tides over which the annotation is done. The property
hasAnnotation connects the sequence with its annota-
tions.
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Figure 4: Partial representation of the functional
annotation in the ontology

Annotation This class models the annotations. An anno-
tation has two datatype properties, namely, start and
end, associated. These properties define the location
of the annotation on the sequence. An annotation has
also the object property feature, which accounts for the
biological entity annotated.

Annotable This class is the root node of the subtaxonomy
of types of biological entities that can be annotated in
the genomic sequence.

Gene This class represents a gene, which is an annotable
feature in our annotation context. The property hasGo
permits the access to the GO [28] entries related to it.
GO terms are reused from the GO ontology which is
reused by the OGO ontology.

Protein It is another annotable feature in a genomic se-
quence. The properties for this class have been reused
from the OGO ontology. In this sense, we reuse in-
formation and knowledge about functional annotation
from bioinformatics resources like InterPro [1], KEGG
[3] and KOG [27].

Transcript A transcript represents mRNA and it is asso-
ciated with its synthesized proteins through the fixPro-
tein property and with the gene from which it came
through the fromGene property.

EST It is defined as a short (200-800 nucleotide bases in
length), unedited, randomly selected single-pass se-
quence reads derived from complementary DNA (cDNA)
libraries [17], which is the complementary sequence of
a mRNA sequence. Hence, this concept is related with
Transcript through the property fromTranscript.

GO Term This concept is a Gene Ontology term.

3.1.2 The main resources for extracting annotations
The ontology includes functional annotations from different
resources which complete the information of the annotations
and its related with proteins. Next, the resources are des-
cribed:

InterPro This is an integrated database of predictive pro-
teins used for the classification and automatic annota-
tion of proteins and genomes [1]. The concept Inter-
Pro entry represents the occurrence (Hit) in a Domain
from an InterPro database (member database).

KEGG This is the Kyoto Encyclopedia of Genes and Ge-
nomes (KEGG) [3]. Our ontology includes information
and knowledge from KEGG about metabolic pathways.
The concrete pathways are represented in the ontology
by means of the KEGG pathways concept. In such
pathways, the enzymes play the role of cofactor to
complete biological functions. By using the informa-
tion retrieved from KEGG, the disorders related to the
enzymes can also be included in the ontology.

KOG The euKaryotic Orthologous Groups of proteins da-
tabase (KOG) is used in order to extract functional
categories related to the proteins.

3.1.3 Reuse of the OGO Ontology
As it has been aforementioned, the development of the OGO
project included the development of an ontology about or-
thology and genetic disorders. An excerpt of such ontology
has been shown in Figure 1. In the previous subsections, we
have also sketched how the OGO ontology has been reused.
Now, we describe this process in more detail. With this
integration, the annotation ontology is enriched with know-
ledge about orthologous genes and disorders. A second posi-
tive consequence of this integration process is that the OGO
repository will be exploited by the genome annotation sys-
tem more easily.

In order to merge both ontologies the common concepts be-
tween them were identified. For this purpose, a manual pro-
cess was followed. Given that our annotation ontology had
fewer concepts than the OGO, we searched in the OGO on-
tology for the concepts equivalent to each concept in our
annotation ontology. By proceeding in this way, equivalent
concepts for gene, disorder, protein, species,GO term and
functional categories (KOG) were identified. Therefore, we
reused their relations and restrictions from the OGO ontolo-
gy. The rest of concepts in the OGO ontology were imported
in the new ontology, since no concepts in the new one was
identified as equivalent for them.

An example of a result of this integration can be explained
through the concept disorder. Before the integration, we had
disorders associated with enzymes involved in metabolic pro-
cess. In OGO, disorders and the genes that cause them can
be found, so the merging process executed allows for obtai-
ning which genes cause the disorders related to a particular
metabolic processes. For other cases, the information about
a concept can be extended due to the integration of both
resources.

3.1.4 Reuse of the Sequence Ontology
The last step in the creation of the annotation ontology is the
reuse of the Sequence Ontology (SO) to provide a controlled
vocabulary for the annotation of genomic sequences. SO has
the terms used for the description of features and attributes
of biological sequence, giving a descriptive definition for each
one and the relationships between them.
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Figure 5: Gene representation in the Sequence On-
tology

Next, the processes for reusing the concepts of SO that are
needed for the annotation ontology are described. The re-
presentation of a gene and its relationships in SO can be seen
in Figure 5. Gene has the property memberOf, which con-
nects gene with gene group. In SO, a gene group is defined
as a collection of related genes. The concept gene also exists
in the annotation ontology; furthermore, the concept cluster
from the OGO ontology was added. This concept is defined
as a set of orthologous genes. In order to integrate both
ontologies through the common concept gene, the concept
cluster became orthologous gene cluster, and it is a subclass
of gene group. Besides, it keeps the relation with gene.

A protein is represented in SO by the concept polypeptide.
Its representation and the transcript one can be seen in Fi-
gure 6. The concept transcript from the annotation ontolo-
gy was found equivalent with the subclass transcript in SO
and, more specifically, with mRNA. The relations needed to
connect polypeptide, mRNA and gene are provided by the
SO relations that connect polypeptide with mRNA through
a mRNA region and connect the superclass of mRNA with
gene through a member of relationship. Hence, in the an-
notation ontology the concept protein became polypeptide,
and the concept transcript became mRNA, thus getting the
new properties and relationships from SO.

In our original model, the concept sequence was a superclass
of assemblies, like supercontigs or contigs, because the auto-
matic annotations from our sequencing annotation projects
were defined for specific supercontigs and contigs. In SO,
supercontigs and contigs are also represented as subclasses
of assembly, which is an experimental feature (see Figure 7).

In order to represent that feature in the final ontology, the
term sequence in the ontology is considered the whole se-
quence of a specie, keeping the relation hasSequence between
species and sequence. The concepts supercontig and contig
stay as they were in SO, but now the property feature con-
nects annotation with sequence feature to relate a sequence
with their supercontigs or with their annotations if the as-
sembly information is not available. Thus, the original con-

Figure 6: Polypeptide and mRNA in SO

cept annotable becomes sequence feature. Since an annota-
tion can be located in an assembly, the relation hasAnnota-
tion is also added to assembly, in order to relate an assembly
with their annotations.

3.2 The tool
One of our goals is the integration of the genomic data a-
vailable in our two systems, that is, the OGO system and
the genome annotation tool. Data in OGO are stored in a
semantic repository whereas the other tool uses a relational
database. In the previous subsections we have described how
the relational domain model of the annotation system has
been turned into a domain ontology, which reuses knowledge
from the OGO ontology and SO. Therefore, it seems sensi-
tive to use such global model to drive the integration of both
systems.

However, this ontology has been defined with no individuals,
since the data remains, at this point, in the individual, dif-
ferent systems. The annotation ontology has been then built
to support the process of creating new annotations and ma-
naging the queries to the global system. Such queries will be
processed and then executed on the particular semantic or
relational subsystems.These tasks are made using semantic
technologies, as SPARQL[25] and the Jena Semantic Web
Framework [2]. As a result of this effort, a web tool, called
Durrell, which allows users to exploit the ontology, creating
new annotations and making queries without needing exper-
tise in semantic technologies has been built. This tool can
be accessed at [5]. The architecture of the tool can be seen
in Figure 8.
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Figure 7: Supercontig and contig in SO

In general, when a user makes a query through the web
tool, the system retrieves the instances needed from both
databases. For this purpose, the main controller of the sys-
tem processes the queries and redirects them to the con-
trollers of the subsystems, which retrieve the data instances
by using JPA [11] for the relational database and by using
Jena for the semantic repository. Once these data instances
are sent to the global controller, individuals of the annota-
tion ontology are built. At this point, the integration logics
described in the previous sections is applied and the results
are shown to the user.

3.2.1 Using the tool
The interface of the tool supports different actions. First,
the user can perform a search of annotation features by range
in the genomic sequence (see Figure 9). This search can be
filtered by annotation feature and specie.

The second type of search allowed by this system is by name
(see Figure 10). In this case, the user has to input a name or
an identifier. In this case, the tool allows for the extension
of the query by navigating the ontology. In this way, the
user can get more information about the feature. The re-
sults for this kind of query comprise the annotations found
for that particular biological entity. For instance, Figure
11 shows the annotations associated with the polypeptide
e gw 1.38.1.1.

The third option is view genome, which shows the genomic
sequence of selected assemblies of the selected species (see
Figure 12). The last option, Annotate, allows for creating

Figure 8: Architecture of the tool

Figure 9: Search by range

Figure 10: Search by name
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Figure 11: Detailed result for a polypeptide

new genomic annotations in a user-friendly way. The anno-
tation is created by using the controlled vocabulary provided
by SO and with the necessary restrictions, obtained from
the ontology. The user is asked for the type of annotation
to be created and for which specie. The set of concepts that
the user can choose are retrieved by the system through a
SPARQL query, which looks for concepts with annotations
in the subset SOFA. Thus, a restricted set of concepts can
be created by the user, those which may be located in a
sequence.

Furthermore, the tool shows additional information about
the selected feature, like its definition and a link to Wikipedia
(see Figure 13), in order to assure what is going to be crea-

Figure 12: Detailed genomic sequence for a selected
assembly

Figure 13: Example of the creation of a CDS

ted. This information is recovered from the knowledge base
and was obtained thanks to the integration with the Se-
quence Ontology. In the next step, the tool asks the user to
complete the restrictions of the concept and to provide the
name for the new annotation.

4. DISCUSSION AND CONCLUSIONS
Genomic technologies are producing vast amounts of he-
terogeneous data, which are difficult to analyze without a
contextual interpretation. The traditional data and know-
ledge representation techniques used in biology have not
been thought for machine consumption but for human one,
despite the usefulness shown by bioinformatics in the last
decade for the scientific progress.

In this work, we have used ontologies in order to support the
annotation of genomic sequences. Ontologies are the back-
bone technology of the Semantic Web. They are machine
processable, human understandable and allow for effective
sharing and reuse. These aspects have been key for the
development of our approach, since we have been able of
reusing knowledge defined by the biomedical ontology com-
munity. In particular, we have been able to reuse the Se-
quence Ontology, which defines the features that can be an-
notated in genomic sequences, and the OGO ontology, which
is the result of a previous work of our research group for
modelling the orthology domain and the relations between
genes and genetic disorders.

On the one hand, the Sequence Ontology provides a con-
trolled vocabulary which solves the traditional problem of
using a resource-dependent, ambiguous terminology which
makes the use, sharing, combination, comparison and inte-
gration of this knowledge really difficult. Consequently, life
scientists have traditionally wasted much time searching for
the interrelated information. On the other hand, the OGO
ontology also reused several biomedical ontologies. Conse-
quently, we have been able to build our knowledge infras-
tructure by following the best practices in bio-ontology en-
gineering [6].

In this paper, such infrastructure has been used to drive the
integration of two resources which contain biological data
relevant for the creation of genomic annotations. First, we
created an annotation ontology for the relational model of
genomic sequences and their annotations and we merged
this ontology with the OGO ontology. Second, we deve-
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loped a user-friendly interface which allows the user to ex-
ploit the data and knowledge included in both source sys-
tems, one relational and one semantic, in a transparent way
and without needing expertise in semantic technologies or
languages. This has been a traditional burden of seman-
tic systems, which are usually exploited by means of user
unfriendly SPARQL endpoints. This is a serious usability
problem that the developers of semantic systems should real-
ly keep in mind for providing appropriate solutions for the
final, biomedical users.

Nevertheless, there are many challenges for this research
project. As it has been mentioned in this paper, the tra-
ditional tools for supporting genome annotation and visua-
lization are not very user-friendly for the average biologist.
The development of the GBrowse project and the availability
of GBrowse 2.0 [10] provides a flexible, highly customizable
framework for developing powerful, genome annotation and
visualization tools. Consequently, the natural evolution of
our work would be the adaptation and integration of our
functionality based on our semantic infrastructure to that
widely used genome browsing engine. It should be noted
that our next goals include to perform a re-engineering of
both subsystems in order to generate global semantic repo-
sitory and to publish all the data available in our final repo-
sitory as Linked Open Data [12]. Furthermore, the current
version of the tool does not facilitate the exploitation of all
the semantics provided by the ontological infrastructure. In
this sense, we would like to integrate the generic advanced
query module developed by our research group [13].
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ABSTRACT
The aim of this paper is to present the application of the
Spreading Activation Technique in the scope of medical sys-
tems. This technique is implemented through the ONTOSPREAD
framework for the development, configuration, customiza-
tion and execution of the Spreading Activation technique
over graph-based structures, more specifically over RDF graphs
and ontologies arising from the Semantic Web area. It has
been used to the efficient exploration and querying of large
and heterogeneous knowledge bases based on semantic net-
works in the Information and Document Retrieval domains.
ONTOSPREAD implements the double process of activa-
tion and spreading of concepts in ontologies applying differ-
ent restrictions of the original model like weight degradation
according to the distance or others coming from the exten-
sion of this technique like the converging paths reward. It
is considered to be relevant to support the recommendation
of concepts for tagging clinical records and to provide a tool
for decision-support in clinical diagnosis. Finally an evalu-
ation methodology and two examples using the well-known
ontologies Galen and SNOMED CT are presented to vali-
date the goodness, the improvement and the capabilities of
this technique applied to medical systems.

Categories and Subject Descriptors

K.4 [Computers and Society]: Miscellaneous; K.4.1 [Public
Policy Issues]: Computer-related health issue—algorithms,
recommendation systems, decision support systems; D.2 [Software
Engineering]; D.2.2 [Design Tools and Techniques]:
Software libraries—Computer-Aided Clinical Diagnostic Decision-
Support Tool

General Terms
Recommending and tagging systems, Information retrieval,
Clinical Decision-Support, Algorithms

Keywords
spreading activation, recommending system, information re-
trieval, algorithms

1. INTRODUCTION
The Spreading Activation technique (hereafter SA) intro-
duced by [7], in the field of psycho linguistics and semantic
priming, proposes a model in which all relevant information
is mapped on a graph as nodes with a certain ”activation
value“. Relations between two concepts are represented by a
weighted edge. If a node is activated their activation value is
spread to their neighbor nodes. This technique was adopted
by the computer science community and applied to the res-
olution of different problems, see Sect. 2, and it is relevant
to the medical fields sector in the scope of: 1) construction
of hybrid semantic search engines; 2) ranking of information
resources according to an input set of weighted resources 3)
recommendation of medical terms using well-known ontolo-
gies in a particular sector and 4) decision-support easing the
access to the information in large databases . Thus this tech-
nique provides a connectionist method to retrieve data like
brain can do. Although SA is widely used, more specifically
in recent years has been successfully applied to ontologies, a
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common and standard framework is missing and each third
party interested in its application must to implement its own
version [31] of SA.

Taking into account the new information realm and the
leading features of putting together the SA technique and
the Semantic Web and Linked Data initiatives, new en-
riched services of searching, matchmaking, recommendation
or contextualization can be implemented to fulfill the re-
quirements of access information in different trending scopes
like e-health, e-procurement, e-tourism or legal document
databases [2]. More specifically in the e-health sector there
is a growing need to automate the processes related to the
tagging of electronic clinical records and to create tools for
the clinical decision support. That is why SA is relevant
to the field of clinical knowledge management technologies
through its capacity to process large databases and exploit
the know-how of previous records easing the recommenda-
tions of information resources.

The proposed work aims to provide a framework for SA
to ease the configuration, customization and execution over
graph-based structures and more specifically over RDF graphs
and ontologies. It is relevant to medical systems access and
interoperability due to the fact that this technique is based
on a set of proven algorithms for retrieving and recommend-
ing information resources in large knowledge bases. Fol-
lowing the specific contributions of this work are listed: 1)
study and revision of the classical constrained SA; 2) study
and definition of new restrictions for SA applied to RDF
graphs and ontologies; 3) implementation of a whole and
extensible framework (called ONTOSPREAD) to customize
and perform the SA based; 4) outlining of a methodology
to configure and refine the execution of SA and 5) an exam-
ple of configuration and refinement applying SA over two
well-known ontologies: Galen and SNOMED-CT.

1.1 Organization
This paper is structured as follows: in Section 2, we review
the relevant work in medical systems and the common ap-
plications of SA. In Section 3, we provide a description of
the design and implementation of an open framework for SA
technique, explaining the algorithm, restrictions, etc. After-
wards, in Section 4 we apply the ONTOSPREAD framework
over the GALEN and SNOMED-CT ontologies to evaluate
the SA technique for recommending concepts in medical sys-
tems. Finally, we evaluate the results of the previous execu-
tions and present some conclusions.

2. RELATED WORK
Since SA was introduced by [7] in the field of psycho linguis-
tics and semantic priming it has been applied to the resolu-
tion of problems trying to simulate the behavior of the brain
using a connectionist method to provide an “intelligent” way
to retrieve information and data.

The use of SA was motivated due to the research on graph
exploration [25, 1]. Nevertheless the success of this tech-
nique is specially relevant to the fields of Document [17] and
Information Retrieval [6]. It has been also demonstrated its
application to extract correlations between query terms and
documents analyzing user logs [8] and to retrieve resources

amongst multiple systems [29] in which ontologies are used
to link and annotate resources.

In recent years and regarding the emerging use of ontolo-
gies in the Semantic Web area new applications of SA have
appeared to explore concepts [26, 5] addressing the two im-
portant issues: 1) the selection and 2) the weighting of ad-
ditional search terms and to measure conceptual similar-
ity [15]. On the other hand, there are works [18] exploring
the application of the SA on ontologies in order to create
context inference models.The semi-automatically extension
and refinement of ontologies [20] is other trending topic to
apply SA in combination with other techniques based on
natural language processing. Data mining, more specifically
mining socio-semantic networks[32], and applications to col-
laborative filtering (community detection based on tag rec-
ommendations, expertise location, etc.) are other potential
scenarios to apply the SA theory due to the high perfor-
mance and high scalability of the technique. In particular,
annotation and tagging [19] services to gather meta-data [12]
from the Web or to predict social annotation [4] and recom-
mending systems based on the combination of ontologies and
SA [10] are taken advantage of using SA technique. Also the
semantic search [30] is a highlight area to apply SA follow-
ing hybrid approaches [2, 28] or user query expansion [24]
combining metadata and user information.

Although SA is widely accepted and applied to different
fields open implementations1 are missing. Moreover the
Apache Mahout 2 project, a recent scalable machine learn-
ing library that supports large data sets, does not include
an implementation of SA instead of providing algorithms
for the classification, clustering, pattern mining, recommen-
dation and collaborative filtering of resources in which SA
should be representative.

From a medical point of view the majority of errors in health
delivery systems are not necessarily due to human errors, in
some cases the organization and the processes and services
are in charge of some decissions [3]. Clinical Decision Sup-
port Systems (CDSS) [16, 22] show potential benefits in their
integration with the existing human practices including the
ability to:

• influence clinicians behaviour and reduce variability of
outcomes across various health professionals and in-
crease the standardisation of processes towards evidence-
based guidelines.

• combine and synthesise complex related pieces of in-
formation.

• facilitate access to clinical information and reporting
of results through greater accessibility of data and im-
proved display of information.

• identify patterns within the patient data which must
be acted upon (e.g. abnormal or inconsistent findings,
alerts,...)

• . . .

1Texai company (http://texai.org/) offers a proprietary
implementation of SA.
2http://mahout.apache.org/
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• doing all of the aforementioned while preserving the
independence of health professionals.

CDSSs can become important process standardisation and
error preventing tools but the inherent difficulty and com-
plexity in designing explicit conceptual models of the med-
ical diagnosis and algorithms to exploit this information
would limit the usefulness of such systems. Besides they
have other inherent limitations: recommendations issued by
the systems can only be as good as the techniques can man-
age the models, data and information. In that sense new
approaches have appeared to develop clinical diagnosis sys-
tems by using semantic web technologies to infer diseases
from symptoms, signs and laboratory tests formalized as
logical descriptions like [11, 13, 14]

In the case of ontologies in medical systems, two main well-
known ontologies are being used:

1) GALEN [27] is a large project developing terminology
servers and data (23, 141 concepts and 950 relations) entry
systems based on a Common Reference, or CORE 3, model
for medical terminology. The authors use the term “on-
tology” here to indicate the model of the categories within
the universe of discourse, plus sufficient information about
those categories to allow them to be classified automatically.
They take“ontologies” to be language independent, using the
broader term ‘terminology’ for an ontology linked to linguis-
tic information. The GALEN ontology is attempting to meet
five challenges4, highlighting: 1) to facilitate clinical appli-
cations and 2) to bridge the gap between the detail required
for patient care and the abstractions required for statistical,
management, and research purposes.

2) SNOMED has been used in medical information sys-
tems like Pathology information systems (PathIS) for many
years. Cancer Protocols published by the College of Amer-
ican Pathologists (CAP) are being encoded with SNOMED
CT concepts with the main objective of consistently cap-
ture the explicit meaning of each checklist item. This can
simplify reporting for cancer registries and improve retrieval
and analysis of cancer data [33]. In [23] a system to clas-
sify lung TNM (Classification of Malignant Tumors) stages
from free-text pathology reports, using SNOMED CT for
the extraction of key lung cancer characteristics from free-
text reports is presented. Other application of SNOMED
CT is a system [21] to automatically assign SNOMED CT
codes for anatomic sites, tissues, pathologic findings and di-
agnoses in full-text pathology reports (excluding cytology)
to SNOMED CT concept descriptors, that shows a positive
predictive value for anatomic concepts of 92.3% and positive
predictive value for diagnostic concepts of 84.4% .Nowadays,
the most common uses [9] of SNOMED CT are concept
search (72%) and coding of clinical data (60%). On the
other hand, the January 2011 SNOMED CT International
Release content hierarchy includes more than 293, 000 ac-
tive concepts with formal logic-based definitions, organized
into top-level hierarchies. SNOMED CT contains more than
765, 000 active English-language descriptions for flexibility

3http://www.opengalen.org/
4http://www.opengalen.org/background/background0.
html

in expressing clinical concepts. It also provides more than
830, 000 logically-defining relationships enable consistency
of data retrieval and analysis.

This review of GALEN and SNOMED implies that 1) they
are widely accepted in the construction of medical systems
with different purposes and 2) they represent a large con-
trolled vocabularies and models with logical foundations that
requires efficient algorithms for its exploitation and naviga-
tion.

3. ONTOSPREAD FRAMEWORK
3.1 Background
In this section, the theoretical model of SA [7, 25] is reviewed
to illustrate the basic components and the operations per-
formed by SA during their execution, specially the spreading
of the activation from a node to their adjacent nodes. This
model is made up of a conceptual network of nodes con-
nected through relations (conceptual graph). Taking into
account that nodes represent domain objects or classes and
edges relations among them, it is possible to establish a se-
mantic network in which SA can be applied. The process
performed by the algorithm is based on a thorough method
to go down the graph using an iterative model. Each itera-
tion is comprised of a set of beats, a stepwise method, and
the checking of a stop condition. SA is comprised of three
stages: Preadjustement and Postadjustement that are usu-
ally in charge of performing some control strategy over the
target semantic network and the set set of activated concepts
and the Spreading stage in which concepts are activated in
activation waves. The calculation of the activation rank Ii
of a node ni is defined as follows:

Ii =
∑
j

Ojωji (1)

Ii is the total inputs of the node ni, Oj is the output of the
node nj connected to ni and ωji is the weight of the relation
between nj and ni. If there is not relation between nj and
ni then ωji = 0.

The activation function f is used to evaluate the “weight” of
a node and decide if the concept is active.

Ni = f(Ii) =

{
0 if Ii < i

1 if Ii > i
(2)

Ni is 1 if the node has been activated or 0 otherwise. i,
the threshold activation value for node i, depends on the
application and it can change from a node to others. The
activation rank Ii of a node ni will change while algorithm
iterates.

3.2 Constrained Spreading Activation
One of the leading features of SA technique is its flexibility to
fit to the resolution of different kind of problems. From the
configuration point of view some constraints presented in [6]
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have been customized to improve the expected outcomes of
the execution according to the domain problem.

Distance: nodes far from an activated node should be pe-
nalized due to the number of needed steps to reach and
activate them.

Path: the activation path is built by the activation process
from a node to other and this process can be guided
according to the weights of relations (edges).

Multiple outputs (Fan-Out): “highly connected” nodes
can guide to a misleading situation in which activated
and spread nodes are not representative, these nodes
should be skipped or penalized by the algorithm.

Threshold activation: a node ni will be spread iif its ac-
tivation value, Ii, is greater than a threshold activation
constant .

The aforementioned theoretical model is an excellent start
point to design a framework for SA but from the domain ex-
pert point of view some configuration requirements to apply
this technique to ontologies are missing. That is why a set
of extensions are proposed to deal with the specific features
of RDF graphs and ontologies.

Context of activation Dcom: the framework is able to man-
age some ontologies at the same time and concepts can
be defined in different ontologies identified by a con-
text URI (or namespace). The double process of acti-
vation and spreading will only be performed in the set
of active contexts Dcom.

Definition 1. Let Dcom an active domain, if a con-
cept ci is activated o spread then ci ∈ Dcom.

Minimum activation value Nmin : only concepts with an
activation value Nk greater than Nmin will be spread.
This constraint comes from the theoretical model of
SA.

Maximum number of spread concepts M : the process
of activation and spreading will be performed, at the
most, until M concepts had been spread.

Minimum number of spread concepts Mmin : the pro-
cess of activation and spreading will be performed, at
least, Mmin concepts had been spread.

Time of activation t: the process of activation and spread-
ing will be performed, at the most, during t units of
time.

Output Degradation Oj: one of the keypoints to improve
and customize the algorithm is to define a function h
that penalizes the output value Oj of a concept cj .

1. Generic customization: h calculates the output of
a concept cj according to its degradation level.

Oj = h(Ij) (3)

Basic case: if h0 = id, the output value Oj takes
the level of the activated concept cj as its value.

Oj = h0(Ij) = Ij (4)

2. Customization using distance: h1 calculates the
level activation of the concept cj according to the
distance from the initial concept cl ∈ Φ5 to the
node that has activated it. The activation value
should decrease if the distance from Φ grows thus
the algorithm follows a path from cl to cj : Il > Ij .

The function h1 penalizes the output of concepts
(decreasing their rank) far from the “activation
core” and rewards closed concepts. Thus, let dj ,
where dj = min{dlj : ∀nl ∈ Φ}:

Oj = h1(Ij , dj) =
Ij
dj

(5)

3. Customization using beats: the function h2 cal-
culates the degradation of the concept using the
number of iterations k:

Oj = h2(Ij , k) = (1 +
Ij
k

) exp(−Ij
k

). (6)

3.3 Specification of the SA technique
The entry point to SA technique is the set of initial concepts
that will generate a new set of the most relevant concepts.
Ontologies based on the RDF graph model are a graph where
each node ni represents a concept ci and the edge ωji is the
semantic relation between cj y ci. The final result of the
algorithm is a set of sorted pairs (ni, Ii) that builds the
set of output concepts, where ni ≈ ci and Ii ≈ wi (the
relevance of the concept). The implementation of SA, see
Algorithm 3.3, comprises of two sets of concepts that store
information about the state of the algorithm: 1) Dcom are
all the concepts in the semantic network and 2) Φ is the set
of initial activated concepts, ckj is the spreading concept at
the k-th iteration (from which other concepts are activated).

SetA: queue of activated concepts (candidates to be spread).

A0 = Φ (7)

Ak = (Ak−1 ∪ {ci : ∀ci/ωk
ji > 0})− {Gk} (8)

Set G: set of spread concepts.

G0 = ∅ (9)

Gk = Gk−1 ∪ {ckj } (10)

Finally, the calculus of the activation value of a concept ci
at iteration k, indicated by Iki , is defined. At 0 iteration the
activation value ci is calculated as follows:

I0i =

{
1 if ci ∈ Φ

0 if ci /∈ Φ
(11)

5Set of initial concepts.
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at k iteration, the activation value of ci from element ckj to
ci is calculated as follows:

Iki =

{
Ik−1
i if ωk

ji = 0

Ik−1
i + ωk

jiI
k−1
j if ωk

ji > 0
(12)

Algorithm 1 Pseudocode of Spreading Activation

Require: Φ 6= ∅
Ensure: G 6= ∅
A ← Φ
G ← ∅
while A 6= ∅ AND card(G) < Gmin AND Nk ≥ Nmin do

nk ← extract(A)
G ← {nk} ∪ G
for all ni/wki > 0 do

Ni ← Ni + wkiNk

A ← ({ni} ∪ A)− G
end for

end while
return G

3.4 Improving Spreading Activation
Some improvements in the calculus of the activation value
of a concept have been introduced in order to get a more
complete and accurate technique. If some paths of activation
converge to the same node and the source nodes are different
then this node should be relevant and a reward is applied to
the nodes presented in these paths.

Definition 2. Let pi the number of paths that start and
finish in different nodes of Φ6 and they go through the node
ci and they only contain nodes belonging to G. This im-
provement assigns a new value to the activation value of
each node ci indicated by I∗i and it is calculated by means
of the function g:

I∗i = g(Ii, pi) (13)

In this case, a relaxed reward function has been chosen,
Eq. 14, and, it is applied in the Postadjustment stage, thus
the original semantics and behavior of SA algorithm re-
mains.

g(x, y) = x(log(y + 1) + 1) (14)

x is the reward constant, it can be defined according to the
context and y is the number of times that a concept ci must
be rewarded.

3.5 Refining Spreading Activation
The whole configuration of the algorithm can be made by
default but a customization to a particular domain should

6The reward is not applied to nodes in Φ.

be carried out by a domain expert taking into account the
specific issues of that domain and considering it as a new
stage of the ontology o graph modeling process. Since SA
uses weights in relations to calculate the activation value
of the concepts, different “patterns” have been identified to
manage the direction of the spreading process: 1) Ascending
seeks for the activation of concepts more generic than the
current (“superclass”); 2) Descending seeks for the activa-
tion of concepts more specific than the current (“subclass”);
3) Nominal seeks for the activation of instances instead of
concepts (“instance of”) and 4) Crossing seeks for the activa-
tion of concepts and instances connected through a certain
relation R. These control patterns can be put together in
order to fit as much as possible the focus and direction of
the double process of activation and spreading.

3.6 Design and implementation of ONTOSPREAD
ONTOSPREAD framework7, see Fig. 1 is addressed by an
open and extensible design applying best practices on soft-
ware design and development like design patterns and refac-
toring. The Player class handles the execution of the algo-
rithm in a stepwise way. It is an application of the Itera-
tor design pattern to perform the activation and spreading
processes. The state of the algorithm is captured in a sep-
arate class (OntoSpreadState) that makes possible to seri-
alize the current state and back to a previous one. On the
other hand, the SA process comprises of three sub-processes
(see Sect. 3.1): OntoSpreadPreAdjustment ; OntoSpreadRun;
and OntoSpreadPostAdjustment. Moreover, the process car-
ries on the information about the knowledge base using the
DAO pattern thus the framework is independent from the
modeling language of the semantic network (RDF-based vo-
cabularies and OWL are now supported).

The keypoint to design the algorithm lies in how and where
the information will be available at different iterations. Sec-
ondly, an unique entry point to the state of the algorithm
should be available trying to avoid illegal accesses. This ob-
ject (OntoSpreadState) stores the next information: 1. Spread
concepts. 2. Active concepts. 3. Paths of activation. 4. Con-
cept to be spread. 5. Generic swap area (to share informa-
tion among iterations). Moreover, the extensibility and flex-
ibility of the algorithm is subjected to a good design of the
restrictions and their evaluation process. The next features
and design patterns are used to design and implement the
model of restrictions of SA:

• Any restriction can be considered as a simple restric-
tion and can be evaluated to a boolean value.

• Conditions or actions in the algorithm can be com-
prised of several restrictions.

• The extension points of the algorithm, included through
a Template Method design pattern, are strategies to
carry out an specific action. Each strategy can be sub-
jected to one or more restrictions.

• Each restriction can be simple or comprised of others.
Composite pattern.

• Each action is an strategy. Strategy pattern.

7http://code.google.com/p/ontospread/
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Figure 1: ONTOSPREAD Overview Diagram.

• A strategy implies one restriction (or a set of them)
thus the strategy is a client of the Composite of re-
strictions.

• The evaluation of the restrictions to get their value
(boolean) is carried out through a Visitor pattern that
fits perfectly to evaluate and walk in composite ob-
jects. It consists on: apply the strategy that modifies
the state of the algorithm and assert this change of
state by means of the restrictions applied to this strat-
egy.

4. EVALUATION OF ONTOSPREAD
The validation of the algorithm depends on the configura-
tion of the activation and spreading processes to fit it to
the different domain issues. SA is determined by the target
semantic network and therefore the defined domain knowl-
edge (concepts and relations) is the key part to adjust its
behavior. On the other hand, taking into account that the
activation and spreading is guided by the weights of rela-
tions their specification is fundamental to get the desired
outputs. The methodology to test the implementation of
the algorithm is subjected to these conditions but a step-
wise refinement method can be outlined:

1. Use a well-known semantic network (ontology, etc.):
concepts and relations.

2. Define a potential set of initial concepts (Φ) and their
initial activation value (usually 1.0).

3. Specify the weights of the relations to that domain
knowledge.

4. Combine the different restrictions provided by the frame-
work.

5. Select the degradation function.

6. Add the reward techniques to increase the activation
value of certain nodes.

7. Try to evaluate new activation functions for their fur-
ther implementation.

8. Repeat these steps until getting the most appropriated
set of output concepts to that domain knowledge.

To apply this methodology, the GALEN and SNOMED CT 8

ontologies have been selected. They are well-known and
referenced ontologies in the biomedicine domain and they
are widely used in reasoning and decision support processes.
The design of the experiment depends on: the ontology, the
weights of relations, the set of initial concepts, the set of
restrictions, the degradation function and the extensions to
reward nodes. In the case of GALEN, the set of initial con-
cepts (Φ) with an initial value 1.0 is: “#AdvancedBreast-
Cancer” and “#NAMEDSymptom”. The weights of the re-
lations are fixed to a default value of 1.0. On the other
hand, the set of initial concepts (Φ) with an initial value 1.0
in SNOMED-CT is: “#Articular cartilage of lunate” and
“#Articular tissue sample”

8The OWL version of SNOMED CT has been generated
using “Simple SNOMED Module Extractor” provided by
the OWL Research Group at Manchester University: http:
//owl.cs.manchester.ac.uk/snomed/. Other tests have
been carried out using the OWL version of SNOMED CT
provided by the IHTSDO.
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The refinement of the algorithm will enable us to get a set
of output concepts similar to the process that a brain will
do. The degradation functions and the reward technique
will be alternatively combined checking the output of the
algorithm.

After the execution of the different configurations, see Tab. 1
and Tab. 2, some statistics have been extracted out of the
results. The main differences between the tests lies in the
number of activated nodes and their activation values due
to the restrictions that guide the evolution of the algorithm
through the graph and the structure of the ontologies. It is
also remarkable that the reward of paths, in this case, does
not imply changes in the output set. This situation demon-
strates that a depth knowledge of the semantic network is
needed to take advantage of the SA extensions. Neverthe-
less the output of the algorithm helps us to establish a set of
weighted resources that can be used to retrieve documents,
make recommendations or search in large databases with
enriched queries.

5. CONCLUSIONS AND FUTURE WORK
This work provides a configurable and extensible framework
to support the SA technique. It allows the configuration
of restrictions and their combination to get the most accu-
rate set of output concepts. One of the features that turns
SA to a widely accepted algorithm lies in its flexibility but
some disadvantages are also presented: the adjusting and
refinement of restrictions and weights of the relations, the
selection of the degradation function and the use of reward
functions. This framework minimizes these advantages with
an extensible library that can be applied to different scenar-
ios like medical systems, in particular biomedicine, CDSS,
etc. providing enriched services of annotation, searching or
recommendation.

The main improvement in the algorithm consists on the flex-
ibility of the refinement methodology. An automatic learn-
ing algorithm to create SA configurations according to on-
tologies should be developed. Thus, the training stage of
SA could generate the best configuration for a specific do-
main. The algorithm could optimize the selection of input
parameters like the weights of the relations, the degrada-
tion functions or the combination of restrictions. Beside
new measures related to instances such as ‘Cluster Measure”,
“Specifity Measure” or both could be used in the process of
activation/spreading. Also the selection of the next node
to spread is based on a “first better” strategy (if two nodes
have the same activation value) because of this fact other
selection strategies should be implemented. Finally a new
version of the SA is being specified and developed following
the Map/Reduce9 programming model with the objective of
getting a distributed version of this technique for processing
large data sets.
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Config & Stat-
s/Test

T1 T2 T3 T4 T5 T6

Minimum activation
value Nmin

1.0 1.0 1.0 1.0 1.0 1.0

Maximum number of
spread concepts M

50 50 10 10 50 50

Minimum number
of spread concepts
Mmin

20 20 5 5 20 20

Output Degradation
Oj

h1 h2 h1 h2 h1 h2

Reward (No,Yes) N N N N Y Y

Context of activation
Dcom

DEFAULT

Activated Nodes 62 79 15 15 62 79

Spread Nodes 20 20 5 5 20 20

Highest activation
value

7.5 3.9896 1.5 1.90 7.5 3.9896

Deepest spread path 10 16 2 2 10 16

Concepts
(name:value)

NAMED
Symp-
tom: 7.5,
Primate:
2.28

Multi Cel-
lular Eu-
karyota:
3.9896,
Opis
thokonts:
3.9885

NAMED
Symptom:
1.5, Ad-
vanced
Breast
Cancer:
2.28

NAMED
Symptom:
1.90, Ad-
vanced
Breast
Cancer:
1.90

NAMED
Symp-
tom: 7.5,
Primate:
2.28

Multi Cel-
lular Eu-
karyota:
3.9896,
Opis
thokonts:
3.9885

Time (msec.) 9 8 2 3 11 12

Table 1: Configuration and statistics of results after the execution and refinement of SA over the Galen
ontology.
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Config & Stat-
s/Test

T1 T2 T3 T4 T5 T6

Minimum activation
value Nmin

1.0 1.0 1.0 1.0 1.0 1.0

Maximum number of
spread concepts M

50 50 10 10 50 50

Minimum number
of spread concepts
Mmin

20 20 5 5 20 20

Output Degradation
Oj

h1 h2 h1 h2 h1 h2

Reward (No,Yes) N N N N Y Y

Context of activation
Dcom

DEFAULT

Activated Nodes 136 76 16 16 136 76

Spread Nodes 20 20 5 5 20 20

Highest activation
value

2.16 9.49 1.5 1.85 4.14 13.68

Deepest spread path 10 7 3 3 10 16

Concepts
(name:value)

Upper
extremity
part: 2.16,
Articular
cartilage
of wrist
joint: 1.66

Structure
of radioul-
nar joint:
9.49,
Inferior
radioul-
nar joint
structure:
8.5

Articular
cartilage
of lunate:
1.5, Wrist
region
structure:
1.0

Articular
cartilage
of lunate:
1.85, Joint
structure
of wrist
and/or
hand: 1.0

Upper
extrem-
ity part:
4.14, Joint
structure
of wrist
and/or
hand: 1.2

Wrist
joint
structure:
13.68,
Inferior
radioul-
nar joint
structure:
8.5

Time (msec.) 36 17 3 4 42 17

Table 2: Configuration and statistics of results after the execution and refinement of SA over the SNOMED
CT ontology.
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ABSTRACT
In this paper, we present our ongoing work towards an OWL-
based framework for extracting a variety of information (in-
cluding patient history) from clinical texts. Our framework
integrates a well-known natural language processing (NLP)
system by converting its ontology and output logical form in-
terpretation into the Web Ontology Language (OWL). The
OWL-based Semantic Query-Enhanced Web Rule Language
(SQWRL) is then used as a platform for authoring Semantic
Web-aware rules for extracting information of interest from
the OWL knowledge based created from parsing a clinical
report. We also describe our ongoing work on using this sys-
tem for extracting a timeline-based patient medical record
from the history of present illness section of clinical texts.

Categories and Subject Descriptors
I.2.7 [Artificial Intelligence]: Natural Language Process-
ing—Language parsing and understanding

General Terms
Algorithms

Keywords
Clinical language understanding, information extraction

1. INTRODUCTION
Medical records contain a wealth of information about a

patient’s history of medical checkups, problems, treatments
and outcomes. In the aggregate, these records have the po-
tential to support comparisons of health care treatments
without the need for lengthy controlled studies. Such in
silico research could pinpoint the most effective treatments
for a patient’s disease, phenotype, and genotype.

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
ACM-BCB ’11 August 1-3, Chicago, IL, USA
Copyright 2011 ACM 978-1-4503-0796-3/11/08 ...$10.00.

Unfortunately, most information about a patient’s medi-
cal history is contained only in textual form within various
types of clinical notes, making it unavailable for most data
mining algorithms. Making this information available in a
structured way (e.g., as a knowledge base) will lend itself
to better comparative effectiveness research, more portable
electronic health records (EHRs), and better clinical deci-
sion support systems.

The overall goal of our research is to automatically extract
a timeline of a patient’s healthcare events from a set of clini-
cal notes [6, 12]. Although the goal of information extraction
from clinical texts is not new (see [9] for an overview), our
approach is unique due to its use of our hybrid, statistical-
symbolic natural language (NL) parser (the TRIPS system
[2]) and our use of Semantic Web technologies in an infor-
mation extraction (IE) framework.

In this paper, we describe a novel framework for informa-
tion extraction and describe our initial implementation of it
within our existing clinical information extraction system.
This includes the conversion of our legacy, generic, linguistic-
oriented ontology [5], our system’s logical form output [8],
and our graph-matching extraction rules [13, 7] to Seman-
tic Web technologies and representations. In particular, we
believe our recent conversion to a Web Ontology Language
(OWL)-based representation will make our framework more
robust, allow better reasoning, and especially allow the au-
thoring of more general rules for extracting information of
interest from the parsed text.

Our framework for ontology-based IE envisions a two-
staged OWL knowledge base (KB) approach: first, text
is parsed into an OWL KB based on a generic, linguistic-
oriented ontology that resembles the surface form of the
text. We then apply extraction rules in the Semantic Query-
Enhanced Web Rule Language (SQWRL—pronounced“squir-
rel”) [10], which match and extract instances in the KB that
we are interested in within a particular domain (in this case,
health treatment history). We plan to then store these in-
stances in a second OWL KB that has a targeted, domain-
specific ontology (such as for an electronic health record),
which allows a compact representation of the extracted in-
formation as well as potentially allows for further reasoning
on the information.

One purpose of this staged approach is to allow us to de-
couple the general language parsing from the domain-specific
nature of a target representation. Additionally, this allows
us to overcome current shortcomings in NLP parsing tech-
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nology. In an ideal (and likely very far-away) world, a parser
would produce a correct, unambiguous logical form of the
text’s intended meaning. In reality, parsers often produce
incorrect and fragmented representations of the text, not
to mention that knowledge representation is still an open
research question for NLP. Our first-stage KB allows rela-
tively underspecified representations that are close to the
surface language, which make the parser’s job easier. The
use of extraction rules that utilize OWL-reasoning allows
us to optionally match fragments and stitch them together
using domain knowledge for insertion into the final KB.

In the remainder of the paper, we describe the parsing
framework and our integration of both its ontology and log-
ical form output into OWL. We then discuss our extrac-
tion rule system from OWL using SQWRL. We close by
discussing related work and discuss our continuing work on
this framework within our clinical NLP system.

2. PARSER, ONTOLOGY, AND LOGICAL
FORM

Our system has its roots in the TRIPS general-purpose
NLP framework [1], which has benefited from over a decade
of research in discourse analysis and dialogue systems. In
recent years, the NLU components of TRIPS have also been
applied to the semantic analysis of text [2, 4]. Figure 1
depicts these components, as used in our clinical IE system.

At the core of the system is a packed-forest chart parser; it
uses a detailed, hand-built, lexicalized context-free grammar
of English, augmented with feature structures and feature
unification. The parser draws on a general-purpose semantic
lexicon and ontology which define a range of word senses
and lexical semantic relations. The core semantic lexicon
has been constructed by hand and contains more than 7000
lemmas. The lexicon can be dynamically augmented with
new words by consulting external lexical resources.

TRIPS uses a proprietary format for representing a domain-
independent, linguistically-oriented ontology [5], which serves
as its representation of lexical knowledge as well as the rep-
resentation of its output—a graph-based, underspecified log-
ical form, with a reified events and argument structure.

Of note, the parser can be easily extended with external
NLP tools in its front end. This capability is used to plug in
a suite of shallow NLP tools (POS taggers, multiple named
entity recognizers, and statistical parsers) that can provide
lexical and/or structural advice during the construction of
the parse. In particular, this is the locus where medical lex-
ical and ontological information is inserted into the system
to support the processing of clinical text.[12].

The parser outputs a deep semantic representation of the
input text called a Logical Form (LF), which captures the
meaning of all the words in the input text (utterance, para-
graph, or document). This representation is rich enough to
support subsequent use of the information to produce knowl-
edge and then for inference/reasoning.

In order to support our new OWL and SQWRL-based
framework, we have made significant changes to the (non-
Semantic Web based) representations used in TRIPS. Rather
than change the actual parser, we have built changes around
the parser to allow us to treat its ontology and output within
in an OWL-DL knowledge base.

We first describe how the (non-DL) TRIPS ontology is
automatically converted to an OWL-DL ontology. We then

detail how a TRIPS Logical Form is automatically trans-
formed for representation within that OWL ontology. Fi-
nally, we describe how the resulting ontology (which, recall,
is designed to be domain-independent) can be quickly ex-
panded for domain specialization.

2.1 TRIPS Ontology
The TRIPS ontology was co-developed along with the

TRIPS parser [5], and is focused on being a general ontology
for English common words and categories. In the system it
is used by the parser both to guide and restrict parsing as
well as to represent concepts in the Logical Form (below),
which is the result of the parse. It is coded in a proprietary
LISP-type format that has only a single-inheritance hier-
archy. Characteristics of multiple inheritance are provided
through the use of a separate feature set hierarchy, which
forms a feature vector for each type. A complex default in-
heritance scheme is used for features. In addition, types can
optionally declare argument slots and values, which may be
declared optional or required, to specify the cardinality of
that slot for an instance of a type. These arguments are also
inherited through a complex default mechanism.

As can be seen, this is not a trivial mapping to an OWL-
DL ontology. Although many of the details of the conversion
require an intimate understanding of the original ontology
representation language, we try to give an outline here of
the approach we use in its automatic conversion to OWL.

Two types of subclass relationships are declared in TRIPS.
The direct parent under the single-inheritance hierarchy is
straightforwardly declared as a superclass in OWL. Features
in the associated feature vector are also represented as su-
perclasses, as OWL allows multiple inheritance. TRIPS also
allows for or’ed feature values, which we represent as OWL
union classes.

The use of default features (where a default value in a su-
perclass can be overridden in a conflicting way in a subclass)
is difficult for an OWL-DL representation (which does not
support default reasoning). Our conversion algorithm han-
dles defaults by calculating the actual value in each subclass.
If all subclasses do not violate the default (or declare a value
which is subsumed by the default value), the class is marked
with the value as non-default. In places where the subtree
below is not consistent in terms of declarations of the default
value, we add a new subclass of the class named *default*-

X (where X is the name of the current class), and declare the
default feature values to be superclasses of the default. This
preserves the information at higher nodes in case an indi-
vidual is declared to be one of those types. In other cases
below, it is asserted for the entire subtree. (In practice, not
too many declarations are made on the *default* classes.)

Properties, in the OWL sense, are not specifically declared
in the TRIPS ontology, but must be inferred by references
to them in the arguments clause of class declarations. Class
arguments in the TRIPS ontology are declared as either re-
quired or optional. The former is declared as someValues-

From in OWL and the latter is modeled as an allValuesFrom

property restriction, based on the declared type restrictions
on the argument value.

The result of this process is an OWL ontology with all of
the types from the TRIPS ontology. This becomes the base
ontology for the first OWL KB in our framework, which is
used to represent the general semantics of the text.
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Figure 1: The TRIPS NLP Framework

2.2 TRIPS Logical Forms
The TRIPS parser outputs Logical Forms (LFs), which

are a reified, underspecified representation of the semantic
meaning of the utterance, described in terms of the TRIPS
ontology. An in-depth discussion of the representation lan-
guage is beyond the scope of this report, but the reader is
referred to [8] for more details. Basically, once we have the
TRIPS ontology represented in OWL, we want to convert
these LFs into OWL instances within the ontology. The
parser outputs event-based structures, thus the main event
of the utterance is typically the main instance.

Conversion of LF to OWL instances involves a fairly straight-
forward copying of the graph structure from arguments. A
interesting exception is the ability of TRIPS LF to define
new, complex types on the fly using the KIND operator (e.g.,
“a green jelly donut” is represented as a donut associated
with the new compositional type “green jelly”). This con-
struction is handled by creating a new OWL definitional
class and then associating the concept with an instance of
this class (OWL-DL does not allow classes to be values of
properties).

As a simple, illustrative example, consider the phrase“Buy
a jelly donut”, the TRIPS LF interpretation of which is
shown in Figure 2. This LF consists of a top-level speech
act request, which consists of a buying event, which has as
an agent a previously known entity (the hearer), is in the
present tense. The theme of the buying event is a donut
associated with the concept jelly (notated with the KIND op-
erator we mentioned above. Using our algorithm, this is
converted into the OWL assertions shown in Figure 3.

2.3 Ontology Grafting for Domain Specializa-
tion

As mentioned above, the TRIPS ontology is designed to
be domain independent, as the system is used in a number
of domains. As such, it purposely does not include many
domain-specific concepts. Instead, the parser, through the
advice of domain-specific preprocessors, or dynamic lexical
input, maps domain-specific concepts onto an appropriate
leaf of the general ontology (which is typically all the on-

Figure 2: A simplified TRIPS Logical Form for the
phrase “Buy a jelly donut”

ClassAssertion(req2 SA_REQUEST)

ObjectPropertyAssertion(CONTENT req2 buy2)

ClassAssertion(buy2 BUY)

ObjectPropertyAssertion(THEME buy2 donut1)

ObjectPropertyAssertion(AGENT buy2 v43773)

ObjectPropertyAssertion(TENSE buy2 PRESENT_TENSE)

ClassAssertion(donut1 DONUT)

ObjectPropertyAssertion(ASSOC_WITH donut1 jelly1)

ClassAssertion(jelly1 JELLY)

Figure 3: Simplified OWL Encoding of the Logical
Form in Figure 2
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((?x1 ?ev (? type ont::information) :mod ?!mod)

(ont::f ?!mod (ont::assoc-with) :val ?!val)

(?x2 ?!val

(? ctype ont::medical-disorders-and-conditions)

--->

(EXTRACTED ?ev :concept ?ctype)))

Figure 4: Simplified LF Extraction Rule for Evi-
dence of a Medical Condition

tological reasoning needed to use semantic constraints for
parsing).

In our original, non-Semantic Web clinical IE system, we
defined mappings of various parts of several clinical ontolo-
gies (SNOMED-CT1 and the NCI Thesaurus2), using a tech-
nique we term ontology grafting [12]. To integrate these into
the TRIPS ontology, we matched subtrees of the clinical
ontologies and mapped them to leaf nodes of the TRIPS
ontology, ignoring much of the very upper level of these on-
tologies, which was not consistent with TRIPS.

However, with our previous system, TRIPS LF would still
only list types from the original TRIPS ontology, annotated
with the type ID of the corresponding (and much more spe-
cific) clinical concept. Now that we represent the ontology
in OWL and use subsumption reasoning in matching rules
(described below), we have the possibility of actually loading
some or all of the domain specific ontology grafts into the
OWL KB to allow reasoning with domain specific classes as
well.

3. SQWRL EXTRACTION RULES AND TAR-
GET KB

After the new parsing process is complete, we have an
OWL KB based on the (possibly expanded) TRIPS ontology
and with instances of that ontology from the semantics of
the text.

In our original IE system, a programmer would write graph
matching rules in a LISP-like language to identify parts of
the LF that were interesting to the given IE domain, such
as the date and type of a medical procedure performed [13,
7].

For example, an extraction rule for the original system is
shown in Figure 4. This is a general rule which matches
events which mention evidence of a medical condition, such
as “The patient shows evidence of T11 lesion.” The rule lan-
guage is somewhat like a graphical regular expression, which
allows wildcards to be placed in certain parts of the struc-
ture to be matched, and the given values are then extracted
from matches. A developer writes a number of these rules
which match the types of information desired from the do-
main. Simple class subsumption in the TRIPS ontology is
also used to match more specific classes (such as any sub-
class of medical-disorders-and-conditions). The match-
ing event ID as well as the type is returned by this rule.

In the new OWL-based framework, we use the SQWRL
query language [10]. SQWRL is an analog to SQL queries for
OWL knowledge bases. Unlike RDF-based query languages
such as SPARQL3, SQWRL reasons directly over OWL rep-

1http://www.ihtsdo.org/snomed-ct/
2http://ncit.nci.nih.gov/
3http://www.w3.org/TR/rdf-sparql-query

information(?x) ^ _mods(?x, ?y)

^ assoc-with(?y) ^ _val(?y, ?z)

^ medical-disorders-and-conditions(?z)

-> sqwrl:select(?z)

Figure 5: Simplified SQWRL Extraction Rule for
Evidence of a Medical Condition

resentations. Rules are written as graph patterns which are
searched for in the KB. Sub-graphs in which the nodes are
subsumed (in general OWL subsumption reasoning) by the
types in the extraction rule are also extracted, providing
a powerful framework for rule developers. As we mention
above, we believe that this general framework will allow us
to extract many movement events with a manageable num-
ber of extraction rules

An example of a SQWRL extraction rule is shown in Fig-
ure 5. An assertion of evidence (matched by the information
superclass) and that has a modifier that is associated with
a medical-disorders-and-conditions instance is matched
and can be extracted for further processing, including (in
future work) insertion into a second, domain-specific OWL
KB (such as an OWL-based electronic health record).

;; history/evidence of a condition

4. RELATED WORK
Most current work on information extraction from clinical

text (see [9] for an overview) and really any domain, does not
target OWL as an output nor use it for reasoning in extrac-
tion. Usually, the target of such work is either an annotation
of the text with a broad concept (such as treatment —e.g.,
the 2010 i2b2 challenge4) or, maximally, the assignment of
a UMLS5 code to a concept (e.g., [3, 11], inter alia).

In the non-biomedical domain, several researchers have
looked at ontology-based information extraction (see [14] for
an overview), where the target of information extraction is
not just an annotation of the text, but integration into a
preexisting ontology. However, none of these systems use a
dual-tier approach, where the original logical form is repre-
sented in OWL and then extraction rules are applied based
on OWL reasoning (such as with SQWRL).

5. CONCLUSION
In this paper, we have presented a novel framework for

clinical information extraction based on a two-stage OWL
KB representation. In the first stage, a linguistically-oriented
representation of the text’s logical form is asserted. SQWRL-
based extraction rules are then used to extract the desired
information, which can then be transformed and asserted
into a second, domain-specific OWL KB. We also discussed
our ongoing work towards using this framework with the
TRIPS NLP system.

As stated above, we are continuing to switch our clinical
NLP system over to the new OWL framework and are exam-
ining the possibility of including the full, domain-specialized
ontology (TRIPS + SNOMED + NCI) in the initial OWL
KB, which would allow us to write rules using more di-
rect clinical classes. We are also developing the back-end

4http://www.i2b2.org/NLP/Relations/
5http://www.nlm.nih.gov/research/umls/
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of the system, which will represent the extracted patient’s
history as a nominal version of an OWL-based electronic
health record (EHR).

Once we can produce an EHR from a single clinical note,
we would like to work on merging information from multi-
ple notes from a single patient into a single, unified patient
history. Naturally, this would require both reasoning about
event coreference and merging across documents as well as
integration and flagging of potentially contradictory infor-
mation.
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ABSTRACT
Protein-protein interactions are fundamental to the biolog-
ical processes within a cell. In the scale-free, small-world
network typically modeled by protein interaction networks,
hubs play a key role in maintaining the network structure.
From the biological perspective, hubs are expected to be
functionally essential proteins, participating in critical inter-
actions of biological processes. Hubs can be classified into
two different categories, party hubs (intra-module hubs) and
date hubs (intermodule hubs), which vary in the timing and
place of their associations with their interacting partners.
This paper introduces a novel measure for identifying and
differentiating party and date hubs in a protein interaction
network. Our approach is based on the semantic similarity
measure integrated with Gene Ontology data. Combined
with the centrality measures of degree, betweenness, and
closeness, we demonstrate that this measure detects poten-
tial party hubs and date hubs that match the confirmed
party and date hubs with high accuracy.

Keywords
protein-protein interactions, protein interaction network, hubs,
Gene Ontology, semantic similarity

1. INTRODUCTION
Network topology often hides behavior that is not always

apparent when studying the network’s entities individually.
By decomposing the network with data mining techniques,
such as frequent pattern mining and clustering, the hidden
complexities of the graph can be unraveled. Sometimes even
simple features of the network, such as node connectedness,
are informative. Detecting high-degree hub nodes will usu-
ally reveal structurally critical nodes that hold the network
together. The most pronounced example comes from the
networks of living organisms.
Protein-protein interactions (PPIs) are fundamental to bi-

ological processes within a cell. A protein interaction net-

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
Copyright 2011 ACM ISBN 978-1-4503-0796-3/11/08 ...$10.00.

work can be established from the PPI dataset. The hub
in PPI networks is defined as a protein that interacts with
many other proteins. In the scale-free, small-world network
typically modeled by PPI networks, the hubs play a key role
in maintaining the network structure. The hubs communi-
cate with non-hubs efficiently by close links. They also con-
nect with each other and allow information to travel freely
throughout the network.

Previous studies [6, 5] have categorized hubs in PPI net-
works into two distinct classes: party hubs and date hubs.
A party hub interacts with all its neighbors simultaneously
at the same place. These hubs serve as central communica-
tion points within functional modules. A functional module
represents a group of proteins that participate in the same
biological process. Date hubs function oppositely to party
hubs. A date hub interacts with its neighbors at different
times and different place. These hubs function as messen-
gers between different functional modules throughout the
PPI network.

Identifying potential hubs in PPI networks can reveal func-
tionally essential proteins that are conserved in evolution.
Significant correlation between connectivity and essentiality
has been investigated [7, 2]. Since hubs represent essential
proteins, they can be determined by lethality of a cell. Re-
moving a hub protein has a higher chance to be lethal than
removing any non-hub protein. Because the party hubs fa-
cilitate communication within functional modules, removing
one of the party hubs will likely cause a particular biolog-
ical process to stop functioning. On the other hand, since
the date hubs are typically located between functional mod-
ules via interconnections, removing a date hub can partition
the PPI network into several sub-graphs. This can lead to
malfunctioning cooperation between functional modules. In
addition, from the network structure perspective, removing
a date hub causes more damage to the connectivity of PPI
networks than removing a party hub.

Hubs have been classified by gene co-expression experi-
ments. Han et al. [6] evaluated a Pearson correlation coef-
ficient (PCC) between a protein’s mRNA expression levels
and the simultaneous expression levels of its neighbors. Pro-
teins designated as hubs have sufficiently high degree and
their labels are set as party hubs or date hubs depending
on which side of a threshold its PCC score fell on. Han et
al. defined that a hub protein in a PPI network has de-
gree greater than five and the threshold of PCC is set to
one-half. Hubs with PCC scores greater than one-half are
classified into party hubs whereas hubs with PCC scores less
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than one-half are date hubs.

1.1 Centrality Measures
Hubs in protein interaction networks can be identified

based off a centrality metric. The three major metrics are
degree, betweenness, and closeness. Degree of a node, as
the simplest local centrality measure, represents the num-
ber of links the node has to other nodes in a network (ex-
cluding self-loops and multi-edges). Betweenness is a typical
global centrality measure and commonly used when trying
to find bridges that interconnect different functional mod-
ules in PPI networks [4]. Betweenness CB(v) is measured
by the number of times a node v is a part of a shortest path
between two other nodes.

CB(v) =
∑

s̸=v ̸=t∈V

σst(v)

σst
, (1)

where σst is the total number of shortest paths from vertex
s to vertex t, and σst(v) is the number of shortest paths
from s to t that include node v somewhere in the path.
When a node has high importance within the graph, a large
number of the shortest paths pass through the node in the
graph. It is thus an appropriate measure for identifying
intermodule hubs in PPI networks [1]. A näıve algorithm
to compute betweenness would have a time complexity of
Θ(|V |3). However, a more efficient solution has been devised
on unweighted graphs [3]. Its time complexity is only O(|V |·
|E|), resulting in a much quicker computation.
Closeness centrality is how close a node is located to the

center of a graph. It is measured by the total length of the
shortest paths to all other nodes in the graph.

CC(v) =
1∑

t∈V |sp(v, t)|
, (2)

where |sp(v, t)| is the length of the shortest path from v
to t. The node closer to all other nodes in a network is
more influential in communication through connected paths.
These three types of measures can be applied to determine
a structural role of a node within PPI networks. In this
study, we use the three centrality metrics to classify hubs
into party and date hubs within the yeast interactome.

1.2 Semantic Similarity Measures
Gene Ontology (GO) maintains a controlled vocabulary

(i.e., GO terms) of gene and gene product attributes in a
directed acyclic graph (DAG). Based on the evidence from
high-throughput experiments and traditional small-scale ex-
periments, genes and proteins are annotated to the most
specific GO terms within the three orthogonal ontologies:
biological processes, molecular functions and cellular com-
ponents. Because of comprehensiveness, GO is a very useful
data source for functional characterization. Functional sim-
ilarity between two proteins can be assessed by measuring
semantic similarity between GO terms having the annota-
tion of the proteins.
Many semantic similarity measures have been previously

proposed and evaluated. The existing semantic similarity
measures are summarized in Table 1. The path-length-based
methods measure length between two terms or length from
the root to the most specific common ancestor of two GO
terms. These two approaches can be normalized by depth
of GO and depth of two terms of interest, respectively. The

common-ancestor-based methods count the number of com-
mon ancestors of two terms [11]. Total count can be normal-
ized by the size of the smaller set of ancestors of two terms
or the size of the union set of ancestors of two terms [12].

The information-content-based semantic similarity mea-
sures calculate the information content of the most specific
common ancestor of two terms [13]. The information con-
tent of a term c is defined as the negative log likelihood of
c, − log p(c). The likelihood of a term can be estimated by
the proportion of annotating proteins to the term in GO.
This method can be normalized by individual information
contents of two terms of interest or by their likelihood [9, 8].

For functional similarity between two proteins, we have to
consider semantic similarity from all combinations between
two sets of terms on which the proteins are annotated. Func-
tional similarity can be evaluated in three different ways.
First, the pairwise averaging method calculates the average
semantic similarity of all possible combinations between two
sets of terms. Next, the best-matching method chooses the
highest semantic similarity from all combinations. Finally,
the best-match averaging method finds the best match for
each term on which two proteins are annotated, and then
averages the best matches.

Recent studies [15] have demonstrated that the information-
content-based method (Resnik’s method) with the best-matching
has the highest accuracy on measuring functional similar-
ity of protein pairs than other semantic similarity measures.
This method is also implemented efficiently by going through
all pairs of terms from the protein annotations and finding
the pair that has a common ancestor with the highest infor-
mation content.

2. METHODS AND MATERIALS

2.1 Hub Classification
Our goal is to identify hubs in a protein interaction net-

work and then further distinguish and validate party hubs
(intra-module hubs) and date hubs (intermodule hubs). We
used traditional centrality measures (described in section
1.1) and came up with a new way to determine how con-
nected a protein is with functional modules in the network.
We also evaluated the average semantic similarity score be-
tween a protein and its interacting partners. The information-
content-based semantic similarity (Resnik’s method) with
the best-matching was used because this method has been
verified to have the best performance on assessing functional
similarity among all existing semantic similarity measures.
Since the GO domains are not easily broken into modules,
this average semantic similarity score gives us information
on how closely connected a protein is to its neighbors.

We combined all the factors (degree, betweenness, close-
ness, and average semantic similarity) to identify party and
date hubs using a set of thresholds. For a potential hub v,
we searched the appropriate degree threshold λd, between-
ness threshold λB , and closeness threshold λC such that
deg(v) ≥ λd, CB(v) ≥ λB , and CC(v) ≥ λC . The detected
hubs can be split into party and date hubs based on the av-
erage semantic similarity. If the average semantic similarity
score between the hub and its neighbors is greater than a
threshold λsim, we assign it to a party hub. In contrast, if
the average semantic similarity score is less than λsim, it is
classified to a data hub.
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Table 1: Summary of semantic similarity measures. SCA denotes the most specific common ancestor of two
terms of interest in GO.
Category Measure Description
Path length Path length Path length between two terms

Normalized path length Normalized path length between two terms by depth of GO
Depth of SCA Depth of SCA of two terms
Normalized depth of SCA Normalized depth of SCA by average depth of two terms

Common Ancestors Term overlap (TO) [11] The number of ancestors of two terms
NTO [11] Normalized TO method by the smaller set of ancestors of two terms
simUI [12] Normalized TO method by the union set of ancestors of two terms

Information contents Resnik [13] Information content of SCA of two terms
Lin [9] Normalized Resnik’s method by information contents of two terms
Jiang [8] Normalized Resnik’s method by likelihood of two terms
simGIC [12] Combined method of simUI with information contents

2.2 PPI Datasets
For our experiment, we utilized two PPI networks of S.

cerevisiae: the high-confidence filtered yeast interactome
(FYI) dataset used in [6] and the most recent version of the
PPI dataset from BioGRID [14]. The FYI dataset contains
1,379 proteins and 2,493 interactions whereas the BioGRID
dataset has 6,054 distinct proteins and 165,040 interactions
between them. The FYI dataset includes only highly reli-
able interactions verified by not only high-throughput ex-
periments but also in silico computational prediction and
known protein complexes. However, the BioGRID dataset
has up-to-date information from all published experimen-
tal results. It thus has around 66 times more interactions
than FYI dataset, leading to a much denser network with
higher average degree. Both datasets consist of interacting
protein pairs that indicate a physical association between
two proteins; however, neither of the two networks contains
any temporal or spatial information. We had to prune two
interactions from the FYI dataset because one of the inter-
acting proteins in the pair was found to be a “dubious open
reading frame unlikely to encode a functional protein, based
on available experimental and comparative sequence data”
according to the Saccharomyces Genome Database (SGD).
Additionally, we updated several proteins with their most re-
cent names because researchers have released some reserved
names.

2.3 Evaluation Methods
For evaluation of hub classification, we compare the pre-

dicted results against the ground-truth data. As statistical
measures, precision and recall are used to compare the pre-
dicted hubs to the reference ground-truth hubs. This allows
us to see how close our approach is to identifying all the hubs
from their results. Suppose we compare a set of predicted
party hubs X by our approach to a set of reference party
hubs P . Recall, also called a true positive rate or sensitiv-
ity, is the ratio of common party hubs between X and P
to the number of reference party hubs in P . Precision, also
called a positive predictive value, is the ratio of common
party hubs between X and P to the number of predicted
party hubs in X. This statistical evaluation is only possi-
ble when the ground-truth data is given. We thus applied
the evaluation of precision and recall to classifying hubs from
the FYI dataset because the experimentally confirmed party
and date hubs are given.
We can also evaluate the hub classification results against

functional module information. The functional catalogue
from MIPS [10] has a hierarchical view of functional mod-
ules. A party hub is a node that interacts in a functional
module with a majority of its neighbors, and a date hub is a
node that does not interact in any functional module with a
majority of its neighbors. We thus labeled a hub protein as
a party hub if it shares at least one functional module with
its neighbors with a higher percentage of the threshold (for
our experiments we used a threshold of 0.5). In other words,
it is a party hub if the neighbors of a higher percentage of
the threshold belong to the same functional modules to the
hub protein. On the other hand, a hub protein is labeled as
a date hub if the percentage for each functional module it
shares with its neighbors does not exceed the threshold (we
used the same threshold for both party and date hubs). This
evaluation method will be useful for the PPI dataset from
BioGRID since we have no absolute ground-truth data.

In addition to the above verification methods, we can val-
idate party and date hubs using gene lethality data. The
gene lethality dataset from MIPS [10] shows a list of lethal
and viable genes. A gene is viable if a cell could live without
a working copy of the transcribed protein. We assume that
both party and date hubs are lethal when knocked out. We
can then prune viable genes from the list of potential hubs.

3. RESULTS

3.1 Distributions of Centrality and Average Se-
mantic Similarity

To find the appropriate thresholds for degree, between-
ness, closeness, and average semantic similarity, we inves-
tigated the distributions of these measures in the PPI net-
works. The distributions of degree, betweenness, and close-
ness in the FYI dataset are shown in Figure 1. This dataset
shows the typical power-law degree distribution from the
scale-free network model. Most nodes have degree less than
5, and very few have degree greater than 20. The between-
ness distribution follows a more extreme power-law distri-
bution. Most nodes have betweenness less than 5,000. How-
ever, one node has an extremely high betweenness score,
around 1.2 × 105. A similar pattern is noticeable on the
closeness distribution. However, the FYI network is not
composed of a single connected component. It consists of
a large connected component and many small sub-graphs
disconnected from the large component. Therefore, the iso-
lated singletons have the maximum closeness score 1, the
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Figure 1: Distributions of (a) degree, (b) between-
ness, (c) closeness, and (d) average semantic simi-
larity in the FYI dataset.

nodes in the isolated size-2 sub-graphs have closeness of 0.5,
and the nodes in the isolated size-3 sub-graphs have close-
ness of 0.33. Figure 1 (d) shows the distribution of average
semantic similarity, which is close to a normal distribution.
The normal distribution estimate line was plotted in the fig-
ure. It thus enables us to clearly set the threshold of average
semantic similarity.
We observed the distributions of degree, betweenness, and

closeness in the BioGRID dataset. As shown in Figure 2,
the degree and betweenness distributions in this dataset
have the same trend, power-law distributions, to the FYI
dataset. Most nodes have degree less than 100, four nodes
have degree greater than 1,000, and only one node has de-
gree greater than 2,500 (it was not shown in the graph). The
highest degree node also has significantly higher between-
ness score than the other nodes. However, the BioGRID
network which is composed of a single connected compo-
nent has a completely different closeness distribution from
the FYI network. The closeness in the BioGRID network
creates a normal distribution, suggesting that the shortest
path disparity between “close” nodes and “far” nodes is not
very significant. The average closeness of the nodes is also
relatively high, greater than 0.65. These results typically
came from the small-world property of the PPI network.
Finally, the average semantic similarity also has a normal
distribution, as illustrated in Figure 2. Comparing to the
distribution in the FYI dataset, this distribution curve was
shifted to the left-hand side because of a large amount of
false positives in the BioGRID dataset.

3.2 Hubs in FYI Dataset
The FYI dataset has a ground truth list of hubs which

includes 108 party hubs and 91 date hubs. We assumed
that a good prediction should find exactly these reference
hubs. We adjusted four different variables to determine ap-
propriate thresholds for centrality measures and the average
semantic similarity. Based on their distributions, we set
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Figure 2: Distributions of (a) degree, (b) between-
ness, (c) closeness, and (d) average semantic simi-
larity in the BioGRID dataset.

Table 2: Optimal thresholds for FYI dataset
Degree Betweenness Closeness Avg. Semantic Sim.

6 15.0 0.0 6.0

up a routine that tried many different combinations of the
thresholds. By testing several combinations, we arrived at a
few sets that indeed found the appropriate number of date
and party hubs. We followed the lead of the study in [6],
and considered a potential hub to be any node with a degree
greater than 5. The best thresholds, which seem appropriate
given the data distributions, are listed in Table 2. We found
the closeness threshold is 0. It implies that the impact of
closeness centrality is very weak on identifying hubs.

When we implemented our hub classification approach
with the given thresholds, we found 108 party nodes, 74
of which are contained in the reference set; and 116 date
hubs, 54 of which are in the reference set. We thus achieved
precision of 0.685 and 0.466 for identifying party hubs and
data hubs, respectively. In order to provide a second level
of confirmation of our results, we determined how good our
approach was at recalling the confirmed party hubs and date
hubs. Our approach performed superbly, finding 69% of the
party hubs and 59% of the date hubs, with only moder-
ate false positive rates. We also noted during testing that
the date hub reference set includes ten nodes that form an
isolated component and are only connected to one another,
belonging to the same Golgi apparatus machinery. The odd
connectivity of these nodes resulted in all of them having be-
tweenness scores of zero, making them impossible to be de-
tected by our method. We contend that these nodes should
not have been listed as date hubs. When they are excluded
from the reference set, our method’s recall score increases
from 59% to 67%. The statistical results of precision, recall,
and f -score, i.e., the harmonic mean of precision and recall,
shown in Table 3.
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Table 3: Hub classification results from FYI dataset
Hub Type Precision Recall f -Score
Party Hubs 0.685 0.685 0.685
Date Hubs 0.466 0.593 0.522

Table 4: Optimal thresholds for BioGRID dataset
Degree Betweenness Closeness Avg. Semantic Sim.

6 10000 0.00005 4.0

3.3 Hubs in BioGRID Dataset
We undertook similar efforts at characterizing the distri-

butions on the PPI network from BioGRID, as we did on the
FYI network. The static BioGRID interactome has very
complex connectivity. As shown in Figure 2, many nodes
have more than a hundred neighbors, which makes identify-
ing potential hubs challenging. Since absolute ground-truth
hubs are not provided for the BioGRID dataset, we have to
anticipate how many nodes in the graph are appropriately
considered hubs. The FYI dataset has the ground-truth of
approximately 100 party hubs and 100 date hubs out of a
total of 1379 proteins. Given that the BioGRID dataset
has about four times as many nodes, we expected to find
around 400 party nodes and 400 date hubs on the BioGRID
network. Table 4 shows the optimal set of thresholds for
centrality measures and the average semantic similarity.
Using these thresholds, our algorithm found 384 party

hubs, 347 of which are valid according to our evaluation
with the MIPS functional catalogue. This is 90% precision
for the party hubs identified. Similarly, 478 date hubs, of
which 408 are valid, were found. We thus achieved 85%
precision on identifying date hubs. We also attempted to
evaluate the hubs found on the BioGRID network by com-
paring to the ground truth hubs on the FYI network. We
had to temper our expectations somewhat for this evalua-
tion since the BioGRID network is much larger and has more
complex connectivity than the FYI network. It is expected
that the BioGRID PPI dataset includes a large amount of
false positive interactions. Interestingly, our approach man-
aged to find about a quarter of the confirmed party hubs and
date hubs. It found 27 of the 108 party hubs (25% recall)
and 28 of the 91 date hubs (31% recall). These results are
impressive given that the networks are completely different.

4. CONCLUSION
We introduced a novel approach for identifying hubs in

protein interaction networks. To classify hubs, we evaluated
functional similarity patterns between a protein and its in-
teracting partners by integration with Gene Ontology data.
We used the best-matching information-content-based se-
mantic similarity measure (Resnik’s method) which is known
to have the best performance on evaluating functional asso-
ciation of protein pairs.
We applied our method to two different networks. On the

filtered yeast interactome (FYI), our approach successfully
identified nearly 70% of the reference party hubs and date
hubs. On the PPI network from BioGRID, we were able to
find a set of thresholds that produced reasonable date hubs
and party hubs. Using our own evaluation method based on
the functional catalogue from MIPS and gene lethality data
from MIPS, we verified that most of the identified hubs are

correct with high confidence.
The classification of hub proteins into party hubs (intra-

module hubs) and date hubs (intermodule hubs) has strong
implication for topological properties of protein interaction
networks such as modularity. In this study, we have ob-
served significant relations between hubness and functional
similarity of interacting proteins. Further analysis of func-
tional essentiality of party and date hubs will make advances
in the system level functional characterization.
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ABSTRACT

Functional module discovery aims to find well-connected
subnetworks which can serve as candidate protein complexes.
Advances in High-throughput proteomic technologies have
enabled the collection of large amount of interaction data
as well as gene expression data. We propose, CLARM,
a clustering algorithm that integrates gene expression pro-
files and protein protein interaction network for biological
modules discovery. The main premise is that by enrich-
ing the interaction network by adding interactions between
genes which are highly co-expressed over a wide range of
biological and environmental conditions, we can improve
the quality of the discovered modules. Protein protein in-
teractions, known protein complexes, and gene expression
profiles for diverse environmental conditions from the yeast
Saccharomyces cerevisiae were used for evaluate the biolog-
ical significance of the reported modules. Our experiments
show that the CLARM approach is competitive to well-
established module discovery methods.

1. INTRODUCTION & RELATEDWORK
Genomics and proteomics hi-throughput techniques have

produced large gene expression data sets for many organisms
under different biological and environmental conditions. To
utilize these different sources of biological data, there has
been some efforts to integrate the interaction networks with
measurements of mRNA or protein abundance across differ-
ent conditions to improve the accuracy of module discovery.
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The majority of the algorithms for modules discovery are
based only on the topological structure of the network. One
notable algorithm for biological networks clustering is the
stochastic flow-based clustering (Markov Cluster Algorithm,
MCL) [12].

Other network-based clustering methods are dense mod-
ules extraction methods such as (MCODE) [1], the spectral
clustering methods [13], and modularity-based methods [7].
On the other hand, and considering only gene expression
profiles, the SAMBA algorithm aims at finding significant
bi-clusters which are groups of genes that are co-expressed
in a subset of conditions [10].

Integrative Clustering Methods: The methods for
clustering biological networks with gene expression profiles
(attributes) fall into two main categories. The first category
is the enumeration-based methods such as (DME) [6] and
DECOB [4] which aim at discovering all dense protein mod-
ules where all participating genes in each module show high
expression similarity. The second category of methods con-
struct a distance matrix between genes by combining their
network-based distance and gene profiles distance. The Co-
clustering algorithm is a pioneer method in this area [8].

Our proposed approach,CLARM (CLusteringAttributed
gRaph Method), loosely falls into the second category. In
CLARM, we construct an attribute augmented multi-graph
by adding new edges between vertices to represent their simi-
larity in the attribute space. We run a stochastic flow-based
clustering (Markov Cluster Algorithm, MCL) on the aug-
mented graph to extract the modules. Once an attribute
augmented multi-graph is constructed, we are not limited
to running MCL. Spectral clustering and modularity-based
clustering can be employed to cluster the augmented weighted
graph. In this paper, we present CLARM for functional
module discovery.
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A1 A2 A3

v1 0.40 0.50 0.45

v2 0.80 1.00 0.90

v3 0.60 0.75 0.67

v4 −0.25 −0.35 −0.15

v5 −0.50 −0.70 −0.30

v6 −0.70 −1.05 −0.45

v7 −0.20 0.30 −0.80

v8 0.20 0.30 0.80

v9 0.20 0.30 0.70

v10 0.10 0.30 0.60

v11 0.20 0.30 0.79

v12 0.20 0.28 0.78























































(c) Gene Expression Profiles
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(d) CLARM Clustering

Figure 1: An example of modules discovery by integrating gene expression profiles with the interaction
network. (a) shows the input graph and (c) shows the gene expression profiles. (b) shows the MCL clustering
that uses only the network structure. (d) shows CLARM clustering that integrates network structure with
the gene expression profiles. A dashed edge between two vertices in the graph in (d) indicates that these two
vertices have a Spearman correlation coefficient that is in the highest K correlated pairs of vertices. In this
Example we used α = 1.0, and K = α ∗ |E| = 16, and we are adding 16 edges some of which overlap with some
of the existing interactions.

To summarize, we have made the following contributions
in this work:

1. We propose a novel functional module discovery ap-
proach by integrating interaction networks with gene
expression profiles.

2. We performed experimental analysis on Yeast data.That
clearly showed that CLARM has a competitive per-
formance in terms of Modules GO enrichment and
overlap with known biological complexes when com-
pared to several state-of-the-art module discovery meth-
ods.

The paper is organized as follows. Section 2 introduces the
problem and section 3 presentsCLARM. Section 4 presents
the experimental evaluations of CLARM on Yeast inter-
action and gene expression datasets and discussion of the
results. Section 5 concludes the paper.

2. PROBLEM DEFINITION
The graphs described in this paper are attributed graphs.

In this section, we describe the fundamental features of at-
tributed graphs.
An attributed graph is a graph G = (V,E,X ), where

V = {v1, v2, . . . , vn} is the set of vertices and n = |V | de-
notes the number of vertices in the graph, E ⊆ V ×V is the

set of edges, E = {(vi, vj) : vi, vj ∈ V }, and X ∈ R
|V |×d

is the vertices attributes matrix such that the ith row in
X is the attribute vector of vertex vi. In our work, the
graph is the interaction network where vertices are genes
or genes products and each attribute vector corresponds to
the gene expression in different gene expression experiments.
Figure 1 is an illustrating example where the nodes in the
network are the genes and X is the gene expression profiles
that contain expression values across different conditions, 3
conditions are shown in this example.

3. THE CLARM APPROACH
Given an attributed graph G = (V,E,X ), our approach

starts by constructing the attribute augmented graph that
combines network-based closeness and the gene expression
profiles similarity between vertices (genes). First we will de-
fine a similarity measure. The idea is to enrich the interac-
tion network with new edges based on the evidence obtained
from the gene expression profiles data.

3.1 Attribute Edges
We employ the Spearman correlation coefficient between

the genes’ profile as a similarity measure. Let Cij be the
Spearman rank correlation coefficient between the profiles
of vi and vj . Another similarity measure we have tried is
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the number of conditions for which the difference of the gene
expression between the two genes is less than an expression-
threshold θE . In this case, Cij equals the cardinality of the
following set {k | |xik − xjk| ≤ θE}.

3.1.1 Constructing the Edges

Once we computed the profiles similarity matrix, we have
to decide how many edges to add to the network. The num-
ber of edges to be added are defined in terms of the number
of the interactions in the network and is defined as follows:
K = α× |E|, where |E| is the number of the original inter-
actions.
Using the similarity matrix, C, we find the highest K

entries, M , and we define the attribute edges matrix S as
follows:

Sij =






1 (vi, vj) ∈M
1 (vj , vi) ∈M
0 otherwise

In other words, S can be thought of as the adjacency
matrix of a graph that has K edges and is constructed by
adding an edge between each pair of vertices whose similarity
is among the top k similarities.

3.2 Attribute Augmented Graph
Given an attributed graph G = (V,E,X ), the attribute

augmented graph is denoted as Ĝ = (V, Ê,F). The aug-

mented set of edges Ê = E ∪ Ea where Ea is the set of
attribute edges added to the graph, Ea = {(vi, vj)|Sij = 1},
and F : V × V → R is the weighted function.

F(vi, vj) =






0 if (vi, vj) /∈ E and (vi, vj) /∈ Ea

1 if (vi, vj) ∈ E or (vi, vj) ∈ Ea

2 if (vi, vj) ∈ E and (vi, vj) ∈ Ea

Let W be the weight matrix such that Wij = F(vi, vj).
In fact the weight matrix W can be written in terms of the
graph’s adjacency matrix A and the matrix S obtained from
the gene expression profiles similarity as follows:

W = A+ S

These new edges we add are not entirely new as some
might overlap with already existing edges in the interaction
network. In the example in Figure 1(d), the attribute edges
are represented as dashed lines; For a value alpha = 1.0,
we will add K = α ∗ |E| = 16 new edges and an attribute
edge is added between vi and vj if the Spearman correlation
coefficient Cij is among the highest 16 entries.

3.3 The CLARM Algorithm
In this section we describe CLARM. Figure 2 shows a

high-level description of CLARM. CLARM takes as input
a graph G, gene expression profiles data matrix X , and α
that controls the number of edges to be added and returns
a list of clusters.
The algorithm starts by constructing the similarity ma-

trix C and then building the set of new edges which are
represented by the adjacency binary matrix S. Next, the
attribute augmented adjacency matrix W is constructed by
adding the Adjacency matrix A to the attribute edges ma-
trix S. The final step is to cluster the weighted graph
Ĝ = (V, Ê,W ) using the Markov Clustering Algorithm and
refine the clusters.

Algorithm CLARM

1. Input: G, X , α
2. Output: clusters

3. A ← Adj(G)
4. K = α× |E(G)|
5. Compute the similarity matrix C
6. M = highest scoring K entries in C
7. Sij = 1 if (i, j) ∈M , 0 otherwise
8. W ← A + S
9. L ← Apply Markov Clustering on W

10. clusters = Refine(L, G, X )
11. Return clusters

Figure 2: The CLARM Approach

4. EXPERIMENTS
To assess the significance of CLARM on extracting bi-

ological modules, we performed an experimental evaluation
of CLARM algorithm compared with four state-of-the-art
module discovery approaches. The several methods were
selected such as to be representative of the different ap-
proaches. MCL works on the interactions network only and
has been shown to outperform most of the network-based
clustering methods (see (author?) [3] for a comprehensive
evaluation). Two other methods (Co-Clustering and Ma-
tisse) utilize both the interactions and gene expression pro-
files. The last algorithm, SAMBA, is a bi-clustering ap-
proach that works on the expression data alone.

All our experiments on MCL and CLARM were run
on a 2.1GHz PC machine with 4GB RAM running Linux
OS. Matisse and Co-Clustering results were obtained using
the Matisse software [11]. and we obtained SAMBA’s re-
sults using the Expander software [10], both on Windows
7. Running time comparison is not fair here since most of
these algorithm are implemented by different languages and
running under different platforms. Matisse, Co-Clustering,
and SAMBA are implemented in Java and MCL is imple-
mented in C and CLARM uses MCL for the final clus-
tering. CLARM takes less than a minute to run on the
yeast dataset while Co-Clustering takes several hours, both
Matisse and SAMBA take several minutes. Throughout the
experiments, the value of α was set to 1.85 and was found
empirically. This value of α would add at most 1.85∗ |E| at-
tribute edges if none of the attribute edges overlap with the
original interactions and at least 0.85 ∗ |E| if the attribute
edges overlap completely with the interactions. For the in-
flation value for MCL, it was set to 1.75 for MCL and 1.95
for CLARM.

4.1 Dataset
We performed our experiments on the high confidence

Yeast protein protein interactions (referred to YeastHC) [2].
The YeastHC network contains 9857 interactions between
4011 proteins. For gene expression profiles, we used the
dataset from (author?) [5], that measures the changes of
transcript levels for yeast genes as the cell responded to di-
verse environmental conditions over time.

4.2 Gene Ontology enrichment analysis
Tables 1 shows the performance of CLARM compared

to four other methods: SAMBA, MCL, MATISSE, and CO-
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Table 1: Performance of different modules discovery algorithms on the yeast data.
Modules Topology Measures Enrichment Measures

Method #Gen. #Mod. AMS DY ER COV EG
SAMBA 2081 115 91.78 0.005 85 33 1945
MCL 2776 223 12.45 0.39 79 71 2270
MATISSE 2498 132 18.92 0.46 73 65 2347
COC 4008 132 30.58 0.033 39 42 2860
CLARM 2844 201 14.15 0.39 82 70 2375

Clustering (COC). For enrichment analysis, we adopted the
performance measures used in (author?) [11]. For Go term
enrichment, we used the high-throughput GoMiner tool [14]
with FDR-corrected p-values of 0.05. We also introduce the
EG measure that is the number of genes that belong to en-
riched modules. The list of measure used for enrichment
analysis is as follows:

1. Enrichment (ER) is computed as the percentage of
modules that are enriched for at least one GO term.

2. Coverage (COV) is the number of GO terms that are
enriched in any of the inferred modules divided by the
number of all GO terms in the interaction network.

3. Enriched Genes (EG) is the total number of genes
that appear in enriched modules.

In addition to the enrichment analysis, we used some
graph topological measures: (1) the average module size(AMS)
and (2) the average density(DY). The modules discovered
by CLARM have the second highest enrichment (82%) af-
ter the modules reported by SAMBA (85%), but the GO
term coverage (COV) and EG of CLARM enriched mod-
ules (70%, 2375) are much higher than those of SAMBA’s,
33%, and 1945, respectively. Moreover the clustering cover-
age (#Gen) ofCLARM is also higher than that of SAMBA’s.
The average module size (AMS) of SAMBA modules is the
highest (note that SAMBA allows overlapping modules);
this may explain why the enrichment is high since larger
modules are more likely to be enriched. Since the SAMBA
algorithm does not utilize the interaction network in con-
structing the clustering, it isn’t surprising that the average
module density (DY) of SAMBA modules is the lowest. In
terms of the GO terms coverage, CLARM enriched mod-
ules have the second highest coverage after MCL modules.
On average, CLARM modules are larger (14 genes) than
MCL modules (12 genes). This can be explained since we
are creating a slightly more dense network by creating new
interactions. It is worth mentioning that dense modules are
unlikely to be affected by adding the new attribute edges
and thus will be reported by both MCL and CLARM.
Moreover, CLARM may merge two weakly inter-connected
dense modules.

4.3 Complex Prediction
To investigate how well the extracted modules match known

protein complexes, we used the CYC2008 catalogue that is
comprised of 408 manually curated annotated protein com-
plexes [9]. Since most of the algorithms report clusters of
size that is at least 3 nodes, we ignored complexes that have
less than 3 members; that left us with a smaller dataset
of 236 complexes. We use the overlap score proposed by
(author?) [1] to measure how well a given module covers
a known complex. The overlap score is defined as follows:

Table 2: Complex prediction: performance of the
different algorithms on the 236 CYC2008 Com-
plexes. An overlap threshold of 0.2 is used.

Method Precision Recall F-Score
SAMBA 0.0 0.0 0.0
MCL 0.43 0.56 0.48
MATISSE 0.27 0.16 0.20
COC 0.04 0.017 0.02
CLARM 0.50 0.54 0.52

w = c2

a∗b
, where a is the size of the module, b is the size of the

complex, and c is the size of common proteins in both, i.e.,
size of the intersection. A module has an overlap of 1 if it
completely matches a known complex. If the overlap score
of a given module is higher than an overlap-threshold, we
say that the module matches the complex. We define preci-
sion (P) as the ratio of the number of matched modules to
the number of all discovered modules. Recall (R) is defined
as the number of matched complexes to the number of all
known complexes and F-Score (F) is defined as F = 2∗P∗R

(P+R)
.

Since proteins participate in more than one biological com-
plexes, a module can match more than one complex and a
complex can be matched by several modules.

Tables 2 shows the complex prediction capabilities of the
different methods. An overlap threshold of 0.2 was used
to obtain these results. While SAMBA had the highest
percentage of enriched modules, it was not able to predict
any complex with an overlap >= 0.2. This is specially
true because the complex overlap measure penalizes modules
that are much larger or much smaller than the complexes
which they claim to represent. Both MCL and CLARM
performed well on the complex prediction task, both were
largely helped by the fact that the modules they produce
have small average size. Of the 201 modules discovered
by CLARM, 100 modules found matched complexes. In
fact, as we set the overlap threshold tighter, CLARM out-
performs the MCL algorithm. For example, for an overlap
threshold of 0.4, CLARM modules have matching preci-
sion of 0.37%, while MCL modules have matching precision
of only 30%.

Figure 3 illustrates the overlap between two modules dis-
covered by CLARM and two CYC2008 protein complexes:
(1) the vacuolar proton-transporting V-type ATPase com-
plex, GO:0000221 (left panel) and (2) the nuclear origin of
replication recognition complex (shown on the left panel),
GO:0005664.

In order to study the impact of varying the value of α,
that determines the number of new edges to be added, on
the quality of the clustering, we analyzed the clustering for
alpha values ranging from 0.25 to 2 with an increments of
0.25.
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Figure 3: Overlap between predicted modules and CYC2008 complexes: Common nodes between the module
and the complex are drawn as circles; nodes that belong to predicted modules only are drawn as diamond
shapes, and nodes that belong to the complex only are drawn as octagonal shapes. On the left, the pre-
dicted Yeast module (9 genes) has an overlap with the vacuolar proton-transporting V-type ATPase complex,
GO:0000221 (12 nodes); the overlap score is 0.60 (82/9 ∗ 12). On the right, the predicted Yeast module (7
genes) has an overlap with the nuclear origin of replication recognition complex, GO:0005664 (6 nodes); the
overlap score is 0.86 (62/7 ∗ 6).

5. CONCLUSION
In this paper, we proposed, CLARM a clustering algo-

rithm that integrates gene expression profiles and protein
protein interaction network for biological modules discov-
ery. The main premise of the proposed approach is that
the module discovery process can be improved by enriching
the interaction network with further evidence from gene ex-
pression profiles. Genes that are co-expressed over a wide
range of biological and environmental conditions are used to
enrich the interaction network. GO term enrichment analy-
sis showed that CLARM is competitive to well-established
module discovery methods. Moreover, modules discovered
by CLARM had high overlap with known curated com-
plexes. Our next steps are to find better ways to determine
where the set of the new attribute edges should be added
and how many attribute edges (i.e., determining α) to add
to the interaction network. Furthermore, we plan to inves-
tigate and devise a weighting scheme for the interactions
based on the evidence from gene expression data.
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ABSTRACT 
 
Glioblastoma multiforme (GBM: grade IV astrocytoma) is the 
most common and lethal form of brain cancer. Median survival 
time of GBM patients is only 15 months. Few predictive markers 
were reported until now for prognosis and treatment.  
This study integrates gene expression and protein-protein 
interaction data to search for pathways that are differentially 
regulated between long-term and short-term survivors of GBM 
patients. Novel objective function for greedy search was 
introduced to search for 47 significantly and differentially 
expressed sub-networks (SDES) or pathways in greedy fashion. 
The resultant putative pathways were tested for the enrichment of 
known GBM cancer genes as well as GO terms related to 
biological process. Integration of gene expression profile of GBM 
patients with PPI data improves the recall rate of known GBM 
driver genes and shows the better GO enrichment with 
comparison to the conventional gene set approach. 

Keywords 

GBM, PPI, pathway, subnetwork, brain, cancer, gene, protein, 
integration. 

 

1. INTRODUCTION 
A certain patient with GBM unusually survives long time (3-20 
years) after the diagnosis. These patients, who we designate as 
long term survivors of GBM (LTS-GBM), are remarkable when 
one considers that the expected survival for GBM patients is less 
than 1 year on average. Not only is the average survival for GBM 
patients short but the survival curve is steep. Understanding of 
these rare LTS-GBMs may tell us something important about the 
biology of GBM. 
With the advent of microarray technology, high-speed computer, 

and other high throughput screening methods such as yeast two-
hybrid system and mass spectrometry, today there are good 
opportunities to examine the possibility that molecular differences 
between GBMs explain this remarkable clinical heterogeneity [1].  
Recently a number of GBM markers have been identified through 
analysis of genome-wide profiling [2, 3]. Verhaak et al identified  
clinically relevant subgroups of GBMs based on integrated 
genomics analysis and found four single-gene signatures 
characterizing the subgroups [4]. Colman et al also found 38 
multigene predictors from gene expression profiles for predicting 
survival of GBM patients [5]. However a more effective means of 
marker identification was suggested by Chuang et al [6]. They 
combined gene expression measurements over groups of genes 
that fall within common pathways and showed sub-network 
markers are informative of non-discriminative genes. However a 
major challenge is still to integrate genomic/transcriptomic/ 
proteomic screening techniques results from the massive amounts 
of data that are generated. Sophisticated strategies will need to be 
established to mine novel pathways. 

2. MATERIALS AND METHODS 
 

2.1 Gene Expression Array Data Set 
Agilent G4502A micro array data for GBM patients were 
downloaded from the cancer genome atlas (TCGA) data portal. 
We mapped 8171 genes onto those in PPI by matching HGNC id 
of 17814 genes in the platform.  

2.2 Selection of GBM Patients 
In order to elucidate more accurate sub-network markers we 
excluded those censored patients who do not have the precise 
survival time and we were left with 183 GBM samples. There is 
no generally accepted definition of LTS-GBM. However, LTS-
GBM can be defined, according to the definition from the 
previous study [5], as a patient who survives at least two years 
after the histological diagnosis of GBM. Thus, we have 34 LTS 
and 149 STS GBM in total for the study.  
We selected the extreme samples from each subgroup; Were 
chosen the top 21 survivors who live longer than 2.5 years (=130 
weeks) and the top 47 survivors who live shorter than 0.5 years 
(=26 weeks) to prepare for a set of 68 samples from which the 
pathway markers are derived [7]. Fig.1 shows the distribution of 
survival time of 183 GBM patients included in this study. The 
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short median survival time of 55 weeks (=1.05 years) means that 
the half of the patients fail to survive over a year. Two years of 
survival split all samples into two groups: 34 LTS and 149 STS as 
shown in Fig.1 (A). The half of GBM patients belong to STS 
group fails to survive over 44.3 weeks (0.85 years) as shown in 
Kaplan-Meyer survival plot in Fig.1 (B) with comparison to long 
median survival time of 144.3 weeks (2.77 years) of LTS group.  
 

 
   (A) 

 
 
 
 
 
 
 
 
 
 
 
 
 

(B) 
Figure 1. (A) The distribution of survival time T of 183 GBM 
patients. (B) Kaplan-Meier survival curve for LTS and STS GBM 
patients classified according to our definition of LTS and STS.   

2.3 Human Protein Interaction Data  
We reconstructed PPI network based on the data downloaded 
from iRefIndex database [9] which consolidated a number of 
primary protein interaction databases including BIND, BioGRID, 
CORUM, DIP, HPRD, IntAct, MINT, MPact, MPPI and OPHID. 
We also added the human MAP kinase interactome to our study, 
recently screened by Bandyopadhyay et al [10], and have 10691 
proteins in total. 
 

2.4 Preparing for Common Proteins Between 
Data Sets 
We mapped 17814 genes in the gene expression dataset onto PPI 
network by matching HGNC id and extracted 8461 genes that are 
common among the datasets. Finally, it was reduced to giant 
component having 8171 proteins connected by 47162 links in the 
PPI network for the study in this paper. 

2.5 Construction of the Seed Set 
Seeding strategy is crucial for any network greedy searching 
algorithm since the search result is sensitive to the starting point. 
Here we used triangle seeds with high score, defined as an 
averaged edge-weight within any triangle in PPI. The edge 

weights were calculated based on the significance of change in 
gene expression level between LTS-GBM and STS-GBM samples 
as followings,  

, 

 
where  and  are p-values for gene i and j, respectively and 

 is the smallest p-value among all. P-values for 8171 genes 
were calculated by SAM with 1000 permutations [8].  
The triangle score becomes higher when all member proteins with 
mutual interaction to each other show more significant differences. 
All triangles in PPI were enumerated, ranked by its score, and 
feed to greedy search engine described in the next section.  

2.6 Objective Function of Greedy Search for 
Differentially Expressed Subnetworks (DES) 
For a large PPI network, it is important to find out a set of sub-
networks with time efficiency. We adopted suboptimal but fast 
greedy strategy to expand a smaller sub-network S={s,t,u}, 
starting with top-scored triangle seed, to a larger sub-network 
S’={s,t,u,v}. The greedy searcher always merges the nearest 
neighbor v of S that increases local modularity the most, defined 
as 

 , 

 
where the total strength , the degree 

 of sub-network S, and  is the parameter controlling 
the size of S. This expansion step repeats until no additional 
neighbor exists leading to an increase in the local modularity. This 
searching process (or seed expansion) then starts over with the 
second best triangle seed. The reader can refer to miPALM 
algorithm [11] for more details of the greedy search adopted in 
this paper.  
 

2.7 Selection of significant DES (SDES) 

To assess the significance of identified sub-networks, we 
compared each score of real sub-networks with the baseline 
distribution of random scores from 100 sets of random sub-
networks by randomly permuting node-weights on PPI network. 
This permutation uncorrelates expression level with interaction. 
Thus, significantly and differentially expressed sub-networks 
(SDES) were selected at significance level at 0.05. The sub-
network score of S is defined as  
 

, 

 
which can be considered as density of a subnetwork.  

2.8 GO Enrichment Test 
Human Gene Ontology (GO) slim terms were used to evaluate the 
biological relevance of identified pathways. P-value for GO term 
enrichment was calculated using the hyper geometric distribution 
with the parameters n, , k, , where n is the size of PPI, the sub 
network size , the k number of genes in PPI associated with a 
specific GO term, and the  number of genes in the subnetwork 
associated with the GO term. 
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3. RESULT  

3.1 Subnetwork Identification 
Genomic analysis is extremely useful [3], but changes in 
transcription are not detected.  Microarrays can establish gene 
expression profiling that will allow for prognosis of GBM patients. 
Using gene expression microarray data, Colman et al [5] found 38 
multi-gene predictors for survival of GBM patients by 
enumerating those genes with high fold change between LTS and 
STS GBM samples. They showed the panel of genes is 
significantly related to survival of GBM patients.  
However, proteins are ultimately the functional unit of the cell. 
Identification of biomarkers through the use of protein 
interactomes takes advantage of the ability to build pathway 
profiles of a given tissue. Identification of specific pathways, 
rather than a single gene set, with association with long term 
survival can also provide insights into biology of GBM that is 
little known.  
We have found 47 differentially regulated pathways in LTS-GBM 
by an integration of gene expression data with PPI network. Fig.3 
shows an example SDES, which includes one of survival 
associated genes, transgelin 2 (TAGLN2) from the study above. In 
their study, TAGLN2 was reported to be down-regulated in LTS-
GBM as shown in Fig. 3, and to be contributing to outcome 
prediction of GBM.  
Four mutated genes frequently occurred in GBM are also included 
in this sub-network: MAP2, PDE4A, WDR6, and NISCH from 
cancer gene census. One remarkable gene IL13RA1 is one of the 
most significantly down-regulated gene (p-value 0.00014) in LTS 
GBM compared to in STS, which might be caused by a significant 
hyper methylation in promoter regions of LTS patients (p-value 
0.001) examined for the same cohort in this study. 
In order to know the known biological process relevant to this 
sub-network, GO enrichment test was performed and it is related 
to a necrosis process that results in permanent cessation of all vital 
functions of a cell (GO:0008219) with p-value 0.05.  
Fig.2 illustrates our approach to an integration of expression 
profiles with PPI network. Genomic analysis is extremely useful, 
but change in transcription is not detected.  Microarrays have the 
advantage of establishing gene expression signatures that will 
allow for molecular classification of GBMs. Genomic data and 
transcript profiling offer good opportunities to identify and 
understand molecular alterations, but proteins are ultimately the 
functional unit of the cell. Identification of biomarkers through 
the use of protein interactomes takes advantage of the ability to 
build pathway profiles of a given tissue. Thus we have found 47 
SDESs in LTS-GBM by an integration of gene expression with 
PPI with help of GBM mutations. 

 

 
Figure 2. Schematic diagram of our network-based approach 
to SDES pathways elucidation. A protein-protein inter-action 
network is used to assign group of genes to sub-networks. 

Significance of change in gene expression and promoter 
methylation profiles between tissue samples from each phenotype 
(i.e., LTS and STS) are overlaid on top of PPI network. The 
histopathological image of cerebral glioblastoma was captured 
from “The Cancer Gene Atlas” web site [12].   
 

 
Figure 3. Example SDES in LTS-GBM tumor. Node color 
represent the degree of change in expression level between LTS- 
and STS-GBM; Green and red nodes are up- and down-regulated 
genes in LTS-GBM, respectively. Rectangular node represents 
significance of change in its expression level (i.e., small p-value < 
0.05). Known driver genes that are frequently mutated in GBM 
cancer identified from other study [3] is marked by diamond. 
Edge width is proportional to the edge weight.  

3.2 Subnetwork Markers Capture Larger 
Number of Known Mutated Genes in GBM 
Unlike conventional approach to elucidating significantly 
different genes in their expression level between LTS- and STS-
GBM, network-based approach is more informative in that the 
known cancer genes can be captured well in a dysregulated 
pathway [6]. For one example, a cancer driver gene MAP1B in 
Fig.4 (A) is not significantly different between GBM patients; 
however, it has links to LPL and BCAP31 that show significant 
change. COL1A2 in Fig.4 (B), for another example, is significant 
neither, but plays a central role as hub bridging many other genes 
that is more significant in the common sub-network. This property 
is important for detecting those genes indicative of long-term 
survive because the phenotypic change need not always be 
regulated at the level of expression.  
For a more systematic evaluation of this ability to reveal known 
GBM cancer genes, we gathered two sets of GBM cancer genes 
from two independent study, one from GBM candidate cancer 
genes (CAN) [3] and another from Cancer Gene Census (CGC) 
[2]. Two sets contain 375 and 1175 GBM genes overlapped those 
in PPI, respectively. 
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Figure 4. Example SDES in LTS-GBM tumor. Node color 
represent the degree of change in expression level between LTS- 
and STS-GBM; Green and red nodes are up- and down-regulated 
genes in LTS-GBM, respectively. Rectangular node represents 
significance of change in its expression level (i.e., small p-value < 
0.05). Known driver genes that are frequently mutated in GBM 
cancer identified from other study [3] is marked by diamond. 
Edge width is proportional to the edge weight.  
 

The number of overlapping genes from the set of sub-networks 
with known cancer genes is shown in Fig. 5 for  of 0.5. As a 
reference, a gene-set was constructed with size controlled 
containing the same number of genes (=977) as those in sub-
networks by using top most significant genes. Our network 
approach recalled 29.6% and 65.9% more cancer genes from 
CAN and CGC, respectively, compared to single gene approach. 
We confirmed similar trend for a range of different  values from 
0.35 to 0.5 with step size 0.05 (not shown in this paper). 
 

 
Figure 5. Comparison of sub-network and single gene 
approach to detection of known cancer genes gathered from two 
other studies. Single-gene markers were size controlled (the same 
number of genes in the set of sub-networks). 

3.3 Subnetwork Markers Are More Enriched 
with GO Terms  
Finally, we examined the enrichment of the sub-networks detected 
by our method for 127 GO terms related with biological process. 
To evaluate the enrichment, we defined an enrichment score as 
sum of –log(pt) for each GO term t and its hyper-geometric P-
value pt . Our network-based approach has a higher enrichment 
score (=24.8) compared to single-gene approach (=1.46) as shown 
in Fig 6.  

 
Figure 6. Set-wise GO term enrichment test. The sum runs over 
127 GO terms (biological process).  
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We also examined subnetwork-wise enrichment for each 
subnetwork. Top most enriched SDES are listed in Table 1.  
 
Table 1. The top ten GO enriched SDESs (P-value ≤ 0.02) 
from LTS-GBM tumor  

GO ID GO Term (Biological Process) 
GO:0008150 Biological process 

GO:0009653 anatomical structure morphogenesis 

GO:0006091 generation of precursor metabolites and 
energy 

GO:0009058 biosynthetic process 

GO:0008283 cell proliferation 

GO:0040029 regulation of gene expression, epigenetic 

GO:0044238 primary metabolic process 

GO:0007005 mitochondrion organization 

GO:0015031 protein transport 

GO:0006139 nucleobase, nucleoside, nucleotide and 
nucleic acid metabolic process 

 

4. CONCLUSION  
Integration of gene expression profiles with PPI data improves the 
recall rate of known GBM cancer genes and GO term enrichness 
compared to conventional approach where gene expression alone 
is used. Our computational framework enables integration of 
multi-dimensional genomics, transcriptome, and interactome data 
for pathway inference. It is generally applicable to other diseases 
in addition to GBM cancer.  
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ABSTRACT
Protein-protein interaction (PPI) data are often stored in
publicly available databases that are often queried by the use
of simple query interfaces allowing only key-based queries.
Such databases enable the retrieval of one or more proteins
that interact with a target protein, using a target protein
identifier. Nevertheless, a lot of biological information is
available and is spread on different sources and encoded in
different ontologies (e.g. Gene Ontology). Annotating exist-
ing PPI databases with biological information may result in
richer querying interfaces and successively could enable the
development of novel algorithms that may use biological in-
formation. The OntoPIN project showed the effectiveness of
the introduction of a framework for the ontology-based man-
agement and querying of Protein-Protein Interaction Data.
The OntoPIN framework first merges PPI data with anno-
tations extracted from existing ontologies (e.g. Gene Ontol-
ogy) and stores annotated data into a database. Then, a
semantic-based query interface enables users to query these
data by using biological concepts. OntoPIN allows: (a) to
extend existing PPI databases by using ontologies, (b) to
enable a key-based querying of annotated data, and (c) to
offer a novel query interface based on semantic similarity
among annotations. This paper presents the current state
of the OntoPIN project discussing a case study on human
protein interaction data.

Categories and Subject Descriptors
H.4 [Information Systems Applications]: Miscellaneous

General Terms
Theory
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Protein Interaction Networks, Ontologies
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1. INTRODUCTION
After the introduction of a large number of methods and

tools for the determination of the biochemical characteris-
tics of proteins ( e.g. the determination of the spatial struc-
tures) the interest of researchers has focused on the study
of the roles of proteins within a living organism. Proteins
play their role usually by interacting among them or with
other macromolecules, e.g. nucleic acids. An interaction
usually involves a contact among surfaces of two or more
proteins. Thus, different experimental techniques have been
introduced for the determination of interactions among pro-
teins, named protein-protein interaction (PPI). As a result,
a large number of experimental datasets has been produced
[4] causing the introduction of computer science methods
to manage, store and analyse PPI data. The whole set of
protein interactions of a single specie is also referred to as
Protein to protein Interaction Network (PIN), and the high
dimension of this network makes infeasible the manual in-
spection even for simple organisms.

PINs have been easily modelled by using undirected graphs
[9] where nodes are associated to proteins and edges repre-
sent interactions among proteins. The simplest representa-
tion uses an undirected graph, while more refined models
use directed and labelled edges to integrate the information
about the kind of biochemical association and its direction.

PPI data have been collected in many public databases
such as IntAct [1], the Database of Interacting Proteins
(DIP) [8], the Molecular Interaction Database (MINT) [6].
Usually PPI databases contain raw data, e.g. the identifiers
of the interacting proteins, and some kind of annotation re-
lated to the reliability of the stored data, but usually this
data is not annotated with information already available in
other sources, such as Gene Ontology.

PPI databases are often publicly available on the Internet
offering to the user the possibility to retrieve data of inter-
est through simple querying interfaces. Users, in fact, can
conduct a search through the insertion of: (i) one or more
protein identifiers, (ii) a protein sequence, or (iii) the name
of an organism. Results may consist of, respectively, a list of
proteins that interact directly with the seed protein or that
are at distance k from the seed protein, or the list of all the
interactions of an organism. Often it is impossible to formu-
late even simple queries involving biological concepts, such
as all the interactions that are related to glucose synthesis.

The OntoPIN project [5], conversely, demonstrated the ef-
fectiveness of the use of ontologies for annotating interaction
starting from the annotation of nodes and the subsequent
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use for querying interaction data. The OntoPIN project is
based on three main modules.

A framework able to extend existing PPI databases

with annotations extracted from ontologies: at the
bottom of the proposed software platform there is an anno-
tation module able to extend an existing PPI database with
annotation extracted from the Gene Ontology Annotation
Database [3] (GOA) . For each protein three kind of anno-
tations are currently provided: biological process, cellular
compartment and molecular function. A system to an-

notate interactions starting from the annotations of

interacting proteins: usually annotated databases con-
tain annotations only for single proteins, nor for interac-
tions. Here we define the annotation of an interaction as
the shared terms of the annotations of the interacting pro-
teins.(i.e let A(P1) and A(P2) the sets of the annotations of
the proteins P1 and P2, then the annotations of (P1 ,P2) are
given by A(P1,2) = A(P1)

⋂
A(P2). A system for query-

ing such data based on semantic similarity; Two main
approaches are proposed for querying data: (a) retrieving all
the interactions that are annotated with one or more terms
that are given as input, (b) retrieving all the interactions
that are annotated with a similar term given as input. User
can query annotated data through a query by example ap-
proach available through a Graphical User Interface.

The current release of OntoPin, focuses on the manage-
ment of protein interaction of Homo Sapiens. For this rea-
son, we extracted 51,329 binary interaction from IntAct
Database [2] and corresponding annotation from Gene On-
tology Annotation Database (GOA) [3].

2. THE ONTOPIN PROJECT
OntoPIN is a framework for the annotation, retrieval and

analysis of PPI data enriched with Gene Ontology knowl-
edge.

Main functionalities of OntoPIN are:

• the extension existing PPI databases with an-

notations extracted from ontologies: for each in-
teraction stored in OntoPIN, we provide three kind
of annotations are currently provided: biological pro-
cess, cellular compartment and molecular function ex-
tracted from the Gene Ontology Annotation Database
(GOA). In OntoPIN the annotation of an interaction
is defined as the shared terms of the annotations of
the interacting proteins.(i.e let A(P1) and A(P2) the
sets of the annotations of the proteins P1 and P2, then
the annotations of (P1 ,P2) are given by A(P1,2) =
A(P1)

⋂
A(P2).

• an inteface for querying such data based on

semantic concepts; Two main approaches are pro-
posed for querying data: (a) retrieving all the interac-
tions that are annotated with one or more terms that
are given as input, (b) retrieving all the interactions
that are annotated with a similar term given as in-
put. User can query annotated data through a query
by example approach available through a Graphical
User Interface. For instance, it is possible to query the
database by specifying a list of annotations, e.g. GO :
0030528 and GO : 0043565. The system will retrieve
all the binary interactions participated by the protein
and that are annotated with the chosen term(s).

• a novel approach for analysing PINs derived

from annotated PPI data; the contained knowledge
can be used to realize novel algorithms for PIN anal-
ysis, attempting to improve existing algorithms that
try to mine PINs by using only graph theory methods,
e.g. topological information.

The current release of OntoPIN stores interaction of two
main organisms: Homo Sapiens. Interactions of H. Sapiens
are extracted from the IntAct database. It currently stores
56,924 interactions and 11,338 proteins.

2.1 Example on a human subset of Ontopin
We show the process of annotations and the query possi-

bilities of OntoPin through an example of a set of proteins
and interactions that are related to a well-known mechan-
ims of regulation and transformation of sugar in the human
body. In particular we consider a subset of OntoPin that
comprises proteins TPI1, GAPDH, PGK1, PGK2, PGAM1,
PGAM2, PGAM4, ENO1, ENO2, ENO3, and PKM2. Such
proteins constitutes a functional module related to metabolism
of Glycolysis, as reported in KEGG database [7]. The in-
teractions among these proteins are depicted in Figure 1.

Figure 1: Visualization of Results in OntoPin

Each protein of this dataset is annotated with the GO
terms depicted in Table 1.

Ontopin stores the interactions and the related annota-
tions as summarized in Table 2.

Table 2: Annotation of the interactions of Dataset1
Proteins Annotations

TPI1, PGK2 GO:0008152
TPI1, PGAM1 GO:0003824

GO:0016853,GO:0008152
TPI1 PGAM2 GO:0008152 GO:0016853

GO:0003824
TPI1 PGAM4 GO:0008152

GO:0016853 GO:0003824
TPI1 PKM2 GO:0003824

In order to retrieve interactions related to glycolysis and,
for instance, to catalytic activity (GO:0003824), the researcher
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Table 1: GO Terms for Proteins of Dataset 1
TPI1 GO:0008152 GO:0004807 GO:0016853 GO:0003824
GAPDH GO:0006094 GO:0006006 GO:0005975 GO:0055114 GO:0008152

GO:0006096 GO:0051402 GO:0050821 GO:0035606 GO:0006915
GO:0005515 GO:0016620 GO:0004365 GO:0005488 GO:0016740
GO:0051287 GO:0016491 GO:0008943 GO:0035605 GO:0003824
GO:0005829 GO:0005634 GO:0005829 GO:0005737 GO:0016020

PGK1 GO:0006096 GO:0016310 GO:0006094 GO:0006006 GO:0005975
GO:0006096 GO:0004618 GO:0016740 GO:0004618 GO:0000166
GO:0005524 GO:0005737 GO:0005829

PGK2 GO:0006096 GO:0016310 GO:0004618 GO:0005524 GO:0016740
GO:0005737 GO:0005829

PGAM1 GO:0006096 GO:0008152 GO:0046538 GO:0003824 GO:0016868
GO:0016853

PGAM2 GO:0006096 GO:0008152 GO:0016853 GO:0003824 GO:0016868
PGAM4 GO:0006096 GO:0008152 GO:0004619 GO:0003824 GO:0016868

GO:0016853 GO:0004083 GO:0004082 GO:0016787 GO:0005575
ENO1 GO:0006096 GO:0000287 GO:0004634 GO:0000287 GO:0016829

GO:0000015
ENO2 GO:0006096 GO:0042493 GO:0014070 GO:0006094 GO:0005975

GO:0032355 GO:0004634 GO:0000287 GO:0042803 GO:0046872
GO:0046982 GO:0016829 GO:0005622 GO:0000015 GO:0005829
GO:0043204 GO:0005886 GO:0005737 GO:0043025 GO:0001917
GO:0005626 GO:0005625 GO:0019717 GO:0016020

ENO3 GO:0006096 GO:0004634 GO:0000287 GO:0016829 GO:0000015
PKM2 GO:0006096 GO:0004743 GO:0003824 GO:0004743 GO:0030955

GO:0000287

can extract all the proteins belonging to Human that are
annotated with this term. Using, for instance, the GOA
database, researcher finds 38 proteins and more than 200 in-
teractions, than has to filter out these proteins to retrieve re-
lated interactions interactions. Using OntoPIN, conversely,
the number of retrieved interactions decrease to 5, then user
has to find the desired interaction(s) among these.

3. EXPERIMENTAL EVALUATION
In an attempt to assess the effectiveness of the OntoPIN

approach, it is essential to have a validated Gold Standard
Dataset (GSTD), in order to evaluate the Precision and the
Recall of the querying systems on the basis of relevant in-
teractions extracted, and non-relevant ones. Unfortunately,
to the best of our knowledge, there are not Gold Standard
Datasets that can be used for such experiments, so we de-
fined a dataset to test by assembling protein interaction data
in human in such a way: we considered as GSTD a set of 263
proteins and 1891 interactions. Then we defined some mea-
sures to test the effectiveness of the improvement of using
ontologies during search.

In information retrieval contexts classical measures of bench-
mark are precision and recall, that are defined in terms of
a set of retrieved documents (e.g. the list of documents
produced by a web search engine for a query) and a set of
relevant documents (e.g. the list of all documents on the
internet that are relevant for a certain topic). For example
for a text search on a set of documents precision is the num-
ber of correct results divided by the number of all returned
results. Similarly recall is defined as the number of correct
results divided by the number of results that should have
been returned.

In our context we defined such measures in terms of re-

trieved interactions (RetInt)(e.g. the list of all the interac-
tions retrieved from a query), and a set of relevant interac-
tions (RelInt) (e.g. the list of all the interactions produced
by the search engine that are annotated with a certain GO
term). Formally, we define:

Precision =
RelInt

⋂
RetInt

RetInt
(1)

and

Recall =
RelInt

⋂
RetInt

RelInt
. (2)

Finally, we defined the F-measure as the traditional har-
monic mean of the previous two:

Fscore =
2 • precision • recall

precision+ recall
(3)

Let us consider following example to better explain the
calculation of precision and recall. A dataset of 5 proteins,
Pj , j = 1..5, four interactions P1, and a set annotations for
both proteins (as contained in other databases) and inter-
actions as contained in OntoPIN as summarized in Table
3.

Let us suppose that a researcher needs to find all the inter-
actions that are related to the function coded with the terms
T2. In a traditional database, researchers should insert the
term T2 retrieving all the interactions for which at least a
protein has such term of annotation. Then researcher finds
following interactions: (P1, P2), (P3, P4), (P1, P3), (P1, P5),
(P1, P6). Dataset contains 3 relevant interaction, and query
retrieves 3 relevant interactions and a total of 5 interactions.
Following the previous definitions we can calculate the preci-
sion as the fraction of retrieved interactions that are relevant
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Table 3: Example

Proteins Annotations
P1 T1, T2, T3, T10, T11

P2 T2, T3, T5

P3 T1, T2, T7

P4 T1, T2, T4, T5

P5 T3, T8, T9

P6 T10, T11, T12

P7 T2

(P1, P2) T2, T3

(P3, P4) T1, T2

(P1, P3) T1, T2

(P1, P5) T3

(P1, P6) T10, T11

(P1, P7) T2

to the search:

Precision =
3

5
= 0, 6 (4)

Similarly recall is is the fraction of the interactions that
are relevant to the query that are successfully retrieved.

Recall =
3

3
= 1 (5)

Finally the F-score is:

F − Score =
2 ∗ 0, 6 ∗ 1

0, 6 + 1
= 0, 75 (6)

Alternatively, let us consider the querying strategy of On-
toPIN. As consequence by inserting T2, OntoPIN returns
(P1, P2), (P3, P4),(P1, P3), reporting following values:

Precision =
3/3

3
= 1 (7)

Recall =
3/3

3
= 1 (8)

F − Score =
2 ∗ 1 ∗ 1

1 + 1
= 1 (9)

3.1 Benchmark
Finally we compared benchmark of OntoPin with respect

to existing databases considering the above defined dataset
a set of queries with an increasing number of GO Terms. In
particular we defined a set of GO Term belonging to three
ontologies, GODataset, then we defined three classes of GO
terms, Class1, Class2, and Class3. Each class contains ten
groups of GO Terms that are randomly extracted from the
GODataset with an increasing number of GO Terms. In par-
ticular groups of Class1 contain three GO Terms, groups
of Class2, contains five GO Terms and groups of Class3
contains seven GO Terms. For each Class we queried On-
toPIN searching for interactions annotated with this term,
and then we queried MINT and Intact searching for proteins
annotated with the same terms. Finally we evaluated preci-
sion and recall for each class as the average of the precision
and recall of all the groups belonging to those class. Table
4 summarizes these results results.

4. CONCLUSIONS
As discussed before, a lot of biological information about

interactions is currently spread on different databases or or-
ganized trough ontologies. Nevertheless, such information is
often not used for querying interaction databases or for an-
alyzing interaction data. Existing databases, in fact, have
query interface with poor semantics For instance they en-
ables the retrieval of one or more proteins that interact with
a query protein but do not allow to select proteins or inter-
actions on the basis of their functions or on the basis of a
similar function. Moreover existing algorithms usually have
to manually integrate interactions or proteins with semantic
information.

The paper presented OntoPIN, a system to annotate PPI
databases with biological information extracted from Gene
Ontology and a powerful query interface to query the re-
sulting annotated PPI database. Main contributions of On-
toPIN is to enable the semantic searching of interactions
searching for exact corresponding terms or for similar terms.
This paper presented the current state of the OntoPIN project,
discussing a case study on human protein interaction data.
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